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Ecological Fallacy

Introduction to Ecological Fallacy

Ecological fallacy is an old term from the fifties,
described for the first time by Robinson [4]. The
fallacy is defined as the mistake a consumer of
research results makes when a statistical effect (e.g.,
a correlation), measured and calculated over groups,
is used as a statement valid for individuals. The
opposite, a less common mistake in research, is
the same fallacy. In the world outside research,
this last fallacy would be called discrimination.
Discrimination is blaming a group for the behavior of
an individual, such as if someone who is Dutch, like
myself, behaves badly, and the inference is made that
all Dutch people behave that way. To avoid ecological
fallacies, all data analysis results should be stated at
the level where the analysis was executed. In sum,
statements that make cross-level inferences should
be avoided, unless good evidence exists that they are
safe to make. A better solution is to analyze data
at both levels of the hierarchy in multilevel analysis
[1] and [3], which is a separate issue (see Linear
Multilevel Models).

The Robinson Effect

Robinson [4] published the first example of an
ecological fallacy, based on data collected in 1930.
Reported correlations showed a strong relationship
between the percentage immigrants and the level
of illiteracy in the United States. The contradiction
in the data, according to Robinson, was between
the large and negative correlation (r = −0.53) using
states as the unit of analysis, and the much smaller
and positive correlation (r = 0.12) when individuals
are the unit of analysis. The negative correlation
indicates that if a state has a high percentage of
foreign-born people, the level of illiteracy of that
state is low, while the individual correlation indicates
that foreign-born individuals are more often illiterate.
This reversal of the correlation sign can be traced to
an unmeasured third variable, affluence of a state,
as shown by Hanushek, Jackson, and Kain [2]. In
the thirties, affluent states attracted more immigrants,
and, at the same time, affluence gave children more

opportunities to learn and go to school, thus lowering
the illiteracy in the state as a whole.

Ecological Fallacy is Still Around

Kreft and De Leeuw [3] report an example of the
relationship between education and income measured
over people working in 12 different industries. The
individual correlation is low but positive (r = 0.12).
However, the aggregated correlation over industries
is high and has a negative sign (r = −0.71). At indi-
vidual level, a positive relation between education
and income is found, but when the data are aggre-
gated to industry level, the opposite appears to be
true. The data suggest that individuals can expect
some gain in income by going back to school, but, at
the industry level, the reverse seems to be true. The
opposite conclusion at the industry level is the result
of a confounding factor, the type of industry, which
is either private or public. In the private sector, high-
paying industries exist that do not require high levels
of education (e.g., transportation, real estate), while
in the public sector, some low-paying industries are
present, such as universities and schools, demanding
high levels of schooling. Again, it is clear that char-
acteristics of industries are a threat to the validity of
cross-level inferences.

Conditions Where Ecological Fallacies
May Appear

When interested in individual as well as group effects,
the data matrix (and the covariance matrix) will be
divided in two parts: a within (group) and a between
(group) part, as shown in equation (1), where C =
covariance, t = total, b = between, and w = within.

C(xt, yt) = C(xb, yb) + C(xwyw) (1)

The variances (V) of variables x and y can be
defined in similar ways. A measure for between-
group variance for a variable is defined as η2. η2

is the ratio of between-group and total variation
(see Effect Size Measures). Equally, the within-
group variation is 1 − η2 the ratio of the within-
group variation and the total variation. Ecological
differences in regression coefficients occur when
between and within variations are very different,
and/or one of the two is (almost) zero. Given that
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the total regression coefficient (bt) is a weighted sum
of the between-group regression bb and the pooled-
within group regression bw, as in bt = η2bb + (1 −
η2)bw, it follows that if bb = 0, bt = bw, and the total
regression are equal to the pooled-within regression.
Following the same reasoning, bt = bb when bw = 0.
In this situation, there is no pooled-within regression,
and all the variation is between groups.

Using the definition of the regression coefficient
for the total, the between as well as for the within
group, as {C(xy)/V (x)}, it can be shown that the
total regression coefficient is different from the within
and/or the between-coefficient in predictable ways.
The definition of the regression coefficient bb in
(2) is:

b(xb, yb) = C(xb, yb)

V (xb)
(2)

Using the definition of η2 and 1 − η2, we can replace
the between-covariance, C (xb, yb), in the numerator
by the total covariance minus the within-covariance.
The between-regression coefficient is redefined in (3):

b(xb, yb) = {C(xt, yt) − C(xw, yw)}
V (xb)

(3)

Rearranging terms in (3), and replacing the total-
as well as the within-covariances in the numerator
by b(xt, yt)V (xt) and b(xw, yw)V (xw) respectively
results in (4).

b(xb, yb) = {b(xt, yt)V (xt) − b(xw, yw)V (xw)}
V (xb)

(4)

Dividing numerator and denominator in (4) by the
total variance V (xt)) and replacing the resulting
V (xb)/V (xT) by η2(x), doing the same with
V (xw)/V (xt) and replacing it with 1 − η2(x) results
in (5).

b(xb, yb) = {b(xt, yt) − b(xw, yw)(1 − η2(x)}
η2(x)

(5)

Equation (5) shows that the between-regression coef-
ficient is the total regression coefficient minus
the within-coefficient, weighted by the within- and
between-η2. In situations where the regression coef-
ficient between x and y is zero, {b(xt, yt) = 0}, the
between-groups coefficients will be a weighted sum
of the within-regression as in (6) and have an oppo-
site sign.

b(xb, yb) = {−b(xw, yw)(1 − η2(x)}
η2(x)

(6)

The same equation (6) also shows that, if the group
effect, η2(x), is large, {1 − η2(x)} will be small,
both resulting in a larger between-coefficient than
a within-coefficient, explaining the ‘blowing up’
of the aggregated coefficient as compared to the
individual one.
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Educational Psychology:
Measuring Change Over
Time

Educational psychologists examine many teaching
and learning phenomena that involve change. For
instance, researchers are interested in how students’
abilities to read, spell, and write develop in ele-
mentary school. Investigators who study social and
emotional variables such as personality traits and
self-esteem examine how these variables change
from adolescence to adulthood. Similarly, educators
invested in the promotion of health and fitness are
concerned with ways to improve eating, sleeping,
and exercise behaviors. All of these examples lead
to research questions for which investigators collect
data to determine how variable scores change.

To address whether scores change in time, edu-
cational researchers often use repeated measures
analyses of variance (ANOVA) Studies employing
repeated measures designs in educational psychologi-
cal research are prevalent as any inspection of the best
journals in the field shows [8, 17, 23]. Repeated mea-
sures ANOVA is simply an extension of the depen-
dent samples t Test. Rather than comparing mean
performance for the same group of examinees on two
occasions (e.g., days, weeks, years – what statisti-
cians refer to as trials), repeated measures ANOVA
allows statisticians to compare means for three or
more trials.

GLM for Repeated Measures and
Statistical Assumptions

Repeated measures analyses are examined within
the framework of the Generalized Linear Model
(GLM) in statistics. Suppose an educational psychol-
ogist is interested in whether spelling scores for a
group of elementary students change over a five-week
period. Assume the researcher administers a spelling
test every Friday of each week. According to Glass
and Hopkins [7], any spelling score can be denoted
by the symbol, Xst , where the subscripts s and t stand
for sth student and t th trial, respectively. Thus, any
score can be represented by the following equation:

Xst = µ + as + βt + aβst + εst , (1)

where µ is the grand mean, as is the random factor
effect for students, βt is the fixed factor effect for tri-
als, aβst is an interaction term, and εst is the residual
of the score Xst when predicted from the other terms
in the model. Because of the inclusion of one ran-
dom factor (students) and one fixed factor (trials), this
repeated measures ANOVA model is a mixed-effects
model (see Linear Multilevel Models).

As with all analysis of variance (ANOVA) mod-
els within the GLM framework, to determine whether
there is a significant main effect for trial, the educa-
tional psychologist should report the F-ratio, degrees
of freedom, the Mean Square Error term, and an
index of effect size. Often, the partial eta-squared
(η2) value is reported to indicate small, medium, and
large effects (0.01, 0.06, and 0.16 respectively) [3]
(see Effect Size Measures).

Before investigators conclude, however, that at
least one trial is different from the other four, they
must ensure that certain statistical assumptions are
met. Like other ANOVA models, the typical assump-
tions of normality and independence of observa-
tions are important in repeated measures analyses,
too. In addition, statisticians must test the assump-
tion of sphericity when analyzing repeated measures
data. This assumption requires that the variances
for all possible differences between trials be equal.
The assumption relates to the dependency that exists
between distributions of trials because the data come
from the same students. Of course, researchers do not
expect the variances of the differences to be exactly
identical. Instead, they want to know if they differ to
a significant degree.

Fortunately, there are many well-known tests of
the sphericity assumption. Greenhouse and Geisser’s
[9] and Huynh and Feldt’s [12] procedures adjust
the degrees of freedom of the F test when the
sphericity assumption is violated. To determine if it
is violated, their procedures result in epsilon values
(ε’s, which are reported in printouts such as those of
SPSS [22]). Values close to 1.00 are desirable. If the
Greenhouse–Geisser or Huynh–Feldt values suggest
some departure from sphericity, it might be wise to
adjust the degrees of freedom. Adjustment makes for
a more conservative test, which means that a larger
F-ratio is required to reject H0.

After researchers determine that there is a sig-
nificant main effect for trials, two follow-up ques-
tions can be addressed: (a) Between which pairs
of means is there significant change? (b) Is there
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a significant trend across weeks? These two ques-
tions pertain to post hoc comparisons and trend
analysis (see Multiple Comparison Procedures),
respectively. Statistically, both topics are addressed
extensively in the literature [15, 21]. However, with
repeated measures designs, educational psychologists
must be very careful about the interpretations they
make. The next two sections describe some method-
ological considerations.

Post Hoc Comparisons

Readers can browse any textbook containing chapters
on ANOVA, and find ample information about post
hoc (see A Priori v Post Hoc Testing) comparisons.
These mean comparisons are made after a so-called
omnibus test is significant [13]. Thus, any time there
is a main effect for a factor with more than two levels,
post hoc comparisons indicate where the significant
difference or differences are. Post hoc comparisons
control familywise error rates (see Error Rates) (the
probability of a Type I error is α for the set of
comparisons). For between-subjects designs, educa-
tional psychologists can choose from many post hoc
comparisons (e.g., Duncan, Fisher’s least significant
difference (LSD), Student–Newman–Kuels, Tukey’s
honestly significant difference (HSD)). For repeated
measures analyses, do well-known post hoc com-
parison procedures work? Unfortunately, the answer
is not a simple one, and statisticians vary in their
opinions about the best way to approach the ques-
tion [11, 16]. Reasons for the complexity pertain
to the methodological considerations of analyzing
repeated measures data. One concern about locating
mean differences relates to violations of the assump-
tion of sphericity. Quite often, the degrees of freedom
must be adjusted for the omnibus F test because the
assumption is violated. While statistical adjustments
such as the Greenhouse–Geisser correction assist in
accurately rejecting the null hypothesis for the main
effect, post hoc comparisons are not protected by the
same adjustment [18].

Fortunately, Keselman and his colleagues [13, 14]
continue to study repeated measures designs exten-
sively. In their papers, they recommend the best
methods of comparing means given violations of
sphericity or multiple sphericity (for designs with
grouping variables). Reviewing these recommen-
dations is beyond the scope of this chapter, but

Bonferroni methods appear particularly useful and
result in fewer Type I errors than other tests (e.g.,
Tukey) when assumptions (such as sphericity) are
violated [16].

Trend Analysis

While post hoc comparison procedures are one way
to examine the means for repeated measures designs,
another approach to studying average performance
over time is trend analysis. Tests of linear and non-
linear trends in studies of growth and development
in educational psychology appear periodically [4].
Glass and Hopkins [7] indicate that as long as the
repeated trials constitute an ordinal or interval scale
of measurement, such as the case of weeks, tests for
significant trends are appropriate. However, if the
repeated factors are actually related measures, such
as different subscale averages of a standardized test
battery, then trend analyses are not appropriate. Thus,
educational psychologists should not use trend analy-
sis to study within-student differences on the graduate
record examination (GRE) quantitative, verbal, and
analytic subscales (see Growth Curve Modeling).

Figure 1 depicts a trend for hypothetical spelling
data collected over a five-week period. Using stan-
dard contrasts, software programs such as SPSS [22]
readily report whether the data fit linear, quadratic,
cubic, or higher-order polynomial models. For the
means reported in Table 1, the linear trend is sig-
nificant, F (1, 9) = 21.16, p = 0.001, MSe = 1.00,
partial η2 = 0.70. The effect size, 0.70, is large. The
data support the idea that students’ spelling ability
increases in a linear fashion.

Changes in spelling scores

Week
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Figure 1 Trend for spelling scores across weeks
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Table 1 Means and standard deviations for hypothetical
(SD) spelling data

Trial
Phonics instruction

M (SD)
Control
M (SD)

Total
M (SD)

Week 1 1.60 (0.70) 1.20 (0.92) 1.40 (0.82)
Week 2 3.00 (1.15) 1.20 (0.79) 2.10 (1.33)
Week 3 4.90 (1.66) 2.00 (1.15) 3.45 (2.04)
Week 4 6.10 (2.08) 2.40 (1.17) 4.25 (2.51)
Week 5 7.70 (2.26) 2.90 (1.45) 5.30 (3.08)

Table 2 Analysis of Variance for instruction level (I) and
Trials (T)

Source of variation SS df MS F

Between subjects 322.20 19
Instruction (I) 184.96 1 184.96 24.27a

Students (s : I) 137.24 18 7.62
Within subjects 302.8 80
Trials (T) 199.50 4 49.87 79.15∗
I × T 57.74 4 14.44 22.92∗
T × s : I 45.56 72 0.63
Total 625 99

ap < 0.0001.

The Mixed-effects Model: Adding
a Between-subjects Factor

To this point, the features of a repeated measures
analysis of one factor (i.e., trials) have been pre-
sented. However, educational psychologists rarely
test such simple models. Instead, they often study
whether instructional interventions differ and whether
the differences remain constant across time [5, 6].
Suppose an experimental variable is added to the
repeated measures model for the hypothetical spelling
data. Assume students are now randomly assigned to
two conditions, a treatment condition that teaches stu-
dents to spell using phonics-based instruction (Phon-
ics) and a no instruction (Control) condition. Again,
spelling scores are collected every Friday for five
weeks. Means and standard deviations are reported in
Table 1. Treatment (Phonics vs Control) is a between-
subjects variable, Trials remains a within-subjects
variable, and now there is an interaction between the
two variables. In this analysis, students are nested
in treatment condition. Table 2 presents the ANOVA
source table for this model.

Three F-ratios are of interest. Researchers want to
know if there is (a) a main effect for treatment; (b) a

main effect for trials; and, (c) an interaction between
treatment and trials. In this analysis, the I (instruction
mode) × T (trials) interaction is significant, F

(4, 72) = 22.92, p < 0.0001, MSe = 0.63, partial
η2 = 0.55 (a large effect) as is the main effect for
treatment, F (1, 18) = 24.27, p < 0.0001, MSe =
7.62, partial η2 = 0.55, and trials, F (4, 72) =
79.15, p < 0.0001, MSe = 0.63, partial η2 = 0.55.
Statisticians recommend that researchers describe
significant interactions before describing main effects
because main effects for the first factor do not
generalize over levels of the second factor (see
Interaction Effects). Thus, even though the F-ratios
are large for both main effects tests (i.e., treatment
and trials), differences between treatment groups are
not consistently the same for every weekly trial.
Similarly, growth patterns across weekly trials are
not similar for both treatment conditions.

Figure 2 illustrates the interaction visually. It
displays two trend lines (Phonics and Control). Linear
trends for both groups are significant. However, the
slope for the Phonics Instruction group is steeper
than that observed for the Control Group resulting
in a significant I × T linear trend interaction, F

(1, 18) = 34.99, p < 0.0001, MSe = 1.64, partial
η2 = 0.56. Descriptively, the results support the idea
that increases in spelling ability over time are larger
for the Phonics Instruction group than they are
for the Control group. In fact, while hypothetical
data are summarized here to show that Phonics
Instruction has an effect on spelling performance
when compared with a control condition, the results
reflect those reported by researchers in educational
psychology [24].
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Assumption Considerations

The same statistical assumptions considered earlier
apply to this mixed model. Thus, sphericity is still
important. Because of the inclusion of two mutually
exclusive groups, the assumption is called multisam-
ple sphericity . Not only must the variances of the
differences of scores for all trial pairs be equal within
a group but also the variances of the differences
for all trial pairs must be consistent across groups.
In the data analyzed, the assumption was not met.
When analyzed by SPSS [22], adjustments of the
degrees of freedom are recommended. For example,
the uncorrected degrees of freedom for the interaction
in Table 2 are 4 and 72, but the Greenhouse–Geisser
degrees of freedom are 2.083 for the numerator and
37.488 for the denominator.

New Developments in Repeated Measures
Analysis

The hypothetical spelling examples assume that stu-
dents are randomly selected from the population of
interest, and that they are randomly assigned to treat-
ment conditions. The design in the second study was
balanced as there were 10 students in each instruction
level. Data were recorded for each student in a con-
dition for every weekly trial. There were no missing
data. Statistically, the design features of the examples
are ideal.

Realistically, however, educational psychologists
encounter design problems because data are not so
ideal. Schools are not places where it is easy to ran-
domly select students or randomly assign students
to treatment conditions. Even if a special classroom
or academic laboratory is available to the researcher,
students interact, and converse regularly about their
academic and social experiences. Further, instructors
teach spelling independently of what they might learn
from a Phonics Instruction intervention. From a sta-
tistical perspective, these data distributions likely vio-
late the assumption of independence of observations.

To overcome this problem, researchers use sev-
eral procedures. First, they can randomly select larger
units of analysis such as classrooms, schools, or
districts. Students, of course, would be nested in
these larger units. Districts or schools would then
be randomly assigned to treatment condition. Hierar-
chical Linear Modeling (HLM) [1], an extension of

the GLM, allows researchers to test multilevel mod-
els (see Linear Multilevel Models) where nested
units of analysis are of interest to the researcher.
Bryk and Raudenbush [1] show how these models
can incorporate repeated measures factors and result
in growth curve modeling Thus, it is possible to
analyze trends in Figures 1 and 2 with consideration
of nested effects (e.g., how teachers in specific class-
rooms affect students’ development, or how school
districts affect achievement – independently of the
effects of a treatment).

While HLM models help overcome violations of
the assumption of independence, and, while they can
incorporate repeated measures designs, they have lim-
itations. Specifically, statistical power is an important
consideration when selecting adequate sample sizes
to test treatment effects. One must recall that these
sample sizes now represent the highest level of the
nested unit. As such, samples of districts, schools, or
classrooms are selected rather than students who may
be enrolled in one or two schools. Researchers, there-
fore, must consider the feasibility of their designs in
terms of time and personnel needed to conduct inves-
tigations at this level.

Additionally, educational psychologists must con-
sider the number of variables studied. In the hypothet-
ical example, spelling is a simple construct represent-
ing one general kind of ability. Recent publications
reveal constructs that are complex and multidimen-
sional. Further, because the constructs are psycholog-
ical traits, they are latent variables [2] rather than
manifest variables such as hours, height, speed, and
weight. Typically, latent variables are judged by how
they predict scores on multiple-choice or rating scale
items. Data reduction techniques like exploratory
factor analysis (EFA) or confirmatory factor analy-
sis (CFA) are then used to establish construct validity
of scales. Educational psychologists then study the
stability of these latent variables over time.

Guay, Marsh, and Boivin [10], for example,
analyzed the relationships between academic self-
concept and academic achievement of elementary
students over time using a form of repeated measures
testing Structural Equation Models (SEM) [19,
20]. These models allow researchers to inspect
relationships between multiple dependent variables
(either latent or manifest) as they are predicted from
a set of independent variables. Further, the relation-
ships between independent and dependent variables
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can be examined in waves. That is, construct rela-
tionships can be examined for stability over time.

McDonald and Ho [20] provide a good resource
of recommended practices in testing SEMs. Results
in testing SEMs are best when (a) researchers outline
a very good theory for how constructs are related and
how they will change; (b) several exploratory studies
guide the models’ structure; and, (c) sample sizes
are sufficient to ensure that the estimates of model
parameters are stable.

A Summary of Statistical Techniques Used
by Educational Psychologists

Unfortunately, educational psychologists have not
relied extensively on HLM and SEM analyses with
repeated measures of manifest or latent variables to
test their hypotheses. A review of 116 studies in
Contemporary Educational Psychology and Journal
of Educational Psychology between 2001 and 2003
showed that 48 articles included tests of models with
within-subjects factors. Of these, only four studies
tested HLM models with repeated measures with at
least two time periods. Of these four studies, only
one incorporated growth curve modeling to examine
differences in student performance over multiple time
periods. As for SEM, eight studies tested multiple
waves of repeated and/or related measures. Perhaps
the lack of HLM and SEM models may be due
to sample size limitations. HLM and SEM model
parameters are estimated using maximum likelihood
procedures. Maximum likelihood procedures require
large sample sizes for estimation [10]. Alternatively,
HLM and SEM research may not be prevalent, since
the investigations of educational psychologists are
often exploratory in nature. Thus, researchers may
not be ready to confirm relationships or effects using
HLM or SEM models [19, 20].

Certainly, the exploratory investigations could
help the researchers replicate studies that eventually
lead to test of HLM or SEM models where rela-
tionships or effects can be confirmed. Additionally,
because educational psychologists are interested in
individual differences, more studies should examine
changes in latent and manifest variables at the student
level for multiple time points [2]. Time series anal-
ysis is one statistical technique that educational psy-
chologists can use to study developmental changes
within individuals. Only 3 of the 168 studies reported
use of time series analyses.

Table 3 Within-subjects methods in contempo-
rary educational psychology research (2001–2003)

Technique Frequency

Repeated-measures ANOVA 11
Related-measures ANOVA 11
Reporting effect sizes 9
SEM 8
Regression 5
MANOVA for repeated measures 4
Nonparametric repeated measures 4
HLM 4
Time series 3
Testing of assumptions 2

Note: Frequencies represent the number of articles that
used a specific technique. Some articles reported more
than one technique.

Table 3 lists the methods used in the 48 within-
subjects design studies. As can be seen, only two
studies addressed the assumptions of repeated mea-
sures designs (e.g., normality of distributions, inde-
pendence of observations, sphericity). Only 9 of the
48 reported effect sizes. In a few instances, investiga-
tors used nonparametric procedures when their scales
of measurement were nominal or ordinal, or when
their data violated normality assumptions.

As long as researchers in educational psychology
are interested in change and development, repeated
measures analysis will continue to be needed to
answer their empirical questions. Methodologists
should ensure that important assumptions such as
sphericity and independence of observations are met.
Finally, there have been many recent developments
in repeated measures techniques. HLM and SEM pro-
cedures can be used to study complex variables, their
relationships, and how these relationships change in
time. Additionally, time series analyses are recom-
mended for examination of within-subject changes,
especially for variables that theoretically should not
remain stable over time (e.g., anxiety, situational
interest, selective attention). As with all quantitative
research, sound theory, quality measurement, ade-
quate sampling, and careful consideration of exper-
imental design factors help investigators contribute
useful and lasting information to their field.
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Effect Size Measures

Measures of effect magnitude help researchers deter-
mine if research results are important, valuable, or
useful. A variety of statistics are used to measure
effect magnitude. Many of the statistics fall into
one of two categories: measures of effect size (typ-
ically, standardized mean differences) and measures
of strength of association. In addition, there is a large
group of statistics that do not fit into either category.
A partial listing of effect magnitude statistics is given
in Table 1.

The statistics play an important role in behavioral
research. They are used to (a) estimate the sam-
ple size required to achieve an acceptable power,
(b) integrate the results of empirical research stud-
ies in meta-analyses, (c) supplement the information
provided by null-hypothesis significance tests, and
(d) determine whether research results are practically
significant [47]. Practical significance is concerned
with the usefulness of results. Statistical significance,
the focus of null-hypothesis significance tests, is con-
cerned with whether results are due to chance or
sampling variability.

Limitations of Null-hypothesis Significance
Testing

To appreciate the role that measures of effect magni-
tude play in the research enterprise, it is necessary to
understand the limitations of classical null-hypothesis
significance testing. Null-hypothesis significance test-
ing procedures, as practiced today, were developed
between 1915 and 1933 by three men: Ronald A.
Fisher (1890–1962), Jerzy Neyman (1894–1981),
and Egon S. Pearson (1895–1980). Fisher was
primarily responsible for the new paradigm and
for advocating 0.05 as the standard significance
level [51]. Cohen [13, p. 1307] observed that, ‘The
fact that Fisher’s ideas quickly became the basis for
statistical inference in the behavioral sciences is not
surprising–they were very attractive. They offered
a deterministic scheme, mechanical and objective,
independent of content, and led to clear-cut yes-no
decisions.’ In spite of these apparent advantages, the
logic and usefulness of null-hypothesis significance
testing has been debated for over 70 years. One of

the earliest negative critiques appeared in a 1938 arti-
cle by Joseph Berkson [4]. Since then, the number of
negative critiques has escalated [2, 7, 8, 13, 15, 23,
39, 55, 68, 71, 73]. One frequent criticism of null-
hypothesis significance testing is that it answers the
wrong question [3, 7, 15, 19, 22]. For example, in
scientific inference, what researchers want to know is
the probability that the null hypothesis (H0) is true,
given that they have obtained a set of data (D); that
is, p(H0|D). What null-hypothesis significance test-
ing tells them is the probability of obtaining these
data or more extreme data if the null hypothesis is
true, p(D|H0). Unfortunately for researchers, obtain-
ing data for which p(D|H0) is low does not imply
that p(H0|D) also is low. Falk [22] pointed out that
p(D|H0) and p(H0|D) can be equal, but only under
rare mathematical conditions.

Another criticism is that null-hypothesis sig-
nificance testing is a trivial exercise because all
null hypotheses are false. John Tukey [79, p. 100]
expressed this idea as follows: ‘the effects of A and B
are always different–in some decimal place–for any
A and B. Thus asking “Are the effects different?” is
foolish.’ More recently, Jones and Tukey [40, p. 412]
reiterated this view.

For large, finite, treatment populations, a total census
is at least conceivable, and we cannot imagine an
outcome for which µA − µB = 0 when the depen-
dent variable (or any other variable) is measured
to an indefinitely large number of decimal places.
. . . The population mean difference may be trivially
small but will always be positive or negative.

The view that all null hypotheses are false, except
those we construct, for Monte Carlo tests of statistical
procedures is shared by many researchers [2, 4, 13,
34, 77]. Hence, because Type I errors cannot occur,
statistically significant results are assured if large
enough samples are used. Thompson [77, p. 799]
captured the essence of this view when he wrote,
‘Statistical testing becomes a tautological search for
enough participants to achieve statistical significance.
If we fail to reject, it is only because we’ve been too
lazy to drag in enough participants.’

A third criticism of null-hypothesis significance
testing is that by adopting a fixed level of signifi-
cance, a researcher turns a continuum of uncertainty
into a dichotomous reject-do not reject decision [25,
30, 67, 81]. A null-hypothesis significance test pro-
vides a probability, called a P value, of observing a
research result given that the null hypothesis is true.
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Table 1 Measures of effect magnitude

Measures of effect size Measures of strength of association Other measures

Cohen’s [12] d , f , g, h,
q, w

Glass’s [28] g′
Hedges’s [36] g

Mahalanobis’s D

Mean1 − Mean2

Median1 − Median2

Mode1 − Mode2

Rosenthal and
Rubin’s [62] �

Tang’s [75] φ

Thompson’s [78] d*
Wilcox’s [82] �̂Mdn,σb

Wilcox & Muska’s [84]
Q̂0.632

r , rpb, rs , r2, R, R2, η, η2,
η2

mult, φ, φ2

Chambers’ [9] re

Cohen’s [12] f 2

Contingency coefficient (C)

Cramér’s [17] V

Fisher’s [24] Z
Friedman’s [26] rm

Goodman & Kruskal’s [29] λ, γ

Hays’s [35] ω̂2, ω̂2
Y |A.B,AB , ρ̂I, &

ρ̂IY |A.B,AB

Herzberg’s [38] R2

Kelley’s [42] ε2

Kendall’s [43] W

Lord’s [53] R2

Olejnik & Algina [58] ω̂2
G, η̂2

G

Rosenthal and Rubin’s [64] requivalent

Rosnow, Rosenthal, & Rubin’s [66]
ralerting, rcontrast, reffect size

Tatsuoka’s [76] ω̂2
mult. c

Wherry’s [80] R2

Absolute risk reduction (ARR)
Cliff’s [10] p

Cohen’s [12] U1, U2, U3

Doksum’s [20] shift function
Dunlap’s [21] common language effect size

for bivariate correlation (CLR)
Grisson’s [31] probability of superiority (PS)
Logit d ′
McGraw & Wong’s [54] common language

effect size (CL)
Odds ratio (ω̂)
Preece’s [59] ratio of success rates
Probit d ′
Relative risk (RR)
Risk difference
Sánchez-Meca, Marı́n-Martı́nez, &

Chacón-Moscoso [69] dCox

Rosenthal and Rubin’s [61] binomial effect
size display (BESD)

Rosenthal & Rubin’s [63] counternull value of
an effect size (ES counternull)

Wilcox’s [82] probability of superiority (λ)

A P value only slightly larger than the level of signif-
icance is treated the same as a much larger P value.
The adoption of 0.05 as the dividing point between
significance and nonsignificance is quite arbitrary.
The comment by Rosnow and Rosenthal [65] is per-
tinent, ‘surely, God loves the 0.06 nearly as much as
the 0.05’.

A fourth criticism of null-hypothesis significance
testing is that it does not address the question of
whether results are important, valuable, or useful,
that is, their practical significance. The fifth edi-
tion of the Publication Manual of the American
Psychological Association [1, pp. 25–26] explicitly
recognizes this limitation of null-hypothesis signifi-
cance tests.

Neither of the two types of probability value (signif-
icance level and P value) directly reflects the mag-
nitude of an effect or the strength of a relationship.
For the reader to fully understand the importance
of your findings, it is almost always necessary to
include some index of effect size or strength of rela-
tionship in your Results section.

Researchers want to answer three basic questions
from their research [48]: (a) Is an observed effect
real or should it be attributed to chance? (b) If the
effect is real, how large is it? and (c) Is the effect

large enough to be useful; that is, is it practically
significant? As noted earlier, null-hypothesis signifi-
cance tests only address the first question. Descriptive
statistics, measures of effect magnitude, and Con-
fidence Intervals address the second question and
provide a basis for answering the third question.
Answering the third question, is the effect large
enough to be useful or practically significant?, calls
for a judgment. The judgment is influenced by a vari-
ety of considerations including the researcher’s value
system, societal concerns, assessment of costs and
benefits, and so on. One point is evident, statistical
significance and practical significance address differ-
ent questions. Researchers should follow the advice
of the Publication Manual of the American Psycho-
logical Association [1], ‘provide the reader not only
with information about statistical significance but also
with enough information to assess the magnitude of
the observed effect or relationship’ (pp. 25–26). In
the following sections, a variety of measures of effect
magnitude are described that can help a researcher
assess the practical significance of research results.

Effect Size

In 1969, Cohen introduced the first effect size mea-
sure that was explicitly labeled as such. His measure
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is given by,

δ = ψ

σ
= µE − µC

σ
, (1)

where µE and µC denote the population means of the
experimental and control groups and σ denotes the
common population standard deviation [11]. Cohen
recognized that the size of the contrast ψ = µE − µC

is influenced by the scale of measurement of the
means. He divided the contrast by σ to rescale the
contrast in units of the amount of error variability
in the data. Rescaling is useful when the measure-
ment units are arbitrary or have no inherent meaning.
Rescaling also can be useful in performing power and
sample size computations and in comparing effect
sizes across research literatures involving diverse,
idiosyncratic measurement scales. However, rescal-
ing serves no purpose when a variable is always
measured on a standard scale. Safety experts, for
example, always measure contrasts of driver reaction
times in seconds and pediatricians always measure
contrasts of birth weights in pounds and ounces [5].

For nonstandard scales, Cohen’s contribution is
significant because he provided guidelines for inter-
preting the magnitude of δ. He said that δ = 0.2 is a
small effect, δ = 0.5 is a medium effect, and δ = 0.8
is a large effect. According to Cohen [14], a medium
effect of 0.5 is visible to the naked eye of a careful
observer. A small effect of 0.2 is noticeably smaller
than medium, but not so small as to be trivial. Only
an expert would be able to detect a small effect. A
large effect of 0.8 is the same distance above medium
as small is below it. A large effect would be obvious
to anyone. From another perspective, a small effect
is one for which 58% of participants in one group
exceed the mean of participants in another group. A
medium effect is one for which 69% of participants
in one group exceed the mean of another group. And
finally, a large effect is one for which 79% of partic-
ipants exceed the mean of another group.

By assigning numbers to the labels small, medium,
and large, Cohen provided researchers with guide-
lines for interpreting the size of treatment effects.
His effect size measure is a valuable supplement to
the information provided by a P value. A P value
of 0.0001 loses its luster if the effect turns out to
be trivial.

In most research settings, the parameters of
Cohen’s δ are unknown. In such cases, the sample
means of the experimental and control groups are
used to estimate µE and µC. An estimator of σ can

be obtained in a number of ways. Under the assump-
tion that σE and σC are equal, the sample variances
of the experimental and control groups are pooled as
follows:

σ̂Pooled =
√

(nE − 1)σ̂ 2
E + (nC − 1)σ̂ 2

C

(nE − 1) + (nC − 1)
, (2)

where nE and nC denote respectively the sample size
of the experimental and control groups. An estimator
of δ is

d = ȲE − ȲC

σ̂Pooled
, (3)

where ȲE and ȲC denote respectively the sample
mean of the experimental and control groups, and
σ̂Pooled denotes the pooled estimator of σ . Gene
Glass’s [28] pioneering work on meta-analysis led
him to recommend a different approach to estimating
σ . He reasoned that if there were several experimental
groups and a control group, pairwise pooling of the
sample standard deviation of each experimental group
with that of the control group could result in different
values of σ̂Pooled for the various contrasts. Hence,
when the standard deviations of the experimental
groups differed, the same size difference between
experimental and control means would result in
different effect sizes. Glass’s solution was to use the
sample standard deviation of the control group, σ̂C,
to estimate σ . Glass’s estimator of δ is

g′ = ȲEj
− ȲC

σ̂C
, (4)

where ȲEj
and ȲC denote respectively the sample

mean of the j th experimental group and the sample
mean of the control group. Larry Hedges [36] rec-
ommended yet another approach to estimating σ . He
observed that population variances are often homo-
geneous, in which case the most precise estimate of
the population variance is obtained by pooling the
j = 1, . . . , p sample variances. His pooled estimator,

σ̂Pooled =
√

(n1 − 1)σ̂ 2
1 + · · · + (np − 1)σ̂ 2

p

(n1 − 1) + · · · + (np − 1)
, (5)

is identical to the square root of the within-groups
mean square in a completely randomized analysis of
variance. Hedges’ estimator of δ is

g = ȲEj
− ȲC

σ̂Pooled
. (6)
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Hedges [36] observed that all three estimators
of δ–d, g′, and g–are biased. He recommended
correcting g for bias as follows,

gc = J (N − 2)g, (7)

where J (N − 2) is the bias correction factor de-
scribed in Hedges and Olkin [37]. The correction
factor is approximately

J (N − 2) ∼=
(

1 − 3

4N − 9

)
, (8)

where N = nE + nC. Hedges [36] showed that gc is
the unique, uniformly minimum variance-unbiased
estimator of δ. He also described an approximate
confidence interval for δ:

gc − zα/2σ̂ (gc) ≤ δ ≤ gc + zα/2σ̂ (gc),

where zα/2 denotes the two-tailed critical value that
cuts off the upper α/2 region of the standard normal
distribution and

σ̂ (gc) =
√

nE + nC

nEnC
+ g2

c

2(nE + nC)
. (9)

Procedures for obtaining exact confidence inter-
vals for δ using noncentral sampling distributions are
described by Cumming and Finch [18].

Cohen’s δ has been widely embraced by research-
ers because (a) it is easy to understand and interpret
across different research studies, (b) the sampling
distributions of estimators of δ are well understood,
and (c) estimators of δ can be easily computed from t

statistics and F statistics with one-degree-of-freedom
that are reported in published articles. The latter
feature is particularly attractive to researchers who
do meta-analyses.

The correct way to conceptualize and compute the
denominator of δ can be problematic when the treat-
ment is a classification or organismic variable [27,
32, 57]. For experiments with a manipulated treat-
ment and random assignment of the treatment levels
to participants, the computation of an effect size such
as gc is relatively straightforward. The denominator
of gc is the square root of the within-groups mean
square. This mean square provides an estimate of σ

that reflects the variability of observations for the
full range of the manipulated treatment. However,
when the treatment is an organismic variable, such
as gender, boys and girls, the square root of the

within-groups mean square may not reflect the vari-
ability for the full range of the treatment because it
is a pooled measure of the variation of boys alone
and the variation of girls alone. If there is a gen-
der effect, the within-groups mean square reflects the
variation for a partial range of the gender variable.
The variation for the full range of the gender vari-
able is given by the total mean square and will be
larger than the within-groups mean square. Effect
sizes should be comparable across different kinds of
treatments and experimental designs. In the gender
experiment, use of the square root of the total mean
square to estimate σ gives an effect size that is com-
parable to those for treatments that are manipulated.
The problem of estimating σ is exacerbated when
the experiment has several treatments, repeated mea-
sures, and covariates. Gillett [27] and Olejnik and
Algina [57] provide guidelines for computing effect
sizes for such designs.

There are other problems with estimators of δ.
For example, the three estimators, d, g′, and g,
assume normality and a common standard devia-
tion. Unfortunately, the value of the estimators is
greatly affected by heavy-tailed distributions and
heterogeneous standard deviations [82]. Considerable
research has focused on ways to deal with these prob-
lems [6, 44, 49, 50, 82, 83]. Some solutions attempt
to improve the estimation of δ, other solutions call
for radically different ways of conceptualizing effect
magnitude. In the next section, measures that rep-
resent the proportion of variance in the dependent
variable that is explained by the variance in the inde-
pendent variable are described.

Strength of Association

Another way to supplement null-hypothesis signifi-
cance tests and help researchers assess the practical
significance of research results is to provide a mea-
sure of the strength of the association between the
independent and dependent variables. A variety of
measures of strength of association are described
by Carroll and Nordholm [6] and Särndal [70]. Two
popular measures are omega squared, denoted by ω2,
for a fixed-effects (see Fixed and Random Effects)
treatment and the intraclass correlation denoted by
ρI, for a random-effects (see Fixed and Random
Effects) treatment. A fixed-effects treatment is one
in which all treatment levels about which inferences
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are to be drawn are included in the experiment. A
random-effects treatment is one in which the p treat-
ment levels in the experiment are a random sample
from a much larger population of P levels. For a
completely randomized analysis of variance design,
omega squared and the intraclass correlation are
defined as

σ 2
Treat

σ 2
Treat + σ 2

Error

,

where σ 2
Treat and σ 2

Error denote respectively the treat-
ment and error variance. Both omega squared and
the intraclass correlation represent the proportion of
the population variance in the dependent variable
that is accounted for by specifying the treatment-
level classification. The parameters σ 2

Treat and σ 2
Error

for a completely randomized design are generally
unknown, but they can be estimated from sample
data. Estimators of ω2 and ρI are respectively

ω̂2 = SS Treat − (p − 1)MS |Error

SS Total + MS Error

ρ̂I = MS Treat − MS Error

MS Treat + (n − 1)MS Error
, (10)

where SS denotes a sum of squares, MS denotes a
mean square, p denotes the number of levels of the
treatment, and n denotes the number of observations
in each treatment level. Omega squared and the
intraclass correlation are biased estimators because
they are computed as the ratio of unbiased estimators.
The ratio of unbiased estimators is, in general,
not an unbiased estimator. Carroll and Nordholm
(1975) showed that the degree of bias in ω̂2 is slight.

The usefulness of Cohen’s δ was enhanced
because he suggested guidelines for its interpretation.
On the basis of Cohen’s [12] classic work, the follow-
ing guidelines are suggested for interpreting omega
squared:

ω2 = 0.010 is a small association

ω2 = 0.059 is a medium association

ω2 = 0.138 or larger is a large association. (11)

According to Sedlmeier and Gigerenzer [72] and
Cooper and Findley [16], the typical strength of
association in the journals that they examined was
around 0.06–a medium association.

Omega squared and the intraclass correlation, like
the measures of effect size, have their critics. For

example, O’Grady [56] observed that ω̂2 and ρ̂I

may underestimate the true proportion of explained
variance. If, as is generally the case, the dependent
variable is not perfectly reliable, measurement error
will reduce the proportion of variance that can be
explained. Years ago, Gulliksen [33] pointed out that
the absolute value of the product-moment correlation
coefficient, rXY , cannot exceed (rXX′ )1/2 (rYY ′)1/2,
where rXX′ and rYY ′ are the reliabilities of X and Y .
O’Grady [56] also criticized omega squared and the
intraclass correlation on the grounds that their value
is affected by the choice and number of treatment
levels. As the diversity and number of treatment
levels increases, the value of measures of strength
of association also tends to increase. Levin [52]
criticized ω̂2 on the grounds that it is not very
informative when an experiment contains more than
two treatment levels. A large value of ω̂2 simply
indicates that the dependent variable for at least one
treatment level is substantially different from the
other levels. As is true for all omnibus measures,
ω̂2 and ρ̂I do not pinpoint which treatment level(s) is
responsible for a large value.

The last criticism can be addressed by comput-
ing omega squared and the intraclass correlation for
two-mean contrasts as is typically done with Hedges’
gc. This solution is in keeping with the preference
of many researchers to ask focused one-degree-of-
freedom questions of their data [41, 66] and the
recommendation of the Publication Manual of the
American Psychological Association [1, p. 26], ‘As a
general rule, multiple degree-of-freedom effect indi-
cators tend to be less useful than effect indicators
that decompose multiple degree-of-freedom tests into
meaningful one-degree-of-freedom effects – partic-
ularly when these are the results that inform the
discussion.’

The formulas for omega squared and the intraclass
correlation can be modified to give the proportion of
variance in the dependent variable that is accounted
for by the ith contrast, ψ̂i . The formulas for a
completely randomized design are

ω̂2
Y |ψi

= SS ψ̂i − MS Error

SS Total + MS Error

ρ̂IY |ψi
= SS ψ̂i − MS Error

SS ψ̂i + (n − 1)MS Error

, (12)

where SS ψ̂i = ψ̂2
i /

∑p

j=1 c2
j /nj and the cj s are coef-

ficients that define the contrast [45]. These measures
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answer focused one-degree-of-freedom questions as
opposed to omnibus questions about one’s data.

To determine the strength of association in exper-
iments with more than one treatment or experi-
ments with a blocking variable, partial omega squared
can be computed. A comparison of omega squared
and partial omega squared for treatment A for
a two-treatment, completely randomized factorial
design is

ω2
Y |A = σ 2

A

σ 2
A + σ 2

B + σ 2
AB + σ 2

Error

and

ω2
Y |A·B,AB = σ 2

A

σ 2
A + σ 2

Error

, (13)

where partial omega squared ignores treatment B and
the A × B interaction. If one or more of the variables
in a multitreatment experiment is an organismic
or blocking variable, Olejnik and Algina [58] show
that partial omega squared is not comparable across
different experimental designs. Furthermore, Cohen’s
guidelines for small, medium, and large effects are
not applicable. They propose a measure of strength
of association called generalized omega squared,
denoted by ω2

G, that is appropriate, and they provide
extensive formulas for its computation.

Meta-analysts often use the familiar product-mo-
ment correlation coefficient, r , to assess strength of
association. The square of r called the coefficient
of determination indicates the sample proportion of
variance in the dependent variable that is accounted
for by the independent variable. The product-moment

correlation and its close relatives can be used with a
variety of variables:

Product-moment correlation X and Y are continuous
and linearly related

phi correlation, φ X and Y are dichotomous
Point-biserial correlation, rpb X is dichotomous, Y is

continuous
Spearman rank correlation, rs X and Y are in rank form.

The point-biserial correlation coefficient is partic-
ularly useful for answering focused questions. The
independent variable is coded 0 and 1 to indicate the
treatment level to which each observation belongs.

Two categories of measures of effect magnitude,
measures of effect size and strength of association,
have been described. Researchers are divided in their
preferences for the two kinds of measures. As Table 2
shows, it is a simple matter to convert from one
measure to another. Table 2 also gives formulas for
converting the t statistic found in research reports
into each of the measures of effect magnitude.

Other Measures of Effect Magnitude

Researchers continue to search for ways to supple-
ment the null-hypothesis significance test and obtain
a better understanding of their data. Their primary
focus has been on measures of effect size and strength
of association. But, as Table 1 shows, there are many
other ways to measure effect magnitude. Some of the
statistics in the ‘Other measures’ column of Table 1
are radically different from anything described thus

Table 2 Conversion formulas for four measures of effect magnitude

t g rpb ω̂2
Y |ψi

ρ̂I|ψi

g = t

√
2

n

√√√√ r2
pbdf 2n

n2(1 − r2
pb)

√
2(ω̂2 − 2nω̂2 − 1)

n(ω̂2 − 1)

√
2(ρ̂I − nρ̂I − 1)

n(ρ̂I − 1)

rpb = t√
t2 + df

√
g2n2

g2n2 + df 2n

√√√√√ ω̂2(1 − 2n) − 1

ω̂2(1 − 2n)

+df (ω̂2 − 1) − 1

√√√√√ ρ̂I(1 − n) − 1
ρ̂I(1 − n)

+df (ρ̂I − 1) − 1

ω̂2
Y |ψi

= t2 − 1

t2 + 2n − 1

ng2 − 2

ng2 + 4n − 2

r2
pb(df + 1) − 1

r2
pbdf + (1 − r2

pb)(2n − 1)

ρ̂I

2 − ρ̂I

ρ̂I|ψi = t2 − 1

t2 + n − 1

ng2 − 2

ng2 + 2n − 2

r2
pb(df + 1) − 1

r2
pbdf + (1 − r2

pb)(n − 1)

2ω̂2

ω̂2 + 1
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far. One such measure for the two-group case is the
probability of superiority, denoted by PS [31]. PS is
the probability that a randomly sampled member of
a population given one treatment level will have a
score, Y1, that is superior to the score, Y2, of a ran-
domly sampled member of another population given
the other treatment level. The measure is easy to com-
pute: PS = U/n1n2, where U is the Mann–Whitney
statistic (see Wilcoxon–Mann–Whitney Test) and
n1 and n2 are the two sample sizes. The value of U

indicates the number of times that the n1 participants
who are given treatment level 1 have scores that
outrank those of the n2 participants who are given
treatment level 2, assuming no ties or an equal allo-
cation of ties. An unbiased estimator of the population
Pr(Y1 > Y2) is obtained by dividing U by n1n2, the
number of possible comparisons of the two treatment
levels. An advantage of PS according to Grissom [31]
is that it does not assume equal variances and is
robust to nonnormality.

The odds ratio is another example of a different
way of assessing effect magnitude. It is applicable to
two-group experiments when the dependent variable
has only two outcomes, say, success and failure. The
term odds is frequently used by those who place bets
on the outcomes of sporting events. The odds that
an event will occur are given by the ratio of the
probability that the event will occur to the probability
that the event will not occur. If an event can occur
with probability p, the odds in favor of the event
are p/(1 − p) to 1. For example, suppose an event
occurs with probability 3/4, the odds in favor of the
event are (3/4)/(1 − 3/4) = (3/4)/(1/4) = 3 to 1.

The computation of the odds ratio is illustrated
using the data in Table 3 where the performance of
participants in the experimental and control groups
is classified as either a success or a failure. For
participants in the experimental group, the odds of
success are

Odds(Success|Exp. Grp.) = n11/(n11 + n12)

n12/(n11 + n12)

= n11

n12
= 43

7
= 6.1429.

(14)

For participants in the control group, the odds of
success are

Odds(Success|Control Grp.) = n21/(n21 + n22)

n22/(n21 + n22)

= n21

n22
= 27

23
= 1.1739.

(15)

The ratio of the two odds is the odds ratio, ω̂,

ω̂ = Odds(Success|Exp. Grp.)

Odds(Success|Control Grp.)

= n11/n12

n21/n22
= n11n22

n12n21
= 5.233. (16)

In this example, the odds of success for partic-
ipants in the experiment group are approximately 5
times greater than the odds of success for participants
in the control group. When there is no difference
between the groups in terms of odds of success,
the two rows (or two columns) are proportional to
each other and ω̂ = 1. The more the groups differ,
the more ω̂ departs from 1. A value of ω̂ less than
1 indicates reduced odds of success for the experi-
mental participants; a value greater than 1 indicates
increased odds of success for the experimental partic-
ipants. The lower bound for ω̂ is 0 and occurs when
n11 = 0; the upper bound is arbitrarily large, in effect
infinite, and occurs when n21 = 0.

The probability distribution of the odds ratio
is positively skewed. In contrast, the probability
distribution of the natural log of ω̂, ln ω̂, is more
symmetrical. Hence, when calculating a confidence
interval for ω̂, it is customary to use ln ω̂ instead
of ω̂. A 100(1 − α) confidence interval for ln ω is
given by

ln ω̂ − zα/2σ̂ln ω̂ < ln ω < ln ω̂ + zα/2σ̂ln ω̂,

Table 3 Classification of participants

Success Failure Total

Experimental group n11 = 43 n12 = 7 n11 + n12 = 50
Control group n21 = 27 n22 = 23 n21 + n22 = 50
Total n11 + n21 = 70 n12 + n22 = 30
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where zα/2 denotes the two-tailed critical value that
cuts off the upper α/2 region of the standard normal
distribution and σ̂ln ω̂ denotes the standard error of
ln ω̂ and is given by

σ̂ln ω̂ =
√

1

n11
+ 1

n12
+ 1

n21
+ 1

n22
. (17)

Once the lower and upper bounds of the confi-
dence interval are found, the values are exponentiated
to find the confidence interval for ω. The com-
putation will be illustrated for the data in Table 3
where ω̂ = 5.233. For ω̂ = 5.233, ln ω̂ = 1.6550. A
100(1 − 0.05)% confidence interval for ln ω is

1.6550 − 1.96(0.4966) < ln ω

< 1.6550 + 1.96(0.4966)

0.6817 < ln ω < 2.6283.

The confidence interval for ω is

e0.6817 < ω < e2.6283

2.0 < ω < 13.9

The researcher can be 95% confident that the
odds of success for participants in the experiment
group are between 2.0 and 13.9 times greater than the
odds of success for participants in the control group.
Notice that the interval does not include 1. The odds
ratio is widely used in the medical sciences, but less
often in the behavioral and social sciences. Table 1
provides references for a variety of other measures
of effect magnitude. Space limitations preclude an
examination of other potentially useful measures of
effect magnitude.

From the foregoing, the reader may have gotten
the impression that small effect magnitudes are never
or rarely ever important or useful. This is not true.
Prentice and Miller [60] and Spencer [74] provide
numerous examples in which small effect magnitudes
are both theoretically and practically significant. The
assessment of practical significance always involves
a judgment in which a researcher must calibrate the
magnitude of an effect by the benefit possibly accrued
from that effect [46].
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Eigenvalue/Eigenvector

The terms eigenvalue and eigenvector are frequently
encountered in multivariate analysis in particular
in computer software that implements multivariate
methods (see Software for Statistical Analyses).
The reason for the widespread appearance of the
terms is that many multivariate techniques reduce to
finding the maximum or minimum of some quan-
tity, and optimization of the quantity is achieved
by solving what is known as an eigenproblem. Any
(p × p) matrix has associated with it a set of p

eigenvalues (not necessarily all distinct), which are
scalars, and associated with each eigenvalue is its
eigenvector, a vector of length p. Note that there
are a number of alternative terminologies, including
latent roots/latent vectors, characteristic roots/vectors
and proper values/vectors. We discuss the general
mathematical form of eigenproblems later, but start
by explaining eigenvectors and eigenvalues in per-
haps their most common statistical context, principal
component analysis.

In principal component analysis, suppose we have
n measurements on a vector x of p random variables.
If p is large, it may be possible to derive a smaller
number, q, of linear combinations of the variables in
x that retain most of the variation in the full data set.
Principal component analysis formalizes this by find-
ing linear combinations, a1

′x, a2
′x, . . . , aq

′x, called
principal components, that successively have maxi-
mum variance for the data, subject to being uncorre-
lated with previous ak

′xs. Solving this maximization
problem, we find that the vectors a1, a2, . . . , aq are
the eigenvectors, corresponding to the q largest eigen-
values, of the covariance matrix S, of the data.
Thus, in these circumstances, eigenvectors provide
vectors of coefficients, weights or loadings that define
the principal components in terms of the p original

variables. The eigenvalues also have a straightfor-
ward interpretation in principal component analysis,
namely, they are the variances of their corresponding
components.

Eigenvalues and eigenvectors also appear in
other multivariate techniques. For example, in
discriminant analysis those linear functions of x are
found that best separate a number of groups, in the
sense of maximizing the ratio of ‘between group’
to ‘within group’ variability for the linear functions.
The coefficients of the chosen linear functions are
derived as eigenvectors of BW−1, where B, W are
matrices of between- and within-group variability
for the p variables. A second example (there are
many others) is canonical correlation analysis, in
which linear functions of two sets of variables x1,
x2 are found that have maximum correlation. The
coefficients in these linear functions are once again
derived as eigenvectors of a product of matrices. In
this case, the elements of the matrices are variances
and covariances for x1 and x2. The corresponding
eigenvalues give squared correlations between the
pairs of linear functions.

Finally, we turn to the mathematical definition
of eigenvalues and eigenvectors. Consider a (p × p)
matrix S, which in the context of the multivariate
techniques noted above often (though not always)
consists of variances, covariances, or correlations.
A vector a is an eigenvector of S, and l is the
corresponding eigenvalue, if Sa = la. Geometrically,
this means that a is a direction that is unchanged
by the linear operator S. If S is symmetric, the
eigenvalues are real, but otherwise they may be
complex. The sum of the eigenvalues equals the trace
of the matrix S (the sum of its diagonal elements) and
the product of the eigenvalues is the determinant of
the matrix.

IAN JOLLIFFE
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Empirical
Quantile–Quantile Plots

An empirical quantile–quantile (EQQ) plot provides
a graphical comparison between measures of loca-
tion (means and medians, for instance) and spread
(standard deviations, variances, ranges, etc.) for two
ordered sets of observations, hence the name of the
plot, where quantiles are ordered values and empir-
ical refers to the source of the data. What one has
with an EQQ plot, therefore, is the graphical equiva-
lent of significance tests of differences in location and
spread. The display itself is a form of added value
scatterplot, in which the x and y axes represent the
ordered values of the two sets of data.

Interpreting the resulting graph is easiest if the
axes are identical, since an essential part of the plot
is a 45-degree comparison line running from the
bottom left-hand corner (the origin) to the upper
right-hand corner of the display. Decisions about the
data are made with respect to this comparison line;
for instance, are the data parallel to it, or coincident
with it, or is the bulk of the data above or below it?
Indeed, so much information can be extracted from an
EQQ plot that it is helpful to provide a summary table
of data/comparison line outcomes and their statistical
interpretation (see Table 1).

Three example EQQ plots are shown below. The
data are taken from Minitab’s Fish and Crowd
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Figure 1 EQQ plot of average nest-guarding times for
male and female fish

datasets (the latter omitting one problematic pair of
observations).

In Figure 1, the location measure (for example,
the average) for the male fish guarding time is higher
than the equivalent measure for the female fish,
since all the data lie below the 45% comparison
line. However, the spreads seem the same in each
sample as the data are clearly parallel with the
comparison line.

In Figure 2, the data are almost exactly coincident
with the 45% comparison line, thus showing graph-
ically that there are no differences in either location
or spread of the estimates of the crowdedness of the
room by male and female students.

Table 1 Interpreting an EQQ plot

Relationship of data
to comparison line

Interpretation with respect
to location and spread

Bulk of data lies ABOVE Locations different; location of y variable higher than x

variable

Bulk of data lies BELOW Locations different; location of x variable higher than y

variable

Data PARALLEL No difference in spreads

Data NOT PARALLEL Difference in spreads; if the data starts ABOVE the
comparison line and crosses it, then y variable spread
smaller than x’s; vice versa for data starting BELOW
the line

Data BOTH not parallel AND
lies above or below

Differences in BOTH locations AND spreads

Data COINCIDENT No differences in locations or spreads; samples are
basically identical
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Figure 2 EQQ plot of estimates by male and female
students of the crowdedness of a room
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Figure 3 EQQ plot of nest-fanning times by male and
female fish

In Figure 3 we have the time taken by both male
and female fishes fanning their nests in order to

increase the flow of oxygenated water over the eggs.
Clearly, the average female-fanning times are longer
than those of the males since all the data lie above the
comparison line, but it is also the case that the plotted
data are not parallel to the comparison line, thereby
strongly suggesting a difference in spreads as well.
Here the female times seem to show a considerably
larger spread than those of the male fish. One way
of seeing this is to mentally project the largest and
smallest values from the plot onto the x- and y-axes,
and note which cuts off the larger or smaller length.

Finally, EQQ plots are most useful when the
samples are independent because the necessity to
order the data discards any correlational information
in dependent samples. It is also useful to have equal
numbers in the samples, although an interpolation
routine is offered by Chambers et al. to substitute
for any missing values ([1], pp. 54–55; see also
pp. 48–57 for more on EQQ plots).
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(See also Probability Plots)
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Epistasis

Several biologically motivated definitions of epista-
sis exist [1, 2], however, most modern textbooks of
genetics define epistasis to include any interaction
between genes at different loci to produce effects
which are different from that expected from the indi-
vidual loci themselves. For example, seed capsules
produced by the shepard’s purse plant (Bursa bursa-
pastoris) are normally triangular as a result of two
separate dominant pathways. It is only when both
pathways are blocked through the action of a dou-
ble recessive that oval capsules are produced. Thus,
crosses from plants that are doubly heterozygous
produce triangular and oval shaped purses in the
ratio 15 : 1 rather than the usual Mendelian ratio of
3 : 1 [10, 13].

Epistasis may also be defined in quantitative
genetic terms [5]. In this case, epistasis refers to a
deviation from additivity in the effect of alleles and
genotypes at different loci with respect to their con-
tribution to a quantitative phenotype [2, 5]. Although
the biological and quantitative genetic definitions of
epistasis are related, it is important to realize that
they are not formally equivalent [2]. In terms of the
standard biometrical model, epistasis may involve
interactions between the additive and/or dominance
effects at two or more loci. For example, in the
case of two loci, there may be additive × additive
interactions, additive × dominance interactions, and
dominance × dominance interactions. As the number
of loci contributing to the trait increases, the num-
ber of possible epistatic interactions increases rapidly
also (i.e., three-way interactions, four-way interac-
tions etc.). It is important to realize that choice of
scale is important, since a trait that demonstrates epis-
tasis on one scale may not show evidence of epistasis
on another transformed scale and vice versa.

Whilst in the case of a single locus, the total
genetic variance of a quantitative trait is simply
the sum of the additive and dominance components
of variance, when multiple loci are considered, the
genetic variance may also contain additional compo-
nents of variation due to epistasis. The proportion
of genetic variance due to epistatic interactions is
termed the epistatic variance. It is the residual genetic
variance, which is unexplained by the additive and
dominance components. Similar to other variance
components, the epistatic variance is a property of

the particular population of interest being dependent
on population parameters such as allele and multi-
locus genotype frequencies. The interested reader
is referred to any of the classic texts in quantita-
tive genetics for a formal mathematical derivation of
epistatic variance [3, 6, 7, 9].

It is impossible to estimate epistatic variance
components using the classical twin study (see Twin
Designs). Several large twin studies have yielded low
correlations between dizygotic twins, which cannot
be explained through the effect of genetic dominance
alone [4]. While it is possible to resolve higher order
epistatic effects through careful breeding studies
in experimental organisms (e.g., Nicotiana Rustica,
Drosophila), this is unrealistic in human populations
for a number of reasons. First, the analysis of
higher order epistatic interactions would yield more
parameters than could ever be estimated from any set
of relatives [4]. Second, the correlation between the
different components would be so high as to make it
impossible to resolve them reliably [4, 8, 14]. Finally,
when gene frequencies are unequal, multiple sources
of gene action contribute to the variance components
making interpretation of these components in terms
of the underlying gene action problematic [4, 9].

Finally, it is possible to fit a variety of linkage and
association models which incorporate epistatic effects
at measured loci [2]. For example, it is possible to
fit a two-locus variance components linkage model
which includes a component of variance due to
additive × additive epistatic interactions (for an
example of how to do this see [11]). Although the
power to detect epistasis will in general be low,
Purcell and Sham [12] make the valuable point
that it is still possible to detect a quantitative trait
locus (QTL), which has no main effect but interacts
epistatically with another unmeasured locus using a
single locus model. This is because allele-sharing
variables, which index epistatic and non-epistatic
effects, are correlated. In other words, a single locus
model will soak up most of the variance due to
epistatic effects even though the power to detect
epistasis formally through a multi-locus model is
low [12].
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Equivalence Trials

Methods for statistical equivalence testing grew out
of the need by the pharmaceutical industry to demon-
strate the bioequivalence of drugs [1–3]. When the
patent expires on a brand-name drug, other companies
may file abbreviated applications with the Food and
Drug Administration (FDA) for approval of a generic
equivalent without full efficacy and safety testing.
What is needed is evidence that the generic and
brand-name products differ only to a clinically unim-
portant degree. This is known as equivalence testing.
Furthermore, as the number of drugs proven to be
effective increases, it becomes increasingly question-
able whether new drugs can ethically be compared
to a placebo (inactive control). In such cases, the
researcher may wish to compare the new drug against
one already proven to be safe and effective (posi-
tive control). The aim of such a study may not be
to demonstrate the superiority of the test drug but
rather simply to demonstrate that it is not clinically
inferior to the proven one. This is known as noninfe-
riority testing.

Classical approaches to hypothesis testing (see
Classical Statistical Inference: Practice versus Pre-
sentation), which test the null hypothesis of exact
equality, are inappropriate for the equivalence prob-
lem. A conclusion of no real difference based upon
the lack of a statistically significant difference is
based on insufficient evidence. The lack of statisti-
cal significance might merely be due to insufficient
statistical power or to excessive measurement error.
What is needed is a method that permits us to decide
whether the difference between treatments is small
enough to be safely ignored in practice.

Equivalence testing begins with the a priori state-
ment of a definition of equivalence. This should cor-
respond to the largest difference that can be consid-
ered unimportant for the substantive problem at hand.
Equivalence margins then are defined, bounded by
lower and upper end points �1 and �2, respectively.
These margins define the range of mean differences
(M1 − M2) that will be considered equivalent. It
is not necessary that �2 = −�1; a larger differ-
ence in one direction than the other is allowed. For
equivalence testing, both lower and upper margins
are needed, but for noninferiority testing only the
lower margin is needed. Next, data are collected and

the (1 − 2α) confidence interval for the difference
between treatment means is calculated. Equivalence
is inferred if this confidence interval falls entirely
within the equivalence margins.

Equivalence testing also may be accomplished by
simultaneously performing two one-sided hypothesis
tests (see Directed Alternatives in Testing). One
test seeks to reject the null hypothesis that the mean
difference is less than or equal to �1:

H0: M1 − M2 ≤ �1

HA: M1 − M2 > �1 (1)

The second test seeks to reject the null hypothesis that
the mean difference is greater than or equal to �2:

H0: M1 − M2 ≥ �2

HA: M1 − M2 < �2 (2)

In other words, we test the composite null hypothesis
that the mean difference falls outside the equivalence
margins versus the composite alternative hypothesis
that the mean difference falls within the margins.
The type I error rate is not affected by performing
two tests because they are disjoint. The method just
described is referred to as average bioequivalence
testing because only population means are consid-
ered. Other methods are available for population bioe-
quivalence testing (comparability of available drugs
that a physician could prescribe for an individual
new patient) and individual bioequivalence testing
(switchability of available drugs within an individual
patient) [1].
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Error Rates

As some recent histories [1, 2] of null hypothesis
statistical significance testing (NHSST) confirm, con-
temporary NHSST practices are an amalgam of the
contradictory philosophies espoused by Sir Ronald
Fisher as against Jerzy Neyman and Egon Pear-
son. In the appendix to their chapter, Mulaik, Raju,
and Harshman [4] provide a thoughtful summary of
those arguments.

Within the contemporary amalgam of NHSST
practices, today, most researchers acknowledge the
possibility with sample data of rejecting a null
hypothesis that in reality is true in the population.
This mistake has come to be called a Type I error.
Conversely, the failure to reject a null hypothesis
when the null hypothesis is untrue in the population
is called a Type II error. Of course, a given decision
regarding a single null hypothesis cannot be both a
Type I and a Type II error, and we can possibly make
a Type I error only if we reject the null hypothesis
(i.e., the result is ‘statistically significant’).

Unless we later collect data from the full pop-
ulation, we will never know for sure whether the
decisions we take with sample data are correct, or
the decisions are errors. However, we can mathemat-
ically estimate the probability of errors, and these can
range between 0.0 and 1.0. Unless we are perverse
scientists with an evil fascination with untruth, we
prefer the probabilities of decision errors to be small
(e.g., 0.01, 0.05, 0.10).

The ceiling we select as that maximum probability
of a Type I error, called α or αTW (e.g., α = 0.05), on
a given, single hypothesis test is called the testwise
error rate. In other words, ‘error rate’ always refers
only to Type I errors. (When researchers say only α,
they are implicitly always referring to αTW.)

However, when we test multiple hypotheses (see
Multiple Comparison Procedures), the probability
of making one or more Type I errors in the set of
decisions, called the experimentwise error rate (αEW),
is not necessarily equal to the probability we select
as the ceiling for testwise error rate (αTW). The αEW

is always equal to or greater than the αTW.
There are two situations in which in a given study

αEW = αTW. First, if we conduct a study in which
we test only a single hypothesis, then αEW must
equal αTW. Second, if we test multiple hypotheses
in which the outcome variables or the hypotheses are

perfectly correlated with each other, then αEW still
must equal αTW.

For example, if we are investigating the effects
of an intervention versus a control condition on self-
concept, we might employ two different self-concept
tests, because we are not totally confident that either
test is perfect at measuring the construct. If it turned
out that the two outcome variables were perfectly
correlated, even if we performed two t Tests or two
ANOVAs (analyses of variance) to analyze the data,
the αEW would still equal αTW.

The previous example (correctly) suggests that
the correlations of the outcome variables or the
hypotheses impact the inflation of the testwise error
rate (i.e., the experimentwise error rate). Indeed,
αEW is most inflated when the outcome variables
or the hypotheses are perfectly uncorrelated. At this
extreme, the formula due to Bonferroni can be used
to compute the experimentwise error rate:

αEW = 1 − (1 − αTW)k, (1)

where k equals the number of outcome variables or
hypotheses tested.

Love [3] provides a mathematical proof that the
Bonferroni formula is correct. If the outcome vari-
ables or hypotheses are neither perfectly correlated
nor perfectly uncorrelated, αEW is computationally
harder to determine, but would fall within the range
of αTW to [1 − (1 − αTW)k].

For example, at one extreme if we tested five
perfectly correlated hypotheses, each at αTW = 0.05,
then αEW = αTW = 0.05. At the other extreme, if the
hypotheses or outcomes were perfectly uncorrelated,
the Bonferroni formula applies, and αEW would be

1 − (1 − 0.05)5

1 − (0.95)5

1 − 0.774 = 0.226. (2)

In other words, if five uncorrelated hypotheses are
tested, each at αTW = 0.05, then the probability of
one or more Type I errors being made is 22.6%. Two
very big problems with this disturbing result are that
the probability does not tell us (a) exactly how many
Type I errors (e.g., 1, 2, 3 . . .) are being made or
(b) where these errors are.

This is one reason why multivariate statistics
are often necessary. If we test one multivariate
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hypothesis, rather than conducting separate tests of
the five outcome variables, αEW = αTW.

Years ago, researchers noticed that αEW approx-
imately equals k(αTW) (e.g., 22.6% approximately
equals 5 (0.05) = 25.0%). Thus was born the ‘Bon-
ferroni correction’, which adjusts the original αTW

downward, so that given the new testwise alpha level
(α∗

TW), the αEW would be roughly equal to αTW. With
the present example, α∗

TW would be set equal to 0.01,
because αTW = 0.05/5 is 0.01. However, one problem
with using the Bonferroni correction in this manner is
that although the procedure controls the experiment-
wise Type I error rate, the probability of making Type
II error gets correspondingly larger with this method.

One common application of the Bonferroni cor-
rection that is more appropriate involves post hoc
tests in ANOVA. When we test whether the means
of more than two groups are equal, and determine
that some differences exist, the question arises as to
exactly which groups differ. We address this question
by invoking one of the myriad post hoc test proce-
dures (e.g., Tukey, Scheffè, Duncan).

Post hoc tests always compare one mean versus a
second mean. Because the differences in two means
are being tested, post hoc tests invoke a variation on

the t Test invented by a Guinness brewery worker
roughly a century ago. Conceptually, ANOVA post
hoc tests (e.g., Tukey, Scheffè, Duncan) are t Tests
with build in variations on the Bonferroni correction
being invoked so as to keep αEW from becoming
too inflated.
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Estimation

In the simplest case, a data set consists of obser-
vations on a single variable, say real-valued observa-
tions. Suppose there are n such observations, denoted
by X1, . . . , Xn. For example, Xi could be the reaction
time of individual i to a given stimulus, or the number
of car accidents on day i, and so on. Suppose now
that each observation follows the same probability
law P . This means that the observations are relevant
if one wants to predict the value of a new observa-
tion X (say, the reaction time of a hypothetical new
subject, or the number of car accidents on a future
day, etc.). Thus, a common underlying distribution P

allows one to generalize the outcomes.
The emphasis in this paper is on the data and

estimators derived from the data, and less on the
estimation of population parameters describing a
model for P . This is because the data exist, whereas
population parameters are a theoretical construct
(see Model Evaluation). An estimator is any given
function Tn(X1, . . . , Xn) of the data. Let us start with
reviewing some common estimators.

The Empirical Distribution. The unknown P can
be estimated from the data in the following way.
Suppose first that we are interested in the probability
that an observation falls in A, where A is a certain set
chosen by the researcher. We denote this probability
by P(A). Now, from the frequentist point of view, a
probability of an event is nothing else than the limit
of relative frequencies of occurrences of that event
as the number of occasions of possible occurrences
n grows without limit. So, it is natural to estimate
P(A) with the frequency of A, that is, with

P̂n(A)

= number of times an observation Xi falls in A

total number of observations

= number of Xi ∈ A

n
. (1)

We now define the empirical distribution P̂n as
the probability law that assigns to a set A the
probability P̂n(A). We regard P̂n as an estimator of
the unknown P .

The Empirical Distribution Function. The distri-
bution function of X is defined as

F(x) = P(X ≤ x), (2)

and the empirical distribution function is

F̂n(x) = number of Xi ≤ x

n
. (3)

Figure 1 plots the distribution function F(x) = 1 −
1/x2, x ≥ 1 (smooth curve) and the empirical distri-
bution function F̂n (stair function) of a sample from
F with sample size n = 200.

Sample Moments and Sample Variance. The the-
oretical mean

µ = E(X), (4)

(E stands for Expectation), can be estimated by the
sample average

X̄n = X1 + · · · + Xn

n
. (5)

More generally, for j = 1, 2, . . . the j th sample
moment

µ̂j,n = X
j

1 + · · · + X
j
n

n
, (6)

is an estimator of the j th moment E(Xj ) of P (see
Moments).
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Figure 1 The empirical and theoretical distribution
function
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The sample variance

S2
n = 1

n − 1

n∑
i=1

(Xi − X̄n)
2 (7)

is an estimator of the variance σ 2 = E(X − µ)2.

Sample Median. The median of X is the value
m that satisfies F(m) = 1/2 (assuming there is a
unique solution). Its empirical version is any value
m̂n such that F̂n(m̂n) is equal or as close as possible
to 1/2. In the above example F(x) = 1 − 1/x2, so
that the theoretical median is m = √

2 = 1.4142. In
the ordered sample, the 100th observation is equal to
1.4166, and the 101th observation is equal to 1.4191.
A common choice for the sample median is taking the
average of these two values. This gives m̂n = 1.4179.

Parametric Models. The distribution P may be
partly known beforehand. The unknown parts of P

are called parameters of the model. For example,
if the Xi are yes/no answers to a certain question
(the binary case), we know that P allows only
two possibilities, say 1 and 0 (yes = 1, no = 0).
There is only one parameter, say the probability of
a yes answer θ = P(X = 1). More generally, in a
parametric model, it is assumed that P is known up
to a finite number of parameters θ = (θ1, . . . , θd). We
then often write P = Pθ . When there are infinitely
many parameters (which is, for example, the case
when P is completely unknown), the model is called
nonparametric.

If P = Pθ is a parametric model, one can often
apply the maximum likelihood procedure to estimate
θ (see Maximum Likelihood Estimation).

Example 1 The time one stands in line for a certain
service is often modeled as exponentially distributed.
The random variable X representing the waiting time
then has a density of the form

fθ(x) = θe−θx , x > 0, (8)

where the parameter θ is the so-called intensity (a
large value of θ means that - on average - the waiting
time is short), and the maximum likelihood estimator
of θ is

θ̂n = 1

X̄n

. (9)

Example 2 In many cases, one assumes that X

is normally distributed. In that case there are two
parameters: the mean θ1 = µ and the variance θ2 =
σ 2. The maximum likelihood estimators of (µ, σ 2)

are (µ̂n, σ̂ 2
n ), where µ̂n = X̄n is the sample mean and

σ̂ 2
n = ∑n

i=1(Xi − X̄n)
2/n.

The Method of Moments. Suppose that the param-
eter θ can be written as a given function of the
moments µ1, µ2, . . .. The methods of moments esti-
mator replaces these moments by their empirical
counterparts µ̂n,1, µ̂n,2, . . ..

Example 3 Vilfredo Pareto [2] noticed that the
number of people whose income exceeds level x

is often approximately proportional to xθ , where θ

is a parameter that differs from country to country.
Therefore, as a model for the distribution of incomes,
one may propose the Pareto density

fθ (x) = θ

xθ+1
, x > 1. (10)

When θ > 1, one has θ = µ/(µ − 1). Hence, the
method of moments estimator of θ is in this case
t1(P̂n) = X̄n/(X̄n − 1). After some calculations, one
finds that the maximum likelihood estimator of θ

is t2(P̂n) = (n/
∑n

i=1 log Xi). Let us compare these
on the simulated data in Figure 1. We generated in
this simulation a sample from the Pareto distribution
with θ = 2. The sample average turns out to be X̄n =
1.9669, so that the methods of moments estimate is
2.0342. The maximum likelihood estimate is 1.9790.
Thus, the maximum likelihood estimate is a little
closer to the true θ than the methods of moments
estimate.

Properties of Estimators. Let Tn = Tn(X1, . . . ,

Xn) be an estimator of the real-valued parameter θ .
Then it is desirable that Tn is in some sense close
to θ . A minimum requirement is that the estimator
approaches θ as the sample size increases. This is
called consistency. To be more precise, suppose the
sample X1, . . . , Xn are the first n of an infinite
sequence X1, X2, . . . of independent copies of X.
Then Tn is called consistent if (with probability one)

Tn → θ as n → ∞. (11)

Note that consistency of frequencies as estimators of
probabilities, or means as estimators of expectations,
follows from the (strong) law of large numbers.
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The bias of an estimator Tn of θ is defined as its
mean deviation from θ :

bias(Tn) = E(Tn) − θ. (12)

We remark here that the distribution of Tn =
Tn(X1, . . . , Xn) depends on P , and, hence, on θ .
Therefore, the expectation E(Tn) depends on θ as
well. We indicate this by writing E(Tn) = Eθ(Tn).
The estimator Tn is called unbiased if

Eθ(Tn) = θ for all possible values of θ. (13)

Example 4 Consider the estimators S2
n = ∑n

i=1
(Xi − X̄)2/(n − 1) and σ̂ 2

n = ∑n
i=1(Xi − X̄)2/n. Note

that S2
n is larger than σ̂ 2

n , but that the difference is
small when n is large. It can be shown that S2

n is an
unbiased estimator of the variance σ 2 = var(X). The
estimator σ̂ 2

n is biased: it underestimates the variance.

In many models, unbiased estimators do not exist.
Moreover, it often heavily depends on the model
under consideration, whether or not an estimator is
unbiased. A weaker concept is asymptotic unbiased-
ness (see [1]).

The mean square error of Tn as estimator of θ is

MSE (Tn) = E(Tn − θ)2. (14)

One may decompose the MSE as

MSE (Tn) = bias2(Tn) + var(Tn), (15)

where var(Tn) is the variance of Tn.
Bias, variance, and mean square error are often

quite hard to compute, because they depend on the
distribution of all n observations X1, . . . , Xn. How-
ever, one may use certain approximations for large
sample sizes n. Under regularity conditions, the max-
imum likelihood estimator θ̂n of θ is asymptotically
unbiased, with asymptotic variance 1/(nI (θ)), where
I (θ) is the Fisher information in a single observation
(see Information Matrix). Thus, maximum likeli-
hood estimators reach the minimum variance bound
asymptotically.

Histograms. Our next aim is estimating the density
f (x) at a given point x. The density is defined as the
derivative of the distribution function F at x:

f (x) = lim
h→0

F(x + h) − F(x)

h
= lim

h→0

P(x, x + h]

h
.

(16)
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Figure 2 Histogram with bandwidth h = 0.5 and true
density

Here, (x, x + h] is the interval with left endpoint x

(not included) and right endpoint x + h (included).
Unfortunately, replacing P by P̂n here does not work,
as for h small enough, P̂n(x, x + h] will be equal
to zero. Therefore, instead of taking the limit as
h → 0, we fix h at a (small) positive value, called
the bandwidth. The estimator of f (x), thus, becomes

f̂n(x)= P̂n(x, x + h]

h
= number of Xi ∈ (x, x + h]

nh
.

(17)

A plot of this estimator at points x ∈ {x0, x0 +
h, x0 + 2h, . . .} is called a histogram.

Example 3 continued Figure 2 shows the his-
togram, with bandwidth h = 0.5, for the sample of
size n = 200 from the Pareto distribution with param-
eter θ = 2. The solid line is the density of this
distribution.

Minimum Chi-square. Of course, for real (not
simulated) data, the underlying distribution/density is
not known. Let us explain in an example a procedure
for checking whether certain model assumptions are
reasonable. Suppose that one wants to test whether
data come from the exponential distribution with
parameter θ equal to 1. We draw a histogram of
the sample (sample size n = 200), with bandwidth
h = 1 and 10 cells (see Figure 3). The cell counts
are (151, 28, 4, 6, 1, 1, 4, 3, 1, 1). Thus, for
example, the number of observations that falls in
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the first cell, that is, that have values between
0 and 1, is equal to 151. The cell probabilities
are, therefore, (0.755, 0.140, 0.020, 0.030, 0.005,
0.005, 0.020, 0.015, 0.005, 0.005). Now, according
to the exponential distribution, the probability that an
observation falls in cell k is equal to e−(k−1) − e−k ,
for k = 1, . . . , 10. These cell probabilities are (.6621,
.2325, .0855, .0315, .0116, .0043, .0016, .0006,
.0002, .0001). Because the probabilities of the last
four cells are very small, we merge them together.
This gives cell counts (N1, . . . , N7) = (151, 28, 4,
6, 1, 1, 4, 9) and cell probabilities (π1, . . . , π7) =
(.6621, .2325, .0855, .0315, .0116, .0043, .0025). To
check whether the cell frequencies differ significantly
from the hypothesized cell probabilities, we calculate
Pearson’s χ2. It is defined as

χ2 = (N1 − nπ1)
2

nπ1
+ · · · + (N7 − nπ7)

2

nπ7
. (18)

We write this as χ2 = χ2(exponential) to stress
that the cell probabilities were calculated assum-
ing the exponential distribution. Now, if the data
are exponentially distributed, the χ2 statistic is gen-
erally not too large. But what is large? Consult-
ing a table of Pearson’s χ2 at the 5% significance
level gives the critical value c = 12.59. Here we
use 6 degrees of freedom. This is because there
are m = 7 cell probabilities, and there is the restric-
tion π1 + · · · + πm = 1, so we estimated m − 1 =
6 parameters. After some calculations, one obtains
χ2(exponential) = 168.86. This exceeds the critical

value c, that is, χ2(exponential) is too large to sup-
port the assumption of the exponential distribution. In
fact, the data considered here are the simulated sam-
ple from the Pareto distribution with parameter θ = 2.
We shifted this sample one unit to the left. The value
of χ2 for this (shifted) Pareto distribution is

χ2(Pareto) = 10.81. (19)

This is below the critical value c, so that the
test, indeed, does not reject the Pareto distribution.
However, this comparison is not completely fair, as
our decision to merge the last four cells was based on
the exponential distribution, which has much lighter
tails than the Pareto distribution.

In Figure 3, the histogram is shown, together
with the densities of the exponential and Pareto
distribution. Indeed, the Pareto distribution fits the
data better in the sense that it puts more mass at
small values.

Continuing with the test for the exponential distri-
bution, we note that, in many situations, the intensity
θ is not required to be fixed beforehand. One may
use an estimator for θ and proceed as before, calcu-
lating χ2 with the estimated value for θ . However,
the critical values of the test then become smaller.
This is because, clearly, estimating parameters using
the sample means that the hypothesized distribution
is pulled towards the sample. Moreover, when using,
for example, maximum likelihood estimators of the
parameters, critical values will in fact be hard to
compute. The minimum χ2 estimator overcomes this
problem. Let πk(ϑ) denote the cell probabilities when
the parameter value is ϑ , that is, in the exponen-
tial case πk(ϑ) = e−ϑ(k−1) − e−ϑk , k = 1, . . . , m − 1,
and πm(ϑ) = 1 − ∑m−1

k=1 πk(ϑ). The minimum χ2

estimator θ̂n is now the minimizer over ϑ of{
(N1 − nπ1(ϑ))2

nπ1(ϑ)
+ · · · + (Nm − nπm(ϑ))2

nπm(ϑ)

}
.

(20)

The χ2 test with this estimator for θ now has m − 2
degrees of freedom. More generally, the number of
degrees of freedom is m − 1 − d, where d is the num-
ber of estimated free parameters when calculating cell
probabilities. The critical values of the test can be
found in a χ2 table.

Sufficiency. A goal of statistical analysis is gen-
erally to summarize the (large) data set into a small
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number of characteristics. The sample mean and sam-
ple variance are such summarizing statistics, but so
is, for example, the sample median, and so on. The
question arises, to what extent one can summarize
data without throwing away information. For exam-
ple, suppose you are given the empirical distribution
function F̂n, and you are asked to reconstruct the orig-
inal data X1, . . . , Xn. This is not possible since the
ordering of the data is lost. However, the index i of
Xi is just a label: it contains no information about the
distribution P of Xi (assuming that each observation
Xi comes from the same distribution, and the obser-
vations are independent). We say that the empirical
distribution F̂n is sufficient. More generally, a statis-
tic Tn = Tn(X1, . . . , Xn) is called sufficient for P if
the distribution of the data given the value of Tn does
not depend on P . For example, it can be shown that
when P is the exponential distribution with unknown
intensity, then the sample mean is sufficient. When
P is the normal distribution with unknown mean and
variance, then the sample mean and sample variance
are sufficient. Cell counts are not sufficient when,
for example, P is a continuous distribution. This is

because, if one only considers the cell counts, one
throws away information on the distribution within
a cell. Indeed, when one compares Figures 2 and 3
(recall that in Figure 3 we shifted the sample one
unit to the left), one sees that, by using just 10 cells
instead of 20, the strong decrease in the second half
of the first cell is no longer visible.

Sufficiency depends very heavily on the model for
P . Clearly, when one decides to ignore information
because of a sufficiency argument, one may be
ignoring evidence that the model’s assumptions may
be wrong. Sufficiency arguments should be treated
with caution.
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Eta and Eta Squared

Eta-squared (η2) is an effect size measure (typically
the effect of manipulations across several groups).
When statistical models are fitted to observations,
the fit of the model is crucial. There are three
main sources of variance that can be calculated:
the total variability in the observed data, the model
variability (the variability that can be explained by
the model fitted), and the residual or error variability
(the variability unexplained by the model). If sums
of squared errors are used as estimates of variability,
then the total variability is the total sum of squared
errors (SST ), that is, calculate the deviation of each
score from the mean of all scores (the grand mean),
square it, and then add these squared deviations
together:

SST =
n∑

i=1

(xi − x̄grand)
2. (1)

This can also be expressed in terms of the variance
of all scores: SST = s2

grand(N − 1).
Once a model has been fitted, this total variability

can be partitioned into the variability explained by
the model, and the error. The variability explained
by the model (SSM ) is the sum of squared deviations
of the values predicted by the model and the mean
of all observations:

SSM =
n∑

i=1

(x̂i − x̄grand)
2. (2)

Finally, the residual variability (SSR) can be obtained
through subtraction (SSR = SST − SSM ), or for a
more formal explanation, see [3].

In regression models, these values can be used
to calculate the proportion of variance that the
model explains (SSM/SST ), which is known as the
coefficient of determination (R2). Eta squared is the
same but calculated for models on the basis of group
means. The distinction is blurred because using group
means to predict observed values is a special case of
a regression model (see [1] and [3], and generalized
linear models (GLM)).

As an example, we consider data from Davey
et al. [2] who looked at the processes underlying
Obsessive Compulsive Disorder by inducing nega-
tive, positive, or no mood in people and then asking

them to imagine they were going on holiday and
to generate as many things as they could that they
should check before they went away (see Table 1).

The total variability can be calculated from the
overall variance and the total number of scores (30):

SST = s2
grand(N − 1) = 21.43(30 − 1) = 621.47.

(3)

The model fitted to the data (the predicted values)
is the group means. Therefore, the model sum of
squares can be rewritten as:

SSM =
n∑

i=1

(x̄i − x̄grand)
2, (4)

in which x̄i is the mean of the group to which
observation i belongs. Because there are multiple
observations in each group, this can be simplified still
further:

SSM =
k∑

i=1

ni(x̄i − x̄grand)
2, (5)

where k is the number of groups. We would get:

SSM = 10(12.60 − 9.43)2 + 10(7.00 − 9.43)2

+ 10(8.70 − 9.43)2

= 164.87. (6)

Eta squared is simply:

η2 = SSM

SST

= 164.87

621.47
= 0.27. (7)

Table 1 Number of ‘items to check’ generated under
different moods

Negative Positive None

7 9 8
5 12 5

16 7 11
13 3 9
13 10 11
24 4 10
20 5 11
10 4 10
11 7 7
7 9 5

X 12.60 7.00 8.70
s2 36.27 8.89 5.57
Grand Mean = 9.43 Grand Variance = 21.43
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The literal interpretation is that by fitting the group
means to the data, 27% of the variability in the
number of items generated can be explained. This is
the percentage reduction in error (PRE). Eta squared
is accurate and unbiased when describing the sample;
however, it is biased as a measure of the effect size
in the population because there is sampling error
associated with each of the group means that is not
reflected in η2. Finally, the unsquared Eta (η) can
be thought of as the correlation coefficient associated
with a curvilinear line connecting the group means. It
should be apparent that when groups are unordered,
this statistic is not particularly useful.
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Ethics in Research

Integrity in conducting research is important to indi-
vidual researchers, their institutional sponsors, and
the public at large. The increasing importance of the
pursuit of new knowledge that relies on systematic,
empirical investigation has led to greater demands
for accountability. Research helps people make sense
of the world in which they live and the events they
experience. The knowledge gained through psycho-
logical research has provided many practical benefits
as well as invaluable insights into the causes of
human behavior. Despite the obvious advantages of
the knowledge provided by research, the process of
conducting scientific research can pose serious ethi-
cal dilemmas. Because research is a complex process,
well-intentioned investigators can overlook the inter-
ests of research participants, thereby causing harm to
the participants, scientists, science, and society.

A Historical Review of Research Ethics

Regulations affecting the research process can be
seen as early as the fourteenth century when Pope
Boniface VIII prohibited the cutting up of dead
bodies, which was necessary to prevent knights from
boiling the bodies of their comrades killed in the
Holy Land in order to send them home for burial.
While the practice was unrelated to medical research,
it nevertheless, had an affect on scientific inquiry
for centuries. More systematic regulation of research
came about partly because of the atrocities committed
by Nazi investigators conducting concentration camp
experiments. At the end of World War II, 23 Nazi
researchers, mostly physicians, were tried before
the Nuremberg Military Tribunal. At the trial, it
was important for the prosecutors to distinguish
between the procedures used in Nazi experiments
and those used by US wartime investigators. To
do this, the judges agreed on 10 basic principles
for research using human participants. Many of the
principles set forth in the Nuremberg Code continue
to form the foundation for ethical practices used
today, including voluntary consent of the human
participant, the avoidance of unnecessary suffering
or injury, limitations on the degree of risk allowed,
and the opportunity for the research participant to
withdraw. While these principles were considered

laudatory, many American investigators viewed them
as relevant only to Nazi war crimes and the impact
on American scientists was minimal.

In the United States, oversight has come about as
a result of a history of ethical abuses and exploitation,
including the infamous study at the Willowbrook
State School for the Retarded where a mild strain
of virus was injected into children in order to study
the course of the disease under controlled conditions,
and the well-publicized Tuskegee Syphilis Study
during which African–American men infected with
syphilis were denied actual treatment and told not
to seek alternative treatment from outside physicians.
Such studies have created reasonable doubt as to the
benevolence and value of research, especially among
members of groups who received unethical treatment.

Federal Regulation of Research

To address these ethical concerns, the National Com-
mission for the Protection of Human Subjects of
Biomedical and Behavior Research was created and
is best known for the Belmont Report [6], which
identifies three basic ethical principles and their appli-
cation to research: respect for persons, beneficence,
and justice. These principles form the basis for pro-
visions related to procedures insuring informed con-
sent, assessment of risk and potential benefits, and
selection of participants. In response to the Bel-
mont Report, federal regulation of research became
more systematic. While the primary responsibility
for the ethical treatment of participants remains with
the individual investigator, research in the United
States conducted by individuals affiliated with uni-
versities, schools, hospitals, and many other institu-
tions is now reviewed by a committee of individuals
with diverse backgrounds who examine the proposed
research project for any breach of ethical procedures.
These review committees, commonly called Insti-
tutional Review Boards (IRBs), were mandated by
the National Research Act, Public Law 93–348, and
require researchers to prepare an application or pro-
tocol describing various aspects of the research and
to submit this protocol along with informed con-
sent forms for approval prior to the implementation
of a research project. The review of the proposed
research by the IRB includes an examination of the
procedure, the nature of the participants, and other
relevant factors in the research design. The IRB also
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identifies the relevant ethical issues that may be of
concern and decides what is at stake for the partici-
pant, the researcher, and the institution with which the
researcher is affiliated. If there are ethical concerns,
the IRB may suggest alternatives to the proposed pro-
cedures. Finally, the IRB will provide the researcher
with a formal statement of what must be changed in
order to receive IRB approval of the research project.

The attempt by IRBs to ensure ethical practices
has caused some dissatisfaction among scientists.
Since IRBs are not federal agencies but are instead
created by local institutions, they have come under
criticism for (a) lack of standard procedures and
requirements; (b) delays in completing the review
process; (c) creating the fear that IRBs will impose
institutional sanctions on individual researchers; and
(d) applying rules originally designed for medical
studies to behavioral science research projects with-
out acknowledging the important differences between
the two. To address these concerns, IRBs should
require both board members and principal investiga-
tors to undergo training in research ethics, adopt more
consistent guidelines for evaluating research proto-
cols, place limits on the power given to the IRB,
include an evaluation of the technical merit of a pro-
posal as a means of determining risk/benefit ratios,
develop a series of case studies to help sensitize mem-
bers of an IRB to ethical dilemmas within the social
sciences and ways they may be resolved, encour-
age the recruitment of women, minorities, and chil-
dren as research participants, adopt provisions that
ensure students be given alternatives to participation
in research when the research is a class requirement,
and carefully review cases where a financial conflict
of interest may occur [7].

Ethical Concerns in Recruiting
Participants

One of the first ethical issues a researcher must
address involves the recruitment of research partic-
ipants. In the recruitment process, researchers must
be guided by the principles of autonomy, respect
for persons, and the principle of beneficence that
requires that researchers minimize the possible harm
to participants while maximizing the benefits from
the research. The first stage in the recruitment of par-
ticipants is often an advertisement for the research
project. The advertisement generally describes the

basic nature of the research project and the quali-
fications that are needed to participate. At this stage,
ethical concerns include the use of inducements and
coercion, consent and alternatives to consent, insti-
tutional approval of access to participants, and rules
related to using student subject pools [1]. It is impor-
tant that researchers avoid ‘hyperclaiming,’ in which
the goals the research is likely to achieve are exagger-
ated. It is also important that researchers not exploit
potential participants, especially vulnerable partici-
pants, by offering inducements that are difficult to
refuse. At the same time, researchers must weigh the
costs to the participant and provide adequate compen-
sation for the time they spend in the research process.

Most psychological research is conducted with
students recruited from university subject pools,
which raises an ethical concern since the students’
grades may be linked with participation. Ethical
practice requires that students be given a reasonable
alternative to participation in order to obtain the same
credit as those who choose to participate in research.
The alternatives offered must not be seen by students
as either punitive or more stringent than research
participation.

In the recruitment process, researchers should
attempt to eliminate any potential participants who
may be harmed by the research. Research protocols
submitted to an IRB typically have a section in which
the researcher describes this screening process and
the criteria that will be used to include or exclude
persons from the study. The screening process is of
particular importance when using proxy decisions for
incompetent persons and when conducting clinical
research. On the other hand, it is important that the
sample be representative of the population to which
the research findings can be generalized.

Informed Consent and Debriefing

Informed consent is the cornerstone of ethical re-
search. Consent can be thought of as a contract in
which the participant agrees to tolerate experimental
procedures that may include boredom, deception,
and discomfort for the good of science, while the
researcher guarantees the safety and well-being of the
participant. In all but minimal-risk research, informed
consent is a formal process whereby the relevant
aspects of the research are described along with the
obligations and responsibilities of both the participant
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and the researcher. An important distinction is made
between ‘at risk’ and ‘minimal risk.’ Minimal risk
refers to a level of harm or discomfort no greater than
that which the participant might expect to experience
in daily life. Research that poses minimal risk to the
participant is allowed greater flexibility with regard
to informed consent, the use of deception, and other
ethically questionable procedures. Although, it should
still meet methodological standards to ensure that the
participants’ time is not wasted.

Informed consent presents difficulties when the
potential participants are children, the participants
speak a different language than the experimenter, or
the research is therapeutic but the participants are
unable to provide informed consent. Certain research
methodologies make it difficult to obtain informed
consent, as when the methodology includes disguised
observation or other covert methods. The omission
of informed consent in covert studies can be appro-
priate when there is a need to protect participants
from nervousness, apprehension, and in some cases
criminal prosecution. Studies that blur the distinction
between consent for treatment or therapy and consent
for research also pose ethical problems as can the use
of a consent form that does not provide the participant
with a true understanding of the research. While most
psychological research includes an informed consent
process, it should be noted that federal guidelines per-
mit informed consent to be waived if (a) the research
involves no more than minimal risk to the partic-
ipants; (b) the waiver will not adversely affect the
rights and welfare of the participants; and (c) the
research could not be feasibly conducted if informed
consent were required [4].

The Use of Deception in Psychological
Research

At one time, deception was routinely practiced in
behavioral science research, and by the 1960 s re-
search participants, usually college students, expected
deception and as a result sometimes produced dif-
ferent results than those obtained from unsuspecting
participants. In general, psychologists use deception
in order to prevent participants from learning the true
purpose of the study, which might in turn affect their
behavior. Many forms of deception exist, including
the use of an experimental confederate posing as
another participant, providing false feedback to par-
ticipants, presenting two related studies as unrelated,

and giving incorrect information regarding stimuli.
The acceptability of deception remains controver-
sial although the practice is common. Both partic-
ipants and researchers tend to conduct a kind of
cost–benefit analysis when assessing the ethics of
deception. Researchers tend to be more concerned
about the dangers of deception than do research par-
ticipants. Participants’ evaluation of studies that use
deception are related to the studies’ scientific merit,
value, methodological alternatives, discomfort expe-
rienced by the participants, and the efficacy of the
debriefing procedures.

Several alternatives to using deception are avail-
able. Role-playing and simulation can be used in lieu
of deception. In field research, many researchers have
sought to develop reciprocal relationships with their
participants in order to promote acceptance of occa-
sional deception. Such reciprocal relationships can
provide direct benefits to the participants as a result
of the research process. In cases where deception is
unavoidable, the method of assumed consent can be
used [3]. In this approach, a sample taken from the
same pool as the potential participants is given a
complete description of the proposed study, includ-
ing all aspects of the deception, and asked whether
they would be willing to participate in the study. A
benchmark of 95% agreement allows the researcher
to proceed with the deception manipulation.

Avoiding Harm: Pain and Suffering

Participants’ consent is typically somewhat unin-
formed in order to obtain valid information untainted
by knowledge of the researcher’s hypothesis and
expectations. Because of this lack of full disclosure,
it is important that the researcher ensures that no
harm will come to the participant in the research pro-
cess. Protection from harm is a foundational issue in
research ethics. Types of harm that must be consid-
ered by the researcher include physical harm, psy-
chological stress, feelings of having ones’ dignity,
self-esteem, or self-efficacy compromised, or becom-
ing the subject of legal action. Other types of potential
harm include economic harm, including the imposi-
tion of financial costs to the participants, and social
harms that involve negative affects on a person’s
interactions or relationships with others. In addition
to considering the potential harm that may accrue to
the research participant, the possibility of harm to the
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participants’ family, friends, social group, and society
must be considered.

While conducting research, it is the researcher’s
responsibility to monitor actual or potential harm to
the participant in case the level of harm changes
during the course of the research. One way that
the level of potential harm can change is as
a result of a mistake made by the researcher.
In the case of increased likelihood of harm, the
researcher should inform the participant and remind
him or her that voluntary withdrawal without penalty
is available.

A particular kind of harm addressed in the 1992
American Psychological Association (APA) Code of
Ethics [2] is the harm caused by culturally incom-
petent researchers whose perceptions of gender and
race are misinformed by the dominant group’s view
of social reality. Research designs constructed by
researchers with uninformed views can reinforce neg-
ative stereotypes about the group studied. One way to
avoid this ethical bias is to view research participants
as partners as opposed to subjects in the research
process. The perception of partnership can be fos-
tered by taking the participants into the researchers’
confidence, providing a thorough debriefing and the
opportunity for further involvement in a role other
than that of a ‘subject.’ Another type of harm, of spe-
cial concern to those engaged in field research, is the
harm that can result from disclosure of uncensored
information.

While psychological research into certain pro-
cesses, for example, anxiety, depends on the arousal
of some discomfort in the participant, it is the respon-
sibility of the researcher to look for ways to minimize
this discomfort. In many situations, discomfort is
inherent in what is being studied. When nothing can
be done to eliminate this type of discomfort, some
ways that may minimize the psychological conse-
quences of the discomfort include full and candid
disclosure of the experimental procedures, provid-
ing opportunities for the participant to withdraw,
and ensuring that there are no lingering ill effects
of the discomfort. One particular type of lingering
ill effect relates to the possibility of embarrassment
that participants can experience as a result of their
behavior during the research process. To protect par-
ticipants from this type of harm, it is essential that
researchers employ procedures to maintain confiden-
tiality.

Maintaining Confidentiality

Respecting the privacy of the research participant
involves much more than just obtaining informed
consent. Confidentiality is a complex, multifaceted
issue. It involves an agreement, implicit as well as
explicit, between the researcher and the participant
regarding disclosure of information about the par-
ticipant and how the participant’s data will be han-
dled and transmitted. The participant has the right to
decide what information will be disclosed, to whom
it will be disclosed, under what circumstances it will
be disclosed, and when it will be disclosed.

Participants must be informed about mandatory
reporting requirements, for example, illegal activity,
plans for sharing information about the participant
with others, and the extent to which confidential-
ity can be legally protected. It is the responsibility
of review committees to ensure that the proposed
research procedures will not unintentionally com-
promise confidentiality, especially with participants
who are vulnerable because of age, gender, status,
or disability.

There are exceptions to the rule regarding con-
fidentiality. The 1992 APA Code of Ethics allows
for a breach of confidentiality to protect third par-
ties, and several states have embraced the Supreme
Court ruling in Tarasoff versus Board of Regents of
the University of California [9] that requires the psy-
chologist to take reasonable steps to protect potential
victims. Researchers not trained in clinical diagnosis
can find themselves in a difficult position interpret-
ing the likelihood of harm from statements made by
research participants.

New technologies, along with government statutes
and access by third parties to data, can threaten
confidentiality agreements, although both state and
federal courts have been willing to uphold promises
of confidentiality made to research participants. Tech-
niques to maintain confidentiality of data include data
encryption and electronic security. While most quan-
tified data are presented in aggregate form, some
types of data such as video recordings, photographs,
and audio recordings require special care in order to
protect participants’ privacy. Distortion of the images
and sounds can be done, but the most important safe-
guard is to obtain permission from the participant
to use the material, including the dissemination of
the findings.
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Similarly, qualitative research poses special dif-
ficulties for maintaining privacy and confidentiality.
Techniques for maintaining confidentiality include
the use of pseudonyms or fictitious biographies and
the coding of tapes and other data recording meth-
ods in which participant identification cannot be dis-
guised. Also, it is the researchers’ responsibility to
take reasonable precautions to ensure that participants
respect the privacy of other participants, particularly
in research settings where others are able to observe
the behavior of the participant.

Assessing Risks and Benefits

One of the responsibilities of an IRB is to ask
the question: will the knowledge gained from this
research be worth the inconvenience and potential
cost to the participant? Both the magnitude of the
benefits to the participant and the potential sci-
entific and social value of the research must be
considered [5]. Some of the potential types of ben-
efits of psychological research are (a) an increase
in basic knowledge of psychological processes;
(b) improved methodological and assessment proce-
dures; (c) practical outcomes and benefits to others;
(d) benefits for the researchers, including the educa-
tional functions of research in preparing students to
think critically and creatively about their field; and
(e) direct, sometimes therapeutic, benefits to the par-
ticipants, for example, in clinical research.

Some of the potential costs to the participant are
social and physical discomfort, boredom, anxiety,
stress, loss of self-esteem, legal risks, economic risks,
social risks, and other aversive consequences. In
general, the risks associated with the research should
be considered from the perspective of the participant,
the researcher, and society as a whole, and should
include an awareness that the risks to the participant
may come not only from the research process, but
also from particular vulnerabilities of the participant
or from the failure of the researcher to use appropriate
strategies to reduce risk.

The IRB’s job of balancing these costs and ben-
efits is difficult since the types of costs and benefits
are so varied. The deliberations of the IRB in arriv-
ing at a ‘favorable ratio’ should be formed with
respect to the guidelines provided in the Belmont
Report, which encourages ethical review committees
to examine all aspects of the research carefully and to

consider, on behalf of the researcher, alternative pro-
cedures to reduce risks to the participants. The careful
deliberation of the cost/benefit ratio is of particular
importance in research with those unable to provide
informed consent, such as the cognitively impaired;
research where there is risk without direct benefit to
the participant, research with such vulnerable pop-
ulations as children and adolescents; and therapeutic
research in which the participant in need of treatment
is likely to overestimate the benefit and underestimate
the risk, even when the researcher has provided a full
and candid description of the likelihood of success
and possible deleterious effects.

Ethical Issues in Conducting Research
with Vulnerable Populations

An important ethical concern considered by IRBs is
the protection of those who are not able fully to
protect themselves. While determining vulnerability
can be difficult, several types of people can be con-
sidered vulnerable for research purposes, including
people who (a) either lack autonomy and resources or
have an abundance of resources, (b) are stigmatized,
(c) are institutionalized, (d) cannot speak for them-
selves, (e) engage in illegal activities, and (f) may be
damaged by the information revealed about them as
a result of the research. One of the principle groups
of research participants considered to be vulnera-
ble is children and adolescents. In addition to legal
constraints on research with minors adopted by the
United States Department of Health and Human Ser-
vices (DHHS), ethical practices must address issues
of risk and maturity, privacy and autonomy, parental
permission and the circumstances in which permis-
sion can be waived, and the assent of the institution
(school, treatment facility) where the research is to
be conducted.

Other vulnerable groups addressed in the litera-
ture include minorities, prisoners, trauma victims, the
homeless, Alzheimer’s patients, gays and lesbians,
individuals with AIDS and STDs, juvenile offenders,
and the elderly, particularly those confined to nurs-
ing homes where participants are often submissive
to authority.

Research with psychiatric patients poses a chal-
lenge to the researcher. A major ethical concern with
clinical research is how to form a control group
without unethically denying treatment to some par-
ticipants, for example, those assigned to a placebo
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control group. One alternative to placebo-controlled
trials is active-controlled trials.

A number of ethical issues arise when studying
families at risk and spousal abuse. It is the responsi-
bility of the investigator to report abuse and neglect,
and participants must understand that prior to giving
consent. Other ethical issues include conflict between
research ethics and the investigator’s personal ethics,
identifying problems that cannot be solved, and bal-
ancing the demands made by family members and
the benefits available to them.

Alcohol and substance abusers and forensic pati-
ents present particular problems for obtaining ade-
quate informed consent. The researcher must take
into account the participants vulnerability to coercion
and competence to give consent. The experience of
the investigator in dealing with alcoholics and drug
abusers can be an important element in maintaining
ethical standards related to coercion and competence
to give consent.

One final vulnerable population addressed in
the literature is the cognitively impaired. Research
with these individuals raises issues involving adult
guardianship laws and the rules governing proxy
decisions. The question is: who speaks for the
participant? Research with vulnerable participants
requires the researcher to take particular care to
avoid several ethical dilemmas including coercive
recruiting practices, the lack of confidentiality often
experienced by vulnerable participants, and the
possibility of a conflict of interest between research
ethics and personal ethics.

Ethical Considerations Related
to Research Methodology

Ethical Issues in Conducting Field Research

Research conducted in the field confronts an
additional ethical dilemma not usually encountered
in laboratory studies. Often the participants are
unaware that they are being studied, and therefore
no contractual understanding can exist. In many field
studies, especially those that involve observational
techniques, informed consent may be impossible
to obtain. This dilemma also exists when the
distinction between participant and observer is
blurred. Similarly, some laboratory experiments
involving deception use procedures similar to field
research in introducing the independent variable as

unrelated to the experiment. Covert research that
involves the observation of people in public places
is not generally considered to constitute an invasion
of privacy; however, it is sometimes difficult to
determine when a reasonable expectation of privacy
exists, for example, behavior in a public toilet.

Because it is not usually possible to assess whether
participants have been harmed in covert studies,
opinions regarding the ethicality and legality of such
methods varies markedly. Four principles that must
be considered in deciding on the ethicality of covert
field research are (a) the availability of alternative
means for studying the same question, (b) the merit
of the research question, (c) the extent to which
confidentiality or anonymity can be maintained, and
(d) the level of risk to the uninformed participant.

One specific type of field research warrants spe-
cial ethical consideration: socially sensitive research,
which is defined as research where the findings
can have practical consequences for the partici-
pants. The research question, the research process,
and the potential application of the research find-
ings are particularly important in socially sensi-
tive research. IRBs have been found to be very
wary of socially sensitive research, more often find-
ing fault with the research and overestimating the
extent of risk involved as compared to their reviews
of less sensitive research. Despite these difficulties,
socially sensitive research has considerable potential
for addressing many of society’s social issues and
should be encouraged.

Ethical Issues in Conducting Archival Research

Archival research can provide methodological advan-
tages to the researcher in that unobtrusive measures
are less likely to affect how participants behave.
However, research involving archival data poses a
problem for obtaining informed consent, since the
research question may be very different from the
one for which the data was originally collected. In
most cases, issues of privacy do not exist since an
archive can be altered to remove identifying informa-
tion. A second ethical concern with archival research
has to do with the possibility that those who create the
archive may introduce systematic bias into the data
set. This is of particular concern when the archive is
written primarily from an official point of view that
may not accurately represent the participants’ atti-
tudes, beliefs, or behavior.
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Ethical Issues in Conducting Internet Research

The Internet provides an international forum in which
open and candid discussions of a variety of issues of
interest to behavioral scientists take place (see Inter-
net Research Methods). These discussions provide
an opportunity for the behavioral scientist to ‘lurk’
among Usenet discussion groups, Internet Relay
Chat, and Multiuser dungeons. Cyberspace is typ-
ically thought of as public domain where privacy
is not guaranteed and traditional ethical guidelines
may be difficult to apply. A second ethical con-
cern in Internet research is the possibility for on-line
misrepresentation. For example, children or other vul-
nerable populations could be inadvertently included
in research. To address these concerns, a set of
informal guidelines for acceptable behavior in the
form of netiquettes has been developed. Among other
things, the guidelines suggest that researchers should
identify themselves, ensure confidential treatment of
personal information, be sensitive to possible unan-
ticipated consequences to participants as a result of
the research process, particularly in terms of potential
harm to the participant in the form of stress, legal lia-
bilities, and loss of self-esteem, obtain consent from
those providing data whenever possible, and provide
participants with information about the study.

Debriefing

Debriefing provides the participant an opportunity
to discuss the findings of the study. The need to
adequately debrief participants in a research study
is a clear ethical responsibility of the investigator
although it is still the exception rather than the rule.
Debriefing can serve four purposes. It can (a) remove
fraudulent information about the participant given
during the research process, (b) desensitize subjects
who have been given potentially disturbing informa-
tion about themselves, (c) remove the participants’
negative arousal resulting from the research proce-
dure, and (d) provide therapeutic or educational value
to the participant. Even participants who are screened
out of a study or voluntarily withdraw from a study
should be debriefed and told why they might have
been eliminated from the study. It has also been
suggested that a description of the debriefing pro-
cedure be included in any scientific publication of
the research.

The Use of Animals in Research

Animal research by psychologists can be dated back
to rat maze studies at Clark University in 1901.
Many medical breakthroughs including such proce-
dures as chemotherapy, vaccines, bypass surgery, and
antibiotics are based on animal studies. While ani-
mal research will remain controversial among many
people, the first federal attempt to provide standards
began with the Animal Welfare Act of 1966. Build-
ing upon this foundation, the American Psychological
Association has also established ethical standards for
the ‘humane care and use of animals in research.’ It is
the responsibility of the research scientist to observe
all appropriate laws and regulations and professional
standards in acquiring, caring for, and disposing of
animals. The research scientist must also ensure that
those working with animals are trained and experi-
enced in both research methods and animal care in
order to provide for the comfort, health, and humane
treatment of the animals. A third responsibility is to
minimize the discomfort, infection, illness, and pain
of the animals involved in research and to only sub-
ject animals to pain, stress, or privation when an
alternative procedure is not available, and even then
only when the potential value of the research makes
the negative treatment justifiable. Scientists involved
in surgical procedures with animals have a special
responsibility to use appropriate anesthesia and pro-
cedures both during and after surgery in order to
minimize pain and possible infection. Finally, when
the life of a research animal is to be terminated,
it must be done in a manner designed to minimize
pain and observe accepted procedures. In order to
promote and ensure the ethical treatment of animals
in research, most research facilities and universi-
ties have animal review committees (IACUCs) that
perform a function similar to the IRB. These commit-
tees can judge the adequacy of the procedures being
proposed, the training and experience of the investi-
gators, and whether nonanimal models could be used
to answer the questions being posed.

Ethical Issues When the Research
is Completed

Plagiarism occurs when an investigator uses the work
of someone else without giving credit to the original
author. There are several steps that the researcher can
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take to avoid this ethical breach, including (a) careful
acknowledgement of all sources, including secondary
sources of information, (b) use of quotation marks to
set off direct quotes and taking care that paraphrasing
another author is not simply a minor variation of the
author’s own words, and (c) maintaining complete
records of rough notes, drafts, and other materials
used in preparing a report.

Several notorious cases, including that of Cyril
Burt, have clearly demonstrated the ethical ban on
the falsification and fabrication of data, as well as the
misuse of statistics to mislead the reader. In addition
to fabrication, it is unethical to publish, as original
data, material that has been published before. It is also
the ethical responsibility of the investigator to share
research data for verification. While these are fairly
straightforward ethical considerations, it is important
to distinguish between honest errors and misconduct
in statistical reporting. Currently, there are no federal
guidelines that inform our understanding of the
differences between common practices and actual
misuse. Therefore, it is important that individual
investigators consult with statisticians in order to
apply the most appropriate tests to their data.

Authorship credit at the time of publication should
only be taken for work actually performed and
for substantial contributions to the published report.
Simply holding an institutional position is not an
ethical reason for being included as an author of
a report. Students should be listed as the principal
author of any article that is primarily based on that
student’s work, for example, a dissertation.

Summary and Conclusion

Ethical dilemmas often arise from a conflict of inter-
est between the needs of the researcher and the needs
of the participant and/or the public at large. A con-
flict of interest can occur when the researcher occu-
pies multiple roles, for example, clinician/researcher,
or within a single role such as a program evalua-
tion researcher who experiences sponsor pressures
for results that may compromise scientific rigor. In
resolving ethical dilemmas, psychologists are guided
in their research practices by APA guidelines as well
as Federal regulations that mandate that research be
approved by an Institutional Review Board or Insti-
tutional Animal Care and Use Committee. A set of

heuristics that can be employed in resolving ethi-
cal conflicts include: (a) using the ethical standards
of the profession, (b) applying ethical and moral
principles, (c) understanding the legal responsibili-
ties placed upon the researcher, and (d) consulting
with professional colleagues [8]. In the final analy-
sis, the researcher’s conscience determines whether
the research is conducted in an ethical manner.
To enhance the researcher’s awareness of ethical
issues, education and training programs have become
increasingly available in university courses, work-
shops, and on governmental websites. The use of
role-playing and context-based exercises, and the
supervision of student research have been shown to
effectively increase ethical sensitivity.
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Evaluation Research

From a methodological standpoint, the most challeng-
ing task an evaluation researcher faces is determining
a program’s effects on the social conditions it is
expected to ameliorate. This is also one of the most
important tasks for the evaluator because a program
that does not have the anticipated beneficial effects
is unlikely to be viewed favorably, irrespective of
how well it functions in other regards. Evaluation
researchers refer to this form of evaluation as an
impact evaluation or outcome evaluation. Because
of the centrality of impact evaluation in evaluation
research and its dependence on quantitative methods,
it is our focus in this essay.

Impact Evaluation

The basic question asked by an impact evaluation is
whether the program produces its intended effects.
This is a causal question and the primary method
for answering it is an experiment that compares the
outcomes for an intervention condition to those from
a control condition without the intervention. Evalu-
ation research is conducted largely in field settings
where ‘true’ experiments with random assignment
and strict control of extraneous influences are dif-
ficult to achieve. Evaluation researchers, therefore,
often fall back on quasi-experiments, (see Quasi-
experimental Designs) most commonly nonequiv-
alent comparison designs lacking random assign-
ment [18]. The application of these designs to social
programs raises a variety of methodological chal-
lenges. We turn now to some of the most salient of
these challenges.

Outcome Measurement

No systematic assessment of a program’s effects
can be made unless the intended outcomes can be
measured. Program representatives often describe the
expected outcomes in broad terms (e.g., ‘improve the
quality of life for children’) that must be unpacked
to identify their specific observable features (e.g.,
improved health, cognitive development, and social
relationships). A necessary first step, therefore, is
usually a negotiation between the evaluator and the

program stakeholders to carefully specify the changes
the program is expected to bring about and the
indicators that signal whether they occurred. Once
adequately specified, these outcomes can often be
measured using established procedures; for exam-
ple, standardized achievement tests and grade point
averages are conventional measures of academic per-
formance. However, there may be no established
valid and reliable measures for some outcomes and
the evaluator must then attempt to develop them.

In addition to validity and reliability, however,
evaluators have to be concerned with another mea-
surement characteristic – sensitivity, or the extent
to which scores on a measure change when a
change actually occurs on an outcome the program
is attempting to affect. There are two main ways
in which an outcome measure can be insensitive to
change. First, the measure may include elements that
relate to something other than what the program tar-
gets. Consider, for example, a math tutoring program
concentrating on fractions and long division prob-
lems for elementary school children. The evaluator
might choose an off-the-shelf math achievement test
as an outcome measure even though it covers a wider
selection of math problems than fractions and long
division. Large gains in fractions and long division
might be obscured by the response to other topics that
are averaged into the final score. A measure that cov-
ered only the math topics that the program actually
taught would be more sensitive to these gains.

Second, outcome measures may be insensitive
to program effects if they have been developed
to differentiate individuals for diagnostic purposes.
Most standardized psychological tests are of this sort,
including, for example, measures of personality traits,
clinical symptoms, cognitive abilities, and attitudes.
These measures are generally good for determining
who is high or low on the characteristic measured.
However, when applied to program participants who
differ on the measured characteristic, they may yield
such wide variation in scores that improvement due
to the program is lost amid the differences among
individuals.

Unit of Analysis

Social programs deliver their services to any of a
wide variety of entities, such as individuals, families,
schools, neighborhoods, or cities. Correspondingly,
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the units in the research sample may be any of
these entities. It is not unusual for the program
to deliver its services to one level with the intent
of producing effects on units nested within this
level. This situation occurs frequently in educational
programs. A mathematics curriculum, for instance,
may be implemented school wide and delivered
mainly at the classroom level. The desired outcome,
however, is improved math achievement for the
students in those classes. Students can be sampled
only by virtue of being in a classroom that is,
or is not, using the curriculum of interest. Thus,
the classroom is the primary sampling unit but
the students clustered within the classrooms are of
focal interest for the evaluation and are the primary
analysis unit.

A common error is to analyze the outcome data
at the student level, ignoring the clustering of stu-
dents within classrooms. This error exaggerates the
sample size used in the statistical analysis by count-
ing the number of students rather than the number of
classrooms that are the actual sampling unit. It also
treats the student scores within each classroom as
if they were independent data points when, because
of the students’ common classroom environment and
typically nonrandom assignment to classrooms, their
scores are likely to be more similar within classrooms
than they would be otherwise. This situation requires
the use of specialized multilevel statistical analysis
models (see Linear Multilevel Models) to properly
estimate the standard errors and determine the statis-
tical significance of any effects (for further details,
see [13, 19].

Selection Bias

When an impact evaluation involves an intervention
and control group that show preintervention differ-
ences on one or more variables related to an outcome
of interest, the result is a postintervention differ-
ence that mimics a true intervention effect. Initial
nonequivalence of this sort biases the estimate of
the intervention effects and undermines the valid-
ity of the design for determining the actual pro-
gram effects. This serious and unfortunately com-
mon problem is called selection bias because it
occurs in situations in which units have been dif-
ferentially selected into the intervention and control
groups.

The best way to achieve equivalence between
intervention and control groups is to randomly allo-
cate members of a research sample to the groups
(see [2] for a discussion of how to implement ran-
domization) (see Randomization). However, when
intervention and control groups cannot be formed
through random assignment, evaluators may attempt
to construct a matched control group by selecting
either individuals or an aggregate group that is simi-
lar on a designated set of variables to those receiving
the intervention. In individual matching, a partner
is selected from a pool of individuals not exposed
to the program who matches each individual who
does receive the program. For children in a school
drug prevention program, for example, the evalua-
tor might deem the relevant matching variables to be
age, sex, and family income. In this case, the evalua-
tor might scrutinize the roster of unexposed children
at a nearby school for the closest equivalent child to
pair with each child participating in the program.

With aggregate matching, individuals are not
matched case by case; rather, the overall distributions
of values on the matching variables are made com-
parable for the intervention and control groups. For
instance, a control group might be selected that has
the same proportion of children by sex and age as the
intervention group, but this may involve a 12-year-
old girl and an 8-year-old boy in the control group to
balance a 9-year-old girl and an 11-year-old boy in
the intervention group. For both matching methods,
the overall goal is to equally distribute characteristics
that may impact the outcome variable. As a further
safeguard, additional descriptive variables that have
not been used for matching may be measured prior
to intervention and incorporated in the analysis as
statistical controls (discussed below).

The most common impact evaluation design is
one in which the outcomes for an intervention group
are compared with those of a control group selected
on the basis of relevance and convenience. For a
community-wide program for senior citizens, for
instance, an evaluator might draw a control group
from a similar community that does not have the pro-
gram and is convenient to access. Because any esti-
mate of program effects based on a simple compari-
son of outcomes for such groups must be presumed
to include selection bias, this is a nonequivalent com-
parison group design.

Nonequivalent control (comparison) group
designs are analyzed using statistical techniques that
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attempt to control for the preexisting differences
between groups. To apply statistical controls, the
control variables must be measured on both the
intervention and comparison groups before the
intervention is administered. A significant limitation
of both matched and nonequivalent comparison
designs is that the evaluator generally does not know
what differences there are between the groups nor
which of those are related to the outcomes of interest.

With relevant control variables in hand, the evalu-
ator must conduct a statistical analysis that accounts
for their influence in a way that effectively and com-
pletely removes selection bias from the estimates of
program effects. Typical approaches include analysis
of covariance and multiple linear regression anal-
ysis. If all the relevant control variables are included
in these analyses, the result should be an unbiased
estimate of the intervention effect.

An alternate approach to dealing with nonequiva-
lence that is becoming more commonplace is selec-
tion modeling. Selection modeling is a two-stage
procedure in which the first step uses relevant control
variables to construct a statistical model that predicts
selection into the intervention or control group. This
is typically done with a specialized form of regression
analysis for binary dependent variables, for exam-
ple, probit or logistic regression. The results of this
first stage are then used to combine all the control
variables into a single composite selection variable,
or propensity score (propensity to be selected into
one group or the other). The propensity score is opti-
mized to account for the initial differences between
the intervention and control groups and can be used
as a kind of super control variable in an analysis of
covariance or multiple regression analysis. Effective
selection modeling depends on the evaluator’s dili-
gence in identifying and measuring variables related
to the process by which individuals select them-
selves (e.g., by volunteering) or are selected (e.g.,
administratively) into the intervention or compari-
son group. Several variants of selection modeling and
two-stage estimation of program effects are available.
These include Heckman’s econometric approach [6,
7], Rosenbaum and Rubin’s propensity scores [14,
15], and instrumental variables [5].

The Magnitude of Program Effects

The ability of an impact evaluation to detect and
describe program effects depends in large part on

the magnitude of those effects. Small effects are
more difficult to detect than large ones and their
practical significance may also be more difficult
to describe. Evaluators often use an effect size
statistic to express the magnitude of a program effect
in a standardized form that makes it comparable
across measures that use different units or different
scales. The most common effect size statistic is the
standardized mean difference (sometimes symbolized
d), which represents a mean outcome difference
between an intervention group and a control group
in standard deviation units. Describing the size of a
program effect in this manner indicates how large
it is relative to the range of scores recorded in
the study. If the mean reading readiness score for
participants in a preschool intervention program is
half a standard deviation larger than that of the
control group, the standardized mean difference effect
size is 0.50. The utility of this value is that it can
be easily compared to, say, the standardized mean
difference of 0.35 for a test of vocabulary. The
comparison indicates that the preschool program was
more effective in advancing reading readiness than in
enhancing vocabulary.

Some outcomes are binary rather than a matter
of degree; that is, for each participant, the outcome
occurs or it does not. Examples of binary outcomes
include committing a delinquent act, becoming preg-
nant, or graduating from high school. For binary
outcomes, an odds ratio effect size is often used to
characterize the magnitude of the program effect. An
odds ratio indicates how much smaller or larger the
odds of an outcome event are for the intervention
group compared to the control group. For exam-
ple, an odds ratio of 1.0 for high school graduation
indicates even odds; that is, participants in the inter-
vention group are no more and no less likely than
controls to graduate. Odds ratios greater than 1.0
indicate that intervention group members are more
likely to experience the outcome event; for instance,
an odds ratio of 2.0 means that the odds of mem-
bers of the intervention group graduating are twice
as great as for members of the control group. Odds
ratios smaller than 1.0 mean that they are less likely
to graduate.

Effect size statistics are widely used in the meta-
analysis of evaluation studies. Additional information
can be found in basic meta-analysis texts such as
those found in [4, 10, 16].
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The Practical Significance of Program
Effects

Effect size statistics are useful for summarizing and
comparing research findings but they are not nec-
essarily good guides to the practical magnitude of
those effects. A small statistical effect may represent
a program effect of considerable practical signifi-
cance; conversely, a large statistical effect may be
of little practical significance. For example, a very
small reduction in the rate at which people with a
particular illness are hospitalized may have impor-
tant cost implications for health insurers. Statistically
larger improvements in the patients’ satisfaction with
their care, on the other hand, may have negligible
practical implications.

To appraise the practical magnitude of program
effects, the statistical effect sizes must be translated
into terms relevant to the social conditions the
program aims to improve. For example, a common
outcome measure for juvenile delinquency programs
is the rate of rearrest within a given time period. If a
program reduces rearrest rates by 24%, this amount
can readily be interpreted in terms of the number
of juveniles affected and the number of delinquent
offenses prevented.

For other program effects, interpretation may not
be so simple. Suppose that a math curriculum for
low-performing sixth-grade students raised the mean
score from 42 to 45 on the mathematics subtest of the
Omnibus Test of Basic Skills, a statistical effect size
of 0.30 standard deviation units. How much improve-
ment in math skills does this represent in practical
terms? Interpretation of statistical effects on outcome
measures with values that are not inherently meaning-
ful requires comparison with some external referent
that puts the effect size in a practical context. With
achievement tests, for instance, we might compare
program effects against test norms. If the national
norm on the math test is 50, the math curriculum
reduced the gap between the students in the program
and the norm by about 38% (from 8 points to 5), but
still left them short of the average skill level.

Another referent for interpreting the practical mag-
nitude of a program effect is a ‘success’ threshold on
the outcome measure. A comparison of the propor-
tions of individuals in the intervention and control
groups who exceed the threshold reveals the practi-
cal magnitude of the program effect. For example, a
mental health program that treats depression might

use the Beck Depression Inventory as an outcome
measure. On this instrument, scores in the 17 to 20
range indicate borderline clinical depression, so one
informative index of practical significance is the per-
cent of patients with posttest scores less than 17. If
37% of the control group is below the clinical thresh-
old at the end of the treatment period compared to
65% of the treatment group, the practical magnitude
of this treatment effect can be more easily appraised
than if the same difference is presented in arbitrary
scale units.

Another basis of comparison for interpreting the
practical significance of program effects is the distri-
bution of effect sizes in evaluations of similar pro-
grams. For instance, a review of evaluation research
on the effects of marriage counseling, or a meta-
analysis of the effects of such programs, might show
that the mean effect size for marital satisfaction was
around 0.46, with most of the effect sizes ranging
between 0.12 and 0.80. With this information, an
evaluator who finds an effect size of 0.34 for a par-
ticular marriage-counseling program can recognize
it as rather middling performance for a program of
this type.

Statistical Power

Suppose that an evaluator has some idea of the
magnitude of the effect that a program must produce
to have a meaningful impact and can express it as
an effect size statistic. An impact evaluation of that
program should be designed so it can detect that effect
size. The minimal standard for identifying an effect
in a quantitative analysis is that it attains statistical
significance. The probability that an estimate of
the program effect based on sample data will be
statistically significant when, in fact, it represents a
real (population) effect of a given magnitude is called
statistical power. Statistical power is a function of the
effect size to be detected, the sample size, the type of
statistical significance test used, and the alpha level.

Deciding the proper level of statistical power
for an impact assessment is a substantive issue. If
an evaluator expects that the program’s statistical
effects will be small and that such small effects
are worthwhile, then a design powerful enough to
detect them is needed. For example, the effect of an
intervention that lowers automobile accident deaths
by as little as 1% might be judged worth detecting
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because saving lives is so important. In contrast,
when an evaluator judges that an intervention is
worthwhile only if its effects are large, a design that
lacks power to detect small effects may be quite
acceptable. Proficiency in statistical power estimation
and its implications for sample size and statistical
control variables is critical for competent impact
evaluation. More detailed information can be found
in [3, 9].

Moderator and Mediator Relationships

The experimental and quasi-experimental designs
used for impact evaluation are oriented toward deter-
mining whether the program produces effects on
specific outcome variables. They reveal little about
how and when the program brings about its effects.
For instance, program effects are rarely identical for
all recipient subgroups and all circumstances of ser-
vice delivery. Differences in outcomes related to the
moderator variables (see Moderation) that describe
these variations must be examined to identify the con-
ditions under which the program is most and least
effective. In addition, programs usually produce their
effects through a causal chain in which they first
affect proximal outcomes that, in turn, change other
more distal outcomes. A mass media antidrug cam-
paign, for instance, might attempt to change attitudes
and knowledge about drug use with the expectation
that such changes will lead to changes in drug-use
behavior. Analysis of such intervening variables, or
mediator relationships (see Mediation), helps explain
the change mechanisms through which a program
produces its effects.

To explore moderator relationships, evaluators
examine statistical interactions between the potential
moderator variables and the outcomes they may mod-
erate. A simple case would be to divide the research
sample into male and female subgroups, determine
the mean program effect for each gender, and then
compare those effects. If the effects are larger, say,
for females than for males, it indicates that gender
moderates the program effect. Demographic variables
such as gender, age, ethnicity, and socioeconomic sta-
tus often characterize groups that respond differently
to a social program. Moreover, it is not unusual for
different program sites, personnel configurations, and
procedures to be associated with variations in pro-
gram effects.

In addition to uncovering differential program
effects, evaluators can use moderator analysis to
test their expectations about what differential effects
should occur. In this use of moderator analysis, the
evaluator reasons that, if the program is operating
as expected and having effects, these effects should
be larger here and smaller there – for example,
larger where the behavior targeted for change is most
prevalent, where more or better service is delivered,
for groups that should be naturally more responsive,
and so forth. A moderator analysis that confirms these
expectations provides evidence that helps confirm the
existence of program effects. A moderator analysis
that fails to confirm expectations serves as a caution
that there may be influence on the effect estimates
other than the program itself.

Testing for mediator relationships hypothesized in
the program logic is another way of probing eval-
uation findings to determine if they are consistent
with expectations of a successful program. For exam-
ple, suppose that the intended outcome of a program,
in which adult volunteers mentor at-risk youths, is
reductions in the youths’ delinquent behavior. The
hypothesized causal pathway is that contact with
mentors influences the youths to emulate the values
of their mentors and use leisure time more construc-
tively. This, in turn, is expected to lead to reduced
contact with antisocial peers and, finally, to decreased
delinquent behavior. In this hypothesized pathway,
constructive use of leisure time is the major mediat-
ing variable between program exposure and contact
with peers. Contact with peers, similarly, is presumed
to mediate the relationship between leisure time use
and decreased delinquency.

Statistical procedures for examining mediator rela-
tionships assess the relationship between the inde-
pendent variable and the mediator, the independent
variable and the dependent variable, and the medi-
ator and the dependent variable. The critical test is
whether the relationship between the independent and
dependent variables shrinks toward zero when the
mediator is controlled statistically. Mediator relation-
ships are usually tested with multiple linear regres-
sion analyses; discussions of the statistical procedures
for conducting these tests can be found in [1, 11].

More sophisticated analysis procedures available
for moderator and mediator analysis include multi-
level modeling (see Hierarchical Models) [13, 19]
and structural equation modeling [8, 17]. Impact
evaluation can be designed to include the variables
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needed for such analysis, and these analysis tech-
niques can be combined with those for analyzing
experimental designs [12]. By providing the tools to
examine how, when, and where program effects are
produced, evaluators avoid ‘black box’ evaluations
that determine only whether effects were produced.
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Event History Analysis

Introduction

The purpose of event history analysis is to explain
why certain individuals are at a higher risk of expe-
riencing the event(s) of interest than others. This can
be accomplished by using special types of meth-
ods which, depending on the field in which they
are applied, are called failure-time models, lifetime
models, survival models (see Survival Analysis),
transition-rate models, response-time models, event
history models, duration models, or hazard models.
Examples of textbooks discussing this class of tech-
niques are [1, 2, 5, 7, 8, 10], and [12]. Here, we will
use the terms event history, survival, and hazard mod-
els interchangeably.

A hazard model is a regression model in which
the ‘risk’ of experiencing an event at a certain time
point is predicted with a set of covariates. Two
special features distinguish hazard models from other
types of regression models. The first is that they
make it possible to deal with censored observations
which contain only partial information on the timing
of the event of interest. Another special feature is
that covariates may change their value during the
observation period. The possibility of including such
time-varying covariates makes it possible to perform
a truly dynamic analysis. Before discussing in more
detail the most important types of hazard models, we
will first introduce some basic concepts.

State, Event, Duration, and Risk Period

In order to understand the nature of event history
data and the purpose of event history analysis,
it is important to understand the following four
elementary concepts: state, event, duration, and risk
period. These concepts are illustrated below using an
example from the analyses of marital histories.

The first step in the analysis of event histories is
to define the states that one wishes to distinguish.
States are the categories of the ‘dependent’ variable,
the dynamics of which we want to explain. At every
particular point in time, each person occupies exactly
one state. In the analysis of marital histories, four
states are generally distinguished: never married,
married, divorced, and widow(er). The set of possible
states is sometimes also called the state space.

An event is a transition from one state to another,
that is, from an origin state to a destination state.
In this context, a possible event is ‘first marriage’,
which can be defined as the transition from the origin
state, never married, to the destination state, married.
Other possible events are: a divorce, becoming a
widow(er), and a non–first marriage. It is important
to note that the states that are distinguished determine
the definition of possible events. If only the states
married and not married were distinguished, none of
the above-mentioned events could have been defined.
In that case, the only events that could be defined
would be marriage and marriage dissolution.

Another important concept is the risk period.
Clearly, not all persons can experience each of the
events under study at every point in time. To be able
to experience a particular event, one must occupy the
origin state defining the event, that is, one must be at
risk of the event concerned. The period that someone
is at risk of a particular event, or exposed to a
particular risk, is called the risk period. For example,
someone can only experience a divorce when he or
she is married. Thus, only married persons are at risk
of a divorce. Furthermore, the risk period(s) for a
divorce are the period(s) that a subject is married. A
strongly related concept is the risk set. The risk set
at a particular point in time is formed by all subjects
who are at risk of experiencing the event concerned
at that point in time.

Using these concepts, event history analysis can
be defined as the analysis of the duration of the
nonoccurrence of an event during the risk period.
When the event of interest is ‘first marriage’, the
analysis concerns the duration of nonoccurrence of
a first marriage, in other words, the time that individ-
uals remained in the state of never being married. In
practice, as will be demonstrated below, the depen-
dent variable in event history models is not duration
or time itself but a transition rate. Therefore, event
history analysis can also be defined as the analysis
of rates of occurrence of the event during the risk
period. In the first marriage example, an event his-
tory model concerns a person’s marriage rate during
the period that he/she is in the state of never having
been married.

Basic Statistical Concepts

Suppose that we are interested in explaining individ-
ual differences in women’s timing of the first birth.
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In that case, the event is having a first child, which
can be defined as the transition from the origin state
no children to the destination state one child. This is
an example of what is called a single nonrepeatable
event, where the term single reflects that the origin
state no children can only be left by one type of event,
and the term nonrepeatable indicates that the event
can occur only once. For the moment, we concentrate
on such single nonrepeatable events, but later on we
show how to deal with multiple type and repeatable
events.

The manner in which the basic statistical concepts
of event history models are defined depends on
whether the time variable T – indicating the duration
of nonoccurrence of an event – is assumed to be
continuous or discrete. Even though it seems in
most applications it is most natural to treat T as a
continuous variable, sometimes this assumption is not
realistic. Often, T is not measured accurately enough
to be treated as strictly continuous, for example, when
the duration variable in a study on the timing of the
first birth is measured in completed years instead of
months or days. In other applications, the events of
interest can only occur at particular points in time,
such as in studies on voting behavior.

Here, we will assume that the T is a continuous
random variable, for example, indicating the duration
of nonoccurrence of the first birth. Let f (t) be
the probability density function of T , and F(t) the
distribution function of T . As always, the following
relationships exist between these two quantities,

f (t) = lim
�t→0

P(t ≤ T < t + �t)

�t
= ∂F (t)

∂t
,

F (t) = P(T ≤ t) =
∫ t

0
f (u)d(u). (1)

The survival probability or survival function, indicat-
ing the probability of nonoccurrence of an event until
time t , is defined as

S(t) = 1 − F(t) = P(T ≥ t) =
∫ ∞

t

f (u)d(u).

(2)

Another important concept is the hazard rate or
hazard function, h(t), expressing the instantaneous
risk of experiencing an event at T = t , given that
the event did not occur before t . The hazard rate is

defined as

h(t) = lim
�t→0

P(t ≤ T < t + �t |T ≥ t)

�t
= f (t)

S(t)
,

(3)

in which P(t ≤ T < t + �t |T ≥ t) indicates the
probability that the event will occur during [t ≤ T <

t + �t], given that the event did not occur before t .
The hazard rate is equal to the unconditional instanta-
neous probability of having an event at T = t, f (t),
divided by the probability of not having an event
before T = t, S(t). It should be noted that the haz-
ard rate itself cannot be interpreted as a conditional
probability. Although its value is always nonnegative,
it can take on values larger than one. However, for
small �t , the quantity h(t)�t can be interpreted as
the approximate conditional probability that the event
will occur between t and t + �t .

Above h(t) was defined as a function of f (t) and
S(t). It is also possible to express S(t) and f (t) in
terms of h(t); that is,

S(t) = exp

(
−

∫ t

0
h(u)d(u)

)
,

f (t) = h(t)S(t) = h(t) exp

(
−

∫ t

0
h(u)d(u)

)
. (4)

This shows that the functions f (t), F(t), S(t), and
h(t) give mathematically equivalent specifications of
the distribution of T .

Log-linear Models for the Hazard Rate

When working within a continuous-time framework,
the most appropriate method for regressing the time
variable T on a set of covariates is through the
hazard rate. This makes it straightforward to assess
the effects of time-varying covariates – including the
time dependence itself and time-covariate interac-
tions – and to deal with censored observations. Cen-
soring is a form of missing data that is explained in
more detail below.

Let h(t |xi ) be the hazard rate at T = t for an
individual with covariate vector xi . Since the hazard
rate can take on values between 0 and infinity, most
hazard models are based on a log transformation of
the hazard rate, which yields a regression model of
the form

log h(t |xi ) = log h(t) +
∑

j

βj xij . (5)
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This hazard model is not only log-linear but also pro-
portional. In proportional hazard models, the time
dependence is multiplicative (additive after taking
logs) and independent of an individual’s covariate
values. The following section shows how to specify
nonproportional log-linear hazard models by includ-
ing time-covariate interactions.

The various types of continuous-time log-linear
hazard models are defined by the functional form
that is chosen for the time dependence, that is, for
the term log h(t). In Cox’s semiparametric model [3],
the time dependence is left unspecified. Exponential
models assume the hazard rate to be constant over
time, while piecewise exponential model assume the
hazard rate to be a step function of T , that is, constant
within time periods. Other examples of parametric
log-linear hazard models are Weibull, Gompertz, and
polynomial models.

As was demonstrated by several authors (for
example, see [6] or [10]), log-linear hazard models
can also be defined as log-linear Poisson models,
which are also known as log-rate models. Assume
that we have – besides the event history informa-
tion – two categorical covariates denoted by A and
B. In addition, assume that the time axis is divided
into a limited number of time intervals in which the
hazard rate is postulated to be constant. In the first-
birth example, this could be one-year intervals. The
discretized time variable is denoted by T . Let habt

denote the constant hazard rate in the t th time interval
for an individual with A = a and B = b. To see the
similarity with standard log-linear models, it should
be noted that the hazard rate, sometimes referred to
as occurrence-exposure rate, can also be defined as
habt = mabt/Eabt . Here, mabz denoted the expected
number of occurrences of the event of interest and
Eabz the total exposure time in cell (a, b, t).

Using the notation of hierarchical log-linear mod-
els the saturated model for the hazard rate habt can
now be written as

log habt = u + uA
a + uB

b + uT
t + uAB

ab

+ uAT
at + uBT

bt + uABT
abt , (6)

in which the u terms are log-linear parameters which
are constrained in the usual way, for instance, by
means of analysis of variance-like restrictions. Note
that this is a nonproportional model because of the
presence of time-covariate interactions. Restricted
variants of model described in (6) can be obtained by

omitting some of the higher-order interaction terms.
For example,

log habt = u + uA
a + uB

b + uT
t (7)

yields a model that is similar to the proportional
log-linear hazard model described in (5). In addition,
different types of hazard models can be obtained
by the specification of the time dependence. Setting
the uT

t terms equal to zero yields an exponential
model. Unrestricted uT

t parameters yield a piecewise
exponential model. Other parametric models can be
approximated by defining the uT

t terms to be some
function of T . And finally, if there are as many time
intervals as observed survival times and if the time
dependence of the hazard rate is not restricted, one
obtains a Cox regression model. Log-rate models can
be estimated using standard programs for log-linear
analysis or Poisson regression using Eabt as a weight
or exposure vector (see [10] and generalized linear
models).

Censoring

An issue that always receives a great amount of
attention in discussions on event history analysis is
censoring. An observation is called censored if it
is known that it did not experience the event of
interest during some time, but it is not known when it
experienced the event. In fact, censoring is a specific
type of missing data. In the first-birth example, a
censored case could be a woman who is 30 years
of age at the time of interview (and has no follow-
up interview) and does not have children. For such
a woman, it is known that she did not have a child
until age 30, but it is not known whether or when she
will have her first child. This is, actually, an example
of what is called right censoring. Another type of
censoring that is more difficult to deal with is left
censoring. Left censoring means that we do not have
information on the duration of nonoccurrence of the
event before the start of the observation period.

As long as it can be assumed that the censor-
ing mechanism is not related to the process under
study, dealing with right censored observations in
maximum likelihood estimation of the parameters
of hazard models is straightforward. Let δi be a cen-
soring indicator taking the value 0 if observation i

is censored and 1 if it is not censored. The contribu-
tion of case i to the likelihood function that must be
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maximized when there are censored observations is

Li = h(ti |xi )
δi S(ti |xi )

= h(ti |xi )
δi exp

(
−

∫ ti

0
h(u|xi ) du

)
. (8)

As can be seen, the likelihood contribution of a
censored case equals its survival probability S(ti |xi ),
and of a noncensored case the density f (ti |xi ), which
equals h(ti |xi )

δi S(ti |xi ).

Time-varying Covariates

A strong point of hazard models is that one can
use time-varying covariates. These are covariates
that may change their value over time. Examples of
interesting time-varying covariates in the first-birth
example are a woman’s marital and work status.
It should be noted that, in fact, the time variable
and interactions between time and time-constant
covariates are time-varying covariates as well.

The saturated log-rate model described in (6), con-
tains both time effects and time-covariate interaction
terms. Inclusion of ordinary time-varying covariates
does not change the structure of this hazard model.
The only implication of, for instance, covariate B

being time varying rather than time constant is that
in the computation of the matrix with exposure times
Eabt it has to taken into account that individuals can
switch from one level of B to another.

Multiple Risks

Thus far, only hazard rate models for situations
in which there is only one destination state were
considered. In many applications it may, however,
prove necessary to distinguish between different types
of events or risks. In the analysis of the first-union
formation, for instance, it may be relevant to make a
distinction between marriage and cohabitation. In the
analysis of death rates, one may want to distinguish
different causes of death. And in the analysis of the
length of employment spells, it may be of interest
to make a distinction between the events voluntary
job change, involuntary job change, redundancy, and
leaving the labor force.

The standard method for dealing with situations
where – as a result of the fact that there is more
than one possible destination state – individuals may

experience different types of events is the use of a
multiple-risk or competing-risk model. A multiple-
risk variant of the hazard rate model described
in (5) is

log hd(t |xi ) = log hd(t) +
∑

j

βjdxij . (9)

Here, the index d indicates the destination state or
the type of event. As can be seen, the only thing that
changes compared to the single type of event situation
is that we have a separate set of time and covariate
effects for each type of event.

Repeatable Events and Other Types
of Multivariate Event Histories

Most events studied in social sciences are repeatable,
and most event history data contains information
on repeatable events for each individual. This is in
contrast to biomedical research, where the event of
greatest interest is death. Examples of repeatable
events are job changes, having children, arrests,
accidents, promotions, and residential moves.

Often events are not only repeatable but also
of different types, that is, we have a multiple-state
situation. When people can move through a sequence
of states, events cannot only be characterized by
their destination state, as in competing risks models,
but they may also differ with respect to their origin
state. An example is an individual’s employment
history: an individual can move through the states
of employment, unemployment, and out of the labor
force. In that case, six different kinds of transitions
can be distinguished, which differ with regard to their
origin and destination states. Of course, all types of
transitions can occur more than once. Other examples
are people’s union histories with the states living with
parents, living alone, unmarried cohabitation, and
married cohabitation, or people’s residential histories
with different regions as states.

Hazard models for analyzing data on repeatable
events and multiple-state data are special cases of
the general family of multivariate hazard rate models.
Another application of these multivariate hazard
models is the simultaneous analysis of different life-
course events. For instance, it can be of interest
to investigate the relationships between women’s
reproductive, relational, and employment careers, not
only by means of the inclusion of time-varying
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covariates in the hazard model, but also by explicitly
modeling their mutual interdependence.

Another application of multivariate hazard models
is the analysis of dependent or clustered observa-
tions. Observations are clustered, or dependent, when
there are observations from individuals belonging
to the same group or when there are several sim-
ilar observations per individual. Examples are the
occupational careers of spouses, educational careers
of brothers, child mortality of children in the same
family, or in medical experiments, measures of the
sense of sight of both eyes or measures of the pres-
ence of cancer cells in different parts of the body.
In fact, data on repeatable events can also be clas-
sified under this type of multivariate event history
data, since in that case there is more than one obser-
vation of the same type for each observational unit
as well.

The hazard rate model can easily be generalized
to situations in which there are several origin and
destination states and in which there may be more
than one event per observational unit. The only thing
that changes is that we need indices for the origin
state (o), the destination state (d), and the rank
number of the event (m). A log-linear hazard rate
model for such a situation is

log hm
od(t |xi ) = log hm

od(t) +
∑

j

βm
jodxij . (10)

The different types of multivariate event history
data have in common that there are dependencies
among the observed survival times. These dependen-
cies may take several forms: the occurrence of one
event may influence the occurrence of another event;
events may be dependent as a result of common
antecedents; and survival times may be correlated
because they are the result of the same causal process,
with the same antecedents and the same parame-
ters determining the occurrence or nonoccurrence
of an event. If these common risk factors are not

observed, the assumption of statistical independence
of observation is violated. Hence, unobserved hetero-
geneity should be taken into account.

Unobserved Heterogeneity

In the context of the analysis of survival and event
history data, the problem of unobserved hetero-
geneity, or the bias caused by not being able to
include particular important explanatory variables in
the regression model, has received a great deal of
attention. This is not surprising because this phe-
nomenon, which is also referred to as selectivity or
frailty, may have a much larger impact in hazard
models than in other types of regression models:

We will illustrate the effects of unobserved het-
erogeneity with a small example. Suppose that the
population under study consists of two subgroups
formed by the two levels of an observed covariate
A, where for an average individual with A = 2 the
hazard rate is twice as high as for someone with
A = 1. In addition, assume that within each of the
levels of A there is (unobserved) heterogeneity in the
sense that there are two subgroups within levels of
A denoted by W = 1 and W = 2, where W = 2 has
a 5 times higher hazard rate than W = 1. Table 1
shows the assumed hazard rates for each of the pos-
sible combinations of A and W at four time points.
As can be seen, the true hazard rates are constant
over time within levels of A and W . The reported
hazard rates in the columns labeled ‘observed’ show
what happens if we cannot observe W . First, it can be
seen that despite that the true rates are time constant,
both for A = 1 and A = 2 the observed hazard rates
decline over time. This is an illustration of the fact
that unobserved heterogeneity biases the estimated
time dependence in a negative direction. Second,
while the ratio between the hazard rates for A = 2
and A = 1 equals the true value 2.00 at t = 0, the

Table 1 Hazard rates illustrating the effect of unobserved heterogeneity

A = 1 A = 2
Time Ratio between
point W = 1 W = 2 Observed W = 1 W = 2 Observed A = 2 and A = 1

0 .010 .050 .030 .020 .100 .060 2.00
10 .010 .050 .026 .020 .100 .045 1.73
20 .010 .050 .023 .020 .100 .034 1.50
30 .010 .050 .019 .020 .100 .027 1.39
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observed ratio declines over time (see last column).
Thus, when estimating a hazard model with these
observed hazard rates, we will find a smaller effect
of A than the true value of (log) 2.00. Third, in order
to fully describe the pattern of observed rates, we
need to include a time-covariate interaction in the
hazard model: the covariate effect changes (declines)
over time or, equivalently, the (negative) time effect
is smaller for A = 1 than for A = 2.

Unobserved heterogeneity may have different
types of consequences in hazard modeling. The best-
known phenomenon is the downwards bias of the
duration dependence. In addition, it may bias covari-
ate effects, time-covariate interactions, and effects of
time-varying covariates. Other possible consequences
are dependent censoring, dependent competing risks,
and dependent observations. The common way to
deal with unobserved heterogeneity is included ran-
dom effects in the model of interest (for example,
see [4] and [9]).

The random-effects approach is based on the
introduction of a time-constant latent covariate in the
hazard model. The latent variable is assumed to have
a multiplicative and proportional effect on the hazard
rate, that is,

log h(t |xi , θi) = log h(t) +
∑

j

βj xij + log θi (11)

Here, θi denotes the value of the latent variable for
subject i. In the parametric random-effects approach,
the latent variable is postulated to have a particular
distributional form. The amount of unobserved het-
erogeneity is determined by the size of the standard
deviation of this distribution: The larger the standard
deviation of θ , the more unobserved heterogeneity
there is.

Heckman and Singer [4] showed that the results
obtained from a random-effects continuous-time haz-
ard model can be sensitive to the choice of the
functional form of the mixture distribution. They,
therefore, proposed using a nonparametric charac-
terization of the mixing distribution by means of a
finite set of so-called mass points, or latent classes,
whose number, locations, and weights are empirically
determined (also, see [10]). This approach is imple-
mented in the Latent GOLD software [11] for latent
class analysis.

Example: First Interfirm Job Change

To illustrate the use of hazard models, we use a data
set from the 1975 Social Stratification and Mobility
Survey in Japan reported in Yamaguchi’s [12] text-
book on event history analysis. The event of interest
is the first interfirm job separation experienced by
the sample subjects. The time variable is measured in
years. In the analysis, the last one-year time intervals
are grouped together in the same way as Yamaguchi
did, which results in 19 time intervals. It should be
noted that contrary to Yamaguchi, we do not apply a
special formula for the computation of the exposure
times for the first time interval.

Besides the time variable denoted by T , there
is information on the firm size (F ). The first five
categories range from small firm (1) to large firm (5).
Level 6 indicates government employees. The most
general log-rate model that will be used is of the form

log hf t = u + uF
f + uT

t . (12)

The log-likelihood values, the number of param-
eters, as well as the BIC1 values for the estimated
models are reported in Table 2. Model 1 postulates
that the hazard rate does neither depend on time or
firm size and Model 2 is an exponential survival
model with firm size as a nominal predictor. The
large difference in the log-likelihood values of these
two models shows that the effect of firm size on the
rate of job change is significant. A Cox proportional
hazard model is obtained by adding an unrestricted
time effect (Model 3). This model performs much
better than Model 2, which indicates that there is a
strong time dependence. Inspection of the estimated
time dependence of Model 3 shows that the hazard
rate rises in the first time periods and subsequently
starts decreasing slowly (see Figure 1). Models 4 and
5 were estimated to test whether it is possible to sim-
plify the time dependence of the hazard rate on the
basis of this information. Model 4 contains only time
parameters for the first and second time point, which

Table 2 Test results for the job change example

Model Log-likelihood # parameters BIC

1. {} −3284 1 6576
2. {F } −3205 6 6456
3. {Z,F } −3024 24 6249
4. {Z1, Z2, F } −3205 8 6471
5. {Z1, Z2, Zlin, F } −3053 9 6174
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Figure 1 Time dependence according to model 3 and
model 5

means that the hazard rate is assumed to be constant
from time point 3 to 19. Model 5 is the same as Model
4 except for that it contains a linear term to describe
the negative time dependence after the second time
point. The comparison between Models 4 and 5
shows that this linear time dependence of the log haz-
ard rate is extremely important: The log-likelihood
increases 97 points using only one additional param-
eter. Comparison of Model 5 with the less restricted
Model 3 and the more restricted Model 2 shows that
Model 5 captures the most important part of the time
dependence. Though according to the likelihood-ratio
statistic the difference between Models 3 and 5 is
significant, Model 5 is the preferred model according
to the BIC criterion. Figure 1 shows how Model 5
smooths the time dependence compared to Model 3.

The log-linear hazard parameter estimates for firm
size obtained with Model 5 are 0.51, 0.28, 0.03,
−0.01, −0.48, and −0.34, respectively.2 These show
that there is a strong effect of firm size on the rate of a

first job change: The larger the firm the less likely an
employee is to leave the firm or, in other words, the
longer he will stay. Government employees (category
6) have a slightly higher (less low) hazard rate than
employees of large firm (category 5).

Notes

1. BIC is defined as minus twice the log-likelihood plus
ln(N ) times the number of parameters, where N is
the sample size (here 1782).

2. Very similar estimates are obtained with Model 3.
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Exact Methods for
Categorical Data

Introduction

The validity of methods based on asymptotic theory
is doubtful when sample size is small, as well as
when data are sparse, skewed, or heavily tied. One
way to form valid statistical inferences under these
adverse data conditions is to compute exact P values,
based on the distribution of all possible values of a
test statistic that could be obtained from a given set
of data. Exact tests are procedures for determining
statistical significance using the sampling distribu-
tion of the test statistic obtained from the observed
data: instead of evaluating the data in reference to
some underlying theoretical population distribution,
the data itself are employed to construct the relevant
sampling distribution. Probability values are consid-
ered ‘exact’ in exact tests, since the P values are
obtained from a sampling distribution composed of
all possible values of test statistic computable from
the data.

Exact P values can be obtained for a large number
of nonparametric (see Distribution-free Inference,
an Overview) statistical tests, including simple linear
rank statistics (see Rank Based Inference) based on
Wilcoxon scores, median scores, Van der Waerden
scores, and Savage scores. Exact P values can also be
obtained for univariate (e.g., the independent means
t Test) and multivariate (e.g., Hotelling’sT 2) normal
statistical tests.

Creating the ‘Exact’ Sampling
Distribution of a Test Statistic

The most important questions to be addressed are
(a) how the sampling distribution of a test statistic is
obtained from an observed data set, that is, how is
each sample constructed, and (b) how many samples
are required. Whatever the answer to (a), the number
of samples drawn is exhaustive in exact tests. By
‘exhaustive’, we mean all samples that could possibly
be constructed in a specified way are selected.

As an example, consider how an exact test of a
single median is performed. In this situation, we are
required to assign positive and negative signs in all

possible combinations to the data. Let us say our
data are composed of four values: 2, 4, 6, and 8.
Since there are four numbers, each of which could be
positive or negative, there are 2N = 24 = 16 possible
combinations:

1. 2, 4, 6, 8 2. −2, 4, 6, 8
3. −2, −4, 6, 8 4. −2, −4, −6, 8
5. −2, −4, −6, −8 6. 2, −4, 6, 8
7. 2, −4, −6, 8 8. 2, −4, −6, −8
9. 2, −4, −6, 8 10. 2, 4, −6, −8

11. −2, 4, −6, 8 12. −2, 4, −6, −8
13. 2, 4, 6, −8 14. 2, 4, −6, −8
15. −2, 4, 6, −8 16. 2, −4, 6, −8

In this situation, the answer to (a) is, for each
of the samples, to draw all the numbers from the
data and assign each number a positive or negative
sign. The answer to (a) also determines the answer to
(b): according to the rule for the number of possible
sequences of N observations, each of which may
have K outcomes, KN , there must be 16 unique
sequences (samples) that could be drawn. From
each of these 16 samples, a test statistic would be
calculated, creating a sampling distribution of the
statistic with 16 observations. (As explained below,
the test statistic is the sum of the observations in
a sample.)

In our next example, the number of unique ways
that N observations can be distributed among K

groups determines how many samples are to be drawn
and is equal to

N !

n1!n2! . . . nK !
.

As an illustration, we wish to conduct a one-way
analysis of variance (ANOVA) with three groups.
Assume the following data were available:

Group 1: 6, 8
Group 2: 9, 11, 9
Group 3: 17, 15, 16, 16

Therefore, group 1 has two observations (n1 = 2),
group 2 has three (n2 = 3), and group 3 has four
(n3 = 4), for a total N = 9. The number of ways
two, three, and four observations can be distributed
across three groups is 9!/(2)!(3)!(4)! = 1260.
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Resampling Procedures

Differences among Permutation Tests,
Randomization Tests, Exact Tests, and the
Bootstrap

One should also note that a great deal of confusion
exists for the terms exact test, permutation test (see
Permutation Based Inference), and randomization
test (see Randomization Based Tests) [7, 9, 13].
How do they differ? In general, no meaningful sta-
tistical differences exist among these tests; the few
differences that exist are minor, and in most situa-
tions produce the same outcome. ‘Permutation test’
is the broadest and most commonly used term of
three, generally referring to procedures that repeat-
edly sample, using various criteria depending on the
method, by permutation, using some criterion. Exact
tests are permutation tests. Randomization tests are
specific types of permutation tests and are applied to
the permutation of data from experiments in which
subjects have been randomly assigned to treatment
groups. Although the term ‘exact test’ is occasion-
ally used instead of the more generic ‘permutation
test’, to our knowledge, the only statistical procedure
labeled as ‘exact’ is Fisher’s exact test. In the inter-
est of semantic clarity, Fisher’s exact test should be
labeled ‘Fisher’s permutation test’.

Permutation, randomization, and exact tests are
types of resampling procedures, procedures that
select samples of scores from the original data set.
Good [10] provides a particularly comprehensive
review of resampling procedures. A critical differ-
ence does exist between the three permutation-type
tests and the bootstrap, a method of resampling to
produce random samples of size n from an orig-
inal data set of size N . The critical difference is
that permutation tests are based on sampling without
replacement while the bootstrap is based on sampling
with replacement. Although both permutation-type
tests and the bootstrap often produce similar results,
the former appears to be more accurate for smaller
samples [18].

Exact Test Examples

We illustrate exact tests with two examples.

The Pitman Test

The basic idea behind the Pitman test [15, 17] is that
if a random sample is from a symmetric distribution

with an unknown median θ , then symmetry implies it
is equally likely any sample value will differ from θ

by some positive amount d, or by the same negative
amount, −d, for all values of d. In the Pitman test, the
null hypothesis could be that the population median
θ is equal to a specific value θ0(H0: θ = θ0), whereas
the two-sided alternative hypothesis is H1: θ �= θ0. It
is assumed that under H0, the sign of each of the N

differences

di = xi − θ0, i = 1, 2, . . . , N (1)

is equally likely to be positive or negative. Clearly,
when H0 is not correct, there is more likely to be
preponderance either of positive or negative signs
associated with the di .

Example

The final exam scores for nine students were 50, 80,
77, 95, 88, 62, 90, 91, and 74, with a median (θ)

of 80. In the past, the median final exam score (θ0)

was 68. Thus, the teacher suspects that this class
performed better than previous classes. In order to
confirm this, the teacher tests the hypothesis that
H0: θ = 68 against the alternative H1: θ > 68 using
the Pitman test.

The only assumption required for the Pitman test
is that under H0, deviations (di) from 68 should
be symmetric. Consequently, if H0 is correct, it
follows that the sums of the positive and negative
deviations from 68 should not differ. On the other
hand, if H1 is correct, the sum of the positive
deviations should exceed the sum of the negative
deviations; that is, the class as a whole performed
better than a median score of 68 would suggest
implying that this class did perform better than
classes of previous years.

The first step in the Pitman test is to sum (S)

the deviations actually observed in the data: the
deviations are d1 = 50 − 68 = −18, d2 = 80 − 68 =
12, d3 = 77 − 68 = 9, . . . , d9 = 74 − 68 = 6, their
sum S = 95. The next step results in a sampling
distribution of the sum of deviations. Recall that
under H0, there is an equal probability that any
one of the deviations be positive or negative. The
critical assumption in the Pitman test follows from the
equal probability of positive and negative deviations:
Any combination of plus and minus signs attached to
the nine deviations in the sample is equally likely.
Since there are nine deviations, and each of the
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nine deviations can take on either one of two signs
(+ or −), there are 29 = 512 possible allocations
of signs (two to each of nine differences). The
idea behind the Pitman test is allocate signs to the
deviations for all possible 512 allocations, and obtain
the sum of the deviations for each allocation. The
sampling distribution of the sum of the deviations
under the null hypothesis is created from the resulting
512 sums. Using this distribution, we can determine
what is the probability of obtaining a sum as great
as or greater than the sum observed (i.e., S = 95)
in the sample if the null hypothesis is correct.
Our interest in the probability of a sum greater
than 95 follows from the teacher’s specification of
a one-tailed H1: The teacher expects the current
class’s performance to be significantly better than
in previous years; or to put it another way, the
new median of 80 should be significantly greater
than 65. If this probability is low enough, we reject
the null hypothesis that the current class’s median
is 68.

For example, one of the 512 allocations of signs
to the deviations gives each deviation a positive
sign; that is, 35, 5, 8, 10, 3, 23, 5, 6, and 11.
The sum of these deviations is 101. Conversely,
another one of the 512 allocations gives each of
the deviations a negative sign, resulting in a sum
of −101. All 512 sums contribute to the sam-
pling distribution of S. On the basis of this sam-
pling distribution, the sum of 95 has a probability
of .026 or less of occurring if the null hypothe-
sis is correct. Given the low probability that H0

is correct (p < .026, we reject H0 and decide that
the current class median of 80(θ) is significantly
greater the past median of 65(θ0). Maritz [13] and
Sprent [17] provide detailed discussions of the Pit-
man test.

Fisher’s Exact Test

Fisher’s exact test provides an exact method for
testing the null hypothesis of independence for cate-
gorical data in a 2 × 2 contingency table with both
sets of marginal frequencies fixed in advance. The
exact probability is calculated for a sample show-
ing as much or more evidence for independence
than that obtained. As with many exact tests, a
number of samples are obtained from the data; in
this case, all possible contingency tables having the

specified marginal frequencies. An empirical prob-
ability distribution is constructed that reflects the
probability of observing each of the contingency
tables. This test was first proposed in [8], [11],
and [20], and is also known as the Fisher–Irwin
test and as the Fisher–Yates test. It is discussed
in many sources, including [2], [5], [6], [16],
and [19].

Consider the following 2 × 2 contingency table.

A1

A2

B1 B2 | T otals


a b | a + b

c d | c + d

|
a + c b + d | N


 .

The null hypothesis is that the categories of A and
B are independent. Under this null hypothesis, the
probability p of observing any particular table with
all marginal frequencies fixed follows the hyperge-
ometric distribution (see Catalogue of Probability
Density Functions):

p = (a + c)!(b + d)!(a + b)!(c + d)!

n!a!b!c!d!
. (2)

This equation expresses the distribution of the four
cell counts in terms of only one cell (it does not
matter which). Since the marginal totals (i.e., a + c,
b + d, a + b, c + d) are fixed, once the number
of observations in one cell has been specified, the
number of observations in the other three cells are
not free to vary: the count for one cell determines
the other three cell counts.

In order to test the null hypothesis of indepen-
dence, a one-tailed P value can be evaluated as the
probability of obtaining a result (a 2 × 2 contingency
table with a particular distribution of observations) as
extreme as the observed value in the one cell that is
free to vary in one direction. That is, the probabil-
ities obtained from the hypergeometric distribution
in one tail are summed. Although in the follow-
ing example the alternative hypothesis is directional,
one can also perform a nondirectional Fisher exact
test.

To illustrate Fisher’s exact test, we analyze the
results of an experiment examining the ability of
a subject to discriminate correctly between two
objects. The subject is told in advance exactly how
many times each object will be presented and is
required to make that number of identifications. This
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is to ensure that the marginal frequencies remain
fixed.

The results are given in the following contingency
table.

A1

A2

B1 B2 | T otals


1 6 | 7
6 1 | 7

|
7 7 | 14


 .

Factor A represents the presentation of the two
objects and factor B is the subject’s identification of
these. The null hypothesis is that the presentation of
an object is independent of its identification; that is,
the subject cannot correctly discriminate between the
two objects.

Using the equation for the probability from a
hypergeometric distribution, we obtain the probability
of observing this table with its specific distribution of
observations:

p = 7!7!7!7!

14!1!6!1!6!
= 0.014. (3)

However, in order to evaluate the null hypothesis,
in addition to the probability p = 0.014, we must also
compute the probabilities for any sets of observed
frequencies that are even more extreme than the
observed frequencies. The only result that is more
extreme is

A1

A2

B1 B2 | T otals


0 7 | 7
7 0 | 7

|
7 7 | 14


 .

The probability of observing this contingency
table is

p = 7!7!7!7!

14!0!7!0!7!
= 0.0003. (4)

When p = 0.014 and p = 0.0003 are added, the
resulting probability of 0.0143 is the likelihood of
obtaining a set of observed frequencies that is equal
to or is more extreme than the set of observed
frequencies by chance alone. If we use a one-
tailed alpha of 0.05 as the criterion for reject-
ing the null hypothesis, the probability of 0.0143
suggests that the likelihood that the experimental
results would occur by chance alone is too small.
We therefore reject the null hypothesis: there is
a relation between the presentation of the objects
and the subject’s correct identification of them –

the subject is able to discriminate between the
two objects.

Prior to the widespread availability of comput-
ers, Fisher’s exact was rarely performed for sam-
ple sizes larger than the one in our example. The
reason for this neglect is attributable to the intimi-
dating number of contingency tables that could pos-
sibly be observed with the marginal totals fixed
to specific values and the necessity of comput-
ing a hypergeometric probability for each. If we
arbitrarily choose cell a as the one cell of the
four free to vary, the number of possible tables
is mLow ≤ a ≤ mHigh, where mLow = max(0, a + c +
b + d − N) and mHigh = min(a + c + 1, b + d + 1).
Applied to our example, there mLow = max(0, 0) and
mHigh = min(8, 8). Given a = 1, there is a range
of 0 ≤ 1 ≤ 8 possible contingency tables, each with
a different distribution of observations. When the
most ‘extreme’ distribution of observations results
from an experiment, only one hypergeometric prob-
ability must be considered; as the results depart
from ‘extreme’, additional hypergeometric probabil-
ities must calculated. All eight tables are given in
Tables 1–8:

Table 1

A1

A2

B1 B2 | T otals


0 7 | 7
7 0 | 7

|
7 7 | 14




p = 0.0003

Table 2

A1

A2

B1 B2 | T otals


1 6 | 7
6 1 | 7

|
7 7 | 14




p = 0.014

Table 3

A1

A2

B1 B2 | T otals


2 5 | 7
5 2 | 7

|
7 7 | 14




p = 0.129
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Table 4

A1

A2

B1 B2 | T otals


3 4 | 7
4 3 | 7

|
7 7 | 14




p = 0.357

Table 5

A1

A2

B1 B2 | T otals


4 4 | 7
3 3 | 7

|
7 7 | 14




p = 0.357

Table 6

A1

A2

B1 B2 | T otals


5 2 | 7
2 5 | 7

|
7 7 | 14




p = 0.129

Table 7

A1

A2

B1 B2 | T otals


6 1 | 7
1 6 | 7

|
7 7 | 14




p = 0.014

Table 8

A1

A2

B1 B2 | T otals


7 0 | 7
0 7 | 7

|
7 7 | 14




p = 0.0003

Note that the sum of the probabilities of the eight
tables is ≈1.00.

Several algorithms are available for computation
of exact P values. A good review of these algorithms
is given by Agresti [1]. Algorithms based on direct
enumeration are very time consuming and feasible
for only smaller data sets. The network algorithm,

authored by Mehta and Patel [14], is a popular and
efficient alternative direct enumeration.

Fisher’s exact test may also be applied to
any K × J × L or higher contingency table;
in the specific case of 2 × 2 × K contingency
tables, the test is more commonly referred
to as the Cochran–Mantel–Haenszel test (see
Mantel–Haenszel Methods) [3, 12]. Exact tests have
also been developed for contingency tables having
factors with ordered categories [4].
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Expectancy Effect by
Experimenters

Some expectation of how the research will turn out is
virtually a constant in science. Social scientists, like
other scientists generally, conduct research specifi-
cally to examine hypotheses or expectations about the
nature of things. In the social and behavioral sciences,
the hypothesis held by the investigators can lead
them unintentionally to alter their behavior toward
the research participants in such a way as to increase
the likelihood that participants will respond so as to
confirm the investigator’s hypothesis or expectations.
We are speaking, then, of the investigator’s hypoth-
esis as a self-fulfilling prophecy. One prophesies an
event, and the expectation of the event then changes
the behavior of the prophet in such a way as to make
the prophesied event more likely. The history of sci-
ence documents the occurrence of this phenomenon
with the case of Clever Hans as a prime example [3].

The first experiments designed specifically to
investigate the effects of experimenters’ expecta-
tions on the results of their research employed
human research participants. Graduate students and
advanced undergraduates in the field of Psychology
were employed to collect data from introductory psy-
chology students. The experimenters showed a series
of photographs of faces to research participants and
asked participants to rate the degree of success or
failure reflected in the photographs. Half the exper-
imenters, chosen at random, were led to expect that
their research participants would rate the photos as
being of more successful people. The remaining half
of the experimenters were given the opposite expec-
tation – that their research participants would rate the
photos as being of less successful people. Despite the
fact that all experimenters were instructed to con-
duct a perfectly standard experiment, reading only
the same printed instructions to all their participants,
those experimenters who had been led to expect rat-
ings of faces as being of more successful people
obtained such ratings from their randomly assigned
participants. Those experimenters who had been led
to expect results in the opposite direction tended to
obtain results in the opposite direction.

These results were replicated dozens of times
employing other human research participants [7].
They were also replicated employing animal research

subjects. In the first of these experiments, experi-
menters who were employed were told that their labo-
ratory was collaborating with another laboratory that
had been developing genetic strains of maze-bright
and maze-dull rats. The task was explained as simply
observing and recording the maze-learning perfor-
mance of the maze-bright and maze-dull rats. Half the
experimenters were told that they had been assigned
rats that were maze-bright while the remaining exper-
imenters were told that they had been assigned rats
that were maze-dull. None of the rats had really
been bred for maze-brightness or maze-dullness,
and experimenters were told purely at random what
type of rats they had been assigned. Despite the

Table 1 Strategies for the control of experimenter
expectancy effects

1. Increasing the number of experimenters:
decreases learning of influence techniques,
helps to maintain blindness,
minimizes effects of early data returns,
increases generality of results,
randomizes expectancies,
permits the method of collaborative
disagreement, and
permits statistical correction of expectancy
effects.

2. Observing the behavior of experimenters:
sometimes reduces expectancy effects,
permits correction for unprogrammed behavior,
and
facilitates greater standardization of
experimenter behavior.

3. Analyzing experiments for order effects:
permits inference about changes in experimenter
behavior.

4. Analyzing experiments for computational errors:
permits inference about expectancy effects.

5. Developing selection procedures:
permits prediction of expectancy effects.

6. Developing training procedures:
permits prediction of expectancy effects.

7. Developing a new profession of psychological
experimenter:

maximizes applicability of controls for
expectancy effects, and
reduces motivational bases for expectancy
effects.

8. Maintaining blind contact:
minimizes expectancy effects (see Table 2).

9. Minimizing experimenter–participant contact:
minimizes expectancy effects (see Table 2).

10. Employing expectancy control groups:
permits assessment of expectancy effects.
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fact that the only differences between the allegedly
bright and dull rats were in the mind of the exper-
imenter, those who believed their rats were brighter
obtained brighter performance from their rats than
did the experimenters who believed their rats were
duller. Essentially the same results were obtained in
a replication of this experiment employing Skinner
boxes instead of mazes. Tables 1 and 2 give a brief
overview of some of the procedures that have been
proposed to help control the methodological problems
created by experimenter expectancy effects [4].

The research literature of the experimenter expect-
ancy effect falls at the intersection of two dis-
tinct domains of research. One of these domains
is the domain of artifacts in behavioral research [4,
6, 8], including such experimenter-based artifacts

Table 2 Blind and minimized contact as controls for
expectancy effects

Blind contact
A. Sources of breakdown of blindness

1. Principal investigator
2. Participant (‘side effects’)

B. Procedures facilitating maintenance of blindness
1. The ‘total-blind’ procedure
2. Avoiding feedback from the principal

investigator
3. Avoiding feedback from the participant

Minimized contact
A. Automated data collection systems

1. Written instructions
2. Tape-recorded instructions
3. Filmed instructions
4. Televised instructions
5. Telephoned instructions
6. Computer-based instructions

B. Restricting unintended cues to participants and
experimenters
1. Interposing screen between participants and

experimenters
2. Contacting fewer participants per experimenter
3. Having participants or computers record

responses

as observer error, interpreter error, intentional error,
effects of biosocial and psychosocial attributes, and
modeling effects; and such participant-based arti-
facts as the perceived demand characteristics of the
experimental situation, Hawthorne effects and vol-
unteer bias.

The other domain into which the experimenter
expectancy effect simultaneously falls is the more
substantive domain of interpersonal expectation
effects. This domain includes the more general,
social psychology of the interpersonal self-fulfilling
prophecy. Examples of major subliteratures of this
domain include the work on managerial expectation
effects in business and military contexts [2] and the
effects of teachers’ expectations on the intellectual
performance of their students [1, 5].
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Expectation

The expectation or expected value of a random
variable is also referred to as its mean or ‘average
value.’ The terms expectation, expected value, and
mean can be used interchangeably. The expectation
can be thought of as a measure of the ‘center’
or ‘location’ of the probability distribution of the
random variable. Two other measures of the center or
location are the median and the mode. If the random
variable is denoted by the letter X, the expectation of
X is usually denoted by E(X), said ‘E of X.’

The form of the definition of the expectation of a
random variable is slightly different depending on the
nature of the probability distribution of the random
variable (see Catalogue of Probability Density
Functions). The expectation of a discrete random
variable is defined as the sum of each value of the
random variable weighted by the probability that the
random variable is equal to that value. Thus,

E(X) =
∑

x

xf (x), (1)

where f (x) denotes the probability distribution of
the discrete random variable, X. So, for example,
suppose that the random variable X takes on five
discrete values, −2, −1, 0, 1, and 2. It could
be an item on a questionnaire, for instance. Also
suppose that the probability that the random variable
takes on the value −2 (i.e., (X = −2)) is equal to
0.1, and that P(X = −1) = 0.2, P(X = 0) = 0.3,
P(X = 1) = 0.25, and P(X = 2) = 0.15. Then,

E(X) = (−2 ∗ 0.1) + (−1 ∗ 0.2) + (0 ∗ 0.3)

+ (1 ∗ 0.25) + (2 ∗ 0.15) = 0.15. (2)

Note that the individual probabilities sum to 1.
The expectation is meant to summarize a ‘typical’
observation of the random variable but, as can be seen
from the example above, the expectation of a random
variable is not necessarily equal to one of the values
of that random variable. It can also be very sensitive
to small changes in the probability assigned to a large
value of X.

It is possible that the expectation of a random vari-
able does not exist. In the case of a discrete random
variable, this occurs when the sum defining the expec-
tation does not converge or is not equal to infinity.

Consider the St. Petersburg paradox discovered by
the Swiss eighteenth-century mathematician Daniel
Bernoulli (see Bernoulli Family) [1]. A fair coin is
tossed repeatedly until it shows tails. The total num-
ber of tosses determines the prize, which equals $2n,
where n is the number of tosses. The expected value
of the prize for each toss is $1 (2 ∗ 0.5 + 0 ∗ 0.5).
The expected value of the prize for the game is the
sum of the expected values for each toss. As there are
an infinite number of tosses, the expected value of the
prize for the game is an infinite number of dollars.

The expectation of a continuous random variable
is defined as the integral of the individual values
of the random variable weighted according to their
probability distribution. Thus,

E(X) =
∫ ∞

−∞
xf (x) dx, (3)

where f (x) is the probability distribution of the
continuous random variable, X. This achieves the
same end for a continuous random variable as (1) did
for a discrete random variable; it sums each value of
the random variable weighted by the probability that
the random variable is equal to that value.

Again it is possible that the expectation of the
continuous random variable does not exist. This
occurs when the integral does not converge or equals
infinity. A classic example of a random variable
whose expected value does not exist is a Cauchy
random variable.

An expectation can also be calculated for the
function of a random variable. This is done by
applying (1) or (3) to the distribution of a function of
the random variable. For example, a function of the
random variable X is (X − µX)2, where µX denotes
the mean of the random variable X. The expectation
of this function is referred to as the variance of X.

Expectations have a number of useful properties.

1. The expectation of a constant is equal to that
constant.

2. The expectation of a constant multiplied by a ran-
dom variable is equal to the constant multiplied
by the expectation of the random variable.

3. The expectation of the sum of a group of random
variables is equal to the sum of their individual
expectations.

4. The expectation of the product of a group of
random variables is equal to the product of their
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individual expectations if the random variables
are independent.

More information on the topic of expectation is given
in [2], [3] and [4].
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Experimental Design

Experiments are, as Sir Ronald Fisher remarked,
‘only experience carefully planned in advance and
designed to form a secure basis of new knowledge’
[3, p. 8]. The goal of experimental design is to allow
inferences to be drawn that are logically compelled
by the data about the effects of treatments. Efficiency
and generalizability are also important concerns, but
are logically secondary to the interpretability of
the experiment.

The primary goal of experimental design is assess-
ing causal relationships. This is a different focus
from those methodologies, central to epidemiology
or sociology, that attempt to determine the preva-
lence of a phenomenon in a population. When one
wants to determine the prevalence of a disease or a
political opinion, for example, the primary concern
must be with the representativeness of the sample,
and hence random sampling and the accompanying
statistical theory regarding various sampling proce-
dures are critical concerns (see Randomization) [1].
In experimental design, however, the methodological
feature regarded, at least since the time of Fisher,
as most critical is random assignment to conditions.
Random assignment assures that no uncontrolled fac-
tor will, in the long run, bias the comparison of
conditions, and hence provides the secure basis for
causal inferences that Fisher was seeking. The use
of random assignment also provides the justification
for using mathematical models involving random pro-
cesses and for making probabilistic statements that
guide the interpretation of the experiment, as seen
most explicitly in what are called randomization
tests or permutation tests [2, 4].

When random assignment is not feasible, one of
a variety of quasi-experimental or nonrandomized
designs can be employed (see observational studies)
[6], though threats to the validity of inferences
abound in such studies. For example, in a design with
nonequivalent groups, any differences on a posttest
may be due to preexisting differences or selection
effects rather than the treatment. Biases induced by
nonrandom assignment may be exacerbated when
participants self-select into conditions, whereas group
similarity can sometimes be increased by matching.
While attempts to control for confounding variables
via matching or analysis of covariance are of some
value, one cannot be assured that all the relevant

differences will be taken into account or that those
that one has attempted to adjust for have been
perfectly measured [5].

In the behavioral sciences, dependent variables
usually are reasonably continuous. Experimenters
typically attempt to account for or predict the vari-
ability of the dependent variables by factors that they
have manipulated, such as group assignment, and by
factors that they have measured, such as a partici-
pant’s level of depression prior to the study. Manip-
ulated factors are almost always discrete variables,
whereas those that are measured, although some-
times discrete, are more often continuous. To account
for variability in the dependent variable, the most
important factors to include in a statistical model are
usually continuous measures of preexisting individual
differences among participants (see Nuisance Vari-
ables). However, such ‘effects’ may not be causal,
whereas the effects of manipulated factors, though
perhaps smaller, will have a clearer theoretical inter-
pretation and practical application. This is especially
true when the participants are randomly assigned to
levels of those factors.

Randomized designs differ in a variety of ways:
(a) the number of factors investigated, (b) the num-
ber of levels of each factor and how those levels
are selected, (c) how the levels of different factors
are combined, and (d) whether the participants in the
study experience only one treatment or more than
one treatment (see Analysis of Variance: Classifica-
tion). The simplest experimental designs have only
a single factor. In the most extreme case, a single
group of participants may experience an experimental
treatment, but there is no similar control group. This
design constitutes a one-shot case study [6], and per-
mits only limited testing of hypotheses. If normative
data on a psychological measure of depression are
available, for example, one can compare posttreat-
ment scores on depression for a single group to those
norms. However, discrepancies from the norms could
be caused either by the treatment or by differences
between the individuals in the study and the char-
acteristics of the participants in the norm group. A
preferable design includes one or more control groups
whose performance can be compared with that of the
group of interest. When more than two groups are
involved, one will typically be interested not only in
whether there are any differences among the groups,
but also in specific comparisons among combinations
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of group means. Designs in which the groups experi-
ence different levels of a single factor are referred to
as one-way designs, because the groups differ in one
way or along one dimension.

For practical or theoretical reasons, an experi-
menter may prefer to include multiple factors in a
single study rather than performing a separate exper-
iment to investigate each factor. An added factor
could represent some characteristic of the participants
such as gender. Including gender as a second factor
along with the factor of treatment condition typically
increases the power of the F test to detect the effect
of the treatment factor as well as allowing a check on
the consistency of the effect of that factor across male
and female subgroups. When the various conditions
included in a study represent combinations of levels
of two different factors, the design is referred to as
a two-way or factorial design. One-way designs can
be represented with a schematic involving a group of
a cells differing along one dimension. In the usual
case, two-way designs can be represented as a two-
dimensional table.

Experimental designs with multiple factors dif-
fer in which combinations of levels of the different
factors are utilized. In most cases, all possible com-
binations of levels of the factors occur. The factors
in such a design are said to be crossed, with all lev-
els of one factor occurring in conjunction with every
level of the other factor or factors. Thus, if there
are a levels of Factor A and b levels of Factor B,
there are a × b combinations of levels in the design.
Each combination of levels corresponds to a differ-
ent cell of the rectangular schematic of the design.
Alternatively, a design may not include all of the
possible combinations of levels. The most common
example of such an incomplete design is one where
nonoverlapping subsets of levels of one factor occur
in conjunction with the different levels of the other
factor. For example, in a comparison of psychoana-
lytic and cognitive behavioral therapies, the therapists
may be qualified to deliver one method but not the
other method. In such a case, the therapists would be
nested within therapy methods. In contrast, if all ther-
apists used both methods, therapists would be crossed
with methods. Diagrams of these designs are shown
in Figure 1.

Experimental designs also differ in terms of the
way the levels of a particular factor are selected for
inclusion in the experiment. In most instances, the
levels are included because of an inherent interest in

Crossed design

Cognitive behavioral

Therapist 1

Therapist 2

Therapist 3

Therapist 4

Therapist 5

Therapist 6

Nested design

Psychoanalytic

Psychoanalytic Cognitive behavioral

Therapist 1 missing

Therapist 2 missing

Therapist 3 missing

Therapist 4 missing

Therapist 5 missing

Therapist 6 missing

Figure 1 Diagrams of crossed and nested designs

the specific levels. One might be interested in partic-
ular drug treatments or particular patient groups. In
any replication of the experiment, the same treatments
or groups would be included. Such factors are said
to be fixed (see Fisherian Tradition in Behavioral
Genetics and Fixed and Random Effects). Any gen-
eralization to other levels or conditions besides those
included in the study must be made on nonstatisti-
cal grounds. Alternatively, a researcher can select the
levels of a factor for inclusion in a study at random
from some larger set of levels. Such factors are said
to be random, and the random selection procedure
permits a statistical argument to be made supporting
the generalization of findings to the larger set of lev-
els. The nature of the factors, fixed versus random,
affects the way the statistical analysis of the data is
carried out as well as the interpretation of the results.

Perhaps the most important distinction among
experimental designs is whether the designs are
between-subjects designs or within-subjects designs.
The distinction is based on whether each subject
experiences only one experimental condition or
multiple experimental conditions. The advantage of
between-subjects designs is that one does not need to
be concerned about possible carryover effects from
other conditions because the subject experiences only
one condition. On the other hand, a researcher may
want to use the same participants under different
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conditions. For example, each participant can be
used as his or her own control by contrasting that
participant’s performance under one condition with
his or her performance under another condition. In
many cases in psychology, the various conditions
experienced by a given participant will correspond
to observations at different points in time. For
example, a test of clinical treatments may assess
clients at each of several follow-up times. In this case,
the same participants are observed multiple times.
While there are obvious advantages to this procedure
in terms of efficiency, conventional analysis-of-
variance approaches to within-subjects designs
(see Repeated Measures Analysis of Variance
and Educational Psychology: Measuring Change
Over Time) require that additional assumptions
be made about the data. These assumptions are
often violated. Furthermore, within-subjects designs
require that participants have no missing data [5].
A variety of methods for dealing with these issues
have been developed in recent years, including

various imputation methods and hierarchical linear
modeling procedures.

References

[1] Cochran, W.G. (1977). Sampling Techniques, 3rd Edition,
Wiley, New York.

[2] Edgington, E.S. (1995). Randomization Tests, 3rd Edition,
Dekker, New York.

[3] Fisher, R.A. (1971). Design of Experiments, Hafner, New
York. (Original work published 1935).

[4] Good, P. (2000). Permutation Tests: A Practical Guide
to Resampling Methods for Testing Hypotheses, Springer,
New York.

[5] Maxwell, S.E. & Delaney, H.D. (2004). Designing Exper-
iments and Analyzing Data; A Model Comparison Per-
spective, Erlbaum, Mahwah, NJ.

[6] Shadish, W.R., Cook, T.D. & Campbell, D.T. (2002).
Experimental and Quasi-experimental Designs for Gen-
eralized Causal Inference, Houghton Mifflin, Boston.

HAROLD D. DELANEY



Exploratory Data Analysis

SANDY LOVIE

Volume 2, pp. 586–588

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Exploratory Data Analysis

For most statisticians in the late 1960s and early
1970s, the really hot topics in their subject were
definitely not simple descriptive statistics or basic
plots. Instead, the fireworks came from the continu-
ing debates over the nature of statistical inference and
the foundations of probability, followed closely by
the modeling of increasingly complex experimental
designs within a general analysis of variance setting,
an area that was boosted by the growing availability
of cheap and powerful computing facilities. How-
ever, in an operation reminiscent of the samizdat in
the latter days of the Soviet Union (which secretly
circulated the banned novels of Aleksandr Solzhen-
itsyn, amongst other things), mimeographed copies
of a revolutionary recasting of statistics began their
hand-to-hand journey around a selected number of
universities from early 1970 onwards.

This heavily thumbed, three-volume text was not
the work of a dissident junior researcher impatient
with the conservatism of their elders, but was by
one of America’s most distinguished mathematicians,
John Tukey. What Tukey did was to reestablish the
relationship between these neglected descriptive mea-
sures (and plots) and many of the currently active
areas in statistics, including computing, modeling,
and inference. In doing so, he also resuscitated inter-
est in the development of new summary measures
and displays, and in the almost moribund topic of
regression. The central notion behind what he termed
Exploratory Data Analysis , or EDA, is simple but
fruitful: knowledge about the world comes from
many wells and by many routes. One legitimate and
productive way is to treat data not as merely sup-
portive of already existing knowledge, but primarily
as a source of new ideas and hypotheses. For Tukey,
like a detective looking for the criminal, the world is
full of potentially valuable material that could yield
new insights into what might be the case. EDA is
the active reworking of this material with the aim of
extracting new meanings from it: ‘The greatest value
of a picture is when it forces us to notice what we
never expected to see’ [9, p. vi]. In addition, while
EDA has very little to say about how data might
be gathered (although there is a subdivision of the
movement whose concentration on model evaluation
could be said to have indirect implications for data
collection), the movement is very concerned that the

tools to extract meaning from data do so with mini-
mum ambiguity. What this indicates, using a slightly
more technical term, is that EDA is concerned with
robustness, that is, with the study of all the factors
that disturb or distort conclusions drawn from data,
and how to draw their teeth (see also [11] for an intro-
duction to EDA, which nicely mixes the elementary
with the sophisticated aspects of the topic).

A simple example here is the use of the median
versus the arithmetic mean as a measure of location,
where the former is said to be robust resistant to
discrepant values or outliers because it is based
only on the position of the middle number in the
(ordered) sample, while the latter uses all the numbers
and their values, however unrepresentative, in its
calculation (see [5] for an introduction to outliers
and their treatment and [7] for an account of outliers
as collective social phenomena). Further, a trimmed
mean, calculated from an ordered sample where,
say, 10% of the top and bottom numbers have
been removed, is also more robust resistant than
the raw arithmetic mean based on all the readings,
since trimming automatically removes any outliers,
which, by definition, lie in the upper and lower
tails of such a sample, and are few in number. In
general, robust resistant measures are preferable to
nonrobust ones because, while both give pretty much
the same answer in samples where there are no
outliers, the former yields a less distorted measure
in samples where outliers are present. Tukey and
some of his colleagues [1] set themselves the task of
investigating over 35 separate measures of location
for their robustness. Although the median and the
percentage trimmed mean came out well, Tukey also
promoted the computer-dependent biweight as his
preferred measure of location. Comparable arguments
can also be made for choosing a robust measure
of spread (or scale) over a nonrobust one, with
the midspread, that is, the middle 50% of a sample
(or the difference between the upper and lower
quartiles or hinges, to use Tukey’s term), being
more acceptable than the variance or the standard
deviation. Since the experienced data explorer is
unlikely to know beforehand what to expect with
a given batch (Tukey’s neologism for a sample),
descriptive tools that are able to cope with messy
data sets are preferable to the usual, but more outlier-
prone, alternatives.

Plots that use robust rather than outlier-sensitive
measures were also part of the EDA doctrine, thus the
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ubiquitous box and whisker plot is based on both the
median and the midspread, while the latter measure
helps determine the whisker length, which can then be
useful in identifying potential outliers. Similar novel-
ties such as the stem and leaf plot are also designed
for the median rather than the mean to be read off
easily, as can the upper and lower quartiles, and
hence the midspread. Rather more exotic birds such
as hanging or suspended rootograms and half nor-
mal plots (all used for checking the Gaussian nature
of the data) were either Tukey’s own creation or that
of workers influenced by him, for instance, Daniel
and Wood [2], whose classic study of data modeling
owed much to EDA. Tukey did not neglect earlier and
simpler displays such as scatterplots, although, true
to his radical program, these became transformed into
windows onto data shape and symmetry, robustness,
and even robust differences of location and spread. A
subset of these displays, residual and leverage plots,
for instance, also played a key role in the revival of
interest in regression, particularly in the area termed
regression diagnostics (see [6]). In addition, while
EDA has concentrated on relatively simple data sets
and data structures, there are less well known but still
provocative incursions into the partitioning of mul-
tiway and multifactor tables [3], including Tukey’s
rethinking of the analysis of variance (see [4]).

While EDA offered a flexibility and adaptability
to knowledge-building missing from the more formal
processes of statistical inference, this was achieved
with a loss of certainty about the knowledge gained –
provided, of course, that one believes that more
formal methods do generate truth, or your money
back. Tukey was less sure on this latter point in that
while formal methods of inference are bolted onto
EDA in the form of Confirmatory Data Analysis,
or CDA (which favored the Bayesian route – see
Mosteller and Tukey’s early account of EDA and
CDA in [8]), he never expended as much effort
on CDA as he did on EDA, although he often
argued that both should run in harness, with the
one complementing the other. Thus, for Tukey (and
EDA), truth gained by such an epistemologically
inductive method was always going to be partial,
local and relative, and liable to fundamental challenge
and change. On the other hand, without taking such
risks, nothing new could emerge. What seemed to be
on offer, therefore, was an entrepreneurial view of
statistics, and science, as permanent revolution.

Although EDA broke cover over twenty-five years
ago with the simultaneous publication of the two
texts on EDA and regression [10, 9], it is still too
early to say what has been the real impact of EDA
on data analysis. On the one hand, many of EDA’s
graphical novelties have been incorporated into most
modern texts and computer programs in statistics, as
have the raft of robust measures on offer. On the
other, the risky approach to statistics adopted by EDA
has been less popular, with deduction-based inference
taken to be the only way to discover the world.
However, while one could point to underlying and
often contradictory cultural movements in scientific
belief and practice to account for the less than
wholehearted embrace of Tukey’s ideas, the future
of statistics lies with EDA.
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External Validity

Cook and Campbell [2] identified many threats to
our ability to generalize from an experiment to
the larger population of people, settings, and meth-
ods. They distinguished between construct valid-
ity, which refers to the generalizability from the
measures of an experiment to the constructs that
were under investigation, and external validity,
which refers to the degree to which any causal
relationship that is found between an indepen-
dent and a dependent variable can be generalized
across people, settings, and times. For example,
we often wonder whether the results we obtain
in a tightly controlled social psychology experi-
ment, with people communicating over an intercom
rather than in person, would generalize to the ‘real
world’. In this case, we are talking about external
validity.

Whereas internal validity refers to the degree to
which any effect that is found for an experiment can
be attributed to the causal action of the manipulated
independent variable, external validity deals with
generalizability. Campbell and Stanley considered
internal validity to be the sine qua non of good
experimental design. Without internal validity, it
is not worth worrying about external validity. But
without external validity, the interpretation of our
results is severely limited, and perhaps meaningless
for most practical situations.

Campbell and Stanley [1] were some of the first
to discuss threats to external validity. This work was
expanded by Cook and Campbell [2] in 1979, and,
most recently, by Shadish, Cook, and Campbell [3]
in 2002. This entry discusses five threats to external
validity.

Threats to External Validity

• Interaction of selection and treatment
– It is not uncommon to find that those who

agree to participate in a particular experimen-
tal treatment differ from those who will not
participate or drop out before the end of treat-
ment. If this is the case, the results of those
in the treatment condition may not general-
ize to the population of interest. Suppose,

for example, that we have a fairly unpleas-
ant, though potentially effective, treatment
for alcoholism. We create a treatment and a
control condition by random assignment to
conditions. Because the treatment is unpleas-
ant, we have a substantial dropout rate in
the treatment condition. Thus, at the end of
the experiment, only the very highly moti-
vated participants remain in that condition.
In this case, the results, though perhaps inter-
nally valid, are unlikely to generalize to the
population we wish to address all adults with
alcohol problems. The treatment may be very
good for the highly motivated, but it will not
work for the poorly motivated because they
will not stay with it.

– A similar kind of problem arises with special
populations. For example, an experimental
manipulation that has a particular effect on
the ubiquitous ‘college sophomore’ may not
apply, or may apply differently, to other
populations. To show that a ‘token economy’
treatment works with college students does
not necessarily mean that it will work with
prison populations, to whom we might like
to generalize.

• Interaction of setting and treatment
– This threat refers to the fact that results

obtained in one setting may not general-
ize to other settings. For example, when I
was in graduate school in the mid-1960s,
we conducted a verbal learning study on
recruits on an air force base. The study
was particularly boring for participants, but
when their sergeant told them to partici-
pate, they participated! I have since won-
dered whether I would have obtained similar
data if participation, using the same popu-
lation of military personnel, was completely
voluntary.

• Interaction of treatment effects with outcome
measures
– In the social sciences, we have a wealth of

dependent variables to choose from, and we
often choose the one that is the easiest to
collect. For example, training programs for
adolescents with behavior problems often tar-
get school attendance because that variable
is easily obtained from school records. Inter-
vention programs can be devised to improve
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attendance, but that does not necessarily mean
that they improve the student’s behavior in
school, whether the student pays attention in
class, whether the student masters the mate-
rial, and so on. When we cannot generalize
from one reasonable and desirable outcome
variable to another, we compromise the exter-
nal validity of the study.

• Interaction of treatment outcome with treat-
ment variation
– Often, the independent variable that we would

like to study in an experiment is not easy to
clearly define, and we select what we hope is
an intelligent operationalization of that vari-
able. (For example, we might wish to show
that increasing the attention an adolescent
receives from his or her peers will modify an
undesirable behavior. However, you just need
to think of the numerous ways we can ‘pay
attention’ to someone to understand the prob-
lem.) Similarly an experimental study might
use a multifaceted treatment, but when others
in the future attempt to apply that in their par-
ticular setting, they may find that they only
have the resources to implement some of the
facets of the treatment. In these cases, the
external validity of the study involving its
ability to generalize to other settings, may be
compromised.

• Context-dependent mediation
– Many causal relationships between an inde-

pendent and a dependent variable are medi-
ated by the presence or absence of another
variable. For example, the degree to which
your parents allowed you autonomy when
you were growing up might affect your level
of self-confidence, and that self-confidence
might in turn influence the way you bring
up your own children. In this situation, self-
confidence is a mediating variable. The dan-
ger in generalizing from one experimen-
tal context to another involves the possi-
bility that the mediating variable does not
have the same influence in all contexts.
For example, it is easy to believe that the
mediating role of self-confidence may be
quite different in children brought up under
conditions of severe economic deprivation
than in children brought up in a middle-
class family.

Other writers have proposed additional threats to
external validity, and these are listed below. In gen-
eral, any factors that can compromise our ability to
generalize from the results of an experimental manip-
ulation are threats to external validity.

• Interaction of history and treatment
– Occasionally, the events taking place out-

side of the experiment influence the results.
For example, experiments that happened to
be conducted on September 11, 2001 may
very well have results that differ from the
results expected on any other day. Sim-
ilarly, a study of the effects of airport
noise may be affected by whether that issue
has recently been widely discussed in the
daily press.

• Pretest-treatment interaction
– Many experiments are designed with a pre-

test, an intervention, and a posttest. In some
situations, it is reasonable to expect that
the pretest will sensitize participants to the
experimental treatment or cause them to
behave in a particular way (perhaps giv-
ing them practice on items to be included
in the posttest.). In this case, we would
have difficulty generalizing to those who
received the intervention but had not had
a pretest.

• Multiple-treatment interference
– Some experiments are designed to have par-

ticipants experience more than one treatment
(hopefully in random order). In this situ-
ation, the response to one treatment may
depend on the other treatments the individ-
ual has experienced, thus limiting generaliza-
bility.

• Specificity of variables
– Unless variables are clearly described and

operationalized, it may be difficult to replicate
the setting and procedures in a subsequent
implementation of the intervention. This is
one reason why good clinical psychologi-
cal research often involves a very complete
manual on the implementation of the inter-
vention.

• Experimenter bias
– This threat is a threat to both internal valid-

ity and external validity. If even good exper-
imenters have a tendency to see what they
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expect to see, the results that they find in one
setting, with one set of expectations, may not
generalize to other settings.

• Reactivity effects
– A classic study covered in almost any course

on experimental design involves what is
known as the Hawthorne effect. This is often
taken to refer to the fact that even know-
ing that you are participating in an experi-
ment may alter your performance. Reactivity
effects refer to the fact that participants often
‘react’ to the very existence of an exper-
iment in ways that they would not other-
wise react.

For other threats to invalidity, see the discussion
in the entry on internal validity. For approaches to

dealing with these threats, see Nonequivalent Group
Design, Regression Discontinuity Design, and, par-
ticularly, Quasi-experimental Designs.

References

[1] Campbell, D.T. & Stanley, J.C. (1966). Experimen-
tal and Quasi-Experimental Designs for Research, Rand
McNally, Skokie.

[2] Cook, T. & Campbell, D. (1979). Quasi-Experimentation:
Design and Analysis Issues for Field Settings, Houghton
Mifflin, Boston.

[3] Shadish, W.R., Cook, T.D. & Campbell, D.T. (2002).
Experimental and Quasi-Experimental Designs for Gen-
eralized Causal Inference, Houghton-Mifflin, Boston.

DAVID C. HOWELL



Face-to-Face Surveys

JAMES K. DOYLE

Volume 2, pp. 593–595

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Face-to-Face Surveys

A face-to-face survey is a telephone survey with-
out the telephone. The interviewer physically travels
to the respondent’s location to conduct a personal
interview. Unlike the freewheeling type of interview
one sees on 60 Minutes, where the interviewer adapts
the questions on the fly based on previous responses
(or lack thereof), face-to-face surveys follow a stan-
dardized script without deviation, just like a mail
or telephone survey. From the respondent’s point of
view, the process could not be easier: the interviewer
arrives at a convenient, prearranged time, reads the
survey for you, deals with any questions or problems
that arise, records your answers, and is shown the
door. No one calls you during supper and there are
no envelopes to lick. This ease of response in fact
makes face-to-face surveys ideally suited for popula-
tions that have difficulty answering mail or telephone
surveys due to poor reading or writing skills, disabil-
ity, or infirmity.

Compared with mail and telephone surveys, face-
to-face-surveys offer significant advantages in terms
of the amount and complexity of the data that can
be collected. For example, face-to-face surveys can
be significantly longer. Most people will allow an
interviewer to occupy their living room couch for
up to an hour, whereas respondents will typically
not tolerate telephone interviews that extend much
beyond half an hour or mail surveys that require
more than 15 or 20 min of effort. The additional
length allows researchers the opportunity to ask more
questions, longer questions, more detailed questions,
more open-ended questions, and more complicated or
technical questions. Skip patterns, in which different
respondents navigate different paths through the sur-
vey depending on their answers, also can be more
complicated. In addition, the use of graphic or visual
aids, impossible by telephone and costly by mail, can
be easily and economically incorporated into face-to-
face surveys.

Face-to-face surveys also offer advantages in
terms of data quality. More than any other sur-
vey delivery mode, a face-to-face survey allows
researchers a high degree of control over the data
collection process and environment. Interviewers can
ensure, for example, that respondents do not skip
ahead or ‘phone a friend’, as they might do when
filling out a mail survey, or that they do not watch

TV or surf the internet during the interview, as they
might do during a telephone survey. Since the inter-
viewer elicits and records the data, the problems
of missing data, ambiguous markings, and illegible
handwriting that plague mail surveys are eliminated.
If the respondent finds a question to be confus-
ing or ambiguous, the interviewer can immediately
clarify it. Similarly, the respondent can be asked
to clarify any answers that the interviewer can-
not interpret.

Perhaps the most important procedural variable
affecting data quality in a survey study is the response
rate, that is, the number of completed questionnaires
obtained divided by the number of people who were
asked to complete them. Since it is much more
difficult for people to shut the door in the face of
a live human being than hang up on a disembodied
voice or toss a written survey into the recycling bin
with the junk mail, face-to-face surveys typically
offer the highest response rates obtainable (over 90%
in some cases). Like telephone surveys, face-to-face
surveys also avoid a type of response bias typical of
mail surveys, namely, the tendency for respondents,
on average, to be more highly educated than those
who fail to respond.

Of course, all of these benefits typically come at
a great cost to the researchers, who must carefully
hire, train, and monitor the interviewers and pay them
to travel from one neighborhood to the next (and
sometimes back again) knocking on doors. Largely
due to the nature and cost of the travel involved, face-
to-face surveys can end up costing more than twice
as much and taking more than three times as long to
complete as an equivalent telephone survey. Face-to-
face surveys can also have additional disadvantages.
For example, budgetary constraints typically limit
them to a comparatively small geographical area.
Also, some populations can be difficult to reach
in person because they are rarely at home (e.g.,
college students), access to their home or apartment
is restricted, or traveling in their neighborhood places
interviewers at risk. There is also evidence that
questions of a personal nature are less likely to
be answered fully and honestly in a face-to-face
survey. This is probably because respondents lose
the feeling of anonymity that is easily maintained
when the researcher is safely ensconced in an office
building miles away. In addition, because face-to-
face interviews put people on the spot by requiring
an immediate answer, questions that require a lot
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of reflection or a search for personal records are
better handled by the self-paced format of a mail
survey.

Perhaps the largest ‘cost’ associated with a face-
to-face survey is the increased burden placed on
the researcher to ensure that the interviewers who
are collecting the data do not introduce ‘interviewer
bias’, that is, do not, through their words or actions,
unintentionally influence respondents to answer in
a particular way. While interviewer bias is also a
concern in telephone surveys, it poses even more
of a problem in face-to-face surveys for two rea-
sons. First, the interviewer is exposed to the poten-
tially biasing effect of the respondent’s appearance
and environment in addition to their voice. Second,
the interviewer may inadvertently give respondents
nonverbal as well as verbal cues about how they
should respond. Interviewing skills do not come nat-
urally to people because a standardized interview
violates some of the normative rules of efficient
conversation. For instance, interviewers must read
all questions and response options exactly as writ-
ten rather than paraphrasing them, since even small
changes in wording have the potential to influence
survey outcomes. Interviewers also have to ask a
question even when the respondent has already vol-
unteered the answer. To reduce bias as well as to
avoid interviewer effects, that is, the tendency for
the data collected by different interviewers to dif-
fer due to procedural inconsistency, large investments
must typically be made in providing interviewers the
necessary training and practice. Data analyses of face-
to-face surveys should also examine and report on
any significant interviewer effects identified in the
data.

In summary, face-to-face surveys offer many
advantages over mail and telephone surveys in
terms of the complexity and quality of the
data collected, but these advantages come with
significantly increased logistical costs as well as
additional potential sources of response bias. The
costs are in fact so prohibitive that face-to-face
surveys are typically employed only when telephone
surveys are impractical, for example, when the
questionnaire is too long or complex to deliver over
the phone or when a significant proportion of the
population of interest lacks telephone access.
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Facet Theory

Facet theory (FT) is a methodology that may be
considered an extension of methods for the design
and analysis of experiments. Experiments use one or
more factors that characterize the conditions under

Student (p) solves a

Q1 = language

( numerical )

( geometrical ) task that requires
( verbal )

Q2 = operation

( finding )

( applying ) an objective rule −−−→
( learning )

R = range

( right )

( to ) in the sense of the objective rule
( wrong )

which the variables of interest are observed. Data
analysis, then, studies the effects of these factors on
the dependent variables. FT extends these notions
to the social sciences, proposing to systematically
design the researcher’s questions and items over a
framework of facets, and then study the resulting
data with data analytic tools that ask how these facets
show up in the observations [2].

Facet Design

Designing observations in FT means, first of all,
characterizing them in terms of facets. A facet
is a variable that allows one to sort objects of
interest into different classes. For example, ‘gender’
is a facet that sorts persons into the classes male
and female. Similarly, ‘mode of attitude’ serves
to classify attitudinal behavior as either emotional,
cognitive, or overt action.

In survey research, facets are used routinely to
stratify a population P in order to generate sam-
ples with guaranteed distributions on important back-
ground variables. The same idea can be carried over
to the universe of questions (Q): introducing content
facets and systematically crossing them defines vari-
ous types of questions. Finally, the third component
in an empirical query is the set of responses (R) that
are considered relevant when P is confronted with
Q. In the usual case, where each person in P is given
every question in Q, and exactly one response out of

R is recorded for each such person-question crossing,
we have the mapping P × Q → R.

Things become more interesting when Q (and P)
are facetized and embedded into the relational context
of a mapping sentence. For example, one may want to
assess the intelligence of students by different types
of test items that satisfy the following definition:

A mapping sentence interconnects the facets and
clarifies their roles within the context of a particu-
lar content domain. The example shows that Q2 =
‘operation’ is the stem facet, while Q1 = ‘language’
is a modifying facet for IQ tasks belonging to the
design Q1 × Q2. The population facet P is not further
facetized here. The mapping sentence for P × Q1 ×
Q2 → R serves as a blueprint for systematically con-
structing concrete test items. The two Q-facets can be
fully crossed, and so there are nine types of tasks. For
example, we may want to construct tasks that assess
the student’s ability to apply (A) or to find (F) rules,
both with numerical (N) and geometrical (G) tasks.
This yields four types of tasks, each characterized
by a combination (structuple) such as AN, AG, FN,
or FG.

The structuple, however, only describes an item’s
question part. The item is incomplete without its
range of admissible answers. In the above example,
the range facet (R) is of particular interest, because
it represents a common range for all questions that
can be constructed within this definitional framework.
Indeed, according to Guttman [6], an intelligence
item can be distinguished from other items (e.g., such
as attitude items) by satisfying exactly this range.
That is, an item is an intelligence item if and only if
the answers to its question are mapped onto a right-
to-wrong (according to a logical, scientific, or factual
rule) continuum.

Mapping sentences are useful devices for con-
ceptually organizing a domain of research questions.
They enable the researcher to structure a universe
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of items and to systematically construct a sample
of items that belong to this universe. Mapping sen-
tences are, however, not a tool that automatically
yields meaningful results. One needs solid substantive
knowledge and clear semantics to make them work.

Correspondence Hypotheses Relating
Design to Data

A common range of items gives rise to cer-
tain monotonicity hypotheses. For intelligence items,
Guttman [6] predicts that they correlate nonnega-
tively among each other, which is confirmed for the
case shown in Table 1. This ‘first law of intelligence’
is a well-established empirical regularity for the uni-
verse of intelligence items. A similar law holds for
attitude items.

A more common-place hypothesis in FT is to
check whether the various facets of the study’s design
show up, in one way or another, in the structure of the
data. More specifically, one often uses the discrimi-
nation hypothesis that the distinctions a facet makes
for the types of observations should be reflected in
differences of the data for these types. Probably,
the most successful variant of this hypothesis is that
the Q-facets should allow one to partition a space

that represents the items’ empirical similarities into
simple regions. Figure 1 shows three prototypical
patterns that often result in this context. The space
here could be an multidimensional scaling (MDS)
representation of the intercorrelations of a battery of
items. The plots are facet diagrams, where the points
are replaced by the element (struct) that the item
represented by a particular point has on a particu-
lar facet. Hence, if we look at the configuration in
terms of facet 1 (left panel), the points form a pattern
that allows us to cut the plane into parallel stripes. If
the facet were ordered so that a < b < c, this axial
pattern leads to an embryonic dimensional interpreta-
tion of the X-axis. The other two panels of Figure 1
show patterns that are also often found in real applica-
tions, that is, a modular and a polar regionalization,
respectively. Combined, these prototypes give rise to
various partitionings such as the radex (a modular
combined with a polar facet) or the duplex (two axial
facets). Each such pattern is found by partitioning the
space facet by facet.

A third type of correspondence hypothesis used in
FT exists for design (or data) structuples whose facets
are all ordered in a common sense. Elizur [3], for
example, asked persons to indicate whether they were

Table 1 Intercorrelations of eight intelligence test items (Guttman, 1965)

Structuple Task 1 2 3 4 5 6 7 8

NA 1 1.00
NA 2 0.67 1.00
NF 3 0.40 0.50 1.00
GF 4 0.19 0.26 0.52 1.00
GF 5 0.12 0.20 0.39 0.55 1.00
GA 6 0.25 0.28 0.31 0.49 0.46 1.00
GA 7 0.26 0.26 0.18 0.25 0.29 0.42 1.00
GA 8 0.39 0.38 0.24 0.22 0.14 0.38 0.40 1.00
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Figure 1 Prototypical partitionings of facet diagrams over an MDS plane
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Table 2 Profiles of concern [3]

Profile A = interest B = expertise C = stability D = employment Freq.

1 0 0 0 0 85
2 0 0 0 1 38
3 0 0 1 0 28
4 1 0 0 0 3
5 0 1 0 1 18
6 0 0 1 1 37
7 1 0 1 0 2
8 1 1 0 0 5
9 0 1 1 1 5

10 1 0 1 1 2
11 1 1 1 0 2
12 1 1 1 1 53

concerned or not about losing certain features of their
job after the introduction of computers to their work-
place. The design of this study was ‘Person (p) is con-
cerned about losing → A × B × C × D’, where A =
‘interest (yes/no)’, B = ‘experience (yes/no)’, C =
‘stability (yes/no)’, and D = ‘employment (yes/no)’.
Each person generated an answer profile with four
elements such as 1101 or 0100, where 1 = yes and
0 = no. Table 2 lists 98% of the observed profiles.
We now ask whether these profiles form a Guttman
scale [4] or, if not, whether they form a partial order
with nontrivial properties. For example, the partial
order may be flat in the sense that it can be repre-
sented in a plane such that its Hasse diagram has
no paths that cross each other outside of common
points (diamond ). If so, it can be explained by two
dimensions [10].

A soft variant of relating structuples to data is the
hypothesis that underlies multidimensional scalogram
analysis or MSA [9]. It predicts that given design (or
data) structuples can be placed into in a multidimen-
sional space of given dimensionality so that this space
can be partitioned, facet by facet, into simple regions
as shown, for example, in Figure 1. (Note though
that MSA does not involve first computing any over-
all proximities. It also places no requirements on the
scale level of the facets of the structuples.)

Facet-theoretical Data Analysis

Data that are generated within a facet-theoretical
design are often analyzed by special data analytic
methods or by traditional statistics used in particular
ways. An example for the latter is given in Figure 2.
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Its left panel shows a two-dimensional multidimen-
sional scaling space for the data in Table 1. The right
panel of this figure demonstrates that the space can be
divided by each of the two design facets, ‘language’
and ‘operation’, into two regions. Each region con-
tains only items of one particular type. The resulting
pattern partially confirms a structure found for the
universe of typical paper-and-pencil intelligence test
items. The universe has an additional facet (‘mode
of communicating’) that shows up as the axis of the
cylindrex shown in Figure 3. One also notes that the
facet ‘operation’ turns out to be ordered, which stim-
ulates theoretical thinking aimed at explaining this
more formally.

Partial order hypotheses for structuples can be
checked by POSAC (partial order structuple anal-
ysis with coordinates; [8]). POSAC computer pro-
grams are available within SYSTAT or HUDAP [1].
Figure 4 shows a POSAC solution for the data in
Table 2. The 12 profiles here are represented as
points. Two points are connected by a line if their
profiles can be ordered such that profile x is ‘higher’
(in the sense of the common range ‘concern’) than
profile y on at least one facet and not lower on any
other facet. One notes that the profiles on each path
that is monotonic with respect to the joint direction –
as, for example, the chain 1-2-5-9-12 – form a per-
fect Guttman scale (see Unidimensional Scaling).
One also notes that the various paths in the par-
tial order do not cross each other except possibly
in points that they share. Hence, the partial order is
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Figure 4 POSAC solution for the data in Table 2

flat and can be explained by two dimensions. Dimen-
sion 1 has a simple relation to facet D: all profiles
that have a low value on that dimension have a zero
on D, that is, these persons are not concerned about
losing their employment; all profiles with high val-
ues on dimension 1 are high on D. Dimension 2 has
a similar relation to facet A. Hence, facets D and
A explain the dimensions. The remaining two facets
play secondary roles in this context: B is ‘accentu-
ating’ [10] in the sense that persons who agree to
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B are very high on at least one of the base dimen-
sions. C, in contrast, is ‘attenuating’ so that persons
high on C are relatively similar on their X and
Y coordinates. Both secondary facets thus generate
additional cutting points and thereby more intervals
on the base dimensions.

HUDAP also contains programs for doing MSA.
MSA is seldom used in practice, because its solu-
tions are rather indeterminate [2]. They can be trans-
formed in many ways that can radically change
their appearance, which makes it difficult to inter-
pret and to replicate them. One can, however, make
MSA solutions more robust by enforcing addi-
tional constraints such as linearity onto the boundary
lines or planes [9]. Such constraints are not related
to content and for that reason rejected by many
facet theorists who prefer data analysis that is as
‘intrinsic’ [7] as possible. On the other hand, if a
good MSA solution is found under ‘extrinsic’ side
constraints, it certainly also exists for the softer intrin-
sic model.
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Factor Analysis:
Confirmatory

Of primary import to factor analysis, in gen-
eral, is the notion that some variables of theoretical
interest cannot be observed directly; these unob-
served variables are termed latent variables or fac-
tors. Although latent variables cannot be measured
directly, information related to them can be obtained
indirectly by noting their effects on observed vari-
ables that are believed to represent them. The oldest
and best-known statistical procedure for investigating
relations between sets of observed and latent vari-
ables is that of factor analysis. In using this approach
to data analyses, researchers examine the covariation
among a set of observed variables in order to gather
information on the latent constructs (i.e., factors)
that underlie them. In factor analysis models, each
observed variable is hypothesized to be determined
by two types of influences: (a) the latent variables
(factors) and (b) unique variables (called either resid-
ual or error variables). The strength of the relation
between a factor and an observed variable is usually
termed the loading of the variable on the factor.

Exploratory versus Confirmatory Factor
Analysis

There are two basic types of factor analyses: explo-
ratory factor analysis (EFA) and confirmatory factor
analysis (CFA). EFA is most appropriately used when
the links between the observed variables and their
underlying factors are unknown or uncertain. It is
considered to be exploratory in the sense that the
researcher has no prior knowledge that the observed
variables do, indeed, measure the intended factors.
Essentially, the researcher uses EFA to determine
factor structure. In contrast, CFA is appropriately
used when the researcher has some knowledge of
the underlying latent variable structure. On the basis
of theory and/or empirical research, he or she postu-
lates relations between the observed measures and the
underlying factors a priori, and then tests this hypoth-
esized structure statistically. More specifically, the
CFA approach examines the extent to which a highly
constrained a priori factor structure is consistent with
the sample data. In summarizing the primary dis-
tinction between the two methodologies, we can say

that whereas EFA operates inductively in allowing
the observed data to determine the underlying factor
structure a posteriori, CFA operates deductively in
postulating the factor structure a priori [5].

Of the two factor analytic approaches, CFA is by
far the more rigorous procedure. Indeed, it enables
the researcher to overcome many limitations asso-
ciated with the EFA model; these are as follows:
First, whereas the EFA model assumes that all com-
mon factors are either correlated or uncorrelated, the
CFA model makes no such assumptions. Rather, the
researcher specifies, a priori, only those factor corre-
lations that are considered to be substantively mean-
ingful. Second, with the EFA model, all observed
variables are directly influenced by all common fac-
tors. With CFA, each factor influences only those
observed variables with which it is purported to be
linked. Third, whereas in EFA, the unique factors are
assumed to be uncorrelated, in CFA, specified covari-
ation among particular uniquenesses can be tapped.
Finally, provided with a malfitting model in EFA,
there is no mechanism for identifying which areas
of the model are contributing most to the misfit. In
CFA, on the other hand, the researcher is guided to
a more appropriately specified model via indices of
misfit provided by the statistical program.

Hypothesizing a CFA Model

Given the a priori knowledge of a factor structure
and the testing of this factor structure based on the
analysis of covariance structures, CFA belongs to a
class of methodology known as structural equation
modeling (SEM). The term structural equation mod-
eling conveys two important notions: (a) that struc-
tural relations can be modeled pictorially to enable a
clearer conceptualization of the theory under study,
and (b) that the causal processes under study are rep-
resented by a series of structural (i.e., regression)
equations. To assist the reader in conceptualizing a
CFA model, I now describe the specification of a
hypothesized CFA model in two ways; first, as a
graphical representation of the hypothesized structure
and, second, in terms of its structural equations.

Graphical Specification of the Model

CFA models are schematically portrayed as path
diagrams (see Path Analysis and Path Diagrams)
through the incorporation of four geometric sym-
bols: a circle (or ellipse) representing unobserved



2 Factor Analysis: Confirmatory

Physical SC
(Ability)

F2

SDQ10

SDQ24

SDQ32

SDQ40

SDQ48

SDQ56

SDQ64

SDQ3 E3

E10

E24

E32

E40

E48

E56

E64

Physical SC
(Appearance)

F1

SDQ8

SDQ15

SDQ22

SDQ38

SDQ46

SDQ54

SDQ62

SDQ1 E1

E8

E15

E22

E38

E46

E54

E62

Social SC
(Peers)

F3

SDQ14

SDQ28

SDQ36

SDQ44

SDQ52

SDQ60

SDQ69

SDQ7 E7

E14

E28

E36

E44

E52

E60

E69

Social SC
(Parents)

F4

SDQ19

SDQ26

SDQ34

SDQ42

SDQ50

SDQ58

SDQ66

SDQ5 E5

E19

E26

E34

E42

E50

E58

E66

1.0

1.0

1.0

1.0

Figure 1 Hypothesized CFA model
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latent factors, a square (or rectangle) representing
observed variables, a single-headed arrow (−>) rep-
resenting the impact of one variable on another, and a
double-headed arrow (<−>) representing covariance
between pairs of variables. In building a CFA model,
researchers use these symbols within the framework
of three basic configurations, each of which repre-
sents an important component in the analytic process.
We turn now to the CFA model presented in Figure 1,
which represents the postulated four-factor struc-
ture of nonacademic self-concept (SC) as tapped by
items comprising the Self Description Questionnaire-
I (SDQ-I; [15]). As defined by the SDQ-I, nonaca-
demic SC embraces the constructs of physical and
social SCs.

On the basis of the geometric configurations noted
above, decomposition of this CFA model conveys the
following information: (a) there are four factors, as
indicated by the four ellipses labeled Physical SC
(Appearance; F1), Physical SC (Ability; F2), Social
SC (Peers; F3), and Social SC (Parents; F4); (b) the
four factors are intercorrelated, as indicated by the
six two-headed arrows; (c) there are 32 observed
variables, as indicated by the 32 rectangles (SDQ1-
SDQ66); each represents one item from the SDQ-I;
(d) the observed variables measure the factors in
the following pattern: Items 1, 8, 15, 22, 38, 46,
54, and 62 measure Factor 1, Items 3, 10, 24, 32,
40, 48, 56, and 64 measure Factor 2, Items 7, 14,
28, 36, 44, 52, 60, and 69 measure Factor 3, and
Items 5, 19, 26, 34, 42, 50, 58, and 66 measure
Factor 4; (e) each observed variable measures one
and only one factor; and (f) errors of measurement
associated with each observed variable (E1-E66)
are uncorrelated (i.e., there are no double-headed
arrows connecting any two error terms. Although the
error variables, technically speaking, are unobserved
variables, and should have ellipses around them,
common convention in such diagrams omits them in
the interest of clarity.

In summary, a more formal description of the
CFA model in Figure 1 argues that: (a) responses to
the SDQ-I are explained by four factors; (b) each
item has a nonzero loading on the nonacademic SC
factor it was designed to measure (termed target
loadings), and zero loadings on all other factors
(termed nontarget loadings); (c) the four factors
are correlated; and (d) measurement error terms are
uncorrelated.

Structural Equation Specification of the Model

From a review of Figure 1, you will note that each
observed variable is linked to its related factor by a
single-headed arrow pointing from the factor to the
observed variable. These arrows represent regression
paths and, as such, imply the influence of each factor
in predicting its set of observed variables. Take, for
example, the arrow pointing from Physical SC (Abil-
ity) to SDQ1. This symbol conveys the notion that
responses to Item 1 of the SDQ-I assessment measure
are ‘caused’ by the underlying construct of physi-
cal SC, as it reflects one’s perception of his or her
physical ability. In CFA, these symbolized regression
paths represent factor loadings and, as with all factor
analyses, their strength is of primary interest. Thus,
specification of a hypothesized model focuses on the
formulation of equations that represent these struc-
tural regression paths. Of secondary importance are
any covariances between the factors and/or between
the measurement errors.

The building of these equations, in SEM, embraces
two important notions: (a) that any variable in the
model having an arrow pointing at it represents a
dependent variable, and (b) dependent variables are
always explained (i.e., accounted for) by other vari-
ables in the model. One relatively simple approach to
formulating these structural equations, then, is first
to note each dependent variable in the model and
then to summarize all influences on these variables.
Turning again to Figure 1, we see that there are 32
variables with arrows pointing toward them; all rep-
resent observed variables (SDQ1-SDQ66). Accord-
ingly, these regression paths can be summarized in
terms of 32 separate equations as follows:

SDQ1 = F1 + E1
SDQ8 = F1 + E8
SDQ15 = F1 + E15...
SDQ62 = F1 + E62

SDQ3 = F2 + E3
SDQ10 = F2 + E10...
SDQ64 = F2 + E64

SDQ7 = F3 + E7
SDQ14 = F3 + E14...
SDQ69 = F3 + E69
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SDQ5 = F4 + E5
SDQ19 = F4 + E19...
SDQ66 = F4 + E66

(1)

Although, in principle, there is a one-to-one cor-
respondence between the schematic presentation of
a model and its translation into a set of structural
equations, it is important to note that neither one
of these representations tells the whole story. Some
parameters, critical to the estimation of the model,
are not explicitly shown and thus may not be obvi-
ous to the novice CFA analyst. For example, in both
the schematic model (see Figure 1) and the linear
structural equations cited above, there is no indication
that either the factor variances or the error variances
are parameters in the model. However, such param-
eters are essential to all structural equation models
and therefore must be included in the model spec-
ification. Typically, this specification is made via a
separate program command statement, although some
programs may incorporate default values. Likewise,
it is equally important to draw your attention to
the specified nonexistence of certain parameters in a
model. For example, in Figure 1, we detect no curved
arrow between E1 and E8, which would suggest the
lack of covariance between the error terms associated
with the observed variables SDQ1 and SDQ8. (Error
covariances can reflect overlapping item content and,
as such, represent the same question being asked, but
with a slightly different wording.)

Testing a Hypothesized CFA Model

Testing for the validity of a hypothesized CFA model
requires the satisfaction of certain statistical assump-
tions and entails a series of analytic steps. Although
a detailed review of this testing process is beyond
the scope of the present chapter, a brief outline is
now presented in an attempt to provide readers with
at least a flavor of the steps involved. (For a non-
mathematical and paradigmatic introduction to SEM
based on three different programmatic approaches to
the specification and testing of a variety of basic CFA
models, readers are referred to [6–9]; for a more
detailed and analytic approach to SEM, readers are
referred to [3], [14], [16] and [17].)

Statistical Assumptions

As with other multivariate methodologies, SEM assu-
mes that certain statistical conditions have been met.
Of primary importance is the assumption that the data
are multivariate normal (see Catalogue of Proba-
bility Density Functions). In essence, the concept
of multivariate normality embraces three require-
ments: (a) that the univariate distributions are normal;
(b) that the joint distributions of all variable combi-
nations are normal; and (c) that all bivariate scatter-
plots are linear and homoscedastic [14]. Violations
of multivariate normality can lead to the distortion
of goodness-of-fit indices related to the model as a
whole (see e.g., [12]; [10]; and (see Goodness of Fit)
to positively biased tests of significance related to the
individual parameter estimates [14]).

Estimating the Model

Once the researcher determines that the statistical
assumptions have been met, the hypothesized model
can then be tested statistically in a simultaneous anal-
ysis of the entire system of variables. As such, some
parameters are freely estimated while others remain
fixed to zero or some other nonzero value. (Nonzero
values such as the 1’s specified in Figure 1 are typ-
ically assigned to certain parameters for purposes of
model identification and latent factor scaling.) For
example, as shown in Figure 1, and in the struc-
tural equation above, the factor loading of SDQ8
on Factor 1 is freely estimated, as indicated by the
single-headed arrow leading from Factor 1 to SDQ8.
By contrast, the factor loading of SDQ10 on Factor 1
is not estimated (i.e., there is no single-headed arrow
leading from Factor 1 to SDQ10); this factor load-
ing is automatically fixed to zero by the program.
Although there are four main methods for estimat-
ing parameters in CFA models, maximum likelihood
estimation remains the one most commonly used and
is the default method for all SEM programs.

Evaluating Model Fit

Once the CFA model has been estimated, the next
task is to determine the extent to which its specifi-
cations are consistent with the data. This evaluative
process focuses on two aspects: (a) goodness-of-fit of
the model as a whole, and (b) goodness-of-fit of indi-
vidual parameter estimates. Global assessment of fit



Factor Analysis: Confirmatory 5

is determined through the examination of various fit
indices and other important criteria. In the event that
goodness-of-fit is adequate, the model argues for the
plausibility of postulated relations among variables;
if it is inadequate, the tenability of such relations
is rejected. Although there is now a wide array of
fit indices from which to choose, typically only one
or two need be reported, along with other fit-related
indicators. A typical combination of these evalua-
tive criteria might include the Comparative Fit Index
(CFI; Bentler, [1]), the standardized root mean square
residual (SRMR), and the Root Mean Square Error of
Approximation (RMSEA; [18]), along with its 90%
confidence interval. Indicators of a well-fitting model
would be evidenced from a CFI value equal to or
greater than .93 [11], an SRMR value of less than
.08 [11], and an RMSEA value of less than .05 [4].

Goodness-of-fit related to individual parameters
of the model focuses on both the appropriateness
(i.e., no negative variances, no correlations >1.00)
and statistical significance (i.e., estimate divided
by standard error >1.96) of their estimates. For
parameters to remain specified in a model, their
estimates must be statistically significant.

Post Hoc Model-fitting

Presented with evidence of a poorly fitting model,
the hypothesized CFA model would be rejected.
Analyses then proceed in an exploratory fashion as
the researcher seeks to determine which parameters
in the model are misspecified. Such information
is gleaned from program output that focuses on
modification indices (MIs), estimates that derive from
testing for the meaningfulness of all constrained (or
fixed) parameters in the model. For example, the
constraint that the loading of SDQ10 on Factor 1
is zero, as per Figure 1 would be tested. If the MI
related to this fixed parameter is large, compared
to all other MIs, then this finding would argue for
its specification as a freely estimated parameter.
In this case, the new parameter would represent
a loading of SDQ10 on both Factor 1 and Factor
2. Of critical importance in post hoc model-fitting,
however, is the requirement that only substantively
meaningful parameters be added to the original model
specification.

Interpreting Estimates

Shown in Figure 2 are standardized parameter esti-
mates resulting from the testing of the hypothesized
CFA model portrayed in Figure 1. Standardization
transforms the solution so that all variables have a
variance of 1; factor loadings will still be related in
the same proportions as in the original solution, but
parameters that were originally fixed will no longer
have the same values. In a standardized solution, fac-
tor loadings should generally be less than 1.0 [14].

Turning first to the factor loadings and their
associated errors of measurement, we see that, for
example, the regression of Item SDQ15 on Factor 1
(Physical SC; Appearance) is .82. Because SDQ15
loads only on Factor 1, we can interpret this estimate
as indicating that Factor 1 accounts for approximately
67% (100 × .822) of the variance in this item. The
measurement error coefficient associated with SDQ15
is .58, thereby indicating that some 34% (as a
result of decimal rounding) of the variance associated
with this item remains unexplained by Factor 1.
(It is important to note that, unlike the LISREL
program [13], which does not standardize errors
in variables, the EQS program [2] used here does
provide these standardized estimated values; see
Structural Equation Modeling: Software.)

Finally, values associated with the double-headed
arrows represent latent factor correlations. Thus, for
example, the value of .41 represents the correlation
between Factor 1 (Physical SC; Appearance) and Fac-
tor 2 (Physical SC; Ability). These factor correlations
should be consistent with the theory within which the
CFA model is grounded.

In conclusion, it is important to emphasize that
only issues related to the specification of first-order
CFA models, and only a cursory overview of the steps
involved in testing these models has been included
here. Indeed, sound application of SEM procedures
in testing CFA models requires that researchers have a
comprehensive understanding of the analytic process.
Of particular importance are issues related to the
assessment of multivariate normality, appropriateness
of sample size, use of incomplete data, correction
for nonnormality, model specification, identification,
and estimation, evaluation of model fit, and post hoc
model-fitting. Some of these topics are covered in
other entries, as well as the books and journal articles
cited herein.
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Figure 2 Standardized estimates for hypothesized CFA model
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Factor Analysis:
Exploratory

Introduction

This year marks the one hundredth anniversary for
exploratory factor analysis (EFA), a method intro-
duced by Charles Spearman in 1904 [21]. It is
testimony to the deep insights of Spearman as well
as many who followed that EFA continues to be cen-
tral to multivariate analysis so many years after its
introduction. In a recent search of electronic sources,
where I restricted attention to the psychological and
social sciences (using PsychINFO), more than 20 000
articles and books were identified in which the term
‘factor analysis’ had been used in the summary, well
over a thousand citations from the last decade alone.

EFA, as it is known today, was for many years
called common factor analysis. The method is in
some respects similar to another well-known method
called principal component analysis (PCA) and
because of various similarities, these methods are
frequently confused. One of the purposes of this
article will be to try to dispel at least some of
the confusion.

The general methodology currently seen as an
umbrella for both exploratory factor analysis and
confirmatory factor analysis (see Factor Analysis:
Confirmatory) is called structural equation mod-
eling (SEM) Although EFA can be described as an
exploratory or unrestricted structural equation model,
it would be a shame to categorize EFA as nothing
more than a SEM, as doing so does an injustice to
its long history as the most used and most studied
latent variable method in the social and behavioral
sciences. This is somewhat like saying that analy-
sis of variance (ANOVA) which has been on the
scene for more than seventy-five years and which is
prominently related to experimental design, is just
a multiple linear regression model. There is some
truth to each statement, but it is unfair to the rich his-
tories of EFA and ANOVA to portray their boundaries
so narrowly.

A deeper point about the relationships between
EFA and SEM is that these methods appeal to
very different operational philosophies of science.
While SEMs are standardly seen as founded on
rather strict hypothetico-deductive logic, EFAs are

not. Rather, EFA generally invokes an exploratory
search for structure that is open to new structures
not imagined prior to analysis. Rozeboom [20] has
carefully examined the logic of EFA, using the
label explanatory induction to describe it; this term
neatly summarizes EFA’s reliance on data to induce
hypotheses about structure, and its general concern
for explanation.

Several recent books, excellent reviews, and con-
structive critiques of EFA have become available to
help understand its long history and its potential for
effective use in modern times [6, 8, 15, 16, 23, 25].
A key aim of this article is to provide guidance with
respect to literature about factor analysis, as well as
to software to aid applications.

Basic Ideas of EFA Illustrated

Given a matrix of correlations or covariances (see
Correlation and Covariance Matrices) among a
set of manifest or observed variables, EFA entails
a model whose aim is to explain or account for
correlations using a smaller number of ‘underlying
variables’ called common factors. EFA postulates
common factors as latent variables so they are
unobservable in principle. Spearman’s initial model,
developed in the context of studying relations among
psychological measurements, used a single common
factor to account for all correlations among a battery
of tests of intellectual ability. Starting in the 1930s,
Thurstone generalized the ‘two-factor’ method of
Spearman so that EFA became a multiple (common)
factor method [22]. In so doing, Thurstone effectively
broadened the range of prospective applications in
science. The basic model for EFA today remains
largely that of Thurstone. EFA entails an assumption
that there exist uniqueness factors as well as
common factors, and that these two kinds of factors
complement one another in mutually orthogonal
spaces. An example will help clarify the central ideas.

Table 1 below contains a correlation matrix for
all pairs of five variables, the first four of which
correspond to ratings by the seventeenth century art
critic de Piles (using a 20 point scale) of 54 painters
for whom data were complete [7]. Works of these
painters were rated on four characteristics: composi-
tion, drawing, color, and expression. Moreover, each
painter was associated with a particular ‘School.’ For
current purposes, all information about Schools is
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Table 1 Correlations among pairs of variables, painter data of [8]

Composition Drawing Color Expression School D

Composition 1.00
Drawing 0.42 1.00
Color −0.10 −0.52 1.00
Expression 0.66 0.57 −0.20 1.00
School D −0.29 −0.36 0.53 −0.45 1.00

ignored except for distinguishing the most distinc-
tive School D (Venetian) from the rest using a binary
variable. For more details, see the file ‘painters’ in
the Modern Applied Statistics with S (MASS) library
in R or Splus software (see Software for Statisti-
cal Analyses), and note that the original data and
several further analyses can be found in the MASS
library [24].

Table 1 exhibits correlations among the painter
variables, where upper triangle entries are ignored
since the matrix is symmetric. Table 2 exhibits a
common factor coefficients matrix (of order 5 × 2)
that corresponds to the initial correlations, where
entries of highest magnitude are in bold print. The
final column of Table 2 is labeled h2, the stan-
dard notation for variable communalities. Because
these factor coefficients correspond to an orthog-
onal factor solution, that is, uncorrelated common
factors, each communality can be reproduced as a
(row) sum of squares of the two factor coefficients
to its left; for example (0.76)2 + (−0.09)2 = 0.59.
The columns labeled 1 and 2 are factor loadings,
each of which is properly interpreted as a (product-
moment) correlation between one of the original
manifest variables (rows) and a derived common
factor (columns). Post-multiplying the factor coef-
ficient matrix by its transpose yields numbers that

Table 2 Factor loadings for 2-factor EFA solution, painter
data

Factor

Variable name 1 2 h2

Composition 0.76 −0.09 0.59
Drawing 0.50 −0.56 0.56
Color −0.03 0.80 0.64
Expression 0.81 −0.26 0.72
School D −0.30 0.62 0.47

Avg. Col. SS 0.31 0.28 0.60

approximate the corresponding entries in the corre-
lation matrix. For example, the inner product of the
rows for Composition and Drawing is 0.76 × 0.50 +
(−0.09) × (−0.56) = 0.43, which is close to 0.42,
the observed correlation; so the corresponding resid-
ual equals −0.01. Pairwise products for all rows
reproduce the observed correlations in Table 1 quite
well as only one residual fit exceeds 0.05 in magni-
tude, and the mean residual is 0.01.

The final row of Table 2 contains the average
sum of squares for the first two columns; the third
entry is the average of the communalities in the final
column, as well as the sum of the two average sums of
squares to its left: 0.31 + 0.28 ≈ 0.60. These results
demonstrate an additive decomposition of common
variance in the solution matrix where 60 percent
of the total variance is common among these five
variables, and 40 percent is uniqueness variance.

Users of EFA have often confused communality
with reliability, but these two concepts are quite dis-
tinct. Classical common factor and psychometric test
theory entail the notion that the uniqueness is the sum
of two (orthogonal) parts, specificity and error. Con-
sequently, uniqueness variance is properly seen as an
upper bound for error variance; alternatively, commu-
nality is in principle a lower bound for reliability. It
might help to understand this by noting that each EFA
entails analysis of just a sample of observed variables
or measurements in some domain, and that the addi-
tion of more variables within the general domain will
generally increase shared variance as well as indi-
vidual communalities. As battery size is increased,
individual communalities increase toward upper lim-
its that are in principle close to variable reliabilities.
See [15] for a more elaborate discussion.

To visualize results for my example, I plot the
common factor coefficients in a plane, after making
some modifications in signs for selected rows and the
second column. Specifically, I reverse the signs of the
3rd and 5th rows, as well as in the second column, so
that all values in the factor coefficients matrix become



Factor Analysis: Exploratory 3

positive. Changes of this sort are always permissible,
but we need to keep track of the changes, in this case
by renaming the third variable to ‘Color[−1]’ and the
final binary variable to ‘School.D[−1]’. Plotting the
revised coefficients by rows yields the five labeled
points of Figure 1.

In addition to plotting points, I have inserted vec-
tors to correspond to ‘transformed’ factors; the arrows
show an ‘Expression–Composition’ factor and a sec-
ond, correlated, ‘Drawing–Color[−1]’ factor. That
the School.D variable also loads highly on this second
factor, and is also related to, that is, not orthogo-
nal to, the point for Expression, shows that mean
ratings, especially for the Drawing, Expression, and
Color variates (the latter in an opposite direction), are
notably different between Venetian School artists and
painters from the collection of other schools. This can
be verified by examination of the correlations (some-
times called point biserials) between the School.D
variable and all the ratings variables in Table 1; the
skeptical reader can easily acquire these data and
study details. In fact, one of the reasons for choosing
this example was to show that EFA as an exploratory
data analytic method can help in studies of relations
among quantitative and categorical variables. Some
connections of EFA with other methods will be dis-
cussed briefly in the final section.

In modern applications of factor analysis, inves-
tigators ordinarily try to name factors in terms
of dimensions of individual difference variation, to
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Figure 1 Plot of variables-as-points in 2-factor space,
painter data

identify latent variables that in some sense appear to
‘underlie’ observed variables. In this case, my igno-
rance of the works of these classical painters, not to
mention of the thinking of de Piles as related to his
ratings, led to my literal, noninventive factor names.

Before going on, it should be made explicit that
insertion of the factor-vectors into this plot, and the
attempt to name factors, are best regarded as discre-
tionary parts of the EFA enterprise. The key output
of such an analysis is the identification of the sub-
space defined by the common factors, within which
variables can be seen to have certain distinctive struc-
tural relationships with one another. In other words,
it is the configuration of points in the derived space
that provides the key information for interpreting
factor results; a relatively low-dimensional subspace
provides insights into structure, as well as quan-
tification of how much variance variables have in
common. Positioning or naming of factors is gener-
ally optional, however common. When the common
number of derived factors exceeds two or three, fac-
tor transformation is an almost indispensable part of
an EFA, regardless of whether attempts are made to
name factors.

Communalities generally provide information as
to how much variance variables have in common
or share, and can sometimes be indicative of how
highly predictable variables are from one another. In
fact, the squared multiple correlation of each variable
with all others in the battery is often recommended
as an initial estimate of communality for each vari-
able. Communalities can also signal (un)reliability,
depending on the composition of the battery of vari-
ables, and the number of factors; recall the foregoing
discussion on this matter.

Note that there are no assumptions that point
configurations for variables must have any particular
form. In this sense, EFA is more general than many of
its counterparts. Its exploratory nature also means that
prior structural information is usually not part of an
EFA, although this idea will eventually be qualified
in the context of reviewing factor transformations.
Even so, clusters or hierarchies of either variables
or entities may sometimes be identified in EFA
solutions. In our example, application of the common
factor method yields a relatively parsimonious model
in the sense that two common factors account for all
relationships among variables. However, EFA was,
and is usually, antiparsimonious in another sense as
there is one uniqueness factor for each variable as
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well as common factors to account for all entries in
the correlation table.

Some Relationships Between EFA and
PCA

As noted earlier, EFA is often confused with PCA.
In fact, misunderstanding occurs so often in reports,
published articles, and textbooks that it will be useful
to describe how these methods compare, at least
in a general way. More detailed or more technical
discussions concerning such differences is available
in [15].

As noted, the key aim of EFA is usually to derive a
relatively small number of common factors to explain
or account for (off-diagonal) covariances or correla-
tions among a set of observed variables. However,
despite being an exploratory method, EFA entails
use of a falsifiable model at the level of manifest
observations or correlations (covariances). For such
a model to make sense, relationships among mani-
fest variables should be approximately linear. When
approximate linearity does not characterize relation-
ships among variables, attempts can be made to trans-
form (at least some of) the initial variables to ‘remove
bends’ in their relationships with other variables,
or perhaps to remove outliers. Use of square root,
logarithmic, reciprocal, and other nonlinear transfor-
mations are often effective for such purposes. Some
investigators question such steps, but rather than
asking why nonlinear transformations should be con-
sidered, a better question usually is, ‘Why should
the analyst believe the metric used at the outset
for particular variables should be expected to render
relationships linear, without reexpressions or transfor-
mations?’ Given at least approximate linearity among
all pairs of variables – the inquiry about which is
greatly facilitated by examining pairwise scatterplots
among all pairs of variables – common factor anal-
ysis can often facilitate explorations of relationships
among variables. The prospects for effective or pro-
ductive applications of EFA are also dependent on
thoughtful efforts at the stage of study design, a mat-
ter to be briefly examined below. With reference to
our example, the pairwise relationships between the
various pairs of de Pile’s ratings of painters were
found to be approximately linear.

In contrast to EFA, principal components analysis
does not engage a model. PCA generally entails

an algebraic decomposition of an initial data matrix
into mutually orthogonal derived variables called
components. Alternatively, PCA can be viewed as
a linear transformation of the initial data vectors
into uncorrelated variates with certain optimality
properties. Data are usually centered at the outset
by subtracting means for each variable and then
scaled so that all variances are equal, after which
the (rectangular) data matrix is resolved using a
method called singular value decomposition (SVD).
Components from a SVD are usually ordered so that
the first component accounts for the largest amount
of variance, the second the next largest amount,
subject to the constraint that it be uncorrelated with
the first, and so forth. The first few components
will often summarize the majority of variation in
the data, as these are principal components. When
used in this way, PCA is justifiably called a data
reduction method and it has often been successful in
showing that a rather large number of variables can
be summarized quite well using a relatively small
number of derived components.

Conventional PCA can be completed by simply
computing a table of correlations of each of the
original variables with the chosen principal compo-
nents; indeed doing so yields a PCA counterpart of
the EFA coefficients matrix in Table 2 if two com-
ponents are selected. Furthermore, sums of squares
of correlations in this table, across variables, show
the total variance each component explains. These
component-level variances are the eigenvalues pro-
duced when the correlation matrix associated with the
data matrix is resolved into eigenvalues and eigenvec-
tors. Alternatively, given the original (centered and
scaled) data matrix, and the eigenvalues and vectors
of the associated correlation matrix, it is straightfor-
ward to compute principal components. As in EFA,
derived PCA coefficient matrices can be rotated or
transformed, and for purposes of interpretation this
has become routine.

Given its algebraic nature, there is no particular
reason for transforming variables at the outset so that
their pairwise relationships are even approximately
linear. This can be done, of course, but absent a
model, or any particular justification for concentrat-
ing on pairwise linear relationships among variables,
principal components analysis of correlation matri-
ces is somewhat arbitrary. Because PCA is just an
algebraic decomposition of data, it can be used for
any kind of data; no constraints are made about the
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dimensionality of the data matrix, no constraints on
data values, and no constraints on how many compo-
nents to use in analyses. These points imply that for
PCA, assumptions are also optional regarding statis-
tical distributions, either individually or collectively.
Accordingly, PCA is a highly general method, with
potential for use for a wide range of data types or
forms. Given their basic form, PCA methods provide
little guidance for answering model-based questions,
such as those central to EFA. For example, PCA gen-
erally offers little support for assessing how many
components (‘factors’) to generate, or try to interpret;
nor is there assistance for choosing samples or extrap-
olating beyond extant data for purposes of statistical
or psychometric generalization. The latter concerns
are generally better dealt with using models, and EFA
provides what in certain respects is one of the most
general classes of models available.

To make certain other central points about PCA
more concrete, I return to the correlation matrix for
the painter data. I also conducted a PCA with two
components (but to save space I do not present the
table of ‘loadings’).

That is, I constructed the first two principal
component variables, and found their correlations
with the initial variables. A plot (not shown) of
the principal component loadings analogous to that
of Figure 1 shows the variables to be configured
similarly, but all points are further from the origin.
The row sums of squares of the component loadings
matrix were 0.81, 0.64, 0.86, 0.83, and 0.63, values
that correspond to communality estimates in the third
column of the common factor matrix in Table 2.
Across all five variables, PCA row sums of squares
(which should not be called communalities) range
from 14 to 37 percent larger than the h2 entries
in Table 2, an average of 27 percent; this means
that component loadings are substantially larger in
magnitude than their EFA counterparts, as will be
true quite generally. For any data system, given the
same number of components as common factors,
component solutions yield row sums of squares that
tend to be at least somewhat, and often markedly,
larger than corresponding communalities.

In fact, these differences between characteristics of
the PCA loadings and common factor loadings sig-
nify a broad point worthy of discussion. Given that
principal components are themselves linear combina-
tions of the original data vectors, each of the data
variables tends to be part of the linear combination

with which it is correlated. The largest weights for
each linear combination correspond to variables that
most strongly define the corresponding linear combi-
nation, and so the corresponding correlations in the
Principal Component (PC) loading matrix tend to be
highest, and indeed to have spuriously high mag-
nitudes. In other words, each PC coefficient in the
matrix that constitutes the focal point for interpre-
tation of results, tends to have a magnitude that is
‘too large’ because the corresponding variable is cor-
related partly with itself, the more so for variables
that are largest parts of corresponding components.
Also, this effect tends to be exacerbated when princi-
pal components are rotated. Contrastingly, common
factors are latent variables, outside of the space of
the data vectors, and common factor loadings are
not similarly spurious. For example, EFA loadings
in Table 2, being correlations of observed variables
with latent variables, do not reflect self-correlations,
as do their PCA counterparts.

The Central EFA Questions: How Many
Factors? What Communalities?

Each application of EFA requires a decision about
how many common factors to select. Since the com-
mon factor model is at best an approximation to the
real situation, questions such as how many factors,
or what communalities, are inevitably answered with
some degree of uncertainty. Furthermore, particular
features of given data can make formal fitting of an
EFA model tenuous. My purpose here is to present
EFA as a true exploratory method based on com-
mon factor principles with the understanding that
formal ‘fitting’ of the EFA model is secondary to
‘useful’ results in applications; moreover, I accept
that certain decisions made in contexts of real data
analysis are inevitably somewhat arbitrary and that
any given analysis will be incomplete. A wider per-
spective on relevant literature will be provided in the
final section.

The history of EFA is replete with studies of
how to select the number of factors; hundreds of
both theoretical and empirical approaches have been
suggested for the number of factors question, as this
issue has been seen as basic for much of the past
century. I shall summarize some of what I regard as
the most enduring principles or methods, while trying
to shed light on when particular methods are likely
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to work effectively, and how the better methods can
be attuned to reveal relevant features of extant data.

Suppose scores have been obtained on some num-
ber of correlated variables, say p, for n entities,
perhaps persons. To entertain a factor analysis (EFA)
for these variables generally means to undertake
an exploratory structural analysis of linear relations
among the p variables by analyzing a p × p covari-
ance or correlation matrix. Standard outputs of such
an analysis are a factor loading matrix for orthogonal
or correlated common factors as well as communal-
ity estimates, and perhaps factor score estimates. All
such results are conditioned on the number, m, of
common factors selected for analysis. I shall assume
that in deciding to use EFA, there is at least some
doubt, a priori, as to how many factors to retain, so
extant data will be the key basis for deciding on the
number of factors. (I shall also presume that the data
have been properly prepared for analysis, appropriate
nonlinear transformations made, and so on, with the
understanding that even outwardly small changes in
the data can affect criteria bearing on the number of
factors, and more.)

The reader who is even casually familiar with EFA
is likely to have learned that one way to select the
number of factors is to see how many eigenvalues (of
the correlation matrix; recall PCA) exceed a certain
criterion. Indeed, the ‘roots-greater-than-one’ rule has
become a default in many programs. Alas, rules of
this sort are generally too rigid to serve reliably
for their intended purpose; they can lead either to
overestimates or underestimates of the number of
common factors. Far better than using any fixed
cutoff is to understand certain key principles and
then learn some elementary methods and strategies
for choosing m. In some cases, however, two or more
values of m may be warranted, in different solutions,
to serve distinctive purposes for different EFAs of the
same data.

A second thing even a nonspecialist may have
learned is to employ a ‘scree’ plot (SP) to choose
the number of factors in EFA. An SP entails plotting
eigenvalues, ordered from largest to smallest, against
their ordinal position, 1, 2, . . ., and so on. Ordinarily,
the SP is based on eigenvalues of a correlation
matrix [5]. While the usual SP sometimes works
reasonably well for choosing m, there is a mismatch
between such a standard SP, and another relevant
fact: a tacit assumption of this method is that all p
communalities are the same. But to assume equal

communalities is usually to make a rather strong
assumption, one quite possibly not supported by data
in hand.

A better idea for SP entails computing the original
correlation matrix, R, as well as its inverse R−1. Then,
denoting the diagonal of the inverse as D2 (entries
of which exceed unity), rescale the initial correlation
matrix to DRD, and then compute eigenvalues of
this rescaled correlation matrix. Since the largest
entries in D2 correspond to variables that are most
predictable from all others, and vice versa, the
effect is to weigh variables more if they are more
predictable, less if they are less predictable from
other variables in the battery. (The complement of
the reciprocal of any D2 entry is in fact the squared
multiple correlation (SMC) of that variable with all
others in the set.) An SP based on eigenvalues of
DRD allows for variability of communalities, and is
usually realistic in assuming that communalities are
at least roughly proportional to SMC values.

Figure 2 provides illustrations of two scree plots
based on DRD, as applied to two simulated random
samples. Although real data were used as the starting
point for each simulation, both samples are just
simulation sets of (the same size as) the original
data set, where four factors had consistently been
identified as the ‘best’ number to interpret.

Each of these two samples yields a scree plot, and
both are given in Figure 2 to provide some sense
of sampling variation inherent in such data; in this
case, each plot leads to breaks after four common
factors – where the break is found by reading the plot
from right to left. But the slope between four and five
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factors is somewhat greater for one sample than the
other, so one sample identifies m as four with slightly
more clarity than the other. In fact, for some other
samples examined in preparing these scree plots,
breaks came after three or five factors, not just four.
Note that for smaller samples greater variation can
be expected in the eigenvalues, and hence the scree
breaks will generally be less reliable indicators of the
number of common factors for smaller samples.

So what is the principle behind the scree method?
The answer is that the variance of the p – m small-
est eigenvalues is closely related to the variance
of residual correlations associated with fitting off-
diagonals of the observed correlation matrix in suc-
cessive choices for m, the number of common factors.
When a break occurs in the eigenvalue plot, it signi-
fies a notable drop in the sum of squares of residual
correlations after fitting the common factor model
to the observed correlation matrix for a particular
value of m. I have constructed a horizontal line in
Figure 2 to correspond to the mean of the 20 smallest
eigenvalues (24–4) of DRD, to help see the variation
these so-called ‘rejected ’ eigenvalues have around
their mean. In general, it is the variation around such
a mean of rejected eigenvalues that one seeks to
reduce to a ‘reasonable’ level when choosing m in the
EFA solution, since a ‘good’ EFA solution accounts
well for the off-diagonals of the correlation matrix.
Methods such as bootstrapping – wherein multiple
versions of DRD are generated over a series of boot-
strap samples of the original data matrix – can be
used to get a clearer sense of sampling variation,
and probably should become part of standard prac-
tice in EFA both at the level of selecting the number
of factors, and assessing variation in various derived
EFA results.

When covariances or correlations are well fit by
some relatively small number of common factors,
then scree plots often provide flexible, informative,
and quite possibly persuasive evidence about the
number of common factors. However, SPs alone can
be misleading, and further examination of data may
be helpful. The issue in selecting m vis-à-vis the
SP concerns the nature or reliability of the informa-
tion in eigenvectors associated with corresponding
eigenvalues. Suppose some number m∗ is seen as a
possible underestimate for m; then deciding to add
one more factor to have m∗ + 1 factors, is to decide
that the additional eigenvector adds useful or mean-
ingful structural information to the EFA solution. It is

possible that m∗ is an ‘underestimate’ solely because
a single correlation coefficient is poorly fit, and that
adding a common factor merely reduces a single
‘large’ residual correlation. But especially if the use
of m∗ + 1 factors yields a factor loading matrix that
upon rotation (see below) improves interpretability
in general, there may be ex post facto evidence that
m∗ was indeed an underestimate. Similar reasoning
may be applied when moving to m∗ + 2 factors, etc.
Note that sampling variation can also result in sample
reordering of so-called population eigenvectors too.

An adjunct to an SP that is too rarely used
is simply to plot the distribution of the residual
correlations, either as a histogram, or in relation to the
original correlations, for, say, m, m + 1, and m + 2
factors in the vicinity of the scree break; outliers or
other anomalies in such plots can provide evidence
that goes usefully beyond the SP when selecting m.
Factor transformation(s) (see below) may be essential
to one’s final decision. Recall that it may be a folly
even to think there is a single ‘correct’ value for m

for some data sets.
Were one to use a different selection of variables

to compose the data matrix for analysis, or per-
haps make changes in the sample (deleting or adding
cases), or try various different factoring algorithms,
further modifications may be expected about the num-
ber of common factors. Finally, there is always the
possibility that there are simply too many distinctive
dimensions of individual difference variation, that is,
common factors, for the EFA method to work effec-
tively in some situations. It is not unusual that more
variables, larger samples, or generally more investiga-
tive effort, are required to resolve some basic ques-
tions such as how many factors to use in analysis.

Given some choice for m, the next decision is
usually that of deciding what factoring method to
use. The foregoing idea of computing DRD, finding
its eigenvalues, and producing an SP based on those,
can be linked directly to an EFA method called image
factor analysis (IFA) [13], which has probably been
underused, in that several studies have found it to
be a generally sound and effective method. IFA is
a noniterative method that produces common factor
coefficients and communalities directly. IFA is based
on the m largest eigenvalues, say, the diagonal entries
of �m, and corresponding eigenvectors, say Qm, of
the matrix denoted DRD, above. Given a particular
factor method, communality estimates follow directly
from selection of the number of common factors.



8 Factor Analysis: Exploratory

The analysis usually commences from a correlation
matrix, so communality estimates are simply row
sums of squares of the (orthogonal) factor coefficients
matrix that for m common factors is computed as
�m = D−1Qm(�m − φ I)1/2, where φ is the average
of the p – m smallest eigenvalues. IFA may be
especially defensible for EFA when sample size is
limited; more details are provided in [17], including
a sensible way to modify the diagonal D2 when
the number of variables is a ‘substantial fraction’ of
sample size.

A more commonly used EFA method is called
maximum likelihood factor analysis (MLFA) for
which algorithms and software are readily available,
and generally well understood. The theory for this
method has been studied perhaps more than any
other and it tends to work effectively when the EFA
problem has been well-defined and the data are ‘well-
behaved.’ Specialists regularly advocate use of the
MLFA method [1, 2, 16, 23], and it is often seen as
the common factor method of choice when the sample
is relatively large. Still, MLFA is an iterative method
that can lead to poor solutions, so one must be alert in
case it fails in some way. Maximum likelihood EFA
methods generally call for large n’s, using an assump-
tion that the sample has been drawn randomly from
a parent population for which multivariate normality
(see Catalogue of Probability Density Functions)
holds, at least approximately; when this assumption is
violated seriously, or when sample size is not ‘large,’
MLFA may not serve its exploratory purpose well.
Statistical tests may sometimes be helpful, but the
sample size issue is vital if EFA is used for test-
ing statistical hypotheses. There can be a mismatch
between exploratory use of EFA and statistical test-
ing because small samples may not be sufficiently
informative to reject any factor model, while large
samples may lead to rejection of every model in some
domains of application. Generally scree methods for
choosing the number of factors are superior to statis-
tical testing procedures.

Given a choice of factoring methods – and of
course there are many algorithms in addition to
IFA and MLFA – the generation of communality
estimates follows directly from the choice of m, the
number of common factors. However, some EFA
methods or algorithms can yield numerically unstable
results, particularly if m is a substantial fraction of p,
the number of variables, or when n is not large in
relation to p. Choice of factor methods, like many

other methodological decisions, is often best made in
consultation with an expert.

Factor Transformations to Support EFA
Interpretation

Given at least a tentative choice for m, EFA methods
such as IFA or MLFA can be used straightforwardly
to produce matrices of factor coefficients to account
for structural relations among variables. However,
attempts to interpret factor coefficient matrices with-
out further efforts to transform factors usually fall
short unless m = 1 or 2, as in our illustration. For
larger values of m, factor transformation can bring
order out of apparent chaos, with the understanding
that order can take many forms. Factor transformation
algorithms normally take one of three forms: Pro-
crustes fitting to a prespecified target (see Procrustes
Analysis), orthogonal simple structure, or oblique
simple structure. All modern methods entail use of
specialized algorithms. I shall begin with Procrustean
methods and review each class of methods briefly.

Procrustean methods owe their name to a figure
of ancient Greek mythology, Procrustes, who made
a practice of robbing highway travelers, tying them
up, and stretching them, or cutting off their feet
to make them fit a rigid iron bed. In the context
of EFA, Procrustes methods are more benign; they
merely invite the investigator to prespecify his or her
beliefs about structural relations among variables in
the form of a target matrix, and then transform an
initial factor coefficients matrix to put it in relatively
close conformance with the target. Prespecification
of configurations of points in m-space, preferably
on the basis of hypothesized structural relations that
are meaningful to the investigator, is a wise step
for most EFAs even if Procrustes methods are not
to be used explicitly for transformations. This is
because explication of beliefs about structures can
afford (one or more) reference system(s) for inter-
pretation of empirical data structures however they
were initially derived. It is a long-respected princi-
ple that prior information, specified independently of
extant empirical data, generally helps to support sci-
entific interpretations of many kinds, and EFA should
be no exception. In recent times, however, meth-
ods such as confirmatory factor analysis (CFA), are
usually seen as making Procrustean EFA methods
obsolete because CFA methods offer generally more
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sophisticated numerical and statistical machinery to
aid analyses. Still, as a matter of principle, it is use-
ful to recognize that general methodology of EFA has
for over sixty years permitted, and in some respects
encouraged, incorporation of sharp prior questions in
structural analyses.

Orthogonal rotation algorithms provide relatively
simple ways for transforming factors and these
have been available for nearly forty years. Most
commonly, an ‘orthomax’ criterion is optimized,
using methods that have been dubbed ‘quartimax’,
‘varimax’, or ‘equamax.’ Dispensing with quotations,
we merely note that in general, equamax solutions
tend to produce simple structure solutions for which
different factors account for nearly equal amounts of
common variance; quartimax, contrastingly, typically
generates one broad or general factor followed by
m − 1 ‘smaller’ ones; varimax produces results inter-
mediate between these extremes. The last, varimax,
is the most used of the orthogonal simple structure
rotations, but choice of a solution should not be based
too strongly on generic popularity, as particular fea-
tures of a data set can make other methods more
effective. Orthogonal solutions offer the appealing
feature that squared common factor coefficients show
directly how much of each variable’s common vari-
ance is associated with each factor. This property is
lost when factors are transformed obliquely. Also, the
factor coefficients matrix alone is sufficient to inter-
pret orthogonal factors; not so when derived factors
are mutually correlated. Still, forcing factors to be
uncorrelated can be a weakness when the constraint
of orthogonality limits factor coefficient configura-
tions unrealistically, and this is a common occurrence
when several factors are under study.

Oblique transformation methods allow factors to
be mutually correlated. For this reason, they are
more complex and have a more complicated his-
tory. A problem for many years was that by allowing
factors to be correlated, oblique transformation meth-
ods often allowed the m-factor space to collapse;
successful methods avoided this unsatisfactory situ-
ation while tending to work well for wide varieties
of data. While no methods are entirely acceptable
by these standards, several, notably those of Jen-
nrich and Sampson (direct quartimin) [12], Harris
and Kaiser (obliquimax), Rozeboom (Hyball) [18],
Yates (geomin) [25], and Hendrikson and White (pro-
max) [9] are especially worthy of consideration for

applications. Browne [2], in a recent overview of ana-
lytic rotation methods for EFA, stated that Jennrich
and Sampson [12] ‘solved’ the problems of oblique
rotation; however, he went on to note that ‘. . . we
are not at a point where we can rely on mechan-
ical exploratory rotation by a computer program if
the complexity of most variables is not close to one
[2, p. 145].’ Methods such as Hyball [19] facilitate
random starting positions in m-space of transforma-
tion algorithms to produce multiple solutions that
can then be compared for interpretability. The pro-
max method is notable not only because it often
works well, but also because it combines elements
of Procrustean logic with analytical orthogonal trans-
formations. Yates’ geomin [25] is also a particularly
attractive method in that the author went back to
Thurstone’s basic ideas for achieving simple struc-
ture and developed ways for them to be played out in
modern EFA applications. A special reason to favor
simple structure transformations is provided in [10,
11] where the author noted that standard errors of fac-
tor loadings will often be substantially smaller when
population structures are simple than when they are
not; of course this calls attention to the design of the
battery of variables.

Estimation of Factor Scores

It was noted earlier that latent variables, that is,
common factors, are basic to any EFA model. A
strong distinction is made between observable vari-
ates and the underlying latent variables seen in EFA
as accounting for manifest correlations or covariances
between all pairs of manifest variables. The latent
variables are by definition never observed or observ-
able in a real data analysis, and this is not related to
the fact that we ordinarily see our data as a sample (of
cases, or rows); latent variables are in principle not
observable, either for statistically defined samples, or
for their population counterparts. Nevertheless, it is
not difficult to estimate the postulated latent vari-
ables, using linear combinations of the observed data.
Indeed, many different kinds of factor score estimates
have been devised over the years (see Factor Score
Estimation).

Most methods for estimating factor scores are not
worth mentioning because of one or another kind
of technical weakness. But there are two methods
that are worthy of consideration for practical appli-
cations in EFA where factor score estimates seem
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needed. These are called regression estimates and
Bartlett (also, maximum likelihood ) estimates of fac-
tor scores, and both are easily computed in the context
of IFA. Recalling that D2 was defined as the diagonal
of the inverse of the correlation matrix, now suppose
the initial data matrix has been centered and scaled
as Z where Z’Z = R; then, using the notation given
earlier in the discussion of IFA, Bartlett estimates of
factor scores can be computed as Xm−Bartlett = Z D
Qm (�m − φ I)−1/2. The discerning reader may recog-
nize that these factor scores estimates can be further
simplified using the singular value decomposition of
matrix Z D; indeed, these score estimates are just
rescaled versions of the first m principal components
of Z D. Regression estimates, in turn, are further col-
umn rescalings of the same m columns in Xm−Bartlett.
MLFA factor score estimates are easily computed,
but to discuss them goes beyond our scope; see [15].
Rotated or transformed versions of factor score esti-
mates are also not complicated; the reader can go to
factor score estimation (FSE) for details.

EFA in Practice: Some Guidelines and
Resources

Software packages such as CEFA [3], which imple-
ments MLFA as well as geomin among other meth-
ods, and Hyball [18], can be downloaded from the
web without cost, and they facilitate use of most of
the methods for factor extraction as well as factor
transformation. These packages are based on mod-
ern methods, they are comprehensive, and they tend
to offer advantages that most commercial software
for EFA do not. What these methods lack, to some
extent, is mechanisms to facilitate modern graphical
displays. Splus and R software, the latter of which
is also freely available from the web [r-project.org],
provide excellent modern graphical methods as well
as a number of functions to implement many of the
methods available in CEFA, and several in Hyball.
A small function for IFA is provided at the end of
this article; it works in both R and Splus. In gen-
eral, however, no one source provides all methods,
mechanisms, and management capabilities for a fully
operational EFA system – nor should this be expected
since what one specialist means by ‘fully operational’
necessarily differs from that of others.

Nearly all real-life applications of EFA require
decisions bearing on how and how many cases are

selected, how variables are to be selected and trans-
formed to help ensure approximate linearity between
variates; next, choices about factoring algorithms or
methods, the number(s) of common factors and fac-
tor transformation methods must be made. That there
be no notably weak links in this chain is important if
an EFA project is to be most informative. Virtually
all questions are contextually bound, but the literature
of EFA can provide guidance at every step.

Major references on EFA application, such as that
of Carroll [4], point up many of the possibilities and
a perspective on related issues. Carroll suggests that
special value can come from side-by-side analyses of
the same data using EFA methods and those based on
structural equation modeling (SEM). McDonald [15]
discusses EFA methods in relation to SEM. Several
authors have made connections between EFA and
other multivariate methods such as basic regression;
see [14, 17] for examples.

– – an S function for Image Factor Analysis – –

‘ifa’<-function(rr,mm) {
# routine is based on image factor
# analysis;
# it generates an unrotated common
# factor coefficients matrix & a scree
# plot; in R, follow w/ promax or
# varimax; in Splus follow w/ rotate.
# rr is taken to be symmetric matrix
# of correlations or covariances;
# mm is no. of factors. For additional
# functions or assistance, contact:
# rpruzek@uamail.albany.edu

rinv <- solve(rr) #takes inverse
# of R; so R must be nonsingular
sm2i <- diag(rinv)
smrt <- sqrt(sm2i)
dsmrt <- diag(smrt)
rsr <- dsmrt %*% rr %*% dsmrt
reig <- eigen(rsr, sym = T)
vlamd <- reig$va
vlamdm <- vlamd[1:mm]
qqm <- as.matrix(reig$ve[, 1:mm])
theta <- mean(vlamd[(mm + 1)
:nrow(qqm)])
dg <- sqrt(vlamdm - theta)
if(mm == 1)

fac <- dg[1] * diag(1/smrt)
%*% qqm

else fac <- diag(1/smrt) %*% qqm
%*% diag(dg)
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plot(1:nrow(rr), vlamd, type
= "o")
abline(h = theta, lty = 3)
title("Scree plot for IFA")
print("Common factor coefficients
matrix is: fac")
print(fac)
list(vlamd = vlamd, theta = theta,
fac = fac)

}
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Factor Analysis: Multiple
Groups

Factor Analysis: Multiple Groups with
Means

The confirmatory factor analysis (CFA) (see Factor
Analysis: Confirmatory) model is a very effec-
tive approach to modeling multivariate relationships
across multiple groups. The CFA approach to fac-
torial invariance has its antecedents in exploratory
factor analysis. Cattell [4] developed a set of princi-
ples by which to judge the rotated solutions from
two populations with the goal being simultaneous
simple structure. Further advancements were made
by Horst & Schaie [7] and culminated with work by
Meredith [13] in which he gave methods for rotat-
ing solutions from different populations to achieve
one best fitting factor pattern. Confirmatory factor
analytic techniques have made exploratory methods
of testing for invariance obsolete by allowing an
exact structure to be hypothesized. The multiple-
group CFA approach is particularly useful when
making cross-group comparisons because it allows
for (a) simultaneous estimation of all parameters
(including mean-level information) for all groups
and (b) direct statistical comparisons of the estimated
parameters across the groups. The theoretical basis
for selecting groups can vary from nominal vari-
ables such as gender, race, clinical treatment group, or
nationality to continuous variables that can be easily
categorized such as age-group or grade level. When
making comparisons across distinct groups, however,
it is critical to determine that the constructs of interest
have the same meaning in each group (i.e., they are
said to be measurement equivalent, or have strong
factorial invariance; see below). This condition is
necessary in order to make meaningful comparisons
across groups [1].

In order to determine measurement equivalence,
the analyses should go beyond the standard covari-
ance structures information of the traditional CFA
model to also include the mean structure infor-
mation [9, 14, 16, 21]. We refer to such inte-
grated modeling as mean and covariance structure
(MACS) modeling. MACS analyses are well suited
to establish construct comparability (i.e., factorial

invariance) and, at the same time, detect possi-
ble between-group differences because they allow:
(a) simultaneous model fitting of an hypothesized
factorial structure in two or more groups (i.e., the
expected pattern of indicator-to-construct relations
for both the intercepts and factor loadings, (b) tests
of the cross-group equivalence of both intercepts
and loadings, (c) corrections for measurement error
whereby estimates of the latent constructs’ means
and covariances are disattenuated (i.e., estimated as
true and reliable values), and (d) strong tests of sub-
stantive hypotheses about possible cross-group dif-
ferences on the constructs [11, 14].

The General Factor Model. To understand the logic
and steps involved in multiple-group MACS model-
ing, we begin with the matrix algebra notations for the
general factor model, which, for multiple populations
g = 1, 2, . . . , G, is represented by:

Xg = τg + �gξg + δg (1)

E(Xg) = µxg = τg + �gκg (2)

�g = �g�g�
′
g + �g (3)

where x is a vector of observed or manifest indica-
tors, ξ is a vector of latent constructs, τ is a vector of
intercepts of the manifest indicators, � is the factor
pattern or loading matrix of the indicators, κ rep-
resents the means of the latent constructs, � is the
variance-covariance matrix of the latent constructs,
and � is a symmetric matrix with the variances of
the error term, δ, along the diagonal and possible
covariances among the residuals in the off diago-
nal. All of the parameter matrices are subscripted
with a g to indicate that the parameters may take
different values in each population. For the com-
mon factor model, we assume that the indicators (i.e.,
items, parcels, scales, responses, etc.) are continuous
variables that are multivariate normal (see Catalogue
of Probability Density Functions) in the population
and the elements of � have a mean of zero and are
independent of the estimated elements in the other
parameter matrices.

In a MACS framework, there are six types of
parameter estimate that can be evaluated for equiva-
lence across groups. The first three components refer
to the measurement level: (a) �, the unstandardized
regression coefficients of the indicators on the latent
constructs (the loadings of the indicators), (b) τ , the
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intercepts or means of the indicators, and (c) �,
the residual variances of each indicator, which is
the aggregate of the unique factor variance and the
unreliable variance of an indicator. The other three
types of parameter refer to the latent construct level:
(d) κ , the mean of the latent constructs, (e) φii latent
variances, and (f ) φij latent covariances or correla-
tions [9, 12, 14].

Taxonomy of Invariance

A key aspect of multiple-group MACS modeling is
the ability to assess the degree of factorial invariance
of the constructs across groups. Factorial invariance
addresses whether the constructs’ measurement prop-
erties (i.e., the intercepts and loadings, which reflect
the reliable components of the measurement space)
are the same in two or more populations. This ques-
tion is distinct from whether the latent aspects of
the constructs are the same (e.g., the constructs’
mean levels or covariances). This latter question deals
with particular substantive hypotheses about possible
group differences on the constructs (i.e., the reliable
and true properties of the constructs). The concept of
invariance is typically thought of and described as a
hierarchical sequence of invariance starting with the
weakest form and working up to the strictest form.
Although we will often discuss the modeling proce-
dures in terms of two groups, the extension to three
or more groups is straightforward (see e.g., [9]).

Configural Invariance. The most basic form of
factorial invariance is ensuring that the groups have
the same basic factor structure. The groups should
have the same number of latent constructs, the same
number of manifest indicators, and the same pattern
of fixed and freed (i.e., estimated) parameters. If
these conditions are met, the groups are said to
have configural invariance. As the weakest form of
invariance, configural invariance only requires the
same pattern of fixed and freed estimates among the
manifest and latent variables, but does not require the
coefficients be equal across groups.

Weak Factorial Invariance. Although termed ‘weak
factorial invariance’, this level of invariance is more
restricted than configural invariance. Specifically, in
addition to the requirement of having the same pattern
of fixed and freed parameters across groups, the

loadings are equated across groups. The manifest
means and residual variances are free to vary. This
condition is also referred to as pattern invariance [15]
or metric invariance [6]. Because the factor variances
are free to vary across groups, the factor loadings are,
technically speaking, proportionally equivalent (i.e.,
weighted by the differences in latent variances). If
weak factorial invariance is found to be untenable
(see ‘testing’ below) then only configural invariance
holds across groups. Under this condition, one has
little basis to suppose that the constructs are the same
in each group and systematic comparisons of the
constructs would be difficult to justify. If invariance
of the loadings holds then one has a weak empirical
basis to consider the constructs to be equivalent and
would allow cross-group comparisons of the latent
variances and covariances, but not the latent means.

Strong Factorial Invariance. As Meredith [14]
compellingly argued, any test of factorial invariance
should include the manifest means – weak factorial
invariance is not a complete test of invariance.
With strong factorial invariance, the loadings and the
intercepts are equated (and like the variances of the
constructs, the latent means are allowed to vary in
the second and all subsequent groups). This strong
form of factorial invariance, also referred to as scalar
invariance [22], is required in order for individuals
with the same ability in separate groups to have the
same score on the instrument. With any less stringent
condition, two individuals with the same true level of
ability would not have the same expected value on
the measure. This circumstance would be problematic
because, for example, when comparing groups based
on gender on a measure of mathematical ability one
would want to ensure that a male and a female with
the same level of ability would receive the same
score.

An important advantage of strong factorial invari-
ance is that it establishes the measurement equiva-
lence (or construct comparability) of the measures. In
this case, constructs are defined in precisely the same
operational manner in each group; as a result, they
can be compared meaningfully and with quantitative
precision. Measurement equivalence indicates that
(a) the constructs are generalizable entities in each
subpopulation, (b) sources of bias and error (e.g., cul-
tural bias, translation errors, varying conditions of
administration) are minimal, (c) subgroup differences
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have not differentially affected the constructs under-
lying measurement characteristics (i.e., constructs
are comparable because the indicators’ specific vari-
ances are independent of cultural influences after
conditioning on the construct-defining common vari-
ance; [14]), and (d) between-group differences in the
constructs’ mean, variance, and covariance relations
are quantitative in nature (i.e., the nature of group
differences can be assessed as mean-level, variance,
and covariance or correlational effects) at the con-
struct level. In other words, with strong factorial
invariance, the broadest spectrum of hypotheses about
the primary construct moments (means, variances,
covariances, correlations) can be tested while simul-
taneously establishing measurement equivalence (i.e.,
two constructs can demonstrate different latent rela-
tions across subgroups, yet still be defined equiva-
lently at the measurement level).

Strict Factorial Invariance. With strict factorial
invariance, all conditions are the same as for strong
invariance but, in addition, the residual variances are
equated across groups. This level of invariance is
not required for making veridical cross-group com-
parisons because the residuals are where the aggre-
gate of the true measurement error variance and the
indicator-specific variance is represented. Here, the
factors that influence unreliability are not typically
expected to operate in an equivalent manner across
the subgroups of interest. In addition, the residuals
reflect the unique factors of the measured indicators
(i.e., variance that is reliable but unique to the par-
ticular indicator). If the unique factors differ trivially
with regard to subgroup influences, this violation of
selection theorem [14] can be effectively tolerated, if
sufficiently small, by allowing the residuals to vary
across the subgroups. In other words, strong factorial
invariance is less biasing than strict factorial invari-
ance because, even though the degree of random error
may be quite similar across groups, if it is not exactly
equal, the nonequal portions of the random error
are forced into other parameters of a given model,
thereby introducing potential sources of bias. More-
over, in practical applications of cross-group research
such as cross-cultural studies, some systematic bias
(e.g., translation bias) may influence the reliable com-
ponent of a given residual. Assuming these sources
of bias and error are negligible (see ‘testing’ below),
they could be represented as unconstrained residual
variance terms across groups in order to examine

the theoretically meaningful common-variance com-
ponents as unbiasedly as possible.

Partial Invariance. Widaman and Reise [23] and
others have also introduced the concept of partial
invariance, which is the condition when a constraint
of invariance is not warranted for one or a few of the
loading parameters. When invariance is untenable,
one may then attempt to determine which indicators
contribute significantly to the misfit ([3] [5]). It is
likely that only a few of the indicators deviate sig-
nificantly across groups, giving rise to the condition
known as partial invariance. When partial invariance
is discovered there are a variety of ways to pro-
ceed. (a) One can leave the estimate in the model,
but not constrain it to be invariant across groups and
argue that the invariant indicators are sufficient to
establish comparability of the constructs [23]; (b) one
can argue that the differences between indicators are
small enough that they would not make a substantive
difference and proceed with invariance constraints in
place [9]; (c) one could decide to reduce the number
of indicators by only using indicators that are invari-
ant across groups [16]; (d) one could conclude that
because invariance cannot be attained that the instru-
ment must be measuring different constructs across
the multiple groups and, therefore, not use the instru-
ment at all [16]. Milsap and Kwok [16] also describe
a method to assess the severity of the violations of
invariance by evaluating the sensitivity and speci-
ficity at various selection points.

Selection Theorem Basis for Expecting Invariance.
The loadings and intercepts of a constructs indica-
tors can be expected to be invariant across groups
under a basic tenet of selection theorem – namely,
conditional independence ([8, 14]; see also [18]). In
particular, if subpopulation influences (i.e., the basis
for selecting the groups) and the specific components
(unique factors) of the construct’s manifest indicators
are independent when conditioned on the common
construct components, then an invariant measurement
space can be specified even under extreme selection
conditions. When conditional independence between
the indicators’ unique factors and the selection basis
hold, the construct information (i.e., common vari-
ance) contains, or carries, information about subpopu-
lation influences. This expectation is quite reasonable
if one assumes that the subpopulations derive from a
common population from which the subpopulations
can be described as ‘selected’ on the basis of one or
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more criteria (e.g., experimental treatment, economic
affluence, degree of industrialization, degree of indi-
vidualism etc.). This expectation is also reasonable if
one assumes on the basis of a specific theoretical view
that the constructs should exist in each assessed sub-
population and that the constructs’ indicators reflect
generally equivalent domain representations.

Because manifest indicators reflect both common
and specific sources of variance, cross-group effects
may influence not only the common construct-related
variance of a set of indicators but also the specific
variance of one or more of them [17]. Measurement
equivalence will hold if these effects have influ-
enced only the common-variance components of a set
of construct indicators and not their unique-specific
components [8, 14, 18]. If cross-group influences
differentially and strongly affect the specific compo-
nents of indicators, nonequivalence would emerge.
Although measurement nonequivalence can be a
meaningful analytic outcome, it disallows, when suf-
ficiently strong, quantitative construct comparisons.

Identification Constraints

There are three methods of placing constraints on
the model parameters in order to identify the con-
structs and model (see Identification). When a
mean structure is used, the location must be iden-
tified in addition to the scale of the other esti-
mated parameters.

The first method to identification and scale setting
is to fix a parameter in the latent model. For example,
to set the scale for the location parameters, one can
fix the latent factor mean, κ , to zero (or a nonzero
value). Similarly, to set the scale for the variance-
covariance and loading parameters one can fix the
variances, φii to 1.0 (or any other nonzero value). The
advantages of this approach are that the estimated
latent means in each subsequent group are relative
mean differences from the first group. Because this
first group is fixed at zero, the significance of the
latent mean estimates in the subsequent groups is the
significance of the difference from the first group.
Fixing the latent variances to 1.0 has the advantage
of providing estimates of the associations among the
latent constructs in correlational metric as opposed to
an arbitrary covariance metric.

The second common method is known as the
marker-variable method. To set the location param-
eters, one element of τ is set to zero (or a nonzero

value) for each construct. To set the scale, one ele-
ment of λ is fixed to 1.0 (or any other nonzero value)
for each construct. This method of identification is
less desirable than the 1st and 3rd methods because
the location and scale of the latent construct is deter-
mined arbitrarily on the basis of which indicator is
chosen. Reise, Widaman, and Pugh [19] recommend
that if one chooses this approach the marker variables
should be supported by previous research or selected
on the basis of strong theory.

A third possible identification method is to con-
strain the sum of τ for each factor to zero [20]. For
the scale identification, the λs for a factor should sum
to p, the number of manifest variables. This method
forces the mean and variance of the latent construct to
be the weighted average of all of its indicators’ means
and loadings. The method has the advantage of pro-
viding a nonarbitrary scale that can legitimately vary
across constructs and groups. It would be feasible, in
fact, to compare the differences in means of two dif-
ferent constructs if one was theoretically motivated
to do so (see [20], for more details of this method).

Testing for Measurement Invariance and Latent
Construct Differences

In conducting cross-group tests of equality, either a
statistical or a modeling rationale can be used for
evaluating the tenability of the cross-group restric-
tions [9]. With a statistical rationale, an equivalence
test is conducted as a nested-model comparison
between a model in which specific parameters are
constrained to equality across groups and one in
which these parameters (and all others) are freely
estimated in all groups. The difference in χ2 between
the two models is a test of the equality restrictions
(with degrees of freedom equal to the difference in
their degrees of freedom). If the test is nonsignificant
then the statistical evidence indicates no cross-group
differences between the equated parameters. If it
is significant, then evidence of cross-group inequal-
ity exists.

The other rationale is termed a modeling ratio-
nale [9]. Here, model constraints are evaluated using
practical fit indices to determine the overall adequacy
of a fitted model. This rationale is used for large mod-
els with numerous constrained parameters because
the χ2 statistic is an overly sensitive index of model
fit, particularly for large numbers of constraints and
when estimated on large sample sizes (e.g., [10]).
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From this viewpoint, if a model with numerous con-
straints evinces adequate levels of practical fit, then
the set of constraints are reasonable approximations
of the data.

Both rationales could be used in testing the
measurement level and the latent level parameters.
Because these two levels represent distinctly and
qualitatively different empirical and theoretical goals,
however, their corresponding rationale could also be
different. Specifically, testing measurement equiva-
lence involves evaluating the general tenability of
an imposed indicator-to-construct structure via over-
all model fit indices. Here, various sources of model
misfit (random or systematic) may be deemed sub-
stantively trivial if model fit is acceptable (i.e., if
the model provides a reasonable approximation of
the data; [2, 9]). The conglomerate effects of these
sources of misfit, when sufficiently small, can be
depicted parsimoniously as residual variances and
general lack of fit, with little or no loss to theoretical
meaningfulness (i.e., the trade-off between empiri-
cal accuracy and theoretical parsimony; [11]). When
compared to a non-invariance model, an invariance
model differs substantially in interpretability and par-
simony (i.e., fewer parameter estimates than a non-
invariance model), and it provides the theoretical and
mathematical basis for quantitative between-group
comparisons.

In contrast to the measurement level, the latent
level reflects interpretable, error-free effects among
constructs. Here, testing them for evidence of sys-
tematic differences (i.e., the hypothesis-testing phase
of an analysis) is probably best done using a statisti-
cal rationale because it is a precise criteria for testing
the specific theoretically driven questions about the
constructs and because such substantive tests are typ-
ically narrower in scope (i.e., fewer parameters are
involved). However, such tests should carefully con-
sider issues such as error rate and effect size.

Numerous examples of the application of MACS
modeling can be found in the literature, however,
Little [9] offers a detailed didactic discussion of the
issues and steps involved when making cross-group
comparisons (including the LISREL source code used
to estimate the models and a detailed Figural repre-
sentation). His data came from a cross-cultural study
of personal agency beliefs about school performance
that included 2493 boys and girls from Los Angeles,
Moscow, Berlin, and Prague. Little conducted an 8-
group MACS comparison of boys and girls across the

four sociocultural settings. His analyses demonstrated
that the constructs were measurement equivalent (i.e.,
had strong factorial invariance) across all groups indi-
cating that the translation process did not unduly
influence the measurement properties of the instru-
ment. However, the constructs themselves revealed
a number of theoretically meaningful differences,
including striking differences in the mean levels and
the variances across the groups, but no differences in
the strength of association between the two primary
constructs examined.

Extensions to Longitudinal MACS Modeling

The issues related to cross-group comparisons with
MACS models are directly applicable to longitudinal
MACS modeling. That is, establishing the measure-
ment equivalence (strong metric invariance) of a
construct’s indicators over time is just as important as
establishing their equivalence across subgroups. One
additional component of longitudinal MACS mod-
eling that needs to be addressed is the fact that the
specific variances of the indicators of a construct will
have some degree of association across time. Here,
independence of the residuals is not assumed, but
rather dependence of the unique factors is expected.
In this regard, the a priori factor model, when fit
across time, would specify and estimate all possible
residual correlations of an indicator with itself across
each measurement occasion.

Summary

MACS models are a powerful tool for cross-group
and longitudinal comparisons. Because the means
or intercepts of measured indicators are included
explicitly in MACS models, they provide a very
strong test of the validity of construct compar-
isons (i.e., measurement equivalence). Moreover,
the form of the group- or time-related differences
can be tested on many aspects of the constructs
(i.e., means, variances, and covariances or corre-
lations). As outlined here, the tenability of mea-
surement equivalence (i.e., construct comparabil-
ity) can be tested using model fit indices (i.e.,
the modeling rationale), whereas specific hypothe-
ses about the nature of possible group differences
on the constructs can be tested using precise sta-
tistical criteria. A measurement equivalent model is
advantageous for three reasons: (a) it is theoreti-
cally very parsimonious and, thus, a reasonable a
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priori hypothesis to entertain, (b) it is empirically
very parsimonious, requiring fewer estimates than a
non-invariance model, and (c) it provides the math-
ematical and theoretical basis by which quantitative
cross-group or cross-time comparisons can be con-
ducted. In other words, strong factorial invariance
indicates that constructs are fundamentally similar
in each group or across time (i.e., comparable) and
hypotheses about the nature of possible group- or
time-related influences can be meaningfully tested
on any of the constructs’ basic moments across time
or across each group whether the groups are defined
on the basis of culture, gender, or any other group-
ing criteria.
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Factor Analysis:
Multitrait–Multimethod

The Multitrait–Multimethod Matrix

The well-known paper by Campbell and Fiske [6]
proposed the multitrait–multimethod (MTMM) ma-
trix as a measurement design to study trait validity
across assessment methods. Their central idea was
that traits should be independent of and detectable by
a variety of measurement methods. In particular, the
magnitude of a trait should not change just because
a different assessment method is used. Campbell and
Fiske’s main distinction was between two forms of
validity, identified as convergent and discriminant.
Convergent validity assures that measures of the
same trait are statistically related to each other and
that their error and unique components are relatively
small. Discriminant validity postulates that measures
of one trait are not too highly correlated with
measures of different traits and particularly not too
highly correlated just because they share the same
assessment method.

The variables of an MTMM matrix follow a
crossed-factorial measurement design whereby each
of t traits is assessed with each of m measurement
methods. Table 1 gives an example of how the
observed variables and their correlation coefficients
are arranged in the correlation matrix, conventionally
ordering traits within methods. Because the matrix is
symmetric, only entries in its lower half have been
marked. Particular types of correlations are marked
symbolically:

V – validity diagonals, correlations of measures of
the same traits assessed with different methods.

M – monomethod triangles, correlations of measures
of different traits that share the same methods.

H – heterotrait–heteromethod triangles, correlations
of measures of different traits obtained with
different methods.

1 – main diagonal, usually containing unit entries. It
is not uncommon to see the unit values replaced
by reliability estimates.

Campbell and Fiske [6] proposed four qualitative
criteria for evaluating convergent and discriminant
validity by the MTMM matrix.

CF1 (convergent validity): ‘. . .the entries in the
validity diagonal [V] should be significantly
different from zero and sufficiently large . . .’

CF2 (discriminant validity): ‘. . .a validity diagonal
value [V] should be higher than the values
lying in its column and row in the heterotrait-
heteromethod triangles [H].’

CF3 (discriminant validity): ‘. . .a variable correlate
higher with an independent effort to measure the
same trait [V] than with measure designed to get
at different traits which happen to employ the
same method [M].’

CF4 (discriminant validity): ‘. . .the same pattern of
trait interrelationship be shown in all of the
heterotrait triangles of both the monomethod [M]
and heteromethod [H] blocks.’

Depending on which of the criteria were satisfied,
convergent or discriminant validity of assessment
instruments would then be ascertained or rejected.

Confirmatory Factor Analysis Approach
to MTMM

Confirmatory factor analysis (CFA) (see Factor
Analysis: Confirmatory) was proposed as a model-
oriented approach to MTMM matrix analysis by [1],
[11], [12], and [13]. Among the several compet-
ing multivariate models for MTMM matrix analysis
reviewed by [17] and [18], CFA is the only approach
with an appreciable following in the literature.

Under the factor model (see Factor Analysis:
Exploratory), the n × p observed data matrix X
of n observations on p variables arises as a linear
combination of n × k, k < p factor scores, with
factor loading matrix �, and uncorrelated residuals
E. The covariance structure of the observed data is

�x = ���′ + �, (1)

where � is the covariance matrix of the k latent
factors and � the diagonal covariance matrix of
the residuals. There are two prominent models for
MTMM factor analysis: the trait-only model [11,
12] expressing the observed variables in terms of
t correlated trait factors and the trait-method factor
model [1, 12, 13] with t trait and m method factors.
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Table 1 Components of a 3-trait–3-method correlation matrix

Method 1 Method 2 Method 3

Trait 1 Trait 2 Trait 3 Trait 1 Trait 2 Trait 3 Trait 1 Trait 2 Trait 3

Method 1 Trait 1 1
Trait 2 M 1
Trait 3 M M 1

Method 2 Trait 1 V H H 1
Trait 2 H V H M 1
Trait 3 H H V M M 1

Method 3 Trait 1 V H H V H H 1
Trait 2 H V H H V H M 1
Trait 3 H H V H H V M M 1

Confirmatory Factor Analysis – Trait-only
Model

The trait-only model allows one factor per trait.
Trait factors are usually permitted to correlate. For
the nine-variable MTMM matrix shown in Table 1,
assuming the same variable order, the loading matrix
�τ has the following simple structure:

�τ =




λ1,1 0 0
0 λ2,2 0
0 0 λ3,3

λ4,1 0 0
0 λ5,2 0
0 0 λ6,3

λ7,1 0 0
0 λ8,2 0
0 0 λ9,3




. (2)

and the matrix of factor correlations is

�τ =
( 1 φ21 φ31

φ21 1 φ32

φ31 φ32 1

)
. (3)

All zero entries in �τ and the diagonal entries
in �τ are fixed (predetermined) parameters; the
p factor loading parameters λi,j , t (t − 1)/2 factor
correlations, and p uniqueness coefficients in the
diagonal of � are estimated from the data. The
model is identified when three or more methods
are included in the measurement design. For the
special case that all intertrait correlations are nonzero,
model identification requires only two methods (two-
indicator rule [2]).

The worked example uses the MTMM matrix
of Table 2 on the basis of data by Flamer [8],
also published in [9] and [22]. The traits are Atti-
tude toward Discipline in Children (ADC), Attitude
toward Mathematics (AM), and Attitude toward the
Law (AL). The methods are all paper-and-pencil,
differing by response format: dichotomous Likert
(L) scales, Thurstone (Th) scales, and the semantic
differential (SD) technique. Distinctly larger entries
in the validity diagonals (in bold face) and simi-
lar patterns of small off-diagonal correlations in the
monomethod triangles and heterotrait–heteromethod

Table 2 Flamer (1978) attitude data, sample A (N = 105)a

ADC−L AM−L AL−L ADC−Th AM−Th AL−Th ADC−SD AM−SD AL−SD

ADC−L 1.00
AM−L −0.15 1.00
AL−L 0.19 −0.12 1.00

ADC−Th 0.72 −0.11 0.19 1.00
AM−Th −0.01 0.61 −0.03 −0.02 1.00
AL−Th 0.26 −0.04 0.34 0.27 0.01 1.00

ADC−SD 0.42 −0.15 0.21 0.40 0.01 0.34 1.00
AM−SD −0.06 0.72 −0.05 −0.03 0.75 −0.03 0.00 1.00
AL−SD 0.13 −0.12 0.46 0.17 −0.01 0.44 0.33 0.00 1.00

aReproduced with permission from materials held in the University of Minnesota Libraries.



Factor Analysis: Multitrait–Multimethod 3

Table 3 Trait-only factor analysis of the Flamer attitude data

Factor loading matrix �̂τ

Trait factors
Uniqueness

Method Trait ADC AM AL estimates θ̂

ADC 0.85 0.0 0.0 0.28
Likert AM 0.0 0.77 0.0 0.41

AL 0.0 0.0 0.61 0.63

ADC 0.84 0.0 0.0 0.29
Thurstone AM 0.0 0.80 0.0 0.36

AL 0.0 0.0 0.62 0.62

ADC 0.50 0.0 0.0 0.75
Semantic diff AM 0.0 0.95 0.0 0.12

AL 0.0 0.0 0.71 0.50

Factor correlations �̂τ

ADC AM AL

ADC 1.0
AM −0.07 1.0
AL 0.39 −0.05 1.0

χ2 = 23.28 P = 0.503
df = 24 N = 105

blocks suggest some stability of the traits across the
three methods.

The parameter estimates for the trait-only factor
model are shown in Table 3. The solution is admissi-
ble and its low maximum-likelihood χ2-value signals
acceptable statistical model fit. No additional model
terms are called for. This factor model postulates con-
siderable generality of traits across methods, although
the large uniqueness estimates of some of the attitude
measures indicate low factorial validity, limiting their
practical use.

Performance of the trait-only factor model with
other empirical MTMM data is mixed. In Wothke’s
[21] reanalyses of 23 published MTMM matrices,
the model estimates were inadmissible or failed to
converge in 10 cases. Statistically acceptable model
fit was found with only 2 of the 23 data sets.

Confirmatory Factor Analysis – Traits
Plus Methods Model

Measures may not only be correlated because they
reflect the same trait but also because they share
the same assessment method. Several authors [1, 12]

have therefore proposed the less restrictive trait-
method factor model, permitting systematic variation
due to shared methods as well as shared traits.
The factor loading matrix of the expanded model
simply has several columns of method factor loadings
appended to the right, one column for each method:

�τµ =




λ1,1 0 0 λ1,4 0 0
0 λ2,2 0 λ2,4 0 0
0 0 λ3,3 λ3,4 0 0

λ4,1 0 0 0 λ4,5 0
0 λ5,2 0

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

0 λ5,5 0
0 0 λ6,3 0 λ6,5 0

λ7,1 0 0 0 0 λ7,6

0 λ8,2 0 0 0 λ8,6

0 0 λ9,3 0 0 λ9,6




.

(4)

A particularly interesting form of factor correlation
matrix is the block-diagonal model, which implies
independence between trait and method factors:

�τµ =
(

�τ 0
0 �µ

)
. (5)



4 Factor Analysis: Multitrait–Multimethod

In the structured correlation matrix (5), the submatrix
�τ contains the correlations among traits and the sub-
matrix �µ contains the correlations among methods.

While the block-diagonal trait-method model
appeared attractive when first proposed, there has
been growing evidence that its parameterization is
inherently flawed. Inadmissible or unidentified model
solutions are nearly universal with both simulated
and empirical MTMM data [3, 15, 21]. In addition,
identification problems of several aspects of the
trait-method factor model have been demonstrated
formally [10, 14, 16, 20]. For instance, consider
factor loading structures whose nonzero entries are
proportional by rows and columns:

�
(p)
τµ =




λ1 0 0 λ4 0 0
0 δ2 · λ2 0 δ2 · λ4 0 0
0 0 δ3 · λ3 δ3 · λ4 0 0

δ4 · λ1 0 0 0 δ4 · λ5 0
0 δ5 · λ2 0

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

0 δ5 · λ5 0
0 0 δ6 · λ3 0 δ6 · λ5 0

δ7 · λ1 0 0 0 0 δ7 · λ6

0 δ8 · λ2 0 0 0 δ8 · λ6

0 0 δ9 · λ3 0 0 δ9 · λ6




, (6)

where the δi are mt − 1 nonzero scale parameters for
the rows of �

(p)
τµ , with δ1 = 1 fixed and all other δi

estimated, and the λk are a set of m + t nonzero scale
parameters for the columns of �

(p)
τµ , with all λk esti-

mated. Grayson and Marsh [10] proved algebraically
that factor models with loading matrix (6) and fac-
tor correlation structure (5) are unidentified no matter
how many traits and methods are analyzed. Even if
�

(p)
τµ is further constrained by setting all (row) scale

parameters to unity (δi = 1), the factor model will
remain unidentified [20].

Currently, identification conditions for the gen-
eral form of the trait-method model are not com-
pletely known. Identification and admissibility prob-
lems appear to be the rule with empirical MTMM
data, although an identified, admissible, and fit-
ting solution has been reported for one particular
dataset [2]. However, in order to be identified, the
estimated factor loadings must necessarily be differ-
ent from the proportional structure in (6) – a differ-
ence that would complicate the evaluation of trait
validity. Estimation itself can also be difficult: The
usually iterative estimation process often approaches
an intermediate solution of the form (6) and cannot

continue because the matrix of second derivatives of
the fit function becomes rank deficient at that point.
This is a serious practical problem because condi-
tion (6) is so general that it ‘slices’ the identified
solution space into many disjoint subregions so that
the model estimates can become extremely sensitive
to the choice of start values. Kenny and Kashy [14]
noted that ‘. . . estimation problems increase as the
factor loadings become increasingly similar.’

There are several alternative modeling approaches
that the interested reader may want to con-
sult: (a) CFA with alternative factor correlation
structures [19]; (b) CFA with correlated uniqueness
coefficients [4, 14, 15]; (c) covariance components

analysis [22]; and (d) the direct product model [5].
Practical implementation issues for several of these
models are reviewed in [14] and [22].

Conclusion

About thirty years of experience with confirmatory
factor analysis of MTMM data have proven less
than satisfactory. Trait-only factor analysis suffers
from poor fit to most MTMM data, while the block-
diagonal trait-method model is usually troubled by
identification, convergence, or admissibility prob-
lems, or by combinations thereof. In the presence
of method effects, there is no generally accepted
multivariate model to yield summative measures of
convergent and discriminant validity. In the absence
of such a model, ‘(t)here remains the basic eyeball
analysis as in the original article [6]. It is not always
dependable; but it is cheap’ [7].

References

[1] Althauser, R.P. & Heberlein, T.A. (1970). Validity
and the multitrait-multimethod matrix, in Sociological



Factor Analysis: Multitrait–Multimethod 5

Methodology 1970, E.F. Borgatta, ed., Jossey-Bass, San
Francisco.

[2] Bollen, K.A. (1989). Structural Equations with Latent
Variables, Wiley, New York.

[3] Brannick, M.T. & Spector, P.E. (1990). Estimation prob-
lems in the block-diagonal model of the multitrait-
multimethod matrix, Applied Psychological Measure-
ment 14(4), 325–339.

[4] Browne, M.W. (1980). Factor analysis for multi-
ple batteries by maximum likelihood, British Jour-
nal of Mathematical and Statistical Psychology 33,
184–199.

[5] Browne, M.W. (1984). The decomposition of multitrait-
multimethod matrices, British Journal of Mathematical
and Statistical Psychology 37, 1–21.

[6] Campbell, D.T. & Fiske, D.W. (1959). Convergent and
discriminant validation by the multitrait-multimethod
matrix, Psychological Bulletin 56, 81–105.

[7] Fiske, D.W. (1995). Reprise, new themes and steps
forward, in Personality, Research Methods and Theory.
A Festschrift Honoring Donald W. Fiske, P.E. Shrout
& S.T. Fiske, eds, Lawrence Erlbaum Associates,
Hillsdale.

[8] Flamer, S. (1978). The effects of number of scale alterna-
tives and number of items on the multitrait-multimethod
matrix validity of Likert scales, Unpublished Disserta-
tion, University of Minnesota.

[9] Flamer, S. (1983). Assessment of the multitrait-
multimethod matrix validity of Likert scales via
confirmatory factor analysis, Multivariate Behavioral
Research 18, 275–308.

[10] Grayson, D. & Marsh, H.W. (1994). Identification with
deficient rank loading matrices in confirmatory factor
analysis multitrait-multimethod models, Psychometrika
59, 121–134.
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Factor Analysis of
Personality Measures

The technique of factor analysis was developed
about 100 years ago by Charles Spearman [12]
who applied the technique to the observed correla-
tions among measures of mental abilities. Briefly,
factor analysis is a statistical technique that derives
aggregates of variables (typically called ‘factors’)
from the observed relations (typically indexed by
correlations) among those variables. The result of
Spearman’s analysis was the identification of a sin-
gle factor that seemed to underlie observed scores
on a large number of measures of human mental
ability. Subsequently, further applications of factor
analysis to the mental ability domain indicated that
the one factor model was too simple. In particular,
Louis Thurstone suggested seven primary mental
ability factors rather than the single factor claimed
by Spearman. Interestingly, Thurstone’s 1933 Amer-
ican Psychological Association presidential address,
Vectors of the Mind, [13] in which he presented this
alternate view of the structure of mental abilities
focused as much or more on the application of
factor analysis to personality data, and this repre-
sents the first presentation of a major factor analysis
of personality measures. Thurstone, however, later
dropped this line of investigation to focus on men-
tal abilities.

Numerous other personality scientists soon fol-
lowed Thurstone’s initial lead and began using factor
analytic techniques to identify, evaluate, and refine
the major dimensions of personality. The personal-
ity theories and measures of Raymond Cattell and
Hans Eysenck represent two major early applications
and more recently the factor analyses of Jack Dig-
man, Lewis Goldberg, Paul Costa, and Jeff McCrae,
and a host of others have laid the foundation for a
widely used, though not by any means universally
accepted, five-factor structure of personality often
called the Big Five. Today there are a variety of
structural models of personality that are based on fac-
tor analyses. A number of these are summarized in
Table 1.

This table is intended to be illustrative rather
than comprehensive or definitive. There are other
systems, other variants on the systems shown here,

and other scientists who might be listed. More
comprehensive tables can be found in [4, 9, and
10]. Although Table 1 represents only a portion
of the factor analytic models of personality, it is
sufficient to raise the fundamental issue that will be
the focus of this contribution: Why does the same
general analytic strategy (factor analysis) result in
structural models of personality that are so diverse?
In addressing this issue, I will consider the variety of
factor analytic procedures that result from different
subjective decisions about the conduct of a factor
analysis. A more thorough discussion of these issues
can be found in [6] and [7]. These decisions include
(a) the sample of observed items to be factored,
(b) the method of factor extraction, (c) the criteria
for deciding the number of factors to be extracted,
(d) the type of factor rotation if any, and (e) the
naming of the factors. Readers who believe that
science is objective and who believe that the diversity
of results obtained from factor analyses is prima facia
evidence that the technique is unscientific will find
the tone of this contribution decidedly unsympathetic
to that view.

What Personality Variables are to be Included
in a Factor Analysis? The first decision in any
scientific study is what to study. This is an inherently
subjective decision and, at its broadest level, is
the reason that some of us become, say, chemists
and others of us become, say, psychologists. In
the more specific case of studying the structure
of human personality, we must also begin with a
decision of which types of variables are relevant
to personality. Factor analysis, just as any other
statistical technique, can only operate on the data
that are presented. In the case of personality structure
for example, a factor representing Extraversion will
only be found if items that indicate Extraversion
are present in the data: No Extroversion items; no
Extroversion factor. An historical example of the
influence of this decision on the study of personality
structure was Cattell’s elimination of a measure
of intelligence from early versions of the domains
he factored. This marked the point at which a
powerful individual difference variable, intelligence,
disappeared from the study of personality. More
recently, the decision on the part of Big Five theorists
to exclude terms that are purely evaluative such as
‘nice’, or ‘evil’, from the personality domain meant
that no factors representing general evaluation were
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Table 1 Illustration of the major structural models of personality based on factor analysis

Number of factors Representative labels and structure Associated theorists

2 Love-Hate; Dominance-Submission (interpersonal circle) Leary, Wiggins
2 Alpha (A, C, N) Beta (E, O) (Higher order factors of the Big Five) Digman
3 Extroversion, Neuroticism, Psychoticism Eysenck
5 E, A, C, N, O (Big Five; Five-Factor Model) Digman, Goldberg, Costa &

McCrae
7 E, A, C, N, O + Positive and Negative Evaluation Tellegen, Waller, Benet

16 16- PF; 16 Primary factors further grouped into five more global
factorsa

Cattell

Note: E = Extroversion, A = Agreeableness, C = Conscientiousness, N = Neuroticism, O = Openness.
aA complete list of the labels for the 16 PF can be found in [3].

included in the structure of personality. Adding such
items to the domain to be factored resulted, not
surprisingly, in a model called the Big Seven as
shown in Table 1.

Cattell’s decision to exclude intelligence items
or Big Five theorists’ decisions to exclude purely
evaluative items represent different views of what is
meant by personality. It would be difficult to identify
those views as correct or incorrect in any objective
sense, but recognizing these different views can help
clarify the differences in Table 1 and in other fac-
tor analyses of personality domains. The point is
that understanding the results of a factor analysis
of personality measures must begin with a careful
evaluation of the measures that are included (and
excluded) and the rationale behind such inclusion or
exclusion. Probably the most prominent rationale for
selecting variables for a factor analysis in personal-
ity has been the ‘lexical hypothesis’. This hypothesis
roughly states that all of the most important ways
that people differ from each other in personality
will become encoded in the natural language as sin-
gle word person descriptive terms such as ‘friendly’
or ‘dependable’. On the basis of this hypothesis,
one selects words from a list of all possible terms
that describe people culled from a dictionary and
then uses those words as stimuli for which peo-
ple are asked to describe themselves or others on
those terms. Cattell used such a list that was com-
plied by Allport and Odbert [1] in his analyses, and
more recently, the Big Five was based on a simi-
lar and more recent list compiled by Warren Nor-
man [11].

How (and Why) Should Personality Factors be
Extracted? The basic data used in a factor analysis

of personality items are responses (typically ratings
of descriptiveness of the item about one’s self or
possibly another person) from N subjects to k per-
sonality items; for example, ‘talks to strangers’, ‘is
punctual’, or ‘relaxed’. These N × k responses are
then converted into a k × k correlation (or less often
a covariance) matrix, and the k × k matrix is then
factor analyzed to yield a factor matrix showing
the ‘loadings’ of the k variables on the m factors.
Specifically, factor analysis operates on the com-
mon (shared) variance of the variables as measured
by their intercorrelations. The amount of variance
a variable shares with the other variables is called
the variables communality. Factor analysis proceeds
by extracting factors iteratively such that the first
factor accounts for as much of the total common
variance across the items (called the factor’s eigen-
value) as possible, the second factor accounts for
as much of the remaining common variance as pos-
sible and so on. Figure 1 shows a heuristic factor
matrix. The elements of the matrix are the esti-
mated correlations between each variable and each
factor. These correlations are called ‘loadings’. To
the right of the matrix is a column containing the
final communality estimates (usually symbolized as
h2). These are simply the sum of the squared load-
ings for each variable across the m factors and thus
represent the total common variance in each vari-
able that is accounted for by the factors. At the
bottom of the matrix are the eigenvalues of the fac-
tors. These are the sum of the squared loadings for
each factor across the k variables and thus represent
the total amount of variance accounted for by each
factor.

The point at which the correlation matrix is
converted to a factor matrix represents the next
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Figure 1 Heuristic representation of a factor matrix

crucial subjective decision point in the factor analysis.
Although the communalities of the variables can
be calculated from the final factor matrix, these
communalities must be initially estimated for the
factor analysis to proceed and the investigator must
decide how those initial communality values are to
be estimated. The vast majority of factor analyses
are based on one of two possible decisions about
these estimates. In principle, these decisions reflect
the investigators belief about the nature of factors
and the goal of the factor analysis. One reason for
extracting factors from a matrix of correlations is
simply as an aid to interpreting the complex patterns
implied by those correlations. The importance of
this aid can be readily appreciated by anyone who
has tried to discern how groups of variables are
similar and different on the basis of the 4950 unique
correlations available from a set of 100 items, or,
less ambitiously, among the 435 unique correlations
available from a set of 30 items or measures. This
‘orderly simplification’ of a correlation matrix as a
goal of factor analysis has been attributed to Cyril
Burt, among others.

A second reason for extracting factors is perhaps
more profound. This reason is to discover the under-
lying factors that ‘cause’ individuals to respond to
the items in certain ways. This view of factors as
‘causes’, is, of course, more controversial because of
the ‘correlations do not imply causation’ rule. How-
ever, this rule should not blind us to the fact that
relations among variables are caused by something;

it is just that we do not necessarily know what that
cause is on the basis of correlations alone.

The difference between this descriptive and
explanatory view of factor analysis is the foundation
of the two major approaches to factor extraction;
principal component analysis (PC) and principle
axis factor analysis (PF) (see Factor Analysis:
Exploratory). Figure 2 illustrates the difference
between these two approaches using structural model
diagrams. As can be seen in Figures 2(a) and 2(b) the
difference between PC and PF is the direction of the
arrows in the diagram. Conceptually, the direction of
the arrows indicates the descriptive emphasis of PC
analysis and the causal emphasis of PF analysis. In
PC analysis the items together serve to ‘define’ the
component and it serves to summarize the items that
define it. In PF analysis the underlying factor serves
as a cause of why people respond consistently to a set
of items. The similarity of the items, the responses
to which are caused by the factor, is used to label
the cause, which could be biological, conditioned,
or cognitive.

Because correlations are bidirectional, the direc-
tion of the arrows in a path diagram is statisti-
cally arbitrary and both diagrams will be equally
supported by the same correlation matrix. How-
ever, there is a crucial additional difference between
Figures 2(a) and 2(b) that does lead to different
results between PC and PF. This difference is shown
in Figure 1(c), which adds error terms to the item
responses when they are viewed as ‘caused’ by the
factor in PF analysis. The addition of error in PF
analysis recognizes that the response to items is not
perfectly predicted by the underlying factor. That is,
there is some ‘uniqueness’ or ‘error’ in individuals’
responses in addition to the common influence of the
factor. In PC analysis, no error is assigned to the item
responses as they are not viewed as caused by the fac-
tor. It is at this point that the statistical consequence
of these views becomes apparent. In PC analysis, the
initial communality estimates for the item are all fixed
at 1.0 as all of the variance is assumed to be common.
In PF analysis, the initial communality estimates are
generally less than 1.0 (see next paragraph) to reflect
that some of the item variance is unique. The conse-
quence of recognizing that some of the variability in
people’s responses to items is unique to that item is to
reduce the amount of variance that can be ‘explained’
or attributed to the factors. Thus, PF analysis typically
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Figure 2 Path diagram Illustrating the difference between PC and PF

results in factors that account for less variance than
PC analysis.

There is also a computational consequence of
choosing PF over PC analysis. PF analysis is much
more difficult from a computational standpoint than
PC because one needs to estimate the error or unique-
ness of the items before the analysis can proceed.
This is typically done by regressing each item on
all the others in the set to be factored, and using
the resulting R2 as the estimate of the items com-
mon variance (communality) and 1 – R2 as the items
unique variance. Multiple linear regression requires
inverting a correlation matrix, a time consuming,
tedious, and error-prone task. If one were to fac-
tor, say, 100 items one would have to invert 100
matrices. This task would simply be beyond the
skills and temperament of most investigators and as
a consequence the vast majority of historical factor
analyses used the PC approach, which requires no
matrix inversion. Today we have computers, which,
among other things are designed for time consuming,
tedious, and error-prone tasks, so the computational
advantage of PC is no longer of much relevance.
However, the conservative nature of science, which
tends to foster continuity of methods and measures,
has resulted in the vast majority of factor analy-
ses of personality items to continue to be based on
PC, regardless of the (often unstated) view of inves-
tigator about the nature of factors or the goal of
the analysis.

Within the domain of personality it is often
the case that similar factor structures emerge from
the same data regardless of whether PC or PF is
employed, probably because the initial regression-
based communality estimates for personality vari-
ables in PF tend to approach the 1.0 estimates used
by PC analysis. Thus, the decision to use PC or PF
on personality data may be of little practical con-
sequence. However, the implied view of factors as
descriptive or causal by PC or PF respectively still
has important implications for the study of personal-
ity. The causal view of factors must be a disciplined
view to avoid circularity. For example, it is easy to
‘explain’ that a person has responded in an agreeable
manner because they are high on the agreeableness
factor. Without further specifying, and independently
testing, the source of that factor (e.g., genetic, cog-
nitive, environmental), the causal assertion is circu-
lar (‘He is agreeable because he is agreeable’) and
untestable. The PC view avoids this problem by sim-
ply using the factor descriptively without implying
a cause.

However, the ‘merely’ descriptive view of factors
is scientifically less powerful and two of the earliest
and most influential factor analytic models of per-
sonality of Cattell [3] and Eysenck [5] both viewed
factors as casual. Eysenck based his three factors on
a strong biological theory that included the role of
individual differences in brain structure and systems
of biological activation and inhibition as the basis
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of personality, and Eysenck used factor analysis to
evaluate his theory by seeing if factors consistent
with his theory could be derived from personality
ratings. Cattell, on the other hand, did not base his
16 factors on an explicit theory but instead viewed
factor analysis as a tool for empirically discovering
the important and replicable factors that caused per-
sonality. The widely accepted contemporary model
of five factors also has both descriptive and causal
interpretations. The term ‘Five-Factor Model’ used by
Costa and McCrae among others emphasizes a causal
interpretation, whereas the term ‘Big Five’ used
by Goldberg among others emphasizes the descrip-
tive view.

How Many Factors are There? Probably the most
difficult issue in factor analysis is deciding on the
number of factors. Within the domain of personality,
we have seen that the number of factors extracted
is influenced crucially by the decision of how many
and what type of items to factor. However, another
reason that different investigators may report different
numbers of factors is that there is no single criterion
for deciding how many factors are needed or useful
to account for the common variance among a set
of items. The problem is that as one extracts more
factors one necessarily accounts for more common
variance. Indeed in PC analysis one can extract as
many factors are there are items in the data set and
in doing so one can account for all the variance.
Thus, the decision about the number of factors to
extract is ultimately based on the balance between
the statistical goal of accounting for variance and
the substantive goal of simplifying a set of data
into a smaller number of meaningful descriptive
components or underlying causal factors. The term
‘meaningful’ is the source of the inherent subjectivity
in this decision

The most common objective criteria that has been
used to decide on the number of factors is Kaiser’s
‘eigenvalues greater than 1.0’ rule. The logic of
this rule is that, at a minimum, a factor should
account for more common variance than any single
item. On the basis of this logic, it is clear that this
rule only applies to PC analysis where the common
variance of an item is set at 1.0 and indeed Kaiser
proposed this rule for PC analysis. Nonetheless,
one often sees this rule misapplied in PF analyses.
Although there is a statistical objectivity about this
rule, in practice its application often results in factors

that are specific to only one or two items and/or
factors that are substantively difficult to interpret
or name.

One recent development that addresses the num-
ber of factors problem is the use of factor analyses
based on maximum-likelihood criteria. In principle,
this provides a statistical test of the ‘significance’
of the amount of additional variance accounted for
by each additional factor. One then keeps extracting
factors until the additional variance accounted for by
each factor does not significantly increase over the
variance accounted for by the previous factor. How-
ever, it is still often the case that factors that account
for ‘significantly’ more variance do not include large
numbers of items and/or are not particularly meaning-
ful. Thus, the tension between statistical significance
and substantive significance remains, and ultimately
the number of factors reported reflects a subjective
balance between these two criteria.

How Should the Factors be Arranged (Rotated)?
Yet another source of subjectivity in factor analy-
sis results because the initial extraction of factors
does not provide a statistically unique set of fac-
tors. Statistically, factors are extracted to account for
as much variance as possible. However, once a set
of factors is extracted, it turns out that there are
many different combinations of factors and item load-
ings that will account for exactly the same amount
of total variance of each item. From a statistical
standpoint, as long as a group of factors accounts
for the same amount of total variance, there is no
basis for choosing one group over another. Thus,
investigators are free to select whatever arrangements
of factors and item loadings they wish. The term
that is used to describe the rearrangement of fac-
tors among a set of personality items is ‘rotation’,
which comes from the geometric view of factors as
vectors moving (rotating) through a space defined by
items.

There is a generally accepted criterion, called
simple structure, that is used to decide how to
rotate factors. An ideal simple structure is one
where each item correlates 1.0 with one factor
and 0.00 with the other factors. In actual data
this ideal will not be realized, but the goal is
to come as close to this ideal as possible for as
many items as possible. The rationale for simple
structure is simplicity and this rationale holds for
both PC and PF analyses. For PC analysis, simple



6 Factor Analysis of Personality Measures

structure results in a description of the relations
among the variables that is easy to interpret because
there is little item overlap between factors. For PF
analysis the rationale is that scientific explanations
should be as simple as possible. However, there
are several different statistical strategies that can
be used to approximate simple structure and the
decision about which strategy to use is again a
subjective one.

The major distinction between strategies to
achieve simple structure is oblique versus orthogonal
rotation of factors. As the labels imply, oblique
rotation allows the factors to be correlated with
each other whereas orthogonal rotation constrains the
factors to be uncorrelated. Most factor analyses use an
orthogonal rotation based on a specific strategy called
‘Varimax’. Although other orthogonal strategies exist
(e.g., Equimax, Quartimax) the differences among
these in terms of rotational results are usually
slight and one seldom encounters these alternative
orthogonal approaches. Orthogonal approaches to the
rotation of personality factors probably dominate
in the literature because of their computational
simplicity relative to oblique rotations. However, the
issue of computational simplicity is no longer of
much concern with the computer power available
today so the continued preference for orthogonal
rotations may, as with the preference for PC over
PF, be historically rather than scientifically based.

Oblique rotations of personality factors have some
distinct advantages over orthogonal rotations. In gen-
eral these advantages result because oblique rotations
are less constrained than orthogonal ones. That is,
oblique rotations allow the factors to be correlated
with each other, whereas orthogonal rotations force
the factors to be uncorrelated. Thus, in the pursuit
of simple structure, oblique rotations will be more
successful than orthogonal ones because oblique rota-
tions have more flexibility. Oblique rotations can, in
some sense, transfer the complexity of items that are
not simple (load on more than one factor) to the
factors by making the relations among the factors
more complex. Perhaps the best way to appreciate
the advantage of oblique rotations over orthogonal
ones is to note that if the simple structure factors are
orthogonal or nearly so, oblique rotations will leave
the factors essentially uncorrelated and oblique rota-
tions will become identical (or nearly so) to orthog-
onal ones. A second advantage of oblique rotations
of personality factors is that it allows the investigator

to explore higher order factor models–that is fac-
tors of factors. Two of the systems shown in Table 1,
Digman’s Alpha and Beta factors and Cattell’s five
Global Factors for the 16 PF represent such higher
order factor solutions.

Simple structure is generally accepted as a goal
of factor rotation and is the basis for all the spe-
cific rotational strategies available in standard factor
analytic software. However, within the field of per-
sonality there has been some theoretical recognition
that simple structure may not be the most appropriate
way to conceptualize personality. The best historical
example of this view is the interpersonal circle of
Leary, Wiggins, and others [14]. A circular arrange-
ment of items around two orthogonal axes means that
some items must load equally highly on both factors,
which is not simple structure. In the interpersonal cir-
cle, for example, an item such as ‘trusting’ has both
loving and submissive aspects, and so would load
complexly on both the Love-Hate and Dominance-
Submission factors. Likewise, ‘cruel’ has both Dom-
inant and hateful aspects. More recently, a complex
version of the Big Five called the AB5C structure
that explicitly recognizes that many personality items
are blends of more than one factor was introduced
by [8]. In using factor analysis to identify or evalu-
ate circumplex models or any personality models that
explicitly view personality items as blends of factors,
simple structure will not be an appropriate criterion
for arranging the factors.

What Should the Factors be Called? In previous
sections the importance of the meaningfulness and
interpretation of personality factors as a basis for
evaluating the acceptability of a factor solution has
been emphasized. But, of course, the interpretation
and naming of factors is another source of the
inherent subjectivity in the process. This subjectivity
is no different than the subjectivity of all of science
when it comes to interpreting the results – but the
fact that different, but reasonable, scientists will often
disagree about the meaning or implications of the
same data certainly applies to the results of a factor
analysis.

The interpretation problem in factor analysis is
perhaps particularly pronounced because factors, per-
sonality or otherwise, have no objective reality.
Indeed, factors do not result from a factor analysis,
rather the result is a matrix of factor loadings such as
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the one shown in Figure 1. On the basis of the con-
tent of the items and their loadings in the matrix, the
‘nature’ of the factor is inferred. That is, we know
a factor through the variables with which it is corre-
lated. It is because factors do not exist and are not,
therefore, directly observed that we often call them
‘latent’ factors. Latent factors have the same prop-
erties as other latent variables such as ‘depression,’
‘intelligence’, or ‘time’. None of these variables is
observed or measured directly, but rather they are
measured via observations that are correlated with
them such as loss of appetite, vocabulary knowl-
edge, or the movement of the hand on a watch.
A second complication is that in the factor analy-
ses described here there are no statistical tests of
whether a particular loading is significant; instead
different crude standards such as loadings over 0.50
or over 0.30 have been used to decide if an item is
‘on’ a factor. Different investigators can, of course,
decide on different standards, with the result that
factors are identified by different items, even in the
same analysis.

Thus, it should come as no surprise that different
investigators will call the ‘same’ factor by a different
name. Within the domain of the interpersonal circle,
for example, the factors have been called Love and
Hate, or Affiliation and Dominance. Within the Big
Five, various labels have been applied to each factor,
as shown in Table 2. Although there is a degree of
similarity among the labels in each column, there are
clear interpretive differences as well. The implication
of this point is that one should not simply look at
the name or interpretation an investigator applies to
a factor, but also at the factor-loading matrix so
that the basis for the interpretation can be evaluated.
It is not uncommon to see the same label applied
to somewhat different patterns of loadings, or for
different labels to be applied to the same pattern
of loadings.

Some investigators, perhaps out of recognition of
the difficulty and subjectivity of factor naming, have
eschewed applying labels at all and instead refer to
factors by number. Thus, in the literature on the Big
Five, one may see reference to Factors I, II, III, IV,
V. Of course, those investigators know the ‘names’
that are typically applied to the numbered factors
and these are shown in Table 2. Another approach
has been to name the factors with uncommon labels
to try to separate the abstract scientific meaning of
a factor from its everyday interpretation. In particu-
lar, Cattell used this approach with the 16PF, where
he applied labels to his factors such as ‘Parmia’,
‘Premsia’, ‘Autia’, and so on. Of course, transla-
tions of these labels into their everyday equivalents
soon appeared (Parmia is ‘Social Boldness’, Prem-
sia is ‘Sensitivity’, and Autia is ‘Abstractedness’),
but the point can be appreciated, even if not gener-
ally followed.

A Note on Confirmatory Factor Analysis. This
presentation of factor analysis of personality mea-
sures has focused almost exclusively on approaches
to factor analysis that are often referred to as
‘exploratory’ (see Factor Analysis: Exploratory).
This label is somewhat misleading as it implies that
investigators use factor analysis just to ‘see what hap-
pens’. Most investigators are not quite so clueless
and the factor analysis of personality items usually
takes place under circumstances where the investiga-
tor has some specific ideas about what items should
be included in the set to be factored, and hypotheses
about how many factors there are, what items will be
located on the same factor, and even what the factors
will be called. In this sense, the analysis has some
‘confirmatory’ components.

In fact the term ‘exploratory’ refers to the fact that
in these analyses a correlation matrix is submitted
for analyses and the analyses generates the optimal

Table 2 Some of the different names applied to the Big Five personality factors in different systems

Factor I Factor II Factor III Factor IV Factor V

Extroversion Agreeableness Conscientiousness Emotional Stability Openness to
Experience

Surgency Femininity High Ego Control Neuroticism (r) Intellect
Power Love Prudence Adjustment Imagination
Low Ego Control Likeability Work Orientation Anxiety (r) Rebelliousness
Sociability Impulsivity (r)

Note: r = label is reversed relative to the other labels.
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factors and loadings empirically for that sample of
data and without regard to the investigators ideas and
expectations. Thus the investigator’s beliefs do not
guide the analyses and so they are not directly tested.
Indeed, there is no hypothesis testing framework
within exploratory factor analysis and this is why
most decisions associated with this approach to factor
analysis are subjective.

The term confirmatory factor analysis (CFA)
(see Factor Analysis: Confirmatory) is generally
reserved for a particular approach that is based
on structural equation modeling as represented in
programs such as LISREL, EQS, or AMOS (see
Structural Equation Modeling: Software). CFA is
explicitly guided by the investigators beliefs and
hypotheses. Specifically, the investigator indicates the
number of factors, designates the variables that load
on each factor, and indicates if the factors are cor-
related (oblique) or uncorrelated (orthogonal). The
analyses then proceed to generate a hypothetical cor-
relation matrix based on the investigator’s specifica-
tions and this matrix is compared to the empirical
correlation matrix based on the items. Chi-square
goodness-of- fit tests and various modifications of
these as ‘fit indices’ are available for evaluating how
close the hypothesized matrix is to the observed
matrix. In addition, the individual components of the
model such as the loadings of individual variables on
specific factors and proposed correlations among the
factors can be statistically tested. Finally, the incre-
ment in the goodness-of-fit of more complex models
relative to simpler ones can be tested to see if the
greater complexity is warranted.

Clearly, when investigators have some idea about
what type of factor structure should emerge from their
analysis, and investigators nearly always have such an
idea, CFA would seem to be the method of choice.
However, the application of CFA to personality data
has been slow to develop and is not widely used. The
primary reason for this is that CFA does not often
work well with personality data. Specifically, even
when item sets that seem to have a well-established
structure such as those contained in the Big Five
Inventory (BFI-44 [2]) or the Eysenck Personality
Questionnaire (EPQ [5]) are subjected to CFA based
on that structure, the fit of the established structure
to the observed correlations is generally below the
minimum standards of acceptable fit.

The obvious interpretation of this finding is that
factor analyses of personality measures do not lead

to structures that adequately summarize the complex
relations among those measures. This interpretation is
undoubtedly correct. What is not correct is the further
conclusion that structures such as those represented
by five or three or seven factors, or circumplexes,
or whatever are therefore useless or misleading
characterizations of personality.

Factor analyses of personality measures are
intended to simplify the complex observed relations
among personality measures. Thus, it is not surprising
that factor analytic solutions do not summarize
all the variation and covariation among personality
measures. The results of CFA are indicating that
factor analytic models of personality simply do not
capture all the complexity in human personality, but
this is not their purpose. To adequately represent this
complexity items would need to load on a number
of factors (no simple structure); factors would need
to correlate with each other (oblique rotations), and
many small factors representing only one or two
items might be required. Moreover, such structures
might well be specific to a given sample and would
not generalize. The cost of ‘correctly’ modeling
personality would be the loss of the simplicity that
the factor analysis was initially designed to provide.
Certainly the factor analysis of personality measures
is an undertaking where Whitehead’s dictum, ‘Seek
simplicity but distrust it’, applies.

CFA can still be a powerful tool for evaluat-
ing the relations among personality measures. The
point of this discussion is simply that CFA should
not be used to decide if a particular factor ana-
lytic model is ‘correct’; as the model almost cer-
tainly is not correct because it is too simple. Rather,
CFA should be used to compare models of person-
ality by asking if adding more factors or correla-
tions among factors significantly improves the fit
of a model. That is, when the question is changed
from, ‘Is the model correct’?, to ‘Which model is
significantly better’? CFA can be a most appropri-
ate tool. Finally, it is important to note that CFA
also does not address the decision in factor analysis
of personality measures that probably has the most
crucial impact on the results. This is the initial deci-
sion about what variables are to be included in the
analysis.

Summary

Factor analysis of personality measures has resulted
in a wide variety of possible structures of human
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personality. This variety results because personal-
ity psychologists have different theories about what
constitutes the domain of personality and they have
different views about the goals of factor analysis.
In addition, different reasonable criteria exist for
determining the number of factors and for rotat-
ing and naming those factors. Thus, the evalua-
tion of any factor analysis must include not sim-
ply the end result, but all the decisions that were
made on the way to achieving that result. The exis-
tence of many reasonable factor models of human
personality suggests that people are diverse not
only in their personality, but in how they perceive
personality.
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Introduction

Factor analysis is concerned with two problems.
The first problem is concerned with determining a
factor pattern matrix based on either the principal
components analysis or the common factor model.
Factor loadings in the pattern matrix indicate how
highly the observed variables are related to the
principal components or the common factors, both
of which can be thought of as latent variables.
The second problem is concerned with estimating
latent variable scores for each case. Latent variable
scores, commonly referred to as factor scores, are
useful and often necessary. Consider that the number
of observed variables may be large; obtaining the
(typically fewer) factor scores facilitates subsequent
analyses. To cite another example, factor scores – at
least when derived under the common factor model –
are likely to be more reliable than observed scores.
Related to the idea of higher reliability is the belief
that a factor score is a pure, univocal (homogenous)
measure of a latent variable, while an observed score
may be ambiguous because we do not know what
combination of latent variables may be represented
by that observed score.

A number of methods have been proposed for
obtaining factor scores. When these methods are
applied to factors derived under the principal com-
ponents model, the scores are ‘exact’, exact in the
sense that a unique set of factor scores can be found
for the principal components that are supposed to
denote their true population values. It does not matter
whether scores are derived for all n components, or
only for some m(m ≤ n) of them. In contrast, factor
scores are not uniquely determinable for the factors
of the common factor model: An infinite number of
sets of factor scores are possible for any one set of
common factors and thus, their true values must be
estimated. Factor score indeterminacy arises from the
indeterminacy of the common factor model itself.

Principal Component Scores

Factor scores computed for a set of principal com-
ponents – henceforth to be referred to as principal
component scores – are straightforwardly calculated.

As noted above, this is true no matter how many of
the n possible principal components are retained.

In order to describe principal component scores,
we begin with a matrix equation for a single case
in which only m of the principal components have
been retained:

Zn×1 = An×mFm×1, (1)

where Z is an n × 1 column vector of n standardized
observed variables, A is an n × m pattern matrix
of the loadings of n observed variables on the m

principal components, and F is an m × 1 column
vector of m principal component scores. The principal
component scores are given by

Fm×1 = A−1
n×mZn×1

A′Z = A′AF

= (A′A)−1A′Z

= �′
Dn×n

A−1
m×nZn×1, (2)

where λD is an m × m diagonal matrix of m eigenval-
ues. Equation (2) implies that a principal component
score is constructed in the following way. First, each
of the n loadings (symbolized by a) from the principal
component’s column in pattern matrix A is divided
by the eigenvalue (λ) of the principal component
(i.e., a/λ). Second, a/λ is multiplied by the score of
the observed variable z associated with the loading
(i.e., a/λ × z). And then third, the n a/λ × z terms
are summed, constructing the principal component f

from their linear combination:

fk =
n∑

j=1

ajk

λk

× zj , (3)

where ajk is the loading for the j th observed variable
(j = 1, 2, . . . n) on the kth principal component (k =
1, 2, . . .m, m ≤ n), and λk is the eigenvalue of the
kth principal component.

For example, assume we have retained three
principal components from eight observed variables:

A =




.71 .11 .16

.82 .15 .20

.93 .19 .24

.10 .77 .28

.22 .88 .32

.24 .21 .36

.28 .23 .71

.39 .32 .77




(4)
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and the eight observed scores for a person are

z =




.10

.22
−.19
−.25

.09

.23

.15
−.19




. (5)

The three eigenvalues are, respectively, 2.39, 1.64,
and 1.53. The first, second, and third principle
component scores are calculated as

f1 = .04 =
(

.71

2.39
× 10

)
+

(
.82

2.39
× .22

)

+
(

.93

2.39
× −.19

)
+

(
.10

2.39
× −.25

)

+
(

.22

2.39
× .09

)
+

(
.24

2.39
× .23

)

+
(

.28

2.39
× .15

)
+

(
.39

2.39
× −.19

)

f2 = −.05 =
(

.11

1.64
× .10

)
+

(
.15

1.64
× .22

)

+
(

.19

1.64
× −.19

)
+

(
.77

1.64
× −.25

)

+
(

.88

1.64
× .09

)
+

(
.21

1.64
× .23

)

+
(

.23

1.64
× .15

)
+

(
.32

1.64
× −.19

)

f3 = .01 =
(

.16

1.53
× .10

)
+

(
.20

1.53
× .22

)

+
(

.24

1.53
× −.19

)
+

(
.28

1.53
× −.25

)

+
(

.32

1.53
× .09

)
+

(
.36

1.53
× .23

)

+
(

.71

1.53
× .15

)
+

(
.77

1.53
× −.19

)
.

(6)

Component scores can be computed using either
the unrotated pattern matrix or the rotated pattern
matrix; both are of equivalent statistical validity. The
scores obtained using the rotated matrix are simply

rescaled transformations of scores obtained using the
unrotated matrix.

Common Factor Scores

Why are Common Factor Scores Indeterminate?

Scores from the common factor model are estimated
because it is mathematically impossible to determine
a unique set of them – an infinite number of such
sets exist. This results from the underidentification
of the common factor model (see Factor Analy-
sis: Exploratory; Identification). An underidentified
model is a model for which not enough informa-
tion in the data is present to estimate all of the
model’s unknown parameters. In the principal com-
ponents model, identification is achieved by imposing
two restrictions: (a) the first component accounts for
the maximum amount of variance possible, the sec-
ond the next, and so on and so forth, and (b) the
components are uncorrelated with each other. Impos-
ing these two restrictions, the unknown parameters
in the principal components model – the n × m fac-
tor loadings – can be uniquely estimated. Thus, the
principal components model is identified: The n × m

factor laodings to be estimated are ≤ in number to the
n(n + 1)/2 correlations available to estimate them.

In contrast, even with the imposition of the two
restrictions, the common factor model remains under-
identified for the following reason. The model pos-
tulates not only the existence of m common factors
underlying n variables, requiring the specification of
n × m factor loadings (as in the principal components
model), it also postulates the existence of n specific
factors, resulting in a model with (n × m) + n param-
eters to be estimated, greater in number than the
n(n + 1)/2 available to estimate them. As a result,
the n × m factor loadings have an infinite number
of possible values. Logically then, the factor scores
would be expected to have an infinite number of pos-
sible values.

Methods for Estimating Common Factor
Scores

Estimation by Regression

Thomson [9] was the first to suggest that ordinary
least-squares regression methods (see Least Squares
Estimation) can be used to obtain estimates of factor
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scores. The information required to find the regres-
sion weights for the factors on the observed vari-
ables – the correlations among the observed vari-
ables and the correlation between the factors and
observed variables – is available from the factor anal-
ysis. The least-squares criterion is to minimize the
sum of the squared differences between predicted
and true factor scores, which is analogous to the
generic least-squares criterion of minimizing the sum
of the squared differences between predicted and
observed scores.

We express the linear regression of any factor f

on the observed variables z in matrix form for one
case as

F̂1×m = Z1×nBn×m, (7)

where B is a matrix of weights for the regression of
the m factors on the n observed variables, and F̂ is a
row vector of m estimated factor scores.

When the common factors are orthogonal, we use
the following matrix equation to obtain B:

Bn×m = R−1
n×nAn×m, (8)

where R is the matrix of correlations between the
n observed variables. If the common factors are
nonorthogonal, we also require �, the correlation
matrix among the m factors:

Bn×m = R−1
n×nAn×m�m×m. (9)

To illustrate the regression method, we perform
a common factor analysis on a set of six observed
variables, retaining nonorthogonal two factors. We
use data from three cases and define

Z =
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87
−1.00 −0.57 0.57 0.00 0.80 −0.21

1.00 1.15 0.57 0.00 0.32 1.09

]
,

R=




1.00
0.31 1.00
0.48 0.54 1.00
0.69 0.31 0.45 1.00
0.34 0.30 0.26 0.41 1.00
0.37 0.41 0.57 0.39 0.38 1.00


 ,

A=




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34


 ,

�=
[

1.00
0.45 1.00

]
. (10)

On the basis of (9), the regression weights are

B =




1.00
0.31 1.00
0.48 0.54 1.00
0.69 0.31 0.45 1.00
0.34 0.30 0.26 0.41 1.00
0.37 0.41 0.57 0.39 0.38 1.00




−1

×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34




[
1.00
0.45 1.00

]

=




2.05
−0.01 0.48
−0.41 −0.64 1.99
−1.18 −0.01 −0.20 2.11
−0.09 −0.20 0.16 −0.35 1.32
−0.02 −0.14 −0.70 −0.12 −0.33 1.64




×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34




[
1.00
0.45 1.00

]

=




0.65 −0.19
0.33 −0.01
0.33 0.10

−0.29 0.42
0.22 0.54

−0.14 0.01


 (11)

Then, based on (7), the two-factor scores for the
three cases are

F̂ =
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]

×




0.65 −0.19
0.33 −0.01
0.33 0.10

−0.29 0.42
0.22 0.54

−0.14 0.01






4 Factor Score Estimation

=
[ −0.69 −0.72

−0.44 0.68
1.14 0.04

]
(12)

The regression estimates have the following
properties:

1. The multiple correlation between each factor
score and the common factors is maximized.

2. Each factor score estimate f̂ is uncorrelated with
its own residual f − f̂ and the residual of every
other estimate.

3. Even when the common factors are orthogonal,
the estimates f̂ are mutually correlated.

4. Even when the common factors are orthogonal,
the estimate f̂ of one factor can be correlated
with any of the other m − 1 common factors.

5. Factor scores obtained through regression are
biased estimates of their population values.

Depending on one’s point of view as to what
properties factor scores should have, properties 3 and
4 may or may not be problematic. If one believes that
the univocality of a factor is diminished when it is
correlated with another factor, then estimating factor
scores by regression is considered a significantly
flawed procedure. According to this view, univocality
is compromised when variance in the factor is in
part due to the influence of other factors. According
to an alternative view, if in the population factors
are correlated, then their estimated scores should be
as well.

Minimizing Unique Factors

Bartlett [2] proposed a method of factor score esti-
mation in which the least-squares criterion is to
minimize the difference between the predicted and
unique factor scores instead of minimizing the differ-
ence between the predicted and ‘true’ factor scores
that is used in regression estimation. Unlike the
regression method, Bartlett’s method produces a fac-
tor score estimate that only correlates with its own
factor and not with any other factor. However, cor-
relations among the estimated scores of different
factors still remain. In addition, Bartlett estimates,
again unlike regression estimates, are unbiased. This
is because they are maximum likelihood estimates
of the population factor scores: It is assumed that
the unique factor scores are multivariate normally

distributed (see Catalogue of Probability Density
Functions).

Bartlett’s method specifies that for one case

Z1×n = F̂1×mAm×n + V̂1×nUn×n, (13)

where Z is a row vector of n observed variables
scores, F̂ is a column vector of m estimated factor
scores, A is the factor pattern matrix of loadings for
the n observed variables on the m factors, V̂ is a
row vector of n estimated unique scores, and U is a
diagonal matrix of the standard deviations of the n

unique factors. The common factor analysis provides
both A and U.

Recalling that F̂1×m = Z1×nBn×m (1), we obtain
the factor score weight matrix B to estimate the factor
scores in F̂:

Bn×m = U−2
n×nAn×m(A′

m×nU−2
n×nAn×m)−1∴

F̂1×m = Z1×nBn×m

= Z1×nU−2
n×nAn×m(A′

m×nU−2
n×nAn×m)−1.

(14)

U−2 is the inverse of a diagonal matrix of the
variances of the n unique factor scores. Using the
results from (14), we can obtain the unique factor
scores with

V̂1×n = Z1×nU−1
n×n − F̂1×mAm×nU−1

n×n. (15)

For our example of Bartlett’s method, we define U2

as a diagonal matrix of the n unique factor variances,

U2 =




0.41 0.00 0.00 0.00 0.00 0.00
0.00 0.61 0.00 0.00 0.00 0.00
0.00 0.00 0.43 0.00 0.00 0.00
0.00 0.00 0.00 0.39 0.00 0.00
0.00 0.00 0.00 0.00 0.75 0.00
0.00 0.00 0.00 0.00 0.00 0.54


 ,

(16)

and U as a diagonal matrix of the n unique factor
standard deviations,

U =




0.64 0.00 0.00 0.00 0.00 0.00
0.00 0.78 0.00 0.00 0.00 0.00
0.00 0.00 0.66 0.00 0.00 0.00
0.00 0.00 0.00 0.62 0.00 0.00
0.00 0.00 0.00 0.00 0.87 0.00
0.00 0.00 0.00 0.00 0.00 0.73


 .

(17)
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Following (14), the factor score weight matrix is
obtained by

B =




0.41 0.00 0.00 0.00 0.00 0.00
0.00 0.61 0.00 0.00 0.00 0.00
0.00 0.00 0.43 0.00 0.00 0.00
0.00 0.00 0.00 0.39 0.00 0.00
0.00 0.00 0.00 0.00 0.75 0.00
0.00 0.00 0.00 0.00 0.00 0.54




−2

×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34










0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34




′

×




0.41 0.00 0.00 0.00 0.00 0.00
0.00 0.61 0.00 0.00 0.00 0.00
0.00 0.00 0.43 0.00 0.00 0.00
0.00 0.00 0.00 0.39 0.00 0.00
0.00 0.00 0.00 0.00 0.75 0.00
0.00 0.00 0.00 0.00 0.00 0.54




−2

×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34







−1

=




2.44 0.00 0.00 0.00 0.00 0.00
0.00 1.64 0.00 0.00 0.00 0.00
0.00 0.00 2.38 0.00 0.00 0.00
0.00 0.00 0.00 2.63 0.00 0.00
0.00 0.00 0.00 0.00 1.33 0.00
0.00 0.00 0.00 0.00 0.00 1.85




×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34










0.65 0.59 0.59 0.12 0.14 0.24
0.19 0.08 0.17 0.72 0.70 0.34




×




2.44 0.00 0.00 0.00 0.00 0.00
0.00 1.64 0.00 0.00 0.00 0.00
0.00 0.00 2.38 0.00 0.00 0.00
0.00 0.00 0.00 2.63 0.00 0.00
0.00 0.00 0.00 0.00 1.33 0.00
0.00 0.00 0.00 0.00 0.00 1.85




×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34







−1

=




1.59 0.46
0.97 0.13
1.40 0.40
0.31 1.89
0.19 0.93
0.44 0.63




×
[

0.48 −0.23
−0.23 0.52

]

=




0.66 −0.17
0.44 −0.15
0.59 −0.11

−0.28 0.92
−0.12 0.45

0.07 0.23


 . (18)

With B defined as above, the estimated common
factor scores for the three cases are

F̂ =
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]

×




0.66 −0.17
0.44 −0.15
0.59 −0.11

−0.28 0.92
−0.12 0.45

0.07 0.23




=
[ −0.85 −0.49

−0.69 0.45
1.54 0.04

]
, (19)

and from (15), the unique factor scores for the three
cases are
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V̂ =
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]



0.64 0.00 0.00 0.00 0.00 0.00
0.00 0.78 0.00 0.00 0.00 0.00
0.00 0.00 0.66 0.00 0.00 0.00
0.00 0.00 0.00 0.62 0.00 0.00
0.00 0.00 0.00 0.00 0.87 0.00
0.00 0.00 0.00 0.00 0.00 0.73




−1

−
[−0.85 −0.49

−0.69 0.45
1.54 0.04

]



0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34







0.64 0.00 0.00 0.00 0.00 0.00
0.00 0.78 0.00 0.00 0.00 0.00
0.00 0.00 0.66 0.00 0.00 0.00
0.00 0.00 0.00 0.62 0.00 0.00
0.00 0.00 0.00 0.00 0.87 0.00
0.00 0.00 0.00 0.00 0.00 0.73




−1

=
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]



1.56 0.00 0.00 0.00 0.00 0.00
0.00 1.28 0.00 0.00 0.00 0.00
0.00 0.00 1.51 0.00 0.00 0.00
0.00 0.00 0.00 1.61 0.00 0.00
0.00 0.00 0.00 0.00 1.50 0.00
0.00 0.00 0.00 0.00 0.00 1.37




−
[−0.85 −0.49

−0.69 0.45
1.54 0.04

]



0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34







1.56 0.00 0.00 0.00 0.00 0.00
0.00 1.28 0.00 0.00 0.00 0.00
0.00 0.00 1.51 0.00 0.00 0.00
0.00 0.00 0.00 1.61 0.00 0.00
0.00 0.00 0.00 0.00 1.50 0.00
0.00 0.00 0.00 0.00 0.00 1.37




=
[ 0.00 −0.73 −1.74 0.00 −1.29 −1.19

−1.56 −0.73 0.86 0.00 0.92 −0.29
1.56 1.47 0.86 0.00 0.36 1.49

]
−

[ −0.41 −0.42 −0.39 −0.28 −0.40 −0.27
−0.23 −0.28 −0.22 0.15 0.19 −0.01

0.64 0.71 0.60 0.13 0.21 0.28

]

=
[ 0.41 −0.31 −1.39 0.28 −0.89 −0.92

−1.33 −0.44 1.09 −0.15 0.73 −0.27
0.92 0.76 0.28 −0.13 0.16 1.21

]
(20)

Bartlett factor score estimates can always be
distinguished from regression factor score estimates
by examining the variance of the factor scores. While
regression estimates have variances ≤1, Bartlett esti-
mates have variances ≥1 [7]. This can be explained
as follows: The regression estimation procedure
divides the factor score f into two uncorrelated parts,
the regression part f̂ and the residual part f − f̂ .

Thus,
f = f̂ + e, (21)

where
e = f − f̂ . (22)

Since the e are assumed multivariate normally
distributed, the f̂ can further be written as the sum

of the factor score f and a residual ε:

f̂ = f + ε, (23)

where
ε = f̂ − f. (24)

The result is that the variance of f̂ is the sum of
the unit variance of f and the variance of ε, the error
about the true value.

Uncorrelated Scores Minimizing Unique Factors

Anderson and Rubin [1] revised Bartlett’s method
so that factor score estimates are both uncorrelated
the m − 1 with the other factors and are not cor-
related with each other. These two properties result
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from the following matrix equation for the factor
score estimates:

F̂ = Z1×nU−2
n×nAn×m

(A′
m×nU−2

n×n�n×nUn×nAn×m)−1/2, (25)

where � is a matrix of factor correlations.
While resembling (14), (25) is substantially more

complex to solve: The term, A′
m×nU−2

n×n�n×nUn×n

An×m, is raised to a power of −1/2. This power
indicates that the inversion of the symmetric square
root of the matrix product is required. The symmetric
square root of a matrix can be found for any positive
definite symmetric matrix. To illustrate, we define G
as an n × n positive semidefinite symmetric matrix.
The symmetric square root of G, G1/2, must meet the
following condition:

Gn×n = G1/2
n×nG1/2

n×n. (26)

Perhaps the most straightforward method of
obtaining G1/2 is to obtain the spectral decomposition
of G, such that G can be reproduced by a function
of its eigenvalues (λ) and eigenvectors (x):

Gn×n = Xn×n�Dn×n
X′

n×n, (27)

where X is an n × n matrix of eigenvectors and �D

is an n × n diagonal matrix of eigenvalues. It follows
then that

G1/2
n×n = Xn×n�

1/2
Dn×n

X′
n×n. (28)

If we set G1/2 = A′
m×nU−2

n×n�n×nUn×nAn×m, (25)
can now be rewritten as

F̂ = Z1×nU−2
n×nAn×mG−1/2. (29)

To illustrate the Anderson and Rubin method,
we specify

X =
[

0.74 −0.67
0.67 0.74

]
(30)

and

� =
[

23.73 0.00
0.00 1.64

]
. (31)

Then, for A′
m×nU−2

n×n�n×nUn×nAn×m, the spectral
decomposition is

G =
[

0.74 −0.67
0.67 0.74

] [
23.73 0.00

0.00 1.64

]

×
[

0.74 −0.67
0.67 0.74

]′
(32)

and therefore

G1/2 =
[

0.74 −0.67
0.67 0.74

] [
23.73 0.00

0.00 1.64

]1/2

×
[

0.74 −0.67
0.67 0.74

]′

=
[

0.74 −0.67
0.67 0.74

] [
4.87 0.00
0.00 1.28

] [
0.74 −0.67
0.67 0.74

]

=
[

3.26 1.79
1.79 2.89

]
. (33)

Then, from Equation

F̂=
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]

×




0.41 0.00 0.00 0.00 0.00 0.00
0.00 0.61 0.00 0.00 0.00 0.00
0.00 0.00 0.43 0.00 0.00 0.00
0.00 0.00 0.00 0.39 0.00 0.00
0.00 0.00 0.00 0.00 0.75 0.00
0.00 0.00 0.00 0.00 0.00 0.54




−2

×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34




[
3.26 1.79
1.79 2.89

]−1

=
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]

×




2.44 0.00 0.00 0.00 0.00 0.00
0.00 1.64 0.00 0.00 0.00 0.00
0.00 0.00 2.38 0.00 0.00 0.00
0.00 0.00 0.00 2.63 0.00 0.00
0.00 0.00 0.00 0.00 1.33 0.00
0.00 0.00 0.00 0.00 0.00 1.85




×




0.65 0.19
0.59 0.08
0.59 0.17
0.12 0.72
0.14 0.70
0.24 0.34




[
0.46 −0.29

−0.29 0.52

]

=
[ 0.00 −0.57 −1.15 0.00 −1.12 −0.87

−1.00 −0.57 0.57 0.00 0.80 −0.21
1.00 1.15 0.57 0.00 0.32 1.09

]
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×




0.60 −0.21
0.41 −0.21
0.53 −0.19

−0.40 0.90
−0.18 0.43

0.03 0.20


 =

[ −0.67 −0.32
−0.68 0.53

1.35 −0.20

]
. (34)

The unique factor scores are computed as in the
Bartlett method (15). Substituting the results of the
Anderson and Rubin method into (15) yields

V̂=
[ 0.32 −0.40 −1.44 0.19 −1.01 −0.99

−1.34 −0.45 1.07 −0.18 0.68 −0.30
1.03 0.86 0.36 −0.01 0.33 1.31

]

(35)

Conclusion

For convenience, we reproduce the factor scores
estimated by the regression, Bartlett, and Anderson
and Rubin methods:

Regression[ −0.69 −0.72
−0.44 0.68

1.14 0.04

] Bartlett[ −0.85 −0.49
−0.69 0.45

1.54 0.04

]

Anderson-Rubin[ −0.67 −0.32
−0.68 0.53

1.35 −0.20

]
.

The similarity of the factor score estimates com-
puted by the three methods is striking.

This is in part surprising. Empirical studies
have found that although the factor score estimates
obtained from different methods correlate substan-
tially, they often have very different values [8]. So

it would seem that the important issue is not which
of the three estimation methods should be used, but
whether any of them should be used at all due to
factor score indeterminacy, implying that only prin-
cipal component scores should be obtained. Read-
ers seeking additional information on this area of
controversy specifically, and factor scores generally,
should consult, in addition to those references already
cited [3–6, 10].
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Factorial Designs

A factorial design is one in which two or more
treatments (or classifications for variables such as
sex) are investigated simultaneously and, in the ideal
case, all possible combinations of each treatment
(or classification) occur together in the design. In a
one-way design, we might ask whether two differ-
ent drugs lead to a significant difference in aver-
age adjustment scores. In a factorial design, we
might ask whether the two drugs differ in effec-
tiveness and whether the effectiveness of the drugs
changes when each drug is applied under the admin-
istration of four different dosage levels. The first
independent variable is the type of drug (with two
levels) and the second independent variable is the
dosage (with four levels). This design would be
a 2 × 4 factorial ANOVA (see Analysis of Vari-
ance) design.

A major advantage of a factorial design is that
we can evaluate two independent variables in a
single experiment, as illustrated in Table 1. Another
advantage is that we can evaluate the interaction of
the two independent variables.

An Example of a 2 × 4 ANOVA Design

Table 1 presents hypothetical data in which the mean
is presented for adjustment scores under two drugs
and four dosage levels. Each of the eight means
is based on six observations and the error term is
MSE = 4.0. Higher adjustment scores indicate better
adjustment. The level of significance is set at an a
priori level of .01 for each effect in the design. The
means in the margins of Table 1 show the overall
effects of the two independent variables. Testing the
significance of the differences among the overall
means can be done with F tests, as described by
various texts such as [2], [3], or [4].

Taking the two drugs as Factor A, it can be
shown that the overall F test is F(1, 40) = 84.92,

Table 1 Hypothetical data of means for a 2 × 4 design

10 mg 20 mg 30 mg 40 mg Overall

Drug 1 3.0 6.5 7.0 9.0 6.375
Drug 2 1.0 2.0 3.0 4.0 2.5
Overall 2.0 4.25 5.0 6.5 4.4375

p < 0.0001, which is significant at the .01 level.
Thus, the adjustment mean of 6.375 for Drug 1 is
significantly greater than the adjustment mean of 2.5
for Drug 2. The subjects in this experiment are bet-
ter adjusted when treated with Drug 1 than Drug
2. Taking the four dosages as Factor B, it can be
shown that the overall F test is F(3, 40) = 23.67,
p < 0.0001, which is also significant at the 0.01
level. One relatively simple method of evaluating
the four overall means of Factor B would be with
orthogonal contrasts such as orthogonal polynomials
(see Multiple Comparison Procedures). Orthogo-
nal contrasts are described by [2], [3], or [4], and
can be used in testing main effects in a facto-
rial design just as in a one-way ANOVA. For the
four overall means of Factor B, only the linear
trend is significant. There is a significant tendency
for adjustment to increase linearly with increases
in dosage.

The test of the interaction between A and B
in Table 1 can be shown ([2], [3], or [4]) to be
F(3, 40) = 6.92, p = 0.0007, which is also signifi-
cant at a 0.01 level.

Following a significant interaction, many research-
ers prefer to test simple main effects. That is,
they would test the four means separately for Drug
1 and Drug 2. Applying orthogonal polynomials
to the four means under Drug 1 would show a
significant linear trend with F(1, 40) = 84.17, p <

0.0001, but no other significant effect. Applying
orthogonal polynomials to the four means under
Drug 2 would show a linear trend also significant
at the .01 level with F(1, 40) = 7.5, p = 0.0092.
With significant linear increases in adjustment for
both drugs, such testing of simple main effects does
not explain the significant interaction.

It is usually better to evaluate significant inter-
actions with interaction contrasts as described by
Boik [1]. In Table 1, it can be shown that the contrast
identified by the linear trend for the four dosages is
significantly greater under Drug 1 than under Drug
2. That is, the tendency for adjustment to increase
linearly from 10 mg to 40 mg is significantly greater
under Drug 1 than under Drug 2.

The present example illustrates the problem of
testing simple main effects to explain significant
interactions. The opposite problem of possible mis-
leading interpretations of overall main effects in the
presence of significant interactions is illustrated in
Kirk [2, p. 370].
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Family History Versus
Family Study Methods in
Genetics

In family research, a sample of index cases, or
probands, with the disorder of interest is ascertained
and the pattern of morbidity is then investigated in
first degree relatives (parents, offspring, siblings) sec-
ond degree relatives (e.g., uncle, aunts, grandparents),
third degree relatives (e.g., cousins) and perhaps more
distant family members. Familial aggregation is indi-
cated by a significantly higher rate of the disorder
in relatives of the probands than in relatives of a
selected control population, or than in the general
population [2]. It is important to note that a key
issue in this kind of research is making sure indi-
viduals are correctly categorized with regard to their
affected status. Therefore, the sensitivity (proportion
of affected relatives correctly identified as affected)
and specificity (proportion of unaffected relatives cor-
rectly identified as unaffected) of the methods are
important considerations.

The two methods for this kind of research are the
family history method and the family study method.
In the family history method, one or more family
members, usually including the proband, are used as
informants to provide information on the pedigree
structure and which members are affected. This
method offers good specificity, and requires relatively
few resources. It provides information on all family
members, even those who refuse to participate, are
unavailable or are deceased, thus reducing sample
bias. Further, it may be more accurate for certain
types of socially deviant information that people
might be unwilling to admit to in interview for
example, substance abuse.

The primary concern in using the family history
method relates to poor sensitivity. That is, there may
be substantial underreporting of morbidity in family
members. This may be due to some disorders being
masked or unrecognized, such that the informant
is unaware of illness in affected family members.
Also, family members may vary in the quality of
information they provide, for example, mothers of
probands have been shown to be may be better infor-
mants than fathers [4]. There is also evidence that
using more than one informant improves sensitivity.

Another important drawback is that, even if a rela-
tive is identified as having a disorder, it may not be
possible to make a definite diagnosis on the basis of
hearsay. Access to medical case notes (charts) may
help overcome this.

In the family study method, affected status is
determined by direct interview and examination of
all available consenting relatives. Again, this can
be supplemented by examining medical case notes.
The major positive advantage of this kind of study
is its generally superior sensitivity [1], although the
specificity is much the same. It is however, more
expensive and time consuming, and less convenient.
Additionally, sample ascertainment will be incom-
plete due to absent, deceased, or refusing family
members, thus introducing possible sampling bias
because only the most cooperative family members
are seen. The family study method may also have
inferior sensitivity for ‘socially undesirable’ traits
including substance abuse, antisocial behaviour, or
some psychiatric disorders, as individuals may be
unwilling to admit present or past symptoms in a
direct interview.

Whether to use family history or family study
method is an important decision in family research,
due to the implications in terms of resources required
and extent and accuracy of information obtained.
The family history method may be best suited to
exploratory studies and identifying interesting pedi-
grees, while the family study method would be
better for studying interesting pedigrees in depth.
In practice, family studies often include an ele-
ment of the family history too in order to com-
plete the information gaps and avoid a selection
bias [3].

A final caution is that although both of these meth-
ods provide information on the familial clustering of
a disorder, they cannot distinguish between genetic
and shared environmental effects. These issues can
only be addressed by performing twin and/or adop-
tion studies [2].
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Family Study and
Relative Risk

Our goal in the family study is to investigate the
extent to which disorders aggregate in families. We
can take as the starting point ascertainment of a
series of index cases or probands. Preferably, this
should be done in a systematic way, for example,
on the basis of a consecutive series of patients
referred to a particular clinical service or by linking
a register of hospital admissions to a population
register. Alternatively, ascertainment strategies may
be aimed at detecting all the cases of a particular
disorder in a defined population. This can have an
advantage over clinical ascertainment, which may be
biased in favor of probands with more severe forms
of disorder and high levels of comorbidity (multiple
coexisting disorders). However, other biases may
operate in population-based studies. In particular,
there are may be volunteer effects. Individuals who
agreed to participate in studies tend to be better
educated than nonvolunteers and are less likely
to come from socially disadvantaged backgrounds.
Furthermore, probands having severe disorders may
actually be underrepresented because more severely
ill individuals refuse to participate.

Relative risk is often used as a measure of the
extent to which common disorders, which do not
show obvious Mendelian patterns of inheritance, are
familial. In general, the relative risk of a disorder,
disease, death, or other outcome is the proportion of
individuals exposed to the risk factor who are affected
divided by the proportion of affecteds among those
not exposed. More specifically, therefore, the relative
risk for developing a disorder for individuals related
to a proband with that disorder is given by:

Relative risk

=
N of affected relatives of probands÷

N of all relatives of probands
N of affected relatives of controls÷

N of all relatives of controls

= Proportion of probands’ relatives affected

Proportion of controls’ relatives affected
(1)

Here, the controls will typically be individuals
screened for absence of the disease being studied.
However, an alternative which may in practice be

less troublesome to obtain, is a sample of unrelated
subjects drawn from the general population who are
not screened for the disorder, so that relative risk is
estimated as:

Proportion of probands’ relatives affected

Proportion of population sample affected
(2)

This will tend to give a lower estimate of rel-
ative risk because the relatives of healthy controls
will tend to have a lower proportion of affect-
eds than that found in the population as a whole.
The size of the relative risk in familial disorders
tends to increase according to the degree of relat-
edness to the proband, such that first-degree rela-
tives (e.g., offspring, siblings) who have half their
genes shared with the proband tend to have a
higher relative risk than second-degree relatives (e.g.,
nieces/nephews/grandchildren) who share a quarter
of their genes, who in turn have a higher risk than
third-degree relatives (e.g., cousins). The extent to
which relative risk reduces as a function of decreasing
genetic relatedness has been proposed as an indicator
of whether multiple genes contributing to a disease
interact as opposed to behaving additively [3]. How-
ever, it must be emphasized that we cannot infer that a
disorder or trait is necessarily genetically influenced
simply because it is familial. Traits that are almost
certainly influenced by multiple factors, for example,
career choice, may show a very high ‘relative risk’
and can even mimic Mendelian inheritance [1]. To
tease apart the effects of genes and shared family
environmental influences, we need to perform twin
or adoption studies.

An important fundamental issue in family stud-
ies is what measure do we use for the proportion of
relatives affected? The simplest answer is to use the
lifetime prevalence of the disorder. That is, the num-
ber of family members who have ever been affected
divided by the total number. However, a complication
arises because complex disorders tend to have their
first onset over a range of ages, a so-called period
of risk. For adult onset disorders, some family mem-
bers under investigation may not yet have entered
the period of risk; others may have lived through the
entire period without becoming affected, while oth-
ers who are unaffected will still be within the period
of risk. Clearly, only those who remain unaffected
after having passed through the entire risk period can
be classed as definitely unaffected. Therefore, life-
time prevalence underestimates the true lifetime risk
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of the disorder. This problem can be addressed using
an age correction, the most straightforward of which,
originally proposed by Weinberg (the same Weinberg
after whom the Hardy Weinberg equilibrium in pop-
ulation genetics is named) is to calculate a corrected
denominator or bezugsziffer (BZ). The lifetime risk
or morbidity risk (MR) of the disorder can be esti-
mated as the number of affecteds (A) divided by the
BZ, where the BZ is calculated as:

�iwi + A

and where wi is the weight given to the ith unaf-
fected individual on the basis of their current age.
The simplest system of assigning weights, the shorter
Weinberg method, is to give the weight of zero to
those younger than the age of risk, a weight of a
half to those within the age of risk, and weight of
one to those beyond the age of risk. A more accurate
modification devised by Erik Strömgren is to use an
empirical age of onset distribution from a large sep-
arate sample, for example, a national registry of psy-
chiatric disorders, to obtain the cumulative frequency
of disorder over a range of age bands from which
weights can be derived [4]. Unfortunately, national
registry data are often unavailable and an alternative
method is to take the age of onset distribution in the
probands and transform it to a normal distribution, for
example, using a log transform [2]. The log age for
each unaffected relative can be converted to a stan-
dard score and a weight, the proportion of the period
a risk that has been lived through, can be assigned
by reference to the standard normal integral.

Another approach is to carry out life table analy-
sis. The method most often used in family studies is
called the Weinberg morbidity table, but essentially
the method is the same as in the life table analy-
sis performed in other spheres. The distribution of

survival times (or times to becoming ill) is divided
into a number of intervals. For each of these, we can
calculate the number and proportion of subjects who
entered the interval unaffected and the number and
proportion of cases that became affected during that
interval, as well as the number of cases that were lost
to follow-up (because they had died or had otherwise
‘disappeared from view’). On the basis of these num-
bers and proportions, we can calculate the proportion
‘failing’ or becoming ill over a certain time interval
that is usually taken as the entire period of risk. A
further alternative is to use a Kaplan Meier product
limit estimator. This allows us to estimate the survival
function (see Survival Analysis) directly from con-
tinuous survival or failure times instead of classifying
observed survival times into a life table. Effectively,
this means creating a life table in which each time
interval contains exactly one case. It therefore has an
advantage over a life table method in that the results
do not depend on grouping of the data.
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Fechner, Gustav T

Born: April 19, 1801, in Gross Särchen, Germany.
Died: November 18, 1887, in Leipzig, Germany.

October 22 is celebrated as Fechner Day – the
day in 1850 on which he claimed to have had
the insight now known as Fechner’s Law: that is,
that sensation increases as the logarithm of the
stimulus intensity. However, his main contributions
to statistics lie elsewhere.

Gustav Theodor Fechner was the second of five
children of a Lutheran pastor, who died when he
was 5 years old. He went to live with his uncle,
also a pastor, and attended several schools. In 1817,
he enrolled on a medical course at the University of
Leipzig, obtaining his masters degree and title of doc-
tor in 1823. One of his lecturers was E. H. Weber,
after whom Fechner named Weber’s Law. Fechner
stayed on in Leipzig to study physics and mathe-
matics, and earned some money translating French
science textbooks into German. He was appointed a
lecturer in physics in 1824, professor in 1831, and
given the professorial chair in 1834. He published
many important physics papers. Fechner married A.
W. Volkmann’s sister, Clara Maria, in 1833. He
resigned his chair in 1840, because he had become
ill, perhaps through overwork. He had also dam-
aged his eyes, through staring at the sun for his
research on subjective colors. He became reclusive,
and turned his mind to philosophical and religious
problems. In 1851, he published the Zend-Avesta, a
philosophical work about the relation between mind
and matter, which he regarded as two aspects of the
same thing. The appendix to this book contained
his program of psychophysics and a statement of
his law (see [2]). He then undertook measurements
of the Weber fraction to support his own law. He
used his training in physics to develop three psy-
chophysical test methods, and to give mathematical
formulae for his theories. In 1860, he published his
main psychophysical work, the Elemente der Psy-
chophysik [3], only the first volume of which has

been translated [1]. The book influenced contempo-
rary physiologists, who then investigated Weber’s
Law in several senses. Fechner himself turned his
attention to experimental aesthetics, which he stud-
ied from 1865 to 1876. He returned to psychophysics
to answer some criticisms, publishing his Revision in
1882. He was a founder member of the Royal Saxon
Academy of Sciences in 1846.

Fechner was a wide-ranging author, even writ-
ing satirical material under the pseudonym of Dr.
Mises. From the point of view of statisticians, his
main contributions lie in the development of proba-
bilistic test procedures for measuring thresholds and
in the associated mathematics. He used probability
theory in the ‘Method of Right and Wrong Cases’,
applying Gauss’s normal distribution of errors. He
took h, the measure of precision, as an inverse mea-
sure of the differential threshold [h = 1/(σ

√
2)]. He

wrote several papers on statistics, but his impor-
tant unfinished book on the topic, Kollektivmasslehre
[Measuring Collectives] [4], was not published till
10 years after his death. Fechner believed in indeter-
minism, but reconciled this with the laws of nature
through the statistics of probability distributions: dis-
tributions are lawful, while individual phenomena are
not (see [5]). He also argued that some distributions
were asymmetrical, a novel idea at the time. How-
ever, Fechner’s statistics never achieved the lasting
fame of his psychophysical law.

References

[1] Adler, H.T. (1966). Gustav Fechner: Elements of Psy-
chophysics, Vol.1, Translated by, Howes, D.H. & Bor-
ing E.G., eds Holt, Rinehart & Winston, New York.

[2] Fechner, G.T. & Scheerer, E. (1851/1987). Outline of
a new principle of mathematical psychology (1851),
Psychological Research 49, 203–207. Transl.

[3] Fechner, G.T. (1860). Elemente der Psychophysik, Bre-
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Field Experiment

Experimental research studies are used when the
researcher wishes to make causal inferences about
the variables under investigation. Such studies can
be designed to have high internal validity. Because
of the controlled nature of the research, they may
have weak external validity, that is, the results
do not generalize to other individuals or settings.
Sometimes, the experimental studies are criticized for
being laboratory studies where the setting is artificial,
because the subjects know that they are being studied,
the researcher does not behave in a natural manner,
and subjects may react to the researcher in an
unnatural manner when they are not able to forget that
they are participating in an experiment. Such studies
may lack ecological validity, because participants
are observed for what they can do and not what
they would do normally. Other threats to external
validity include volunteer bias, mortality effects, and
a limited population. Finally, the results of laboratory
experiments may be so limited that they can be found
only by exact replication of the design.

If the above limitations to the laboratory study
are of concern to the researcher and external valid-
ity is desired, then the study may be performed in the
real world or a natural setting and includes the proce-
dures of an experiment, that is, random assignment of
participants to treatments or conditions, manipulated
levels of the independent variable, control of extrane-
ous variables, and reliable and valid measurement of
the dependent variable. Such research investigations
are called (randomized) field experiments.

As an example of a field study, consider the ran-
domized experiment of Comer’s School Development
Program conducted in 23 middle schools in Prince
George’s County, Maryland [4]. The study was con-
ducted over 4 years with 23 middle schools of which
21 were matched on the basis of racial composition
and achievement test scores for 2 years prior to the
study. These schools were assigned randomly to pro-
gram or comparison status using a coin toss. The two
additional schools were pilot program sites for a year
before the study began. They were included as pro-
gram schools, because no difference was found when
these two schools were included or excluded from the
analyses with the other 21 schools, which resulted
in 13 experimental schools and 10 control schools.
Repeated measurements were made with more that

12,300 students and 2000 staff, 1000 parents were
surveyed, and schools records were accessed in the
study. The middle-school program in Prince George’s
County is a 2-year one, which resulted in three
cohorts of students. Even with the initial matching
of schools on racial composition and achievement
test scores, data were adjusted on the basis of three
school-level covariates: the average socioeconomic
status of students, their average elementary school
California Achievement Test, and school size. The
covariate adjustments served to reduce the error and
not to correct initial bias, given the random assign-
ment employed at the beginning of the study.

This study incorporated the elements of an experi-
ment that resulted in internal validity, with its random
assignment of Comer’s School Development Program
to schools, controlled extraneous variables by the
matching of schools and the adjustments based on
covariates, and measured the dependent variables in
a reliable, sensitive, and powerful manner. Data were
analyzed using multiple linear regression, school-
level multivariate analysis of variance, school-level
analysis of variance, and correlational analyses (see
Correlation Studies). When results were statistically
significant, magnitude of the effect was obtained.
Because Cook et al. [4] conducted a field experiment,
they were able to conclude that their findings apply
to common, realistic situations and actually reflect
natural behaviors.

Two examples of field experiments that employed
selection are Tennessee’s Project STAR, which
involved an investigation into reduction in class
size [8], and the Milwaukee Parental Choice Program
that tested the use of school vouchers with a random
selection of participants when there were more
applicants to a particular school and grade than could
be accommodated [9]. In the 1985–1986 school
year, Project STAR included 128 small classes (of
approximately 1900 students), 101 regular classes (of
approximately 2300 students), and 99 regular classes
with teacher aides (of approximately 2200 students).
Details regarding the political and institutional origins
of the randomized controlled trial on elementary-
school class-size design can be found in Ritter and
Boruch [8].

Not all field experiments involve such large num-
bers. Fuchs, Fuchs, Karns, Hamlett, and Katzaroff [5]
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examined the effects of classroom-based perfor-
mance-assessment-driven instruction using 16 teach-
ers who were assigned randomly to performance-
assessment and nonperformance-assessment condi-
tions. All of the teachers had volunteered to par-
ticipate. Neither the teachers nor their classes were
matched, but Fuchs et al. used inferential statistics to
indicate that the teachers in the two conditions were
comparable on demographic variables of years of
teaching, class size, ethnicity, and educational level.
Teachers completed a demographic information form
reporting on information about each student in the
class. Results of statistical tests revealed that the
groups were comparable. Although the researchers
were not able to control extraneous variables, they
tested to assess whether extraneous variables could
affect the outcome of the research.

Field experiments can be conducted with the gen-
eral public and with selected groups. Each of these
two types of studies with the general public has cer-
tain limitations. Field experiments that are conducted
in an unrestricted public area in order to generalize
to the typical citizen generally are studying social
behaviors. Such investigations if conducted as labo-
ratory experiments would reduce the reliability and
validity of the results. The experiments with the gen-
eral public generally are carried out in one of two
ways: individuals can be targeted and their responses
observed to a condition of an environmental inde-
pendent variable or the researcher or a confederate
creates a condition by approaching the public and
exhibiting a behavior to elicit a response. Some of
the limitations of field studies with the public are
that the situations are contrived, external validity is
limited to situations similar to those in the study, and
random selection is not possible in that the sample is
a convenient one depending on the individuals who
are present in the location at the time of the study.
Albas and Albas [1] studied personal-space behavior
while conducting a fictitious poll by measuring how
far the participant would stop from the pollster. They
manipulated the factors of the meeting occurring in
the safety of a shopping mall versus a less safe city
park and of whether the pollster made eye contact or
did not because of wearing dark glasses.

The other approach to field experiments involves
studying a specific group of participants that exists
already. Some examples would be studying young
children at a day-care center or elderly individuals
at a senior center. Sometimes the researcher is not

able to disguise the study, especially if the researcher
must provide instructions; other times the researcher
is able to act unobtrusively. For example, if there is a
one-way mirror at the day-care center, the researcher
may be able to view the behavior of the children
without their knowing that they are being observed.
If teachers or supervisors will be serving as the
researcher, they should be given explicit training, and
the researcher should use a double-blind procedure.
A double-blind procedure was used in the 1954 field
trial of the Salk poliomyelitis vaccine. Both the child
getting the treatment and the physician who gave
the vaccine and evaluated the outcome were kept in
ignorance of the treatment given [7].

Several references that can be consulted for addi-
tional details regarding field experiments are [2], [3],
and [10]. Kerlinger [6], in his second edition, has
a detailed discussion with examples of field exper-
iments and field studies (see Quasi-experimental
Designs).
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Finite Mixture
Distributions

Early in the 1890s, Professor W.R. Weldon consulted
statistician Karl Pearson about a set of measure-
ments on the ratio of forehead to body length for 1000
crabs. A plot of the data (see Figure 1) showed that
they were skewed to the right. Weldon suggested that
the reason for this skewness might be that the sam-
ple contained representatives of two types of crabs,
but, when the data were collected, they had not been
labeled as such. This led Pearson to propose that the
distribution of the measurements might be modeled
by a weighted sum of two normal distributions (see
Catalogue of Probability Density Functions), with
the two weights being the proportions of the crabs
of each type. This appears to be the first applica-
tion of what is now generally termed a finite mixture
distribution.

In mathematical terms, Pearson’s suggestion that
the distribution for the measurements on the crabs
was of the form

f (x) = pN(x, µ1, σ1) + (1 − p)N(x; µ2, σ2) (1)

where p is the proportion of a type of crab for which
the ratio of forehead to body length has mean µ1 and
standard deviation σ1, and (1 − p) is the proportion
of a type of crab for which the corresponding values
are µ2 and σ2. In equation (1)

N(x; µi, σi) = 1√
2πσi

exp

[
− 1

2σ 2
i

(x − µi)
2

]
(2)

The distribution in (1) will be bimodal if the
two component distributions are widely separated or
will simply display a degree of skewness when the
separation of the components is not so great.

To fit the distribution in (1) to a set of data, its
five parameters, p, µ1, σ1, µ2, σ2 have to be esti-
mated from the data. Pearson, in his classic 1894
paper [10], devised a method that required the solu-
tion of a ninth-degree polynomial, a task (at the time)
so computationally demanding that it lead Pearson
to state

‘the analytic difficulties, even for a mixture of two
components are so considerable that it may be

questioned whether the general theory could ever be
applied in practice to any numerical case’.

But Pearson did manage the heroic task of finding
a solution, and his fitted two-component normal
distribution is shown in Figure 1, along with the
solution given by maximum likelihood estimation
(see later), and also the fit given by a single normal
distribution.

Estimating the Parameters in Finite
Mixture Distributions

Pearson’s original estimation procedure for the five
parameters in (1) was based on the method of
moments, but is now only really of historical inter-
est (see Estimation). Nowadays, the parameters of
a simple finite mixture model such as (1) or more
complex examples with more than two components,
or other than univariate normal components, would
generally be estimated using a maximum likelihood
approach, often involving the EM algorithm. Details
are given in [4, 9, and 12].

In some applications of finite mixture distribu-
tions, the number of components distributions in the
mixture is known a priori (this was the case for
the crab data where two types of crabs were known
to exist in the region from which the data were
collected). But, finite mixture distributions can also
used be used as the basis of a cluster analysis of
data (see Hierarchical Clustering; k -means Analy-
sis), with each component of the mixture assumed to
describe the distribution of the measurement (or mea-
surements) in a particular cluster, and the maximum
value of the estimated posterior probabilities of an
observation being in a particular cluster being used
to determine cluster membership (see [4]). In such
applications, the number of components of the mix-
ture (i.e., the number of clusters in the data) will be
unknown and therefore will also need to be estimated
in some way. This difficult problem is considered
in [4 and 9] and see Number of Clusters.

Some Examples of the Application
of Finite Mixture Distributions

A sex difference in the age of onset of schizophrenia
was noted in [6]. Subsequently, it has been found to
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be one of the most consistent findings in the epi-
demiology of the disorder. Levine [7], for example,
collated the results of 7 studies on the age of onset of
the illness, and 13 studies on age at first admissions,
and showed that all these studies were consistent in
reporting an earlier onset of schizophrenia in men
than in women. Levine suggested two competing
models to explain these data:

The timing model states that schizophrenia is
essentially the same disorder in the two sexes,
but has an early onset in men and a late onset
in women . . . In contrast with the timing model,
the subtype model posits two types of schizophre-
nia. One is characterized by early onset, typical
symptoms, and poor premorbid competence, and the
other by late onset, atypical symptoms, and good
premorbid competence . . . the early onset typical
schizophrenia is largely a disorder of men, and late
onset, atypical schizophrenia is largely a disorder
in women.

The subtype model implies that the age of onset
distribution for both male and female schizophrenics

will be a mixture, with the mixing proportion for
early onset schizophrenia being larger for men than
for women. To investigate this model, finite mixture
distributions with normal components were fitted to
age of onset (determined as age on first admission)
of 99 female and 152 male schizophrenics using
maximum likelihood. The data are shown in Table 1
and the results in Table 2. Confidence intervals
were obtained by using the bootstrap (see [2] and
Bootstrap Inference). The bootstrap distributions for
each parameter for the data on women are shown in
Figure 2.

Histograms of the data showing both the fitted
two-component mixture distribution and a single
normal fit are shown in Figure 3.

For both sets of data, the likelihood ratio test
for number of groups (see [8, 9], and Maximum
Likelihood Estimation) provides strong evidence
that a two-component mixture provides a better fit
than a single normal, although it is difficult to draw
convincing conclusions about the proposed subtype
model of schizophrenia because of the very wide
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Table 1 Age of onset of schizophrenia (years)

(1) Women

20 30 21 23 30 25 13 19 16 25 20 25 27 43 6 21 15 26 23 21 23 23

34 14 17 18 21 16 35 32 48 53 51 48 29 25 44 23 36 58 28 51 40 43

21 48 17 23 28 44 28 21 31 22 56 60 15 21 30 26 28 23 21 20 43 39

40 26 50 17 17 23 44 30 35 20 41 18 39 27 28 30 34 33 30 29 46 36

58 28 30 28 37 31 29 32 48 49 30

(2) Men

21 18 23 21 27 24 20 12 15 19 21 22 19 24 9 19 18 17 23 17 23 19

37 26 22 24 19 22 19 16 16 18 16 33 22 23 10 14 15 20 11 25 9 22

25 20 19 22 23 24 29 24 22 26 20 25 17 25 28 22 22 23 35 16 29 33

15 29 20 29 24 39 10 20 23 15 18 20 21 30 21 18 19 15 19 18 25 17

15 42 27 18 43 20 17 21 5 27 25 18 24 33 32 29 34 20 21 31 22 15

27 26 23 47 17 21 16 21 19 31 34 23 23 20 21 18 26 30 17 21 19 22

52 19 24 19 19 33 32 29 58 39 42 32 32 46 38 44 35 45 41 31

Table 2 Age of onset of schizophrenia results of fitting
finite mixture densities

(1) Women

Parameter
Initial
value

Final
value

Bootstrap
95% CI*

p 0.5 0.74 (0.19, 0.83)
µ1 25 24.80 (21.72, 27.51)
σ 2

1 10 42.75 (27.92, 85.31)
µ2 50 46.45 (34.70, 50.50)
σ 2

2 10 49.90 (18.45, 132.40)

(2) Men

Parameter
Initial
value

Final
value

Bootstrap
95% CIa

p 0.5 0.51 (0.24, 0.77)
µ1 25 20.25 (19.05, 22.06)
σ 2

1 10 9.42 (3.43, 36.70)
µ2 50 27.76 (23.48, 34.67)
σ 2

2 10 112.24 (46.00, 176.39)

aNumber of bootstrap samples used was 250.

confidence intervals for the parameters. Far larger
sample sizes are required to get accurate estimates
than those used here.

Identifying Activated Brain Regions

In [3], an experiment is reported in which func-
tional magnetic resonance imaging (fMRI) data were
collected from a healthy male volunteer during a
visual stimulation procedure. A measure of the exper-
imentally determined signal at each voxel in the
image was calculated, as described in [1]. Under
the null hypothesis of no experimentally determined
signal change (no activation), the derived statistic has
a chi-square distribution with two degrees of free-
dom (see Catalogue of Probability Density Func-
tions). Under the presence of an experimental effect
(activation), however, the statistic has a noncentral
chi-squared distribution (see [3]). Consequently, it
follows that the distribution of the statistic over all
voxels in an image, both activated and nonactivated,
can be modeled by a mixture of those two compo-
nent densities (for details, again see [3]). Once the
parameters of the assumed mixture distribution have
been estimated, so can the probability of each voxel
in the image being activated or nonactivated. For
the visual simulation data, voxels were classified as
‘activated’ if their posterior probability of activation
was greater than 0.5 and ‘nonactivated’ otherwise.
Figure 4 shows the ‘mixture model activation map’
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of the visual simulation data for selected slices of the
brain (activated voxels indicated).

Finite mixture models are now widely used in
many disciplines. In psychology, for example, latent
class analysis, essentially a finite mixture with mul-
tivariate Bernoulli components (see Catalogue of
Probability Density Functions), is often used as a
categorical data analogue of factor analysis. And,
in medicine, mixture models have been successful
in analyzing survival times (see [9] and Survival
Analysis). Many other applications of finite mix-
ture distributions are described in the comprehensive
account of finite mixture distributions given in [9].

Software for Fitting Finite Mixture
Distributions

The following sites provide information on software
for mixture modeling:

NORMIX was the first program for clustering
data that consists of mixtures of multivariate Normal
distributions. The program was originally written
John H. Wolfe in the 1960s [13]. A version that runs
under MSDOS-Windows is available as freeware at
http://alumni.caltech.edu/∼wolfe/
normix.htm.

Geoff McLachlan and colleagues have developed
the EMMIX algorithm for the automatic fitting and
testing of normal mixtures for multivariate data (see
http://www.maths.uq.edu.au/∼gjm/).

A further program is that developed by Jorgensen
and Hunt [5] and the source code is available from
Murray Jorgensen’s website (http://www.stats.
waikato.ac.nz/Staff/maj.html).
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Figure 4 Mixture model activation map of visual simulation data. Each slice of data (Z) is displayed in the standard
anatomical space described in [11]
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Fisher, Sir Ronald Aylmer

Born: February 17, 1890, in London, England.
Died: July 29, 1962, in Adelaide, Australia.

In Cambridge, in the late 1920s, a group of University
dons and their wives and guests sat for afternoon tea.
One woman asserted that the taste of tea depended
on whether the milk was added to the cup before or
after the tea. While the academics put the proposi-
tion down as sheer nonsense, a short, bearded man
by the name of Ronald Fisher set about putting it
to the test. This tale and its implications for statis-
tics and experimentation are well documented (see
[2, 3, 8]); however, it unveils much about Fisher
as a person. He was a man fascinated by discov-
ery and science. As well as being ‘perhaps the most
original mathematical scientist of the (last) century’
(Efron, in [9, p. 483], he published widely on genet-
ics, biology (notably inbreeding), and medicine (the
links between smoking and cancer). Even within the
domain of statistics, his interests were wide: Barnard
[1, p. 162] concluded that ‘apart from the work done
on multivariate problems . . . Fisher left little here for
others to do’. For many, Fisher laid the foundations
of modern statistics [1, 11].

Fisher was born in London in 1890, and after
an education at Harrow public school, studied math-
ematics at Caius College, Cambridge, from where
he graduated with the prestigious title of a Wran-
gler (the highest honor in mathematics) in 1912.
He stayed at Cambridge to study physics follow-
ing which he had a succession of jobs (the Mer-
centile and General investment Company, a farm
in Canada, and a school teacher) before taking up
a post at the Rothamsted Experimental Station in
1919. Although Fisher published several key papers
during his time as a school teacher (including that
on the distributional properties of the correlation
coefficient), it was at Rothamsted that he produced
his famous series of ‘Studies in Crop Variation’ in
which he developed the analysis of variance and
analysis of covariance and explored the importance
of randomization in experimentation. In 1933, he
became the Galton Professor of Eugenics at Uni-
versity College, London following Karl Pearson’s
retirement; then in 1943 he became the Arthur Bal-
four Professor of Genetics at Cambridge University.

He retired in 1957, and in 1959 settled in Ade-
laide, Australia. His honors include being elected
Fellow of the Royal Society (1929), the Royal Medal
(1938), the Darwin Medal (1948), the Copley Medal
(1955), and a knighthood (1952) (see [4] for an exten-
sive biography).

Savage [9] suggests that it would be easier to
list the areas of statistics to which Fisher took no
interest, and this is evidenced by the breadth of
his contributions. Savage [9] and Barnard [1] pro-
vide thorough reviews of Fisher’s contributions to
statistics, but his most well known are in the develop-
ment of (1) sampling theory and significance testing;
(2) estimation theory (he developed maximum like-
lihood estimation); and (3) multivariate techniques
such as Fisher’s discriminant function analysis. In
addition, through his development of experimental
designs and their analysis, and his understanding of
the importance of randomization, he provided a scien-
tific community dominated by idiosyncratic method-
ological practices with arguably the first blueprint of
how to conduct research [8].

Although some have noted the similarities bet-
ween aspects of Fisher’s work and his predecessor’s
(for example, Stigler, [10], notes similarities with
Francis Edgeworth’s work on analysis of two-way
classifications and maximum likelihood estimators),
Fisher’s contributions invariably went well beyond
those earlier sources (see [9]). His real talent was in
his intuition for statistics and geometry that allowed
him to ‘see’ answers, which he regarded as obvious,
without the need for mathematical proofs (although
invariably the proofs, when others did them, sup-
ported his claims). This is not to say that Fisher was
not a prodigious mathematician (he was); however, it
did mean that, even when connected to other’s ear-
lier work, his contributions had greater clarity and
theoretical and applied insight [5].

Much is made of Fisher’s prickly temperament and
the public disagreements he had with Karl Pearson
and Jerzy Neyman. His interactions with Pearson
got off on the wrong foot when Pearson published
Fisher’s paper on the distribution of Galton’s cor-
relation coefficient but added an editorial, which,
to the casual reader, belittled Fisher’s work. The
footing became more unstable when two years later
Pearson’s group published extensive tables of this
distribution without consulting Fisher [5]. Their rela-
tionship remained antagonistic with Fisher publish-
ing ‘improvements’ on Pearson’s ideas, and Pearson
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referring in his own journal to apparent errors made
by Fisher [8]. With Neyman, the rift developed
from a now infamous paper delivered by Neyman
to the Royal Statistical Society that openly criticized
Fisher’s work [7]. Such was their antagonism that
Neyman openly attacked Fisher’s factorial designs
and ideas on randomization in lectures while they
both worked at University College, London. The two
feuding groups even took afternoon tea (a common
practice in the British academic community of the
time) in the same room but at different times [6].
However, these accounts portray a one-sided view of
all concerned, and it seems fitting to end with Irwin’s
(who worked with both K. Pearson and Fisher) obser-
vation that ‘Fisher was always a wonderful conver-
sationalist and a good companion. His manners were
informal . . . and he was friendliness itself to his staff
and any visitors’ ([5, p. 160]).
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Fisherian Tradition in
Behavioral Genetics

R.A. Fisher was a major figure in both mathemat-
ics and biology: besides his major contribution to
statistics he was greatly respected by other math-
ematicians. Through his applications of statistical
theory to biology, Fisher achieved the integration
of genetics1 with evolution, which was the key-
stone of the evolutionary synthesis [15]. For three
decades after the rediscovery in 1901 of the work
of Mendel, enthusiastic supporters had felt that
‘Mendelism’ invalidated Darwin’s adoption of nat-
ural selection as the main mechanism of evolution.
This was overthrown by Fisher’s demonstration that,
on the contrary, Mendelian genetics provides both
the source of appropriate variation on which selec-
tion can act, and the means for conserving and
accumulating these favorable variations in the pop-
ulation.

Since the synthesis, most biologists, behavior sci-
entists, in particular, have been more Darwinian than
Darwin. Though modern geneticists are busy with
postgenomic opportunities2 to discover how specific
genes actually exert their effects upon development
and metabolism, and often take evolution for granted
as a purely historical explanation, the logic of selec-
tion at the level of the gene offers important insights
into such phenomena as genomic imprinting [19] and
aging [4]. However, it is in the field of behavior that
the pioneering work of Fisher has facilitated major
advances in understanding. It has provided the heady
theoretical underpinning of sociobiology [21] and its
more politically correct descendant, evolutionary psy-
chology [3]. Fisher’s contribution to the sister science
of behavior genetics per se3 [18] was in quantitative
genetics, particularly in the part played by estimating
degrees of relatedness [12].

Fisher [13] powerfully analyzed the logical dif-
ficulties inherent for Darwin in his acceptance of
blending inheritance. This assumed that the off-
spring of any novel variant would be more nearly
a fusion of the variant and the other parent of
normal type, with the problem that after a very
few generations all trace of that variation would
be lost. In such a situation, natural selection could
not take hold. Darwin noted [6] that variation was
greater in domesticated species, and thought this must

be due to novel environmental effects in captivity,
though the undiminished variance of ancient domes-
tic breeds implied the implausible requirement of
a long history of continuously new environmental
factors. He knew, of course, through his study of
artificial selection, that dramatic transformation anal-
ogous to natural evolution could be produced in these
varying domestic animals. Wild populations would
only match this, and be especially subject to natu-
ral selection, in situations where they had entered
markedly novel environments, or big changes had
come about having similar effects to those of the envi-
ronments of domestication. This rather went against
Darwin’s conviction that evolution occurred through
the very gradual and continuous accumulation of
tiny changes.

The particulate theory of Mendelism explains how
novelties, however they may arise initially, are not
lost in the population, but appear perennially (unless
natural selection takes a hand). The Hardy–Weinberg
equation was used (but not referenced) by Fisher [13]
to clarify this point. If two alternative alleles exist,
one with a frequency of p in the gene pool, and
the other with the complementary frequency of q

(where p + q = 1), then the three genotypes resultant
from random matings of individuals carrying these
alleles in a large population will inexorably be in
the ratios corresponding to the three terms of the
equation:

p2 + 2pq + q2

with p2 as the frequency of the homozygote for p,
pq for the heterozygote, and q2 for the homozygote
for q.

Against this understood background, even slight
selective advantages will produce gradual directional
shifts, the ‘tiny wedges’ beloved of Darwin. The
flamboyant variance of domestic species can be
accounted for by the higher chances of survival of
mutations that would be much less readily weeded
out than in a natural population, together with their
often positive promotion by artificial selection (like
the ‘appealing’ features of many rather monstrous
breeds of dogs, for example).

As for the notion, supported by De Vries, Bateson,
and the mutationist Mendelians, that mutation could
somehow drive evolution, Fisher lists the possible
hypothetical mechanisms through which this might
operate, for which no evidence exists, and most of
which are inherently implausible. Even Weissman’s
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notion that once mutations in a certain direction
occurred, it was more likely that further ones in
the same direction would follow, is shown to be
redundant (and incorrect).

Fisher was fond of comments such as ‘Natural
selection is a mechanism for generating an exceed-
ingly high degree of improbability’ [11]. Now the
idea of evolution being due to natural selection act-
ing on mutations occurring by chance was repel-
lent to many critics from the publication of Dar-
win’s Origin of Species [5]. Fisher explained, how-
ever, that this did not resemble an extraordinary
run of good luck such as every client of a casino
wishes he might enjoy, but the inexorable work-
ings of the laws of chance over a longer sample
upon which the profitability of such establishments
depends. Just as Mendel had been influenced by the
physicist von Ettinghausen to apply combinatorial
algebra to his breeding experiments, so a postdoc-
toral year at Cambridge with James Jeans4 (after
his Mathematics degree there) enthused Fisher with
Maxwell’s statistical theory of gases, Boltzmann’s
statistical thermodynamics, and quantum mechanics.
He looked for an integration in the new physics of
the novelty generation of biological evolution and
the converse principle of entropy in nonliving sys-
tems [10].

Alongside these adjustments to post-Newtonian
science, transcending the Newtonian scientific world
view of Darwin, Fisher was in a sense the grandson
of Darwin (see [10]), for he was much influenced
by two of Charles’s sons, Horace, and particularly
Leonard. This must have been very exciting to a
young middle-class man who might just as well
have taken a scholarship in biology at Cambridge,
and took as the last of his many school prizes
the complete set of Darwin’s books which he read
and reread throughout his life, and with Leonard
in particular he interchanged many ideas and was
strongly encouraged by him. Now both these sons of
such a renowned father and from such a prominent
family were involved in the eugenics movement to
which Fisher heartily subscribed5. There is a lot of
this in the second half of his The Genetical Theory
of Natural Selection. It is not clear how the logical
Fisher reconciled his attachment to Nietzsche’s ideas
of superior people who should endeavor to generate
lots of offspring and be placed ‘beyond good or
evil,’ with his stalwart adherence to Anglicanism6,
but he certainly practiced what he preached by in

due course fathering eight children on his 17-year-old
bride. There is inflammable material here for those
whose opposition to sociobiology and evolutionary
psychology is colored by their political sensitivity to
the dangerous beasts of Nazism and fascism forever
lurking in human society.

In his population genetics, Fisher shifted the
emphasis from the enhanced chances of survival of
favored individuals to the study, for each of the
many alleles in a large population, of the compar-
ative success of being duplicated by reproduction. In
this calculus, alleles conferring very slight benefits
(to their possessor) in terms of Darwinian fitness7

would spread in the gene pool at the expense of alter-
native alleles. This gave rise to important theoretical
advances that were particularly influential in the study
of behavior. The adaptive significance of the minu-
tiae of behavior could in principle be assessed in this
way, and in some cases measured in the field with
some confidence about its validity. When Fisher was
back in Cambridge as Professor of Genetics, one of
his most enthusiastic students was William Hamilton,
who from this notion of the gene as the unit of selec-
tion, derived inclusive fitness theory [14], popularly
expounded by Richard Dawkins in [9] and a series
of similar books. Expressing Fisher’s [12] degrees of
genetic resemblance between closer and more distant
relatives in terms of the probability, r , of a rare gene
in one individual also occurring in a relative, Hamil-
ton propounded that for an apparently altruistic social
action, in which an actor appears to incur a cost C (in
terms of Darwinian fitness) in the course of confer-
ring a benefit B to a relative, the following equation
applies:

rB – C > 0

This has become known as Hamilton’s rule, and
it means that an allele predisposing an animal to
help a relative will tend to spread if the cost to
the ‘donor’ is less than the benefit to the recipient,
downgraded by the degree of relatedness between
the two.

This is because r is an estimate of the chances that
the allele will indirectly make copies of itself via the
progeny of the beneficiary, another way of spreading
in the gene pool. This is also known as kin selection.

Robert Trivers [20] soon followed this up with
the notion of reciprocal altruism in which similar
altruistic acts could be performed by a donor for
an unrelated recipient, provided that the cost was
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small in relation to a substantial benefit, if the
social conditions made it likely that roles would
at some future time be liable to be reversed, and
that the former recipient could now do a favor for
the former donor. This would entail discrimination
by the individuals concerned between others who
were and others who were not likely to reciprocate
in this way (probably on the basis of memory
of past encounters). There are fascinating sequelae
to these ideas, as when the idea of ‘cheating’ is
considered, which Trivers does in his benchmark
paper [20]. Such a cozy mutual set-up is always
open to exploitation, either by ‘gross’ cheaters, who
are happy to act as beneficiaries but simply do not
deliver when circumstances would require them to
act as donors, or by more subtle strategists who
give substandard altruism, spinning the balance of
costs and benefits in their own favor. These provide
fertile ground for cheater-detection counter measures
to evolve, an escalating story intuitively generative
of many of the social psychological features of our
own species.

The pages of high quality journals in animal
behavior (such as Animal Behaviour) are today
packed with meticulous studies conducted in the field
to test the ideas of Hamilton and Trivers, and a cor-
responding flow of theoretical papers fine-tuning the
implications.

Another key idea attributed to Fisher is the ‘run-
away theory’ of sexual selection. This concerns male
adornment, and Darwin’s complementary notion of
female choice, long treated with skepticism by many,
but now demonstrated across the animal kingdom. If
it comes about that a particular feature of a male
bird, for example, such as a longer than usual tail,
attracts females more than tails of more standard
length (which in some species can be demonstrated
by artificial manipulation [1]), and both the anatom-
ical feature and the female preference are under
genetic control, then the offspring of resultant unions
will produce sexy sons and size-sensitive females
who in turn will tend to corner the mating market.
This is likely to lead, according to Fisher [13], to fur-
ther lengthening of the tail and strengthening of the
preference, at an exponential rate, since the greater
the change, the greater the reproductive advantage,
so long as this is not outweighed by other selective
disadvantages, such as dangerous conspicuousness of
the males. Miller [17] has inverted this inference, and
from fossil data supporting such a geometric increase

in brain size in hominids, has speculated that a major
influence on human evolution has been because of the
greater attractiveness to females of males with larger
brains enabling them to generate a more alluring
diversity of courtship behaviors. Other explanations,
either alternative or complementary, have also been
forwarded for the evolution of flamboyant attraction
devices in male animals [22].

The evolutionary stabilization of the sex ratio –
that except under special circumstances the propor-
tion of males to females in a population will always
approximate to 1 : 1 – is another fecund idea that has
traditionally been attributed to Fisher. Actually the
idea (like many another) goes back to Darwin, and
to The Descent of Man. Like many of us Fisher pos-
sessed (and read and reread) the Second Edition of
this book [8] in which Darwin backtracks in a quote
I would have been critical of were it to occur in a
student’s essay today8:

‘I formerly thought that when a tendency to produce
the two sexes in equal numbers was advantageous to
the species, it would follow from natural selection,
but I now see that the whole problem is so intricate
that it is safer to leave its solution for the future’ [8]
(pp. 199–200).

Fisher [13] also quotes this, but gives an incorrect
citation (there are no references in his book) as
if it were from the first edition. In the first edi-
tion [7], Darwin does indeed essay ways in which
the sex ratio might come under the influence of
natural selection. He does not rate these effects of
selection as a major force compared with ‘unknown
forces’:

‘Nevertheless we may conclude that natural selection
will always tend, though sometimes inefficiently, to
equalise the relative numbers of the two sexes.’ [ibid.
Vol. I, p. 318]

Then Darwin acknowledges Herbert Spencer, not
for the above, but for the idea of what we would
now call the balance between r and K selection.
Darwin is unclear how fertility might be reduced
by natural selection once it has been strongly
selected, for direct selection, by chance, would
always favor parents with more offspring in over-
population situations, but the cost of producing more,
to the parents, and the likely lower quality of more
numerous offspring, would be ‘indirect’ selective
influences reducing fertility in severely competi-
tive conditions.
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There is an anticipation here too of Game Theory
which was developed by the late, great successor to
Fisher as the (on one occasion self-styled!) ‘Voice of
Neodarwinism’, John Maynard Smith [16]. The rele-
vance of game theory is to any situation in which the
adaptive consequences (Darwinian fitness) of some
(behavioral or other) characteristic of an individual
depend, not only on the environment in general, but
upon what variants of this other members of the
same species possess. Put succinctly, your best strat-
egy depends on others’ strategies9. In the case of
the sex ratio, if other parents produce lots of daugh-
ters, it is to your advantage to produce sons. In the
case of sexual selection, if males with long tails
are cornering the mating market, because females
with a preference for long tails are predominant,
it is to your advantage to produce sons with even
longer tails. The combination of some of the theo-
ries here mentioned, such as game theory and the
principle of reciprocal altruism [2] is an index of
the potential of the original insights of Fisher. Reit-
erative computer programs have made such subtle
interactions easier to predict, and fruitfully theorize
about than the unaided though brilliant mathematics
of Fisher.

Notes

1. ‘Genetics, the study of the hereditary mechanism,
and of the rules by which heritable qualities are
transmitted from one generation to the next. . ..’
Fisher, R.A. (1953) Population genetics (The Croo-
nian Lecture). Proceedings of the Royal Society, B,
141, 510–523.

2. Work made possible by the delineation of the entire
genome of mice and men and an increasing number
of other species.

3. For sociobiology and evolutionary psychology, some
degree of a hereditary basis for behavior is axiomatic.
Behavior genetics seeks to demonstrate and analyze
specific examples of this, both in animal breeding
experiments and human familial studies, for practical
as well as theoretical purposes.

4. It was Jeans who was once asked whether it was
true that he was one of the only three people to
understand relativity theory. ‘Who’s the third’? he
allegedly asked.

5. I cherish the conviction that Charles was entirely
egalitarian.

6. While Nietzsche clearly recognized Christian values
as in direct opposition to his own.

7. Measured as the number of fertile offspring an indi-
vidual produces which survive to sexual maturity.

8. The troublesome phrase here is ‘advantageous to
the species.’ The point about the action of selection
here is that it is the advantage to the genes of the
individual that lead it to produce more male or more
female offspring.

9. There can be interactions between species as well,
as for example in arms races, for example, selection
for ever increasing speed both of predator and prey
in say cheetahs hunting antelope.
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Fixed and Random Effects

In the specification of multilevel models (see Linear
Multilevel Models), as discussed in [1] and [3], an
important question is which explanatory variables
(also called independent variables or covariates) to
give random effects. A quantity being random means
that it fluctuates over units in some population; and
which particular unit is being observed depends on
chance. When some effect in a statistical model is
modeled as being random, we mean that we wish to
draw conclusions about the population from which
the observed units were drawn rather than about these
particular units themselves.

The first decision concerning random effects in
specifying a multilevel model is the choice of the
levels of analysis. These levels can be, for exam-
ple, individuals, classrooms, schools, organizations,
neighborhoods, and so on. Formulated generally, a
level is a set of units, or equivalently a system of
categories, or a classification factor in a statistical
design. In statistical terminology, a level in a multi-
level analysis is a design factor with random effects.
What does this mean?

The main point of view that qualifies a set of
units, for example, organizations, as a level in the
multilevel sense is that the researcher is not primarily
interested in the particular organizations (units) in
the sample but in the population (the wider set
of organizations) for which the observed units are
deemed to be representative. Statistical theory uses
the word ‘exchangeability’, meaning that from the
researcher’s point of view any unit in the population
could have taken the place of each unit in the
observed sample. (Whether the sample was drawn
randomly according to some probability mechanism
is a different issue – sometimes it can be argued that
convenience samples or full population inventories
can reasonably be studied as if they constituted
a random sample from some hypothetical larger
population.) It should be noted that what is assumed
to be exchangeable are the residuals (sometimes
called error terms) associated with these units, which
means that any fixed effects of explanatory variables
are already partialed out.

In addition, to qualify as a nontrivial level in a
multilevel analysis, the dependent variable has to
show some amount of residual, or unexplained, vari-
ation, associated with these units: for example, if the

study is about the work satisfaction (dependent vari-
able) of employees (level-one units) in organizations
(level-two units), this means that employees in some
organizations tend to have a higher satisfaction than
in some other organizations, and the researcher can-
not totally pin this down to the effect of particular
measured variables. The researcher being interested
in the population means here that the researcher wants
to know the amount of residual variability, that is, the
residual variance, in average work satisfaction within
the population of organizations (and perhaps also in
the more complicated types of residual variability dis-
cussed below). If the residual variance is zero, then
it is superfluous to use this set of units as a level in
the multilevel analysis.

A next decision in specifying a multilevel model
is whether the explanatory variables considered in a
particular analysis have fixed or random effects. In
the example, such a variable could be the employee’s
job status: a level-one variable, since it varies over
employees, the level-one units. The vantage point of
multilevel analysis is that the effect of job status on
work satisfaction (i.e., the regression coefficient of
job level) could well be different across organiza-
tions. The fixed effect of this variable is the aver-
age effect in the entire population of organizations,
expressed by the regression coefficient. Since mostly
it is not assumed that the average effect of an inter-
esting explanatory variable is exactly zero, almost
always the model will include the fixed effect of all
explanatory variables under consideration. When the
researcher wishes to investigate differences between
organizations in the effect of job level on work satis-
faction, it will be necessary to specify also a random
effect of this variable, meaning that it is assumed
that the effect varies randomly within the population
of organizations, and the researcher is interested in
testing and estimating the variance of these random
effects across this population. Such an effect is also
called a random slope.

When there are no theoretical or other prior
guidelines about which variables should have a
random effect, the researcher can be led by the
substantive focus of the investigation, the empirical
findings, and parsimony of modeling. This implies
that those explanatory variables that are especially
important or have especially strong effects could be
modeled with random effects, if the variances of these
effects are important enough as evidenced by their
significance and size, but one should take care that
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the number of variables with random effects should
not be so large that the model becomes unwieldy.

Modeling an effect as random usually – although
not necessarily – goes with the assumption of a nor-
mal distribution for the random effects. Sometimes,
this is not in accordance with reality, which then
can lead to biased results. The alternative, entertain-
ing models with nonnormally distributed residuals,
can be complicated, but methods were developed,
see [2]. In addition, the assumption is made that the
random effects are uncorrelated with the explana-
tory variables. If there are doubts about normality
or independence for a so-called nuisance effect, that
is, an effect the researcher is interested in not for
its own sake but only because it must be statisti-
cally controlled for, then there is an easy way out. If
the doubts concern the main effect of a categorical
variable, which also would be a candidate for being
modeled as a level as discussed above, then the easy
solution (at least for linear models) is to model this
categorical control variable by fixed effects, that is,
using dummy variables for the units in the sample.
If it is a random slope for which such a statistical
control is required without making the assumption of
residuals being normally distributed and independent

of the other explanatory variables, then the analog is
to use an interaction variable obtained by multiplying
the explanatory variable in question by the dummy
variables for the units. The consequence of this easy
way out, however, is that the statistical generaliz-
ability to the population of these units is lost (see
Generalizability).
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Fixed Effect Models

Typically, a term associated with the application of
analysis of variance in experimental designs, fixed-
effect refers to a type of independent variable or fac-
tor. Most researchers employing experimental designs
use fixed-effect models in that the levels of the inde-
pendent variables are finite, known, and in most
cases, manipulated by the researcher to be reason-
ably different to detect a difference on the dependent
variable if there is any internal validity to the inde-
pendent variable. Examples include gender (two-level
factor), comparing the impact of the only three drugs
known to address a specific condition (three-level
factor), or creating different experimental conditions
such as receiving negative performance feedback
from a same race versus a different race confed-
erate rating source (three-level factor). Fixed-effect
independent variables differ from random factors in
experimental designs. Random factors are indepen-
dent variables that consist of a pool of potential
levels, and thus, the levels are not manipulated by the
researcher but rather sampled. For example, assume
that a researcher is interested in examining the impact
of a particular management practice on nurse reten-
tion in hospitals of a given state. The fixed factor
would be the presence and absence of the manage-
ment practice, but since it is highly improbable that
the researcher can undertake this experiment in all
hospitals, a random sample (usually conducted sys-
tematically such as employing stratified schemes) of
hospitals would be selected. Hospitals would be the
random factor.

A common criticism of purely fixed-effect designs,
particularly those where the levels of the indepen-
dent variable are the design of the researcher, is
the fact that the results may only be generalized
to comparable levels of that independent variable

within the population. In contrast, results from purely
random factor models presumably are generalizable
because the levels included in the experiment were
randomly selected, and hence, will be representative
of the population at large. As indicated in the hospi-
tal example above, if a random factor is included, it
is typically crossed with a fixed-effect factor, which
constitutes a mixed model design. While the tech-
nical explanation for the following is provided in
the attached references, the inclusion of random fac-
tors complicates the analysis in that the error term
for evaluating effects (main or interaction) is differ-
ent. For example, assume we have two fixed-effect
independent variables, A and B. The significance
of their main and interaction effects are evaluated
against the same source of error variance; the within-
group mean square error. If A were a random fac-
tor, however, the main effect of B (the fixed fac-
tor) would need to be evaluated against a differ-
ent source of error variance because the interaction
effect intrudes upon the main effect of the fixed-
effect factor. Not making the adjustment could result
in detecting a main effect for B when none exists
in reality.

Further Reading

Glass, G.V. & Stanley, J.C. (1970). Statistical Methods in
Education and Psychology, Prentice Hall, Englewood
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Focus Group Techniques

Introduction

Given the training most scientists have received in
quantitative techniques, focus group research is prob-
ably the most underrated of all research techniques.
The term is inappropriately applied to activities rang-
ing from broad discussions to town hall meetings.
Some think of focus groups as the easiest technique
to use; it does not require a tight questionnaire – just
getting people to talk, and any person with reasonably
good social skills can do that. Unlike that stereotype,
however, focus groups require professional design,
execution, and interpretation. Focus group research
is an interview style designed for small groups. It
can be seen as directed group brainstorming where a
facilitator initiates a discussion and keeps it on topic
as the responses of one participant serve as stimuli
for other participants. Members’ opinions about, or
emotional response to, a particular topic, procedure,
or product are used in market, political, and social
science research.

Techniques

Several good handbooks on focus group techniques
are available, for example, Greenbaum [2] and Client
Guide to Focus Groups [1]. A brief overview of the
focus group technique follows.

Because focus groups ‘focus’ on a specific con-
cern and a specific category of participants, most
focus group research is client driven. When con-
tacted by the client, the researcher must determine
whether focus group research is the best technique to
use. Focus group research is a qualitative method by
which the researcher gains in-depth, sensitive data.
However, it is not a reliable technique for collecting
quantitative information. It cannot produce frequen-
cies or percentages because the participants are not
necessarily representative – the number of partici-
pants is too small and they do not have the same
proportions of subgroups as the population in ques-
tion. Therefore, focus groups should not be used to
uncover complex relationships that require sophisti-
cated statistical techniques. Also, future projections
based on focus groups are inferior to those based on
the past experiences of large numbers of people.

If focus group research is the appropriate method,
then the researcher must establish what the client
wants to know and from whom the information can be
gained – the targeted customers or clients. One of the
most time consuming, and expensive, aspects of focus
group research is locating and gaining the cooperation
of members of the target population. Focus groups,
because they are small, are rarely representative
samples of a given population. The usual technique
is to conduct focus groups until the responses of
the targeted population are exhausted – continuing
until responses are mostly repetitive. Sometimes this
can be accomplished with two focus groups if the
respondents are not divided by categories such as
age, gender, level of income, and previous use of
the product, and so on, in an effort to fine-tune
responses. Respondents in each focus group should
be similar to enhance the comfort level and the
honesty of responses and thereby avoid attempts to
protect the feelings of dissimilar others. For example,
a study conducted by the authors on attitudes toward
birth control among teenagers divided respondents by
gender (2 categories), age (3 categories), ethnicity (3
categories), and level of sexual activity (3 categories).
This gave 54 different categories with at least two
focus groups conducted in each, for a minimum of
108 focus group discussions. By using this procedure,
13–14 year-old, nonsexually active, white males were
not in the same group with 17–18 year-old, pregnant,
black females.

Eight to ten participants in a focus group is about
average, depending on the topic and the category
of the respondents. In the study mentioned above,
six teenagers worked better than the usual 8 to 10
participants because they all wanted to talk and had
information to share. Usually, more than eight to ten
in a group is undesirable. If the group is too large, the
discussants will not have an opportunity to express
their attitudes on all facets of the topic.

Besides the discussants, a facilitator is needed who
knows how to make the participants feel comfortable
enough to disclose the needed information. This per-
son knows how to get reticent members to contribute
and how to limit the participation of those who would
monopolize the conversation. The facilitator keeps
the discussion on topic without appearing to overly
structure it. These tasks are difficult to accomplish
without alienating some participants unless the facil-
itator is well trained. The techniques for achieving
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good facilitation, verbal and otherwise, are discussed
in published research.

The facilitator and discussants are only the most
obvious members of focus group research. Some-
one, usually the primary researcher, must meet with
clients to determine the focus of the topic and the
sample. Then, someone must locate the sample, fre-
quently using a sampling screen, and contact them
with a prepared script that will encourage their par-
ticipation. Depending on the topic, the client, and the
respondents’ involvement with the issue, the amount
that discussants are paid to participate varies. Par-
ticipants are usually paid $25 to $50 dollars each.
Professionals can usually only be persuaded to partic-
ipate by the offer of a noon meeting, a catered lunch,
and the promise that they will be out by 1 : 15. For
professionals, money is rarely an effective incentive
to participate. The script inviting them to participate
generally states that although the money offered will
not completely reimburse them for their time, it will
help pay for their gas. Some participants are will-
ing to attend at 5 : 30 so they can drop by on their
way home from work. Older or retired participants
prefer meetings in late morning, at noon, or at three
in the afternoon. Other participants can only attend
at around 7 : 30 or 9 : 00 in the evening. Groups are
scheduled according to such demographic characteri-
stics as age, location and vocation.

The site for the meeting must be selected for
ease of accessibility for the participants. Although
our facilities have adequate parking and can be eas-
ily accessed from the interstate and from downtown,
focus groups for some of our less affluent partici-
pants have been held in different parts of the city,
sometimes in agency facilities with which they are
familiar and comfortable. Focus group facilities in
most research centers have a conference room that is
wired for audio and video and a one-way mirror for
unobtrusive viewing. Participants are informed if they
are being taped and if anyone is behind the mirror.
They are told that their contributions are so important
that the researchers want to carefully record them.
In addition, our center also employs two note tak-
ers who are in the room, but not at the table, with
the discussants. They are introduced when the pro-
cedure and reasons for the research are explained,
but before the discussion begins. Note takers have
the interview questions on a single sheet and record
responses on a notepad with answers following the
number of each question. They are instructed to type

up their answers the day of the interviews while the
discussion is fresh in their minds and before they take
notes on another group.

When all focus groups have been conducted, the
primary investigator must organize the data so that it
can be easily understood, interpret the data in terms
of the client’s goals, and make recommendations.

Focus groups are fairly expensive if done cor-
rectly. The facilitator’s fee and the discussants’ pay-
ments alone can run almost $1000 per focus group.
This amount does not include the cost of locating
and contacting the participants, the note takers’ pay-
ment, the facilities rental, data analysis, and report
preparation.

Uses of Focus Groups

Focus group research has become a sophisticated
tool for researching a wide variety of topics. Focus
groups are used for planning programs, uncovering
background information prior to quantitative surveys,
testing new program ideas, discovering what cus-
tomers consider when making decisions, evaluating
current programs, understanding an organization’s
image, assessing a product, and providing feedback to
administrators. Frequently linked with other research
techniques, it can precede the major data-gathering
technique and be used for general exploration and
questionnaire design. Researchers can learn what con-
tent is necessary to include in questionnaires that are
administered to representative samples of the target
populations.

The focus group technique is used for a variety of
purposes. One of the most widespread uses of focus
groups involves general exploration into unfamiliar
territory or into the area of new product development.
Also, habits and usage studies utilize the focus
group technique in obtaining basic information from
participants about their use of different products or
services and for identifying new opportunities to fill
the shifting needs in the market. The dynamic of
the focus group allows information to flow easily
and allows market researchers to find the deep
motivations behind people’s actions. Focus groups
can lead to new ideas, products, services, themes,
explanations, thoughts, images, and metaphors.

Focus groups are commonly used to provide infor-
mation about or predict the effectiveness of adver-
tising campaigns. For example, participants can be
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shown promotional material, or even the sales pre-
sentation in a series of focus groups. Focus groups
also provide an excellent way for researchers to lis-
ten as people deliberate a purchase. The flexibility
of focus groups makes them an excellent technique
for developing the best positioning for products.
They also are used to determine consumer reac-
tions to new packaging, consumer attitudes towards
products, services, programs, and for public rela-
tions purposes.

The authors have used focus groups to learn how
to recruit Campfire Girls leaders, to undercover atti-
tudes toward a river-walk development, to determine
the strengths and needed changes for a citywide
library system, to discover how to involve univer-
sity alumni in the alumni association, to determine
which magazine supplement to include in the Sun-
day newspaper; to learn ways to get young single
nonsubscribers who read the newspaper to subscribe
to it; to determine what signs and slogans worked
best for political candidates; to determine which argu-
ments worked best in specific cases for trial lawyers;
to decide changes needed in a university continu-
ing education program, to establish the packages and
pricing for a new telecommunications company, to

uncover non-homeowner’s opinions toward different
loan programs that might put them in their own home,
to determine which student recruitment techniques
work best for a local community college, to dis-
cover how the birthing facilities at a local hospital
could be made more user friendly, and to uncover
attitudes toward different agencies supported by the
United Way and ways to encourage better utilization
of their services.

Focus groups are flexible, useful, and widely used.
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Free Response Data
Scoring

Introduction

The use of computers in assessment affords the
opportunity for use of complex, interactive item for-
mats. The availability of multimedia stimuli along
with free-text, touch-screen, and voice-activated res-
ponse formats offers a means of creating assessments
that more closely approximate the ‘real world’ crite-
rion behaviors of interest. However, for this expan-
sion of assessment to be practically useful, it is
necessary for the computer both to deliver and score
assessments.

This entry presents the state of the art for com-
puterized scoring of complex item formats. It begins
by describing the types of procedures currently in
use. The entry will then discuss the strengths and
weaknesses of differing approaches. The discussion
will conclude with comments of the future of auto-
mated scoring.

The State of the Art

It is common for technical and logistical issues to
limit the extent to which a proficiency of interest
can directly be assessed. Real-world tasks are often
modified or abstracted to make assessment feasible
(e.g., multiple-choice items may assess recognition
rather than recall). This type of compromise has also
been invoked in order to simplify the task of creating
computerized scoring procedures. For example, the
complex problem of scoring a task in which the
examinee was required to write a computer program
could be simplified substantially if the examinee
were required to identify and correct errors in an
existing program. Two papers by researchers from
the Educational Testing Service (ETS) report on
efforts to use artificial intelligence procedures to
score computer programs. Bennett et al. [2] describe
a complex algorithm designed to score constructed-
response items in a computer science test. Evaluation
of the procedure showed that it was of limited utility.
Braun, Bennett, Frye, and Soloway [5] describe a
procedure for scoring a simplified alternative task in
which the examinee corrected errors in a computer

program rather than producing the program. With this
modification, the examinee’s changes to the program
could be matched to a key and the complexity of the
scoring task was therefore greatly constrained.

A similar approach to computerized scoring of
a writing task was reported by Davey, Goodwin,
and Mettelholtz [8]. They developed a computer-
delivered writing task in which the examinee iden-
tifies and corrects errors in an essay. The examinee
identifies sections of the essay that they believe con-
tain an error. Possible corrections are presented, the
examinee selects one, and that choice is then com-
pared to a scoring key. As with the task from the
computer science test, constraining the task makes
computerized scoring more straightforward; it is a
simple matter of matching to a key.

The previous paragraphs describe procedures that
allow for scoring by direct matching of an examinee
response to a specified key. Another general class of
scoring procedures is represented by the approaches
to scoring new item formats developed by researchers
at ETS. These include mathematical reasoning [4],
hypothesis formulation [10], and quantitative repre-
sentation tasks [3]. With these formats, computerized
scoring is accomplished by transforming examinee-
constructed responses before matching them to a key.
With one of the mathematical reasoning items, the
examinee is given a verbal description and asked to
produce a mathematical expression that represents the
answer (e.g., ‘During one week in Trenton in Jan-
uary, it snowed for s days and was fair on the other
days. What is the probability that a randomly selected
day from that week was fair?’ (p. 164)). There are
a nearly limitless number of equivalent ways that
the mathematical expression could be formulated. For
example:

1 − s

7
or,

7 − s

7
.

The format takes advantage of computer software
that can reduce any mathematical expression to a base
form. This allows for direct matching to a key and,
unlike the examples given previously, the match to
the key is made possible by the computer and not by
restriction of the task posed to the examinee or to the
response format.

The scoring procedures described to this point
have in common that they allow for directly matching
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the response(s) to a simple key. In some sense, this
is true of all scoring procedures. However, as the
complexity of the key increases, so does the com-
plexity of the required computer algorithm. Essay
scoring has been a kind of Holy Grail of comput-
erized scoring. Researchers have devoted decades to
advancing the state of the art for essay scoring. Page’s
efforts [14, 15] have been joined by those of numer-
ous others [9]. All of these efforts share in common
the basic approach that quantifiable aspects of the
performance are used to predict expert ratings for a
sample of essays. Although the analytic procedures
may vary, the regression procedures used by Page
provide a conceptual basis for understanding the gen-
eral approach used by these varying procedures. Early
efforts in this arena used relatively simple variables.
When the score was to be interpreted as a general
measure of writing proficiency, this was a reasonable
approach. More recently, the level of sophistication
has increased as serious efforts were made to eval-
uate the content as well as the stylistic features of
the essay. One obvious approach to assessing con-
tent is to scan the essay for the presence of ‘key
words’; an essay about the battle of Gettysburg might
reasonably be expected to make reference to ‘Pick-
ett’s charge’. This approach is less likely to be useful
when the same concept can be expressed in many
different ways. To respond to this problem, Landauer
and Dumais [11] developed a procedure in which the
relationship between words is represented mathemati-
cally. To establish these relationships, large quantities
of related text are analyzed. The inferred relationships
make it possible to define any essay in terms of a
point in n-dimensional space. The similarity between
a selected essay and other previously rated essays can
then be defined as a function of the distance between
the two essays in n-dimensional space.

Essays are not the only context in which complex
constructed responses have been successfully scored
by computer. Long-term projects by the National
Council of Architectural Registration Boards [17]
and the National Board of Medical Examiners
(NBME) [12] have resulted in computerized scoring
procedures for simulations used in certification of
architects and licensure of physicians, respectively.
In the case of the architectural simulations, the
examinee uses a computer interface to complete a
design problem. When the design is completed, the
computer scores it by applying a branching rule-
based algorithm that maps the presence or absence of

different design components into corresponding score
categories.

With the computer-based case simulations used
in medical licensure assessment, examinees man-
age patients in a simulated patient-care environment.
The examinee uses free-text entry to order diagnos-
tic tests and treatments and results become available
after the passage of simulated time. As the exami-
nee advances the case through simulated time, the
patient’s condition changes based both on the exam-
inee’s actions and the underlying problem. Boolean
logic is applied to the actions ordered by the exam-
inee to produce scorable items. For example, an
examinee may receive credit for an ordered treat-
ment if (a) it occurs after the results of an appropriate
diagnostic test were seen, (b) if no other equivalent
treatment had already been ordered, and (c) if the
treatment were ordered within a specified time frame.
After the logical statements are applied to the per-
formance record to convert behaviors into scorable
actions, regression-based weights are applied to the
items to calculate a score on the case. These weights
are derived using expert ratings as the dependent
measure in a regression equation.

Empirical Results

Most of the empirical research presented to support
the usefulness of the various procedures focuses
on the correspondence between scores produced by
these systems and those produced by experts. In
general, the relationship between automated scores
and those of experts is at least as strong as that
between the same criterion and those produced by a
single expert rater [7, 11, 12, 15]. In the case of the
hypothesis generation and mathematical expression
item types, the procedures have been assessed in
terms of the proportion of examinee responses that
could be interpreted successfully by the computer.

Several authors have presented conceptual discus-
sions of the validity issues that arise with the use of
computerized scoring procedures [1, 6]. There has,
however, been relatively little in the way of sophisti-
cated psychometric evaluation of the scores produced
with these procedures. One exception is the eval-
uative work done on the NBME’s computer-based
case simulations. A series of papers summarized by
Margolis and Clauser [12] compare not only the cor-
respondence between ratings and automated scores
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but (a) compare the generalizability of the resulting
scores (they are similar), (b) examine the extent to
which the results vary as a function of the group of
experts used as the basis for modeling the scores (this
was at most a minor source of error), (c) examine the
extent to which the underlying proficiencies assessed
by ratings and scores are identical (correlations were
essentially unity), and (d) compare the performance
of rule-based and regression-based procedures (the
regression-based procedures were superior in this
application).

Conceptual Issues

It may be too early in the evolution of automated
scoring procedures to establish a useful taxonomy,
but some conceptual distinctions between procedures
likely will prove helpful. One such distinction relates
to whether the criterion on which the scores are based
is explicit or implicit. In some circumstances, the
scoring rules can be made explicit. When experts
can define scorable levels of performance in terms
of variables that can directly be quantified by the
computer, these rules can be programmed directly.
Both the mathematical formulation items and the
architectural problems belong to this category. These
approaches have the advantage that the rules can
be explicitly examined and openly critiqued. Such
examination facilitates refinement of the rules; it
also has the potential to strengthen the argument
supporting the validity of the resulting score inter-
pretations.

By contrast, in some circumstances it is difficult
to define performance levels in terms of quantifi-
able variables. As a result, many of the currently
used procedures rely on implicit, or inferred, criteria.
Examples of these include essentially all currently
available approaches for scoring essays. These pro-
cedures require expert review and rating of a sample
of examinee performances. Scores are then modeled
on the basis of the implicit relationship between the
observed set of ratings and the quantifiable variables
from the performances. The most common proce-
dure for deriving this implicit relationship is multiple
linear regression; Page’s early work on computer-
ized scoring of essays and the scoring of computer-
based case simulations both took this approach. One
important characteristic of the implicit nature of this
relationship is that the quantified characteristics may

not actually represent the characteristics that experts
consider when rating a performance; they may instead
act as proxies for those characteristics.

The use of proxies has both advantages and dis-
advantages. One advantage is that it may be difficult
to identify or quantify the actual characteristics of
interest. Consider the problem of defining and quan-
tifying the characteristics that make one essay better
than another. However, the use of proxy variables
may have associated risks. If examinees know that
the essay is being judged on the basis of the number
of words, and so on, they may be able to manipulate
the system to increase their scores without improving
the quality of their essays. The use of implicit criteria
opens the possibility of using proxy measures as the
basis for scoring, but it does not require the use of
such measures.

Another significant issue in the use of computer-
delivered assessments that require complex auto-
mated scoring procedures is the potential for the
scores to be influenced by construct-irrelevant vari-
ance. To the extent that computer delivery and/or
scoring of assessments results in modifying the
assessment task so that it fails to correspond to
the criterion ‘real world’ behavior, the modifica-
tions may result in construct-irrelevant variance.
Limitations of the scoring system may also induce
construct-irrelevant variance. Consider the writing
task described by Davey, Goodwin, and Mettel-
holtz [8]. To the extent that competent writers may
not be careful and critical readers, the potential exists
for scores that are interpreted as representing writ-
ing skills to be influenced by an examinee’s edito-
rial skills. Similarly, in the mathematical expressions
tasks, Bennett and colleagues [4] describe a prob-
lem with scoring resulting from the fact that, if
examinees include labels in their expression (e.g.,
‘days’), the scoring algorithm may not correctly inter-
pret expressions that would be scored correctly by
expert review.

A final important issue with computerized scoring
procedures is that the computer scores with mechani-
cal consistency. Even the most highly trained human
raters will fall short of this standard. This level of
consistency is certainly a strength for these proce-
dures. However, to the extent that the automated
algorithm introduces error into the scores, this error
will also be propagated with mechanical consistency.
This has important implications because it has the
potential to replace random errors (which will tend
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to average out across tasks or raters) with system-
atic errors.

The Future of Automated Scoring

It does not require uncommon prescience to predict
that the use of automated scoring procedures for com-
plex computer-delivered assessments will increase
both in use and complexity. The improvements in
recognition of handwriting and vocal speech will
broaden the range of the assessment format. The
availability of low-cost computers and the construc-
tion of secure computerized test-delivery networks
has opened the potential for large and small-scale
computerized testing administrations in high and low-
stakes contexts.

The increasing use of computers in assessment and
the concomitant increasing use of automated scoring
procedures seems all but inevitable. This increase
will be facilitated to the extent that two branches of
research and development are successful. First, there
is the need to make routine what is now state of
the art. The level of expertise required to develop
the more sophisticated of the procedures described
in this article puts their use beyond the resources
available to most test developers. Secondly, new
procedures are needed that will support development
of task-specific keys for automated scoring. Issues
of technical expertise aside, the human resources
currently required to develop the scoring algorithms
for individual tasks is well in excess of that required
for testing on the basis of multiple-choice items. To
the extent that computers can replace humans in this
activity, the applications will become much more
widely applicable.

Finally, at present, there are a limited number
of specific formats that are scorable by computer;
this entry has referenced many of them. New and
increasingly innovative formats and scoring proce-
dures are sure to be developed within the coming
years. Technologies such as artificial neural net-
works are promising [16]. Similarly, advances in
cognitive science may provide a framework for devel-
oping new approaches [13].
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Friedman’s Test

The nonparametric Friedman [4] test expands the
sign (S ) test to k related samples. The null hypothesis
is that the samples come from the same population,
which is tested against the alternative that at least
one of the samples comes from a different popula-
tion. The data are arranged in k columns and n rows,
where each row contains k related observations. It is
frequently positioned as an alternative to the paramet-
ric repeated measures one-way analysis of variance.
Note that the Agresti-Pendergast procedure [1] and
the Neave and Worthington [6] Match Test are often
more powerful competitors to the Friedman test.

Procedure

Rank the observations for each row from 1 to k.
For each of the k columns, the ranks are added
and averaged, and the mean is designated R̄j . The
mean of the ranks is R̄ = 1/2(k + 1). The sum of
the squares of the deviations of mean of the ranks of
the columns from the mean rank is computed. The
test statistic is a multiple of this sum.

Assumptions

It is assumed that the rows are independent and
there are no tied observations in a row. Because
comparisons are made within rows, tied values may
not pose a serious threat. Typically, average ranks are
assigned to ties.

Test Statistic

The test statistic, M , is a multiple of S:

S =
k∑

j=1

(R̄j − R̄)2

M = 12n

k(k + 1)
S, (1)

where n is the number of rows, and k is the number
of columns. An alternate formula is:

M = 12

nk(k + 1)

k∑
j=1

R2
j − 3n(k + 1), (2)

where n is the number of rows, k is the number of
columns, and Rj is the rank sum for the j th column,
j = 1, 2, 3, . . . , k.

Large Sample Sizes

For large sample sizes, the critical values can be
approximated by the Chi-square distribution with
k − 1 degrees of freedom. Monte Carlo simula-
tions conducted by Fahoome and Sawilowsky [3] and
Fahoome [2] indicated that the large sample approx-
imation requires a minimum sample size of 13 for
α = 0.05, and 23 for α = 0.01. Hodges, Ramsey, and
Shaffer [5] provided a competitive alternative in com-
puting critical values.

Example

Friedman’s test is calculated with Samples 1 to 5
in the table below in Table 1, n1 = n2 = n3 = n4 =
n5 = 15.

The rows are ranked, with average ranks assigned
to tied ranks as in Table 2.

The column sums are: R1 = 48.5, R2 = 47.0,
R3 = 33.0, R4 = 52.5, and R5 = 44.0. The sum of
the squared rank sums is 10 342.5. M = (12/15 ×
5 × 6)(10 342.5) − 3 × 15 × 6 = 0.02667(10 342.5)

− 270 = 5.8. The large sample approximation of the
critical value is 9.488, chi-square with 5 − 1 = 4
degrees of freedom, and α = 0.05. Because 5.8 <

Table 1 Sample data

Sample 1 Sample 2 Sample 3 Sample 4 Sample 5

20 11 9 34 10
33 34 14 10 2
4 23 33 38 32

34 37 5 41 4
13 11 8 4 33
6 24 14 26 19

29 5 20 10 11
17 9 18 21 21
39 11 8 13 9
26 33 22 15 31
13 32 11 35 12
9 18 33 43 20

33 27 20 13 33
16 21 7 20 15
36 8 7 13 15
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Table 2 Computations for the Friedman test

Sample 1 Sample 2 Sample 3 Sample 4 Sample 5

4 3 1 5 2
4 5 3 2 1
1 2 4 5 3
3 4 2 5 1
4 3 2 1 5
1 4 2 5 3
5 1 4 2 3
2 1 3 4.5 4.5
5 3 1 4 2
3 5 2 1 4
3 4 1 5 2
1 2 4 5 3
4.5 3 2 1 4.5
3 5 1 4 2
5 2 1 3 4

Total 48.5 47.0 33.0 52.5 44.0
R2 2352.25 2209.00 1089.00 2756.25 1936.00 10 342.50

9.488, the null hypothesis cannot be rejected on the
basis of the evidence from these samples.
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Functional Data Analysis

What is Functional Data Analysis?

Functional data analysis, or FDA, is the modeling
of data using functional parameters. By a functional
parameter, we mean a function whose shape and
complexity is not known in advance of the analy-
sis, and therefore the modeling process must provide
as much flexibility in the estimated function as the
data require. By contrast, more classical paramet-
ric approaches to function estimation assume a fixed
form for the function defined by a small number of
parameters, and focus on estimating these parameters
as the goal of the modeling process. As a conse-
quence, while FDA certainly estimates parameters,
the attention is on the entire function rather than on
the values of these parameters.

Some of the oldest problems in psychology and
education are functional in nature. Psychophysics
aims to estimate a curve relating a physical mea-
surement to a subjective or perceived counterpart
(see Psychophysical Scaling), and learning theory
in its earlier periods attempted to model the rela-
tionship between either gain or loss of performance
over time.

Many functional problems involve data where we
can see the function in the data, but where we need
to smooth the data in order to study the relation
more closely (see Kernel Smoothing; Scatterplot
Smoothers). Figure 1 shows the relation between
measurements of the heights of 10 girls and their
ages. The data are taken from the Berkeley Growth
Study [5]. But, it is really Figure 2 that we need: The
acceleration in height, or its second derivative, where
we can see the pubertal growth spurt more clearly and
how it varies, and a number of additional features as
well (see Growth Curve Modeling).

However, other types of data require functional
models even though the data themselves would not
usually be seen as functional. A familiar example
comes from test theory, where we represent for each
test item the relation between the probability of an
examinee getting an item correct to a corresponding
position on a latent ability continuum (see Item
Response Theory (IRT) Models for Polytomous
Response Data). An example of three item response
functions from an analysis reported in [4] is shown
in Figure 3.
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Figure 1 The heights of 10 girls. The height measure-
ments are indicated by the circles. The smooth lines
are height functions estimated using monotone smoothing
methods (Data taken from [5])
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Figure 2 The height acceleration curves, that is, the
second derivatives, of the curves shown in Figure 1. The
pubertal growth spurt is the large positive peak followed by
the large valley, and the midpoint of the spurt is the age at
which the curve crosses zero. The heavy dashed line is the
cross-sectional mean of these curves, and indicates the need
for registration or alignment of the pubertal growth spurt
(Reproduced from [2] with permission from Springer)

In what follows, we will, for simplicity, refer to the
argument t of a function x(t) as ‘time’, but, in fact,
the argument t can be space, frequency, depression
level, or virtually any continuum. Higher dimensional
arguments are also possible; an image, for example,
is a functional observation with values defined over
a planar region.
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Figure 3 Three item response functions showing the relation between the probability of getting an item correct on a
mathematics test as a function of ability (Reproduced from [4]. Copyright 2002 by the American Educational Research
Association and the American Statistical Association; reproduced with permission from the publisher)

How are Functions Constructed in
Functional Data Analysis?

Functions of arbitrary shape and complexity are
constructed using a set of K functional building
blocks called basis functions. These basis functions
are combined linearly by multiplying each basis
function φk(t), k = 1, . . . , K by a coefficient ck and
summing results. That is,

x(t) =
K∑

k=1

ckφk(t). (1)

A familiar example is the polynomial, constructed
by taking linear combinations of powers of t . When
x(t) is constructed with a Fourier series, the basis
functions are one of a series of sine and cosine pairs,
each pair being a function of an integer multiple of
a base frequency. This is appropriate when the data
are periodic.

Where an unconstrained function is to be esti-
mated, the preferred basis functions tend to be the
splines, constructed by joining polynomial segments
together at a series of values of t called knots.
Splines have pretty much replaced polynomials for
functional work because of their much greater flex-
ibility and computational convenience (see Scatter-
plot Smoothers).

No matter what the basis system, the flexibility
of the resulting curve is determined by the number
K of basis functions, and a typical analysis involves
determining how large K must be in order to capture
the required features of the function being estimated.

Smoothness, Derivatives, and Functional
Data Analysis

FDA assumes that the function being estimated is
smooth. In practice, this means that the function
has one or more derivatives that are themselves
smooth or at least continuous. Derivatives play many
roles in the technology of FDA. The growth curve
analysis had the study of the second derivative as its
immediate goal.

Derivatives are also used to quantify smooth-
ness. A frequently used method is to define the
total curvature of a function by the integral of the
square of its second or higher-order derivative. This
measure is called a roughness penalty, and a func-
tional parameter is estimated by explicitly controlling
its roughness.

In many situations, we need to study rates of
change directly, that is, the dynamics of a process dis-
tributed over time, space, or some other continuum.
In these situations, it can be natural to develop dif-
ferential equations, which are functional relationships
between a function and one or more of its derivatives.
For example, sinusoidal oscillation in a function x(t)

can be expressed by the equation D2x(t) = −ω2x(t),
where the notation D2x(t) refers to the second deriva-
tive of x, and 2π/ω2 is the period. The use of FDA
techniques to estimate differential equations has many
applications in fields such as chemical engineering
and control theory, but should also prove impor-
tant in the emerging study of the dynamic aspects
of human behavior.

We often need to fit functions to data that have spe-
cial constraints. A familiar example is the probability
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density function p(t) that we estimate to summa-
rize the distribution of a sample of N values ti
(see Catalogue of Probability Density Functions).
A density function must be positive and must inte-
grate to one. It is reasonable to assume that growth
curves such as those shown in Figure 1 are strictly
increasing. Item response functions must take values
within the unit interval [0, 1]. Constrained functions
like these can often be elegantly expressed in terms
of differential equations. For example, any strictly
increasing curve x(t) can be expressed in terms of
the equation D2x(t) = w(x)Dx(t), where the alter-
native functional parameter w(t) has no constraints
whatever. Estimating w(t) rather than x(t) is both
easier and assures monotonicity.

Phase Variation and Registration in FDA

A FDA can confront new problems not encountered
in multivariate and other older types of statistical
procedures. One of these is the presence of phase
variation, illustrated in Figure 2. We see there that
the pubertal growth spurt varies in both amplitude
and timing from girl to girl. This is because each
child has a physiological age that does not evolve
at the same rate as chronological age. We call
this variation in timing of curve features phase
variation.

The problem with phase variation is illustrated in
the heavy dashed mean curve in Figure 2. Because
girls are at different stages of their maturation at
any particular clock age, the cross-sectional mean
is a terrible estimate of the average child’s growth
pattern. The mean acceleration displays a pubertal
growth spurt that lasts longer than that for any
single girl, and also has less amplitude variation
as well.

Before we can conduct even the simplest analyses,
such as computing means and standard deviations, we
must remove phase variation. This is done by comput-
ing a nonlinear, but strictly increasing, transformation
of clock time called a time warping function, such that
when a child’s curve values are plotted against trans-
formed time, features such as the pubertal growth
spurt are aligned. This procedure is often called curve
registration, and can be an essential first step in
an FDA.

What are Some Functional Data Analyses?

Nearly all the analyses that are used in multivari-
ate statistics have their functional counterparts. For
example, estimating functional descriptive statistics
such as mean curve, a standard deviation curve, and
a bivariate correlation function are usual first steps
in an FDA, after, of course, registering the curves,
if required.

Then many investigators will turn to a functional
version of principal components analysis (PCA)
to study the dominant modes of variation among
a sample of curves. Here, the principal component
vectors in multivariate PCA become principal func-
tional components of variation. As in ordinary PCA, a
central issue is determining how many of these com-
ponents are required to adequately account for the
functional variation in the data, and rotating princi-
pal components can be helpful here, too. A functional
analogue of canonical correlation analysis may also
be useful.

Multiple regression analysis or the linear model
has a wide range of functional counterparts. A
functional analysis of variance involves dependent
variables that are curves. We could, for example,
compute a functional version of the t Test to see if the
acceleration curves in Figure 2 differ between boys
and girls. In such tests, it can be useful to identify
regions on the t-axis where there are significant
differences, rather than being content just to show
that differences exist. This is the functional analogue
of the multiple comparison problem (see Multiple
Comparison Procedures).

What happens when an independent variable in a
regression analysis is itself a function? Such situa-
tions often arise in medicine and engineering, where
a patient or some industrial process produces a mea-
surable response over time to a time-varying input
of some sort, such as drug dose or raw material,
respectively. In some situations, the effect of vary-
ing the input has an immediate effect on the output,
and, in other situations, we need to compute causal
effects over earlier times as well. Functional inde-
pendent variables introduce a fascinating number of
new technical challenges, as it is absolutely essen-
tial to impose smoothness on the estimated functional
regression coefficients.

Differential equations are, in effect, functional
linear models where the output is a derivative,
and among the inputs are the function’s value and
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perhaps also those of a certain number of lower-
order derivatives. Differential equations, as well as
other functional models, can be linear or nonlinear.
An important part of FDA is the emergence of new
methods for estimating differential equations from
raw noisy discrete data.

Resources for Functional Data Analysis

The field is described in detail in [3], a revised and
expanded edition of [1]. A series of case studies
involving a variety of types of FDA are described
in [2].

Along with these monographs are a set of
functions in the high-level computer languages R,
S-PLUS, and Matlab that are downloadable from
the web site www.functionaldata.org. This
software comes with a number of sets of sample data,
including the growth data used in this article, along
with various analyses using these functions.
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Fuzzy Cluster Analysis

Cluster analysis is an exploratory method used to
classify, or to ‘cluster’, objects under consideration
(see Cluster Analysis: Overview). However, the
crisp membership of objects in clusters, derived by
classic cluster analysis, is not always satisfactory.
Consider a simple example.

Let the weights of fish in a pond be measured.
Assume that there are two generations of fish, one 1/2

years old and another 11/2 years old. The histogram
of the distribution of weights may look like Figure 1.

This picture clearly suggests that there are two
clusters, one with center at y1 and another with center
at y2. The crisp cluster analysis will assign a fish with
a weight of less than y0 to the first cluster and a fish
with a weight greater than y0 to the second cluster.
Intuitively, it is a good assignment for weights x1 and

x2 (assigned to the first cluster) and for weights x5,
x6, and x7 (assigned to the second cluster). But the
correct crisp assignment of weights x3 and x4 is not
so obvious, let alone the point y0, which is exactly in
the middle of the clusters’ center.

Fuzzy cluster analysis suggests considering a par-
tial membership of objects in clusters. Partial mem-
bership of object i in cluster k is a real number uik

between 0 (no membership) and 1 (full membership).
The crisp cluster analysis may be considered as a par-
ticular case of fuzzy cluster analysis, where the values
allowed for uik are only 0 and 1 (no intermediate
value is allowed). In our example, assignment to clus-
ters depends only on weight w, and thus membership
in cluster k is a function uk(w). Figure 2 shows mem-
bership functions for crisp clustering, and Figure 3
shows a desired shape of membership function for
fuzzy clustering.

There are many types of fuzzy cluster analyses.
One of the most important is probabilistic fuzzy
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Figure 1 A Histogram of distribution of weight of fish in a pond
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Figure 3 Membership functions for fuzzy clustering

clustering, which requires that for every object i its
memberships in all clusters sum to 1,

∑
k uik = 1. In

this case, values uik may be treated as probabilities
for object i to belong to cluster k.

As in the case of crisp cluster analysis, the inputs
for the fuzzy cluster analysis are the results of m

measurements made on n objects, which can be
represented: 


x1

1 x1
2 . . . x1

n

x2
1 x2

2 . . . x2
n

...
...

. . .
...

xm
1 xm

2 . . . xm
n


 (1)

The situation differs significantly, depending on
whether measurements are continuous or categori-
cal. First, we consider continuous measurements, for
which fuzzy K-means algorithm will be discussed
in detail and other methods will be briefly charac-
terized. Then we will discuss methods for analyz-
ing categorical data which may be used for fuzzy
clustering.

Fuzzy Clustering of Continuous Data:
Fuzzy K-means Algorithm

When the result of every measurement is a real
number, the columns of matrix (1) (which repre-
sent objects) may be considered as points in m-
dimensional space. In crisp K-means clustering, the
goal is to split objects into K clusters c1, . . . , cK with
centers v1, . . . , vK such that

K∑
k=1

∑
xi∈ck

d(xi , vk) (2)

achieves its minimum (see k -means Analysis). This
may be reformulated as the minimization of

K∑
k=1

n∑
i=1

uikd(xi , vk), (3)

with constraints
K∑

k=1

uik = 1 (4)

for every i = 1, . . . n. The allowed values for uik are
0 and 1; therefore, (4) means that for every i, only
one value among ui1, . . . , uiK is 1 and all others are
0. The distance d(x, y) may be chosen from a wide
range of formulas, but for computational efficiency
it is necessary to have a simple way to compute
centers of clusters. The usual choice is the squared
Euclidean distance, d(x, y) = ∑

j (xj − yj )2, where
the center of a cluster is its center of gravity. For the
sake of simplicity, we restrict our consideration to the
squared Euclidean distance.

Equation (3) suggests that fuzzy clustering may
be obtained by relaxing the restriction ‘uik is either
0 or 1’; rather, uik is allowed to take any value
in the interval [0,1] and is treated as the degree of
membership of object i in cluster k. However, this is
not as simple as it appears. One can show that the
minimum of (3) with constraints (4) is still obtained
when uik are 0s or 1s, despite the admissibility of
intermediate values. In this problem, an additional
parameter f ≥ 1, called a fuzzifier, can be introduced
in (3):

K∑
k=1

n∑
i=1

(uik)
f d(xi , vk) (5)

The fuzzifier has no effect in crisp K-means cluster-
ing (as 0f = 0 and 1f = 1), but it produces nontrivial
minima of (5) with constraints (4).



Fuzzy Cluster Analysis 3

Now the fuzzy clustering problem is a problem of
finding the minimum of (5) under constraints (4). The
fuzzy K-means algorithm searches for this minimum
by alternating two steps: (a) optimizing membership
degrees uik while cluster centers vk are fixed; and
(b) optimizing vk while uik are fixed. The minimum
of (5), with respect to uik , is

uik = 1

K∑
k′=1

(
d(xi , vk)

d(xi , vk′)

) 1
f −1

, (6)

and the minimum of (5), with respect to vk , is

vk =

n∑
i=1

(uik)
f xi

n∑
i=1

(uik)
f

. (7)

Equation (7) is a vector equation; it defines a center
of gravity of masses (u1k)

f , . . . , (unk)
f placed at

points x1, . . . , xn. The right side of formula (6) is
undefined if d(xi , vk0) is 0 for some k0; in this case,
one lets uik0 = 1 and uik = 0 for all other k. The
algorithm stops when changes in uik and vk during
the last step are below a predefined threshold.

The fuzziness of the cluster depends on fuzzifier
f . If f is close to 1, the membership is close to
a crisp one; if f tends to infinity, the fuzzy K-
means algorithm tends to give equal membership
in all clusters to all objects. Figures 4, 5, and 6
demonstrate membership functions for f = 2, 3, 5.
The most common choice for the fuzzifier is f = 2.

This method gives nonzero membership in all
clusters for any object that does not coincide with the
center of one of the clusters. Some researchers, how-
ever, prefer to have a crisp membership for objects
close to cluster centers and fuzzy membership for
objects that are close to cluster boundaries. One pos-
sibility was suggested by Klawonn and Hoeppner [4].
Their central idea is to consider subexpression uf

as a special case of function g(u). To be used in
place of the fuzzifier, such functions must (a) be a
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Figure 4 Membership functions for f = 2
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Figure 7 Membership functions for fuzzifier g(u) = 1
2 u2 + 1

2 u

monotonically increasing map of the interval [0,1]
into itself with g(0) = 0, g(1) = 1; (b) must have a
continuous increasing derivative; and (c) must sat-
isfy g′(0) < g′(1). The standard fuzzifier g(u) = uf

possesses these properties, but this approach gives
other choices. Klawonn and Hoeppner proved that to
obtain crisp membership for objects close to clus-
ter centers, g(u) must satisfy g′(0) > 0. One possi-
bility for such functions is g(u) = αu2 + (1 − α)u

with 0 < α < 1. The membership functions for the
fish example with fuzzifier g(u) = 1/2u2 + 1/2u are
shown in Figure 7.

Although theoretically g(u) may be chosen from a
wide range of functions, to obtain a good equivalent
of (6), it must have a sufficiently simple analyti-
cal form.

Fuzzy Clustering of Continuous Data:
Other Approaches

Probabilistic fuzzy clustering gives approximately
equal membership degrees in all clusters for objects
that are far from all clusters. Moreover, ‘bad’ objects
move cluster centers from the position defined by
‘good’ members. Several methods have been sug-
gested to resolve this problem.

Noise clustering introduces an additional, aptly
designated the ‘noise cluster’. The distance from any
object to the noise cluster is the same large number.
In this way, objects near the border between two
normal clusters still receive nonzero membership in
these clusters, while objects that are far away from all
normal clusters become members of the noise cluster,
and have no membership in normal clusters.

Possibilistic clustering tries to handle the problem
by dropping the constraints (4). To avoid a trivial
minimum of (5) (all degrees of membership are 0s),

(5) is modified to

K∑
k=1

n∑
i=1

(uik)
f d(xi , vk) +

K∑
k=1

ηk

n∑
i=1

(1 − uik)
f (8)

The global minimum of (8) does not give a satis-
factory solution, but local minima near a result of a
fuzzy K-means clustering algorithm solution produce
a good clustering. Minimization of (8) works exactly
as minimization of (5) in the fuzzy K-means algo-
rithm – with one exception: formula (6) for updating
membership degrees is replaced by

uik = 1

1 +
(

d(xi , vk)

ηk

) 1
f −1

(9)

This formula also explains the meaning of coeffi-
cients ηk: it is the distance from the center of cluster
vk , at which the membership degree equals 0.5. This
suggests that the way to calculate ηk from an existing
clustering is:

ηk = α

n∑
i=1

(uik)
f d(xi , vk)

n∑
i=1

(uik)
f

(10)

Usually, a possibilistic clustering is performed
in three steps. First, a fuzzy K-means clustering
is performed. Second, coefficients ηk are calculated
using (10). Third, (8) is minimized by alternately
applying formulas (9) and (7).

A different approach to fuzzy clustering arises
from the theory of mixed distributions [2, 8, 10].
When objects under classification may be considered
realizations of random variables (or, more generally,
of random vectors), and the observed distribution law
can be represented as a finite mixture of simpler dis-
tribution laws, component distribution laws may be
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considered as clusters; consequently membership in
a cluster is the probability of belonging to a com-
ponent distribution law (conditional on observations)
(see Finite Mixture Distributions; Model Based
Cluster Analysis). In the fish example, the observed
distribution law can be represented as a mixture of
two normal distributions, which leads to two clusters
similar to those previously considered.

The applicability of this approach is restricted
in that a representation as a finite mixture may or
may not exist, or may be not unique, even when
an obvious decomposition into clusters is present in
the data. On the other hand, although there is no
obvious extension of the fuzzy K-means algorithm
to categorical data, the mixed distribution approach
can be applied to categorical data.

Fuzzy Clustering of Categorical Data:
Latent Class Models

Latent structure analysis [3, 6, 7] deals with categor-
ical measurements. The columns of (1) are vectors
of measurements made on an object. These vectors
may be considered as realizations of a random vector
x = (X1, . . . , Xm). We say that the distribution law
of random vector x is independent, if component ran-
dom variables X1, . . . , Xm are mutually independent.

The observed distribution law is not required to
be independent; however, under some circumstances,
it may be represented as a mixture of independent
distribution laws. This allows considering a popula-
tion as a disjointed union of classes (‘latent’ classes),
such that the distribution law of random vector x in
every class is independent. Probabilities for objects
belonging to a class that is conditional on the out-
comes of measurements can be calculated and can be
considered as degrees of membership in correspond-
ing classes (see Latent Class Analysis). Most widely
used algorithms for construction of latent class mod-
els are based on maximizing the likelihood function
and involve heavy computation.

Fuzzy Clustering of Categorical Data:
Grade of Membership Analysis

Grade of membership (GoM) analysis [5, 9, 11]
works with the same data as latent structure analysis.
It also searches for a representation of the observed
distribution as a mixture of independent distributions.

However, in GoM, though the mixture sought is
allowed to be infinite, all mixed distributions must
belong to a low-dimensional linear subspace Q of
a space of independent distributions. Under weak
conditions this linear subspace is identifiable, and
the algorithm for finding this subspace reduces the
problem to an eigenvalue/eigenvector problem.

The mixing distribution may be considered a
distribution of a random vector g taking values in
Q. Individual scores gi are expectations of random
vector g conditional on outcome of measurements
x1

i , . . . , xm
i . Conditional expectations may be found

as a solution of a linear system of equations. Let
subspace Q be K-dimensional, λ1, . . . , λK be its
basis, and let g1

i , . . . , gK
i be coordinates of the vector

of individual scores gi in this basis. Often, for an
appropriate choice of basis, gk

i may be interpreted
as a partial membership of object i in cluster k.
Alternatively, a crisp or fuzzy clustering algorithm
may be applied to individual scores gi to obtain other
classifications. The low computational complexity
of the GoM algorithm makes it very attractive for
analyzing data involving a large number (hundreds
or thousands) of categorical variables.

Example: Analysis of Gene Expression
Data

We used as our example gene expression data – the
basis of Figure 2 in [1]. These authors performed a
hierarchical cluster analysis on 2427 genes in the
yeast S. cerevisia. Data were drawn at time points
during several processes given in Table 1, taken
from footnotes in [1]: for example, cell division after
synchronization by alpha factor arrest (ALPH; 18
time points) after centrifugal elutriation (ELU; 14
time points).

Gene expression (log ratios) was measured for
each of these time points and subjected to hierarchical
cluster analysis. For details of their cluster analysis
method, see [1]. They took the results of their cluster
analysis and made plots of genes falling in various
clusters. Their plots consisted of raw data values
(log ratios) to which they assigned a color varying
from saturated green at the small end of the scale
to saturated red at the high end of the scale. The
resulting plots exhibited large areas similarly colored.
These areas indicated genes that clustered together.



6 Fuzzy Cluster Analysis

Table 1 Cell division processes

Process type Time points Process description

ALPH 18 Synchronization by alpha
factor arrest

ELU 14 Centrifugal elutriation
CDC15 15 Temperature-sensitive

mutant
SPO 11 Sporulation
HT 6 High-temperature shock
Dtt 4 Reducing agents
DT 4 Low temperature
DX 7 Diauxic shift

The primary purpose of this example is to describe
the use of GoM for fuzzy cluster analysis. A sec-
ondary purpose was to identify some genes that clus-
ter together and constitute an interesting set. To use
the Grade of Membership (GoM) model, we catego-
rized the data by breaking each range of expression
into 5 parts – roughly according to the empirical dis-
tribution. GoM constructs K groups (types) types
with different characteristics to explain heterogene-
ity of the data. The product form of the multinomial
GoM likelihood for categorical variables xij is:

L =
∏
L

∏
j

∏
�

(pij�)
yij� , (11)

where

pij� =
K∑

h=1

gihλhj� (12)

with constraints gih, λhj� ≥ 0 for all i, h, j , � and∑K
h=1 gih = 1 for all i;

∑Lj

�=1 ∂hj� = 1 for all h, j .
yij� is the binary coding of xij .

In (11), pij� is the probability that observation
i gives rise to the response that � for variable j ;
λhj� is the probability that an observation belonging
exclusively to type h gives rise to the response � for
variable j ; gih is the degree to which observation i

belongs to type h; Lj is the number of possible values
for variable j ; and K is the number of types needed
to fully characterize the data and must be specified.
The parameters {gih,λhj�} are estimated from (11) by
the principle of maximum likelihood.

In practice, one starts with a low value of K = K0,
usually 4 or 5. Then, analogous to the way one fits a
polynomial, successively higher values of K are tried
until increasing K does not improve the fit. One of
the important features of GoM is that, by inspecting

the whole ensemble of λhj� for one value of K , one
can construct a description of each type that usually
‘makes sense’. For most of the analyses done with
GoM, K works out to be between 5 and 7. For this
analysis runs for K as high as 15 were done before
settling on K = 10 for this analysis. The program
DSIGoM available from dsisoft.com was used for the
computations. Further analysis was done by standard
statistical programs.

The sizes of the types are 205.8, 364.1, 188.7,
234.1, 386.1, 202.4, 211.2, 180.0, 187.9, and 207.2
for types 1 through 10 respectively. Although the
GoM analysis makes a partial assignment of each
observation or case to the 10 types, it is sometimes
desirable to have crisp assignment. A forced crisp
assignment can be made by assigning the case to the
type k∗ with the largest membership. For the ith case,
define k∗

i such that g∗
ik > gih for all h �= k∗.

The GoM output consists of the profiles (or
variable clusters) characterized by the {λhjl} and the
grades of membership {gik} values along with several
goodness-of-fit measures. To construct clusters from
the results of the GoM analysis, one can compare the
Empirical Cumulative Distribution Function (CDF)
for each type with the CDF for the population
frequencies. This is done for each variable in the
analysis. Based on the CDFs for each variable, a
determination was made whether the type upregulated
or downregulated gene expression more than the
population average. Results of this process are given
in Table 2.

‘D’ means that the type downregulates gene
expression for that variable more than the popula-
tion. A value of ‘U’ indicates the type upregulates
gene expression for the variable more than the pop-
ulation average. A ‘blank’ value indicates that gene
regulation for the type did not differ from the popula-
tion average. In Table 2, Type 4 downregulates ALPH
stress test expression values for all experiment times
while Type 8 upregulates the same expression values
for all experiment times. Types 4 and 8 represent dif-
ferent dimensions of the sample space. Heterogeneity
of the data is assumed to be fully described by the
10 types. Descriptions for all 10 types are given in
Table 3.

The gih represent the degree to which the ith case
belongs to the hth type or cluster. Each case was
assigned the type with the largest gih value. The
79 data values for each case were assigned colors
according to the scheme used by [1] and plotted. We
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Table 2 Gene expression indication by process and type

I II III IV V VI VII VIII IX X

Variable
Alpha 0 a D D U U
Alpha 7 D D U U
Alpha 14 D D D U U
Alpha 21 D D U U
Alpha 28 D D U U
Alpha 35 D D U U
Alpha 42 U D D U U
Alpha 49 D U
Alpha 56 D U
Alpha 63 D U U U
Alpha 70 D D U U
Alpha 77 D D U U
Alpha 84 D U U
Alpha 91 D D U
Alpha 98 D U D U
Alpha 105 D U D U
Alpha 112 U D D D U U
Alpha 119 D U D U
Elu 0 D D U D U D
Elu 30 D D D U U U D U
Elu 60 D D D D U U U
Elu 90 D D D U U
Elu 120 U D D D D U
Elu 150 U D D D U
Elu 180 D D D D U
Elu 210 D D U U U
Elu 240 D D D U U
Elu 270 D D D U
Elu 300 D D D U U U
Elu 330 D D D U
Elu 360 D D U
Elu 390 D D D U
CDC−15 10 U D D U
CDC−15 30 U D U D D U
CDC−15 50 U D U D U
CDC−15 70 D U D U U U
CDC−15 90 U D D D U U
CDC−15 110 D D U U
CDC−15 130 D D U U
CDC−15 150 D U D U U U
CDC−15 170 D D U D U U
CDC−15 190 D D U U
CDC−15 210 D U U
CDC−15 230 D D D U
CDC−15 250 D U U U
CDC−15 270 D D U U U
CDC−15 290 D U D U U
spo 0 D D D D U U U U
spo 2 D U D U D
spo 5 D U U U D D
spo 7 D U U U D D
spo 9 D U U D U D

Table 2 (continued )

I II III IV V VI VII VIII IX X

spo 11 D U D
spo5 2 D D U U U U
spo5 7 D U D
spo5 11 U D U
spo-erl D U U U D U D D
spo-mid D U U D U D D
heat 0 D D U D U U
heat 10 D U U D D
heat 20 D D D
heat 40 D U U D
heat 80 D U U D D
heat 160 D U D U U D
dtt 15 D U U U
dtt 30 D U D D U U
dtt 60 D D U U U D
dtt 120 D D U D
cold 0 U D U U
cold 20 D U D D
cold 40 D U D U U D
cold 160 D U U D
diau a D D D U U D U
diau b D D U U D
diau c D D D D U U U
diau d D U U
diau e D D D U U
diau f D U U D
diau g D U D U D

aVariables left blank are not different from the popula-
tion values.

include the plots for Type 4 and Type 8. These plots
are designated Figures 8 and 9 respectively. Since
the figures are illustrative, not substantive, actual
gene names are not indicated. Inspection of Figure 8
shows large areas of green for the ALPH stress tests
and for the earlier Elu tests, indicating clusters of
downregulated genes. There are large areas of green
for heat and cold tests, indicating downregulation.
One can also see smaller clusters of reddish areas,
indicating upregulated genes connected to later time
points for Elu tests. In Figure 9 for Type 8, there is a
significant clustering of pink and red areas for ALPH
indicating a group of upregulated genes. The same
genes are downregulated for the early test times of
Elu and CDC 15, indicated by splotches of green.

The clusters designated Type 4 and Type 8 are
not the same size. In a GoM model, the sizes of the
types are computed by summing all gih values over
i giving 205.0 for Type 4 and 180.0 for Type 8.



8 Fuzzy Cluster Analysis

Table 3 Summary type descriptions

Type 1 Downregulates early ALPH time points, late CDC−15, Spo, heat, dtt, cold, diauxic. Upregulates Elu.

Type 2 Gene expression for ALPH does not deviate substantially from the population. * Downregulates
Elu; does not convincingly regulate other processes.

Type 3 Downregulates Elu, CDC−15, dtt, early diauxic. Upregulates mid-range Spo, heat, cold.

Type 4 Downregulates ALPH, early Elu, heat cold, early diauxic. For CDC−15, it appears to downregulate
in the mid-range but upregulate in the extremes.

Type 5 With spotty indication of both upregulation and downregulation; it most resembles the population.

Type 6 Strongly upregulates Spo.

Type 7 Upregulates early ALPH, early and late Elu, early and late CDC. Downregulates Spo. Upregulates
heat, dtt, cold, diauxic.

Type 8 Upregulates ALPH, some indication for Elu, CDC−15, Spo, and early diauxic.

Type 9 Upregulates CDC−15, dtt, Spo mid and early, diauxic.

Type 10 Upregulates mid and late ALPH, Elu, possibly early CDC−15, early dtt, early diauxic.
Downregulates early and mid Spo, heat, late dtt, cold, late diauxic.

50

100

150

ALPH ELU CDC15 SPO HT C DXD

K = 4

Figure 8 Gene expression patterns for Type 4

Summary

Hierarchical clustering methods require choosing a
distance function value to determine how many leaf
level clusters will be in the analysis. There is no
available statistical test to determine how many clus-
ters are required (see Number of Clusters). Grade of
Membership Analysis determines the number of clus-
ters required by standard statistical tests with known
properties. Because individual variability in the data

50

ALPH ELU CDC15 SPO HT D C DX

K = 8

Figure 9 Gene expression patterns for Type 8

is represented in GoM by partial cluster member-
ships, the number of clusters required to adequately
describe the data is less than for other methods.
Coupled with the fact that GoM does not require
specific distributional assumptions, Grade of Mem-
bership Analysis would be usually be preferred on
parsimonious and theoretical grounds. GoM simulta-
neously clusters both variables and cases (a property
it shares with latent class analysis). The λhjl define
variable clusters and gih define clusters of cases. The
gih define the degree to which each case belongs to
each of the clusters.

References

[1] Eisen, M.B., Spellman, P.T., Brown, P.O., Botstein, D.
(1998). Cluster analysis and display of genome-wide
expression patterns, Proceeding of the National Academy
of Sciences of the United States of America 95,
14863–14868.



Fuzzy Cluster Analysis 9

[2] Everitt, B.S. & Hand, D.J. (1981). Finite Mixture Dis-
tributions, Chapman & Hall, New York.

[3] Heinen, T. (1996). Latent Class and Discrete Latent Trait
Models, Sage Publications, Thousand Oaks.
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Galton, Francis

Born: February 16, 1822, in Birmingham, UK.
Died: January 17, 1911, in Surrey, UK.

Sir Francis Galton (knighted in 1909) and Charles
Darwin were grandsons of Erasmus Darwin, Darwin
by first wife, Mary, and Galton by second wife, Eliz-
abeth [3]. After an unsuccessful stint in the medical
school of Kings College, London, Galton enrolled at
Trinity College, Cambridge, and studied mathemat-
ics. Instead of working for honors, a ‘breakdown’ that
he attributed to ‘overwork’ justified taking a ‘poll
degree’ [4]. Nevertheless, Galton’s intellect (esti-
mated IQ of 200; see [6]) and inherited financial inde-
pendence enabled him to become so accomplished
that in his obituary in Nature he was ranked among
such leading nineteenth-century British scientists as
Darwin, Kelvin, Huxley, and Clerk-Maxwell [1].

Galton had more than 300 publications includ-
ing 17 books (see [4, Appendix III]) with Hereditary
Genius [5] being one of the most important. He later
regretted using the term ‘genius’, preferring instead
a statistically defined ‘eminence’. His honors, inter-
ests, and inventiveness ranged widely. He received a
gold medal and fellowship in the Royal Society for
his geographical explorations in Africa. Fundamental
contributions in meteorology included weather map-
ping and establishing the existence of anti-cyclones, a
term he coined. He constructed methods for physical
and psychological measurement, including composite
photography of faces, in anthropology. He developed
ways to identify and compare fingerprints as used
in identification/investigation today. He did pioneer-
ing studies of mental measurement in psychology.
He studied the efficacy of prayer, and introspected
his self-induced worship of idols and self-induced
paranoia. His inventions included a supersonic whis-
tle, diving spectacles, and a periscope for peering
over crowds.

In genetics, although he erred in adopting Dar-
win’s views of genetic blending, Galton anticipated
Mendel’s work on particulate inheritance, includ-
ing the distinction between genotype and phenotype
(which Galton termed latent and patent). He was the
first to use twins in investigations of morphological
and behavioral genetics. He coined the term eugenic,
and most of his work in genetics was done to support

programs to foster human eugenics. Although much
tainted today, eugenics was widely popular in Great
Britain, the United States, and elsewhere during Gal-
ton’s time, and, of course, it persists in milder forms
today (standardized testing for university admissions,
scholarships, etc.).

Galton’s contributions to statistical theory and
methods were primarily in conjunction with genetics
and psychology. He reversed the usual applications
of the Gaussian Law of Errors to reduce variability
and, instead, emphasized the importance of variability
itself, which led to new directions for biological
and psychological research [6]. In 1877, Galton
published a numerical measure of ‘reversion’ or
‘regression’ to express relationships between certain
parent–child physical characteristics. Plotting such
data graphically led to his publication (1885) of the
‘elliptic contour’ (see graph in [5, p. 191]) and that
led directly to his 1888 paper, ‘Co-relations and their
measurement, chiefly from anthropometric data’ (see
[5]). This paper provided the first means to calculate
a coefficient of correlation.

Galton used the ‘r’ from his earlier work on
‘regression’ to symbolize the correlation coefficient,
and he introduced the familiar way of expressing such
coefficients as decimal fractions ranging from −1.0
to +1.0. However, he used the interquartile distance
as his measure of variation, which would be replaced
by the standard deviation in Karl Pearson’s product-
moment correlation coefficient.

Galton’s legacy in genetics and statistics was car-
ried forward by his friend Karl Pearson in the fol-
lowing ways: first, they combined Galton’s Eugenics
Record Office with Pearson’s Biometric Laboratory
to establish the Galton Laboratory at University Col-
lege, London. Galton then provided funds to establish
the journal Biometrika, and by his will following his
death, he funded the Galton National Chair in Eugen-
ics. He expressed his wish, which was honored, that
Pearson be the first such professor [2]. As holder of
the Galton chair, Pearson formed a department of
genetics and statistics, a legacy that remains today
as two separate departments in University College,
London [7].
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Game Theory

Background

Game theory is a formal theory of interactive decision
making, used to model any decision involving two or
more decision makers, called players, each with two
or more ways of acting, called strategies, and well-
defined preferences among the possible outcomes,
represented by numerical payoffs.

In the theory, a player can represent an individ-
ual human decision maker or a corporate decision-
making body, such as a committee or a board. A
(pure) strategy is a complete plan of action, specify-
ing in advance what moves a player would make –
what actions the player would perform – in every
contingency that might arise. If each player has only
one decision to make and the players decide simul-
taneously, then the concept of a strategy coincides
with that of a move, but in more complicated cases,
a strategy is a comprehensive plan specifying moves
in advance, taking account of all possible counter-
moves of the coplayer(s). A mixed strategy is a
probability distribution over a player’s set of pure
strategies. It is usually interpreted as a strategy cho-
sen at random, with a fixed probability assigned to
each pure strategy, as when a player tosses a coin to
choose between two pure strategies with equal prob-
abilities. In Bayesian interpretations of game theory,
initiated by Harsanyi [12], a mixed strategy is some-
times interpreted as a coplayer’s uncertainty about
a strategy choice. Payoffs represent players’ von
Neumann–Morgenstern utilities, which are (roughly)
their true preferences on an interval scale of mea-
surement, as revealed by the assumedly consistent
choices that they make in lotteries in which the out-
comes have known probabilities assigned to them. A
player’s payoff function is a mapping that assigns a
specific payoff to each outcome of the game.

The conceptual groundwork of game theory was
laid by Zermelo, Borel, von Neumann, and others
in the 1920s and 1930s (see [10]), and the first
fully developed version of the theory appeared in
Theory of Games and Economic Behavior by von
Neumann and Morgenstern [31]. The theory began
to have a significant impact on the behavioral and
social sciences after the publication in 1957 of a more
accessible text entitled Games and Decisions by Luce
and Raiffa [18]. The early game theorists considered

the chief goal of the theory to be that of prescribing
what strategies rational players ought to choose to
maximize their payoffs. In this sense, the theory,
in its classical form, is primarily normative rather
than positive or descriptive. An additional rationality
assumption, that people generally try to do the best
for themselves in any given circumstances, makes the
theory relevant to the empirical behavioral sciences
and justifies experimental games (see section titled
Experimental Games below); and in evolutionary
game theory, the rationality assumption is replaced by
replicator dynamics or adaptive learning mechanisms
(see section titled Evolutionary Game Theory).

Basic Assumptions

In conventional decision theory, rational choice is
defined in terms of maximizing expected utility
(EU), or subjective expected utility (SEU), where the
objective probabilities of outcomes are unknown (see
utility theory). But this approach is problematic in
games because each player has only partial control
over the outcomes, and it is generally unclear how
a player should choose in order to maximize EU or
SEU without knowing how the other player(s) will
act. Game theory, therefore, incorporates not only
rationality assumptions in the form of expected utility
theory, but also common knowledge assumptions,
enabling players to anticipate one another’s strategies
to some extent, at least. The standard common
knowledge and rationality (CKR) assumptions are
as follows:

CKR1 (common knowledge): The specification
of the game, including the players’ strategy sets
and payoff functions, is common knowledge in the
game, together with everything that can be deduced
logically from it and from the rationality assump-
tion CKR2.

CKR2 (rationality): The players are rational in the
sense of expected utility theory – they always choose
strategies that maximize their individual expected
payoffs, relative to their knowledge and beliefs – and
this is common knowledge in the game.

The concept of common knowledge was intro-
duced by Lewis [16] and formalized by Aumann [1].
A proposition is common knowledge if every player
knows it to be true, knows that every other player
knows it to be true, knows that every other player
knows that every other player knows it to be true, and



2 Game Theory

so on. This is an everyday phenomenon that occurs,
for example, whenever a public announcement is
made, so that everyone present not only knows it,
but knows that others know it, and so on [21].

Key Concepts

Other key concepts of game theory are most easily
explained by reference to a specific example. Figure 1
depicts the best known of all strategic games, the
Prisoner’s Dilemma game. The figure shows its
payoff matrix, which specifies the game in normal
form (or strategic form), the principal alternative
being extensive form, which will be illustrated in the
section titled Subgame-perfect and Trembling-hand
Equilibria. Player I chooses between the rows labeled
C (cooperate) and D (defect), Player II chooses
between the columns labeled C and D, and the pair
of numbers in each cell represent the payoffs to
Player I and Player II, in that order by convention. In
noncooperative game theory, which is being outlined
here, it is assumed that the players choose their
strategies simultaneously, or at least independently,
without knowing what the coplayer has chosen. A
separate branch of game theory, called cooperative
game theory, deals with games in which players are
free to share the payoffs by negotiating coalitions
based on binding and enforceable agreements. The
rank order of the payoffs, rather than their absolute
values, determines the strategic structure of a game.
Replacing the payoffs 5, 3, 1, 0 in Figure 1 by 4, 3,
2, 1, respectively, or by 10, 1, −2, −20, respectively,
changes some properties of the game but leaves its
strategic structure (Prisoner’s Dilemma) intact.

The Prisoner’s Dilemma game is named after an
interpretation suggested in 1950 by Tucker [30] and
popularized by Luce and Raiffa [18, pp. 94–97].
Two people, charged with joint involvement in a
crime, are held separately by the police, who have
insufficient evidence for a conviction unless at least
one of them discloses incriminating evidence. The
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C D

C 3,3 0,5
 I 

D 5,0 1,1

Figure 1 Prisoner’s Dilemma game

police offer each prisoner the following deal. If
neither discloses incriminating evidence, then both
will go free; if both disclose incriminating evidence,
then both will receive moderate sentences; and if
one discloses incriminating evidence and the other
conceals it, then the former will be set free with
a reward for helping the police, and the latter will
receive a heavy sentence. Each prisoner, therefore,
faces a choice between cooperating with the coplayer
(concealing the evidence) and defecting (disclosing
it). If both cooperate, then the payoffs are good for
both (3, 3); if both defect, then the payoffs are worse
for both (1, 1); and if one defects while the other
cooperates, then the one who defects receives the best
possible payoff and the cooperator the worst, with
payoffs (5, 0) or (0, 5), depending on who defects.

This interpretation rests on the assumption that the
utility numbers shown in the payoff matrix do, in fact,
reflect the prisoners’ preferences. Considerations of
loyalty and a reluctance to betray a partner-in-crime
might reduce the appeal of being the sole defector
for some criminals, in which case that outcome might
not yield the highest payoff. But the payoff numbers
represent von Neumann–Morgenstern utilities, and
they are, therefore, assumed to reflect the players’
preferences after taking into account such feelings
and everything else affecting their preferences. Many
everyday interactive decisions involving cooperation
and competition, trust and suspicion, altruism and
spite, threats, promises, and commitments turn out,
on analysis, to have the strategic structure of the
Prisoner’s Dilemma game [7]. An obvious example
is price competition between two companies, each
seeking to increase its market share by undercutting
the other.

How should a rational player act in a Prisoner’s
Dilemma game played once? The first point to notice
is that D is a best reply to both of the coplayer’s
strategies. A best reply (or best response) to a
coplayer’s strategy is a strategy that yields the highest
payoff against that particular strategy. It is clear that
D is a best reply to C because it yields a payoff
of 5, whereas a C reply to C yields only 3; and D

is also a best reply to D because it yields 1 rather
than 0. In this game, D is a best reply to both of
the coplayer’s strategies, which means that defection
is a best reply whatever the coplayer chooses. In
technical terminology, D is a dominant strategy for
both players. A dominant strategy is one that is a best
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reply to all the strategies available to the coplayer (or
coplayers, if there are several).

Strategic dominance is a decisive argument for
defecting in the one-shot Prisoner’s Dilemma game –
it is in the rational self-interest of each player to
defect, whatever the other player might do. In gen-
eral, if a game has a dominant strategy, then a rational
player will certainly choose it. A dominated strat-
egy, such as C in the Prisoner’s Dilemma game, is
inadmissible, inasmuch as no rational player would
choose it. But the Prisoner’s Dilemma game embod-
ies a genuine paradox, because if both players coop-
erate, then each receives a better payoff (each gets 3)
than if both defect (each gets 1).

Nash Equilibrium

The most important “solution concept” of game the-
ory flows directly from best replies. A Nash equi-
librium (or equilibrium point or simply equilibrium)
is an outcome in which the players’ strategies are
best replies to each other. In the Prisoner’s Dilemma
game, joint defection is a Nash equilibrium, because
D is a best reply to D for both players, and it
is a unique equilibrium, because no other outcome
has this property. A Nash equilibrium has strate-
gic stability, because neither player could obtain
a better payoff by choosing differently, given the
coplayer’s choice, and the players, therefore, have no
reason to regret their own choices when the outcome
is revealed.

The fundamental theoretical importance of Nash
equilibrium rests on the fact that if a game has a
uniquely rational solution, then it must be a Nash
equilibrium. Von Neumann and Morgenstern [31,
pp. 146–148] established this important result via
a celebrated indirect argument, the most frequently
cited version of which was presented later by Luce
and Raiffa [18, pp. 63–65]. Informally, by CKR2,
the players are expected utility maximizers, and by
CKR1, any rational deduction about the game is
common knowledge. Taken together, these premises
imply that, in a two-person game, if it is uniquely
rational for the players to choose particular strategies,
then those strategies must be best replies to each
other. Each player can anticipate the coplayer’s
rationally chosen strategy (by CKR1) and necessarily
chooses a best reply to it (by CKR2); and because the
strategies are best replies to each other, they are in

Nash equilibrium by definition. A uniquely rational
solution must, therefore, be a Nash equilibrium.

The indirect argument also provides a proof that
a player cannot solve a game with the techniques of
standard (individual) decision theory (see strategies
of decision making) by assigning subjective proba-
bilities to the coplayer’s strategies as if they were
states of nature and then simply maximizing SEU.
The proof is by reductio ad absurdum. Suppose that
a player were to assign subjective probabilities and
maximize SEU in the Prisoner’s Dilemma game. The
specific probabilities are immaterial, so let us sup-
pose that Player I, for whatever reason, believed that
Player II was equally likely to choose C or D. Then,
Player I could compute the SEU of choosing C as
1/2(3) + 1/2(0) = 1.5, and the SEU of choosing D

as 1/2(5) + 1/2(1) = 3; therefore, to maximize SEU,
Player I would choose D. But if that were a rational
conclusion, then by CKR1, Player II would anticipate
it, and by CKR2, would choose (with certainty) a best
reply to D, namely D. This leads immediately to a
contradiction, because it proves that Player II was not
equally likely to choose C or D, as assumed from the
outset. The only belief about Player II’s choice that
escapes contradiction is that Player II will choose D

with certainty, because joint defection is the game’s
unique Nash equilibrium.

Nash proved in 1950 [22] that every game with a
finite number of pure strategies has at least one equi-
librium point, provided that the rules of the game
allow mixed strategies to be used. The problem with
Nash equilibrium as a solution concept is that many
games have multiple equilibria that are nonequivalent
and noninterchangeable, and this means that game
theory is systematically indeterminate. This is illus-
trated in Figure 2, which shows the payoff matrix
of the Stag Hunt game, first outlined in 1755 by
Rousseau [26, Part II, paragraph 9], introduced into
the literature of game theory by Lewis [16, p. 7],
brought to prominence by Aumann [1], and discussed
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Figure 2 Stag Hunt game
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in an influential book by Harsanyi and Selten [13,
pp. 357–359]. It is named after Rousseau’s inter-
pretation of it in terms of a hunt in which joint
cooperation is required to catch a stag, but each
hunter is tempted to go after a hare, which can be
caught without the other’s help. If both players defect
in this way, then each is slightly less likely to succeed
in catching a hare, because they may end up chasing
the same one.

This game has no dominant strategies, and the (C,
C) and (D, D) outcomes are both Nash equilibria
because, for both players, C is the best reply to C, and
D is the best reply to D. In fact, there is a third Nash
equilibrium – virtually all games have odd numbers
of equilibria – in which both players use the mixed
strategy (7/8C, 1/8D), yielding expected payoffs
of 63/8 to each. The existence of multiple Nash
equilibria means that formal game theory specifies
no rational way of playing this game, and other
psychological factors are, therefore, likely to affect
strategy choices.

Payoff Dominance

Inspired by the Stag Hunt game, and in an explicit
attempt to provide a method for choosing among
multiple equilibria, Harsanyi and Selten’s General
Theory of Equilibrium Selection in Games [13] intro-
duced as axioms two auxiliary principles. The first
and most important is the payoff-dominance prin-
ciple, not to be confused with strategic dominance,
discussed in the section titled Key Concepts. If e

and f are two equilibria in a game, then e payoff-
dominates (or Pareto-dominates) f if, and only if, e

yields a strictly greater payoff to every player than f

does. The payoff-dominance principle is the propo-
sition that if one equilibrium payoff-dominates all
others in a game, then the players will play their parts
in it by choosing its strategies. Harsanyi and Sel-
ten suggested that this principle should be regarded
as part of every player’s ‘concept of rationality’ and
should be common knowledge among the players.

In the Stag Hunt game, (C, C) payoff-dominates
(D, D), and it also payoff-dominates the mixed-
strategy equilibrium in which both players choose
(7/8C, 1/8D); therefore, the payoff-dominance prin-
ciple requires both players to choose C. But this
assumption requires collective reasoning that goes
beyond the orthodox rationality assumption of CKR2.

Furthermore, it is not intuitively obvious that play-
ers should choose C, because, by so doing, they risk
the worst possible payoff of zero. The D strategy
is a far safer choice, risking a worst possible payoff
of 7. This leads naturally to Harsanyi and Selten’s
secondary criterion of selection among multiple equi-
libria, called the risk-dominance principle, to be used
only if payoff dominance fails to yield a determinate
solution. If e and f are any two equilibria in a game,
then e risk-dominates f if, and only if, the mini-
mum possible payoff resulting from the choice of e

is strictly greater than the minimum possible pay-
off resulting from the choice of f , and players who
follow the risk-dominance principle choose its strate-
gies. In the Stag Hunt game, D risk-dominates C

for each player, but the payoff-dominance principle
takes precedence, because, in this game, it yields a
determinate solution.

Subgame-perfect and Trembling-hand
Equilibria

Numerous refinements of the Nash equilibrium con-
cept have been suggested to deal with the problem
of multiple Nash equilibria and the consequent inde-
terminacy of game theory. The most influential of
these is the subgame-perfect equilibrium, introduced
by Selten [27]. Selten was the first to notice that
some Nash equilibria involve strategy choices that
are clearly irrational when examined from a partic-
ular point of view. A simple example is shown in
Figure 3.

The payoff matrix in Figure 3(a) specifies a game
in which both (C, C) and (D, D) are Nash equilibria,
but only (C, C) is subgame perfect. The Nash equi-
librium (D, D) is not only weak (because 3 is not
strictly greater than 3 for Player II) but also imper-
fect, because it involves an irrational choice from
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Figure 3 Subgame-perfect equilibrium
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Player II. This emerges most clearly from an exam-
ination of the extensive form of the game, shown
in Figure 3(b). The extensive form is a game tree
depicting the players’ moves as if they occurred
sequentially. This extensive form is read from Player
I’s move on the left. If the game were played
sequentially, and if the second decision node were
reached, then a utility-maximizing Player II would
choose C at that point, to secure a payoff of 2
rather than zero. At the first decision node, Player I
would anticipate Player II’s reply, and would, there-
fore, choose C rather than D, to secure 2 rather
than 1. This form of analysis, reasoning backward
from the end, is called backward induction and is the
basic method of finding subgame-perfect equilibria.
In this game, it shows that the (D, D) equilibrium
could not be reached by rational choice in the exten-
sive form, and that means that it is imperfect in
the normal form. By definition, a subgame-perfect
equilibrium is one that induces payoff-maximizing
choices in every branch or subgame of its exten-
sive form.

In a further refinement, Selten [28] introduced the
concept of the trembling-hand equilibrium to identify
and eliminate imperfect equilibria. At every decision
node in the extensive form or game tree, there is
assumed to be a small probability ε (epsilon) that
the player acts irrationally and makes a mistake. The
introduction of these error probabilities, generated
by a random process, produces a perturbed game in
which every move that could be played has some pos-
itive probability of being played. Assuming that the
players’ trembling hands are common knowledge in
a game, Selten proved that only the subgame-perfect
equilibria of the original game remain equilibria in
the perturbed game, and they continue to be equi-
libria as the probability ε tends to zero. According
to this widely accepted refinement of the equilib-
rium concept, the standard game-theoretic rationality
assumption (CKR2) is reinterpreted as a limiting case
of incomplete rationality.

Experimental Games

Experimental games have been performed since the
1950s in an effort to understand the strategic interac-
tion of human decision makers with bounded ratio-
nality and a variety of nonrational influences on their
behavior (for detailed reviews, see [6, 11, 15, Chap-
ters 1–4], [17, 25]). Up to the end of the 1970s,

experimental attention focused largely on the Pris-
oner’s Dilemma and closely related games. The rise
of behavioral economics in the 1980s led to experi-
ments on a far broader range of games – see [4, 5].

The experimental data show that human decision
makers deviate widely from the rational prescriptions
of orthodox game theory. This is partly because of
bounded rationality and severely limited capacity to
carry out indefinitely iterated recursive reasoning (‘I
think that you think that I think. . .’) (see [8, 14,
29]), and partly for a variety of unrelated reasons,
including a strong propensity to cooperate, even when
cooperation cannot be justified on purely rational
grounds [7].

Evolutionary Game Theory

The basic concepts of game theory can be inter-
preted as elements of the theory of natural selection
as follows. Players correspond to individual organ-
isms, strategies to organisms’ genotypes, and payoffs
to the changes in their Darwinian fitness – the num-
bers of offspring resembling themselves that they
transmit to future generations. In evolutionary game
theory, the players do not choose their strategies ratio-
nally, but natural selection mimics rational choice.
Maynard Smith and Price [20] introduced the con-
cept of the evolutionarily stable strategy (ESS) to
handle such games. It is a strategy with the prop-
erty that if most members of a population adopt it,
then no mutant strategy can invade the population
by natural selection, and it is, therefore, the strategy
that we should expect to see commonly in nature.
An ESS is invariably a symmetric Nash equilib-
rium, but not every symmetric Nash equilibrium is
an ESS.

The standard formalization of ESS is as follows
[19]. Suppose most members of a population adopt
strategy I , but a small fraction of mutants or invaders
adopt strategy J . The expected payoff to an I

individual against a J individual is written E(I, J ),
and similarly for other combinations strategies. Then,
I is an ESS if either of the conditions (1) or (2) below
is satisfied:

E(I, I) > E(J, I) (1)

E(I, I ) = E(J, I), and E(I, J ) > E(J, J ) (2)
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Condition (1) or (2) ensures that J cannot spread
through the population by natural selection. In addi-
tion, differential and difference equations called repli-
cator dynamics have been developed to model the
evolution of a population under competitive selec-
tion pressures. If a population contains k genetically
distinct types, each associated with a different pure
strategy, and if their proportions at time t are x(t) =
(x1(t), . . . , xk(t)), then the replicator dynamic equa-
tion specifies the population change from x(t) to
x(t + 1).

Evolutionary game theory turned out to solve
several long-standing problems in biology, and it was
described by Dawkins as ‘one of the most important
advances in evolutionary theory since Darwin’ [9,
p. 90]. In particular, it helped to explain the evolution
of cooperation and altruistic behavior – conventional
(ritualized) rather than escalated fighting in numerous
species, alarm calls by birds, distraction displays by
ground-nesting birds, and so on.

Evolutionary game theory is also used to study
adaptive learning in games repeated many times.
Evolutionary processes in games have been studied
analytically and computationally, sometimes by run-
ning simulations in which strategies are pitted against
one another and transmit copies of themselves to
future generations in proportion to their payoffs (see
[2, 3, Chapters 1, 2; 23, 24]).
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Gauss, Johann Carl
Friedrich

Born: April 30, 1777, in Brunswick, Germany.
Died: February 23, 1855, in Göttingen, Germany.

Born to humble means in the Duchy of Brunswick
(now in Germany), Carl Friedrich Gauss’s contri-
butions spanned a lifetime and earned the epithet
‘Prince of Mathematicians’. As a mathematical sci-
entist, often ranked with Archimedes and Newton,
Gauss is among the elite of any era. In 1784, he
entered a Brunswick gymnasium that recognized his
talent. By age 14, the Duke of Brunswick granted
Gauss a stipend and he entered the Collegium Car-
olinium, where he studied modern languages as well
as the works of Newton, Euler, and Lagrange. In
1795, he entered the University of Göttingen. Shortly
thereafter, entries in Gauss’s personal notebooks con-
tained groundbreaking insights into number theory.
Within a year, Gauss also constructed a 17-sided
regular polygon using only ruler and compass – the
first so constructed since antiquity. Gauss returned
to Brunswick in 1798 and entered the University
of Helmstedt, from which he earned a doctorate the
following year. The dissertation, published in 1801,
contains Gauss’s first proof of the fundamental theo-
rem of algebra. Also in 1801, without publishing his
method, Gauss correctly predicted the location of the
first-known, recently discovered asteroid, Ceres. His
brilliance emerged at an early age.

Gauss’s contributions to statistics revolve around
the conceptual convergence known as the Gauss–
Laplace synthesis. Occurring in the years following
1809, this foundational merger advanced effective
methods for combining data with the ability to
quantify error. Gauss’s role in this synthesis centers
in his account of least squares, his use of the normal
curve, and the influence this work had on Pierre-
Simon Laplace.

During the mid-seventeenth century, astronomers
wanted to know how best to combine a number of
independent but varying observations of the same
phenomenon. Among the most promising procedures
was the method of least squares (see Least Squares
Estimation), which argues that the minimal distance
to the true value of a distribution of observations is
the sum of squared deviations from the mean. In

1807, Gauss became director of the University of
Göttingen’s observatory. Despite early applications
of least squares insights, Gauss failed to publish
an account until 1809, and even then only in the
last chapter of a major contribution to celestial
mechanics [2]. A priority dispute arose with Adrien
Marie Legendre, who first published a least squares
discussion in 1805.

However, the respect afforded Gauss always gave
pause to quick dismissals of his priority claims. Even
if least squares publication priority belongs to Leg-
endre, Gauss offered a sophisticated elaboration of
the method. In addition to developing least squares,
the 1809 publication contained another seminal con-
tribution to statistics, that is, use of the normal dis-
tribution to describe measurement error. Here, Gauss
employed Laplace’s probability curve for sums and
means to describe the measurement of random devia-
tions around the true measurement of an astronomical
event. Because of this insight, by the end of the nine-
teenth century, what we know today as the normal
distribution came to be known as the Gaussian distri-
bution. Although Gauss was not the first to describe
the normal curve, he was the first to use it to assign
precise probabilities to errors. In honor of this insight,
the 10 Deutschmark would one day bear both an
image of Gauss and the normal curve’s geometric
and formulaic expression.

The 1809 Gaussian insights proved a concep-
tual catalyst. In 1810, Laplace presented what we
know today as the central limit theorem: the dis-
tribution of any sufficiently sampled variable can be
expressed as the sum of small independent obser-
vations or variables approximating a normal curve.
When Laplace read Gauss’s 1809 book later that year,
he recognized the connection between his theorem,
the normal distribution, and least squares estimates.
If errors are aggregates, then errors should distribute
along the normal curve with least squares provid-
ing the smallest expected error estimate. The coming
years were a conceptual watershed as additional work
by Gauss, Laplace, and others converged to pro-
duce the Gauss–Laplace synthesis. As Youden ([5],
p. 55) later observed “The normal law of error stands
out. . . as one of the broadest generalizations of nat-
ural philosophy. . . It is an indispensable tool for
the analysis and the interpretation of the basic data
obtained by observation and experiment”. Following
1809, these insights spread from astronomy to physics
and the military. Absorption into the social sciences
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took more time. By the time the use of least squares
flowered in the social sciences, Galton, Pearson, and
Yule had uniquely transformed the procedure into
the techniques of regression (see Multiple Linear
Regression) and analysis of variance [3, 4].

In addition to the Gauss–Laplace synthesis,
Gauss’s more general contributions include the
fundamental theorems of arithmetic and algebra
and development of the algebra of congruence.
He published important work on actuarial science,
celestial mechanics, differential geometry, geodesy,
magnetism, number theory, and optics. He invented a
heliotrope, magnetometer, photometer, and telegraph.
Sub rosa, he was among the first to investigate
non-Euclidean geometry and, in 1851, approved
Riemann’s doctoral thesis. Indeed a titan of
science [1], Gauss was extraordinarily productive
throughout his life, although his personal life was
not without turmoil. After developing heart disease,
Gauss died in his sleep in late February, 1855.
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Gene-Environment
Correlation

Nature versus Nurture

The history of behavioral sciences has been plagued
by a seeming rivalry between genetic influences and
environmental influences as the primary determinant
of behavior. Today, there is widespread support for
the idea that most behavior results from a complex
interaction of genetic and environmental effects (see
Gene-Environment Interaction). However, it is a
mistake to assume that these effects are indepen-
dent sources of influence. Much of an individual’s
environment is not random in nature; rather, genes
can influence an individual’s exposure to certain
environments, how that individual experiences the
environment, and the degree of influence that cer-
tain environments exert [2, 13]. This phenomenon is
called gene-environment correlation. It refers to the
fact that an individual’s environment is influenced by
their genetic predispositions, making genes and the
environment inexorably entwined.

Three specific ways by which genes may exert an
effect on the environment have been delineated [9,
14]: (a) Passive gene-environment effects refer to the
fact that among biologically related relatives (i.e.,
nonadoptive families), parents provide not only their
child’s genotypes, but also their rearing environment.
Therefore, the child’s genotype and home environ-
ment are correlated. (b) Evocative gene-environment
effects refer to the idea that individual’s genotypes
influence the responses they receive from others. For
example, a child who is predisposed to having an
outgoing, cheerful disposition might be more likely
to receive positive attention from others than a child
who is predisposed to timidity and tears. A per-
son with a grumpy, abrasive temperament is more
likely to evoke unpleasant responses from coworkers
and others with whom they interact. Thus, evocative
gene-environment effects can influence the way an
individual experiences the world. (c) Finally, active
gene-environment effects refer to the fact that an
individual actively selects certain environments and
takes away different things from his/her environment,
and these processes are influenced by an individual’s
genotype. Therefore, an individual predisposed to
high sensation-seeking may be more prone to attend

parties and meet new people, thereby actively influ-
encing the environments he/she experiences.

Evidence exists in literature for each of these pro-
cesses. Support for passive gene-environment effects
can be found in a study of more than 600 adoptive
families recruited from across the United States [6].
Comparisons of adoptive and biological children’s
correlations between family functioning and adoles-
cent outcome are informative for examining pas-
sive gene-environment effects, because only biolog-
ical children share genes with their parents and are
affected by these passive gene-environment effects
(both will be affected by evocative and active gene-
environment effects). Correlations between mother
ratings of family functioning and child ratings of
adjustment were substantially higher in biological off-
spring than in adoptive offspring, supporting passive
gene-environment correlation.

The adoption design (see Adoption Studies) has
also been used to examine evocative gene-environ-
ment effects [7]. With data from the Colorado Adop-
tion Project, adoptive children who were or were
not at genetic risk for antisocial behavior, based
on their biological mother’s antisocial history, were
compared. Children who were at risk for antisocial
behavior consistently evoked more negative control,
as self-reported by their adoptive parents, than did
adoptees not at risk, from age 5 to 12. These results
suggest an evocative gene-environment effect. Chil-
dren who were genetically predisposed to higher
levels of antisocial behavior displayed more external-
izing behavior, which evoked more negative control
responses from their parents.

Finally, support for active gene-environment
effects can be found in another type of study. In
order to study active gene-environment effects, one
must study individuals outside the home, to assess
the degree to which genes may be actively influenc-
ing an individual’s selection of various environmental
niches [14]. As part of the Nonshared Environment
in Adolescent Development project, genetic influ-
ences on individuals’ social interactions with peers
and teachers were assessed using a twin, full-sibling,
and step-sibling design [5]. Significant genetic influ-
ence was found for adolescents’ reports of posi-
tive interactions with friends and teachers. Addi-
tionally, heritability estimates were quite high for
parents’ reports of peer group characteristics, sug-
gesting active gene-environment effects in which an
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individual’s genotype influenced the group of indi-
viduals they selected as peers. Peer environments are
known to then play a significant role in adolescent
outcomes [1].

A number of other findings exist supporting
genetic influence on environmental measures. Sub-
stantial genetic influence has been reported for ado-
lescents’ reports of family warmth [10–12]. Genes
have been found to influence the degree of anger and
hostility that children receive from their parents [11].
They influence the experience of life events [2, 3],
and exposure to trauma [4]. In fact, genetic influ-
ence has been found for nearly all of the most widely
used measures of the environment [8]. Perhaps, even
more convincing is that these environmental mea-
sures include not only reports by children, parents,
and teachers, but also observations by independent
observers [11].

Thus, many sources of behavioral influence that
we might consider ‘environmental’ are actually under
a degree of genetic influence. An individual’s family
environment is correlated with their genotype when
they are reared among biological relatives. Further-
more, genes influence an individual’s temperament
and personality, which impacts both the way that
other people react to the individual and the environ-
ments that person seeks out and experiences. Thus,
environmental experiences are not always random,
but can be influenced by a person’s genetic predispo-
sitions. It is important to note that in standard twin
designs, the effects of gene-environment correlation
are included in the genetic component. For example,
if genetic influences enhance the likelihood that delin-
quent youth seek out other delinquents for their peers,
and socialization with these peers further contributes
to the development of externalizing behavior, that
effect could be subsumed in the genetic component
of the model, because genetic effects led to the risky
environment, which then influenced behavioral devel-
opment. Thus, genetic estimates may represent upper
bound estimates of direct genetic effects on the dis-
orders because they also include gene-environment
correlation effects.
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Gene-Environment
Interaction

Gene x environment interaction, or GxE, as it is
commonly called in behavioral genetic literature, is
the acknowledgement that genetic and environmen-
tal influences on behaviors and traits do not act
additively and independently, but may instead be
dependent upon one another. One of the working
hypotheses among researchers is the diathesis-stress
model [7], whereby genetic variants confer an under-
lying diathesis, or vulnerability to a certain behavior
or trait. These genetic vulnerabilities may only impact
upon development when accompanied by a specific
environmental stressor. Other hypotheses for GxE
interactions include the protective effect of genetic
variants on environmental risk, and genetic sensitiv-
ity to environmental exposure. There are three main
strategies for assessing GxE interactions in behavioral
genetic research, primarily through the use of adop-
tion studies, twin studies, and studies of genotyped
individuals. Each method has its relative strengths
and weaknesses.

The Adoption Study Method

Some of the earliest examples of gene x environ-
ment interaction appear in the adoption literature
in the early 1980s. Theoretically, adoption studies
are ideal methods for assessing GxE, as they allow
for a clean separation of genetic influence (via the
biological parent characteristics) from salient envi-
ronmental characteristics (defined by adoptive par-
ent characteristics). Figure 1 shows an example of
gene x environment interaction using the adoption
design for the development of adolescent antisocial
behavior [1]. In this study, genetic risk was defined
as the presence of alcoholism or antisocial behav-
ior in the biological parent, and environmental risk
was defined as being raised in an adoptive family
with significant psychopathology in adoptive siblings
or parents, and/or the presence of adoptive parent
marital separation or divorce. Standard multivari-
ate regression analyses (see Multivariate Multiple
Regression) were performed assessing the indepen-
dent effects of genetic and environmental risk, as
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Figure 1 Least-squares means (±SE) for simple genetic,
environmental, and interaction effects (Iowa 1980 data;
N = 367). (Figure reproduced from Kluwer Academic Pub-
lishers Behavior Genetics, 13, 1983, p. 308, Evidence for
Gene-environment Interaction in the Development of Ado-
lescent Antisocial Behavior, R.J. Cadoret, C.A. Cain, and
R.R. Crowe, Figure 1, copyright 1983, Plenum Publishing
Corporation, with kind permission of Springer Science and
Business Media)

well as the interaction term between the two vari-
ables. Figure 1 illustrates that neither the presence
of genetic risk nor the presence of environmental
risk was sufficient, in and of itself, to cause an
increase in the average number of antisocial behav-
iors in adolescent adoptees, compared with adoptees
with neither genetic nor environmental risk. In con-
trast, the presence of both genetic and environmental
risk factors was related to a higher mean num-
ber of antisocial behaviors, compared to all other
groups.

Adoption studies have the advantage over other
methods that use samples of related individuals of
being able to more cleanly separate genetic risk from
environmental risk, as adoptees typically have limited
or no contact with their biological parents. Thus, in
theory, genetic risk in the biological parent is unlikely
to be correlated with environmental risk in the adop-
tive home environment via passive gene-environment
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correlation. However, as shown in more recent stud-
ies, results from adoption studies can still potentially
be confounded by evocative gene-environment cor-
relation. For example, Ge et al. [4] reported that hos-
tile and aggressive parenting from the adoptive parent
was, in fact, correlated with psychopathology in the
biological parent. This relationship was largely medi-
ated through the adoptees’ own hostile and aggressive
behavior, demonstrating that gene-environment cor-
relation can occur when adoptive parents respond to
the behavior of their adopted child (which is, in turn,
partly influenced by genetic factors). Thus, genetic-
influenced behaviors of the adoptee can evoke a
gene-environment correlation. Other limitations to
the adoption study method have typically included:
(1) the fact that adoptive parents are screened prior
to placement, indicating that the range of environ-
mental factors within adoptive samples is likely to be
truncated, and that severe environmental deprivation
therefore is unlikely; and (2) the limited generaliz-
ability of results from adoptive samples to the general
population (see Adoption Studies).

The Twin Study Method

Twin studies typically estimate the proportion of vari-
ation in a given behavior or trait that is due to
latent genetic and environmental factors (see ACE
Model). In GxE studies using twin samples, the
central question is generally whether genetic varia-
tion on behavior or traits changes across some level
of a measured environmental variable. Methods to
assess GxE interaction in twin studies include exten-
sions of the DeFries–Fulker regression model (see
DeFries–Fulker Analysis), testing whether heritabil-
ities (see Heritability) are the same or different
among individuals in two different groups (e.g., the
finding that the heritability of alcohol use is higher
among unmarried vs. married women [5]), or through
the inclusion of a measured environmental variable as
a continuous moderator of genetic and environmental
influences in the standard ACE model. Examples of
replicated GxE interactions using twin data include
the finding that the heritability of cognitive ability
is greater among adolescents from more advantaged
socioeconomic backgrounds [9, 11]. In both of these
studies, the absolute magnitude of shared environ-
mental influences on variation was stronger among
adolescents from poorer and/or less educated homes.

Conversely, the absolute magnitude of genetic vari-
ation was greater among adolescents from higher
socioeconomic status families. Both of these factors
contributed to the finding that the heritability of cog-
nitive ability (which is defined as the proportion of
phenotypic variance attributed to genetic factors) was
higher among adolescents in more educated homes.

Advantages to the twin method include the fact
that these studies call into question the assumption
that heritability is a constant, and can identify salient
aspects of the environment that may either promote
or inhibit genetic effects. In addition, there are
many large twin studies in existence, which make
replication of potential GxE interactions possible. The
primary disadvantage to this method is that genetic
factors are defined as latent variables. Thus, these
studies cannot identify the specific genetic variants
that may confer greater or lesser risk at different
levels of the environment.

Studies of Genotyped Individuals

Arguably, perhaps the ‘gold standard’ for assessing
GxE interaction are studies that investigate whether
a specific genetic variant interacts with a measured
environmental characteristic. One of the first exam-
ples of these studies is the finding that a polymor-
phism in the monoamine oxidase A (MAOA) gene
interacts with child maltreatment to influence mean
levels of antisocial behavior [2]. Figure 2 shows the
relevant results from this study for four measures of
antisocial behavior. As can be seen in this figure,
maltreated children with the genetic variant of the
MAOA gene that confers high levels of MAOA activ-
ity showed mean levels of antisocial behavior that
were not significantly different from mean levels of
antisocial behavior among non-maltreated children,
indicating that this genetic variant had a protective
influence against the effects of child maltreatment.
Interestingly, although there was a main effect of
child maltreatment in these analyses, there was no
main effect of the MAOA genotype, indicating that
genetic variants that confer low levels of MAOA
activity are not, in and of themselves, a risk factor
for antisocial behavior.

Advantages to this method are many. Analy-
sis is relatively straightforward, requiring simply
the use of multivariate regression techniques. Stud-
ies can be done using any sample of genotyped
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Figure 2 The association between childhood maltreatment and subsequent antisocial behavior as a function of MAOA
activity. (a) Percentage of males (and standard errors) meeting diagnostic criteria for Conduct Disorder between ages
10 and 18. In a hierarchical logistic regression model, the interaction between maltreatment and MAOA activity was in
the predicted direction, b = −0.63, SE = 0.33, z = 1.87, P = 0.06. Probing the interaction within each genotype group
showed that the effect of maltreatment was highly significant in the low–MAOA activity group (b = 0.96, SE = 0.27,
z = 3.55, P < 0.001), and marginally significant in the high-MAOA group (b = 0.34, SE = 0.20, z = 1.72, P = 0.09).
(b) Percentage of males convicted of a violent crime by age 26. The G × E interaction was in the predicted direction,
b = −0.83, SE = 0.42, z = 1.95, P = 0.05. Probing the interaction, the effect of maltreatment was significant in the
low–MAOA activity group (b = 1.20, SE = 0.33, z = 3.65, P < 0.001), but was not significant in the high-MAOA group
(b = 0.37, SE = 0.27, z = 1.38, P = 0.17). (c) Mean z scores (M = 0, SD = 1) on the Disposition Toward Violence Scale at
age 26. In a hierarchical ordinary least squares (OLS) regression model, the G × E interaction was in the predicted direction
(b = −0.24, SE = 0.15, t = 1.62, P = 0.10); the effect of maltreatment was significant in the low–MAOA activity group
(b = 0.35, SE = 0.11, t = 3.09, P = 0.002) but not in the high-MAOA group (b = 0.12, SE = 0.07, t = 1.34, P = 0.17).
(d) Mean z scores (M = 0, SD = 1) on the Antisocial Personality Disorder symptom scale at age 26. The G × E interaction
was in the predicted direction (b = −0.31, SE = 0.15, t = 2.02, P = 0.04); the effect of maltreatment was significant in
the low–MAOA activity group (b = 0.45, SE = 0.12, t = 3.83, P 0.001) but not in the high-MAOA group (b = 0.14,
SE = 0.09, t = 1.57, P = 0.12). (Reprinted with permission from Caspi et al. (2002). Role of Genotype in the Cycle of
Violence in Maltreated Children. Science, 297, 851–854. Copyright 2002 AAAS)

individuals – there is no special adoptive or fam-
ily samples required. Because these studies rely
on measured genotypes, they can pinpoint more
precisely the genetic variants and the potential

underlying biological mechanism that confer risk
or protective effects across different environments.
On the other hand, the effects of any one indi-
vidual gene (both additively and/or interactively)
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on variation in behavior or traits is likely to be
quite small, which may limit the power to detect
such interactions in these studies, and may further
require some a priori knowledge of how specific
genes may influence behavior or traits. In addi-
tion, because genotypes are inherited from parents,
there may be significant gene-environment corre-
lations that bias the interpretation of results (see
Rutter & Silberg [10] and Purcell [8] for discus-
sion of methodological issues in assessing GxE
interactions in the presence of gene-environment
correlation).

Conclusions

Recent behavioral genetic studies have taken a much-
needed departure from standard studies of additive
genetic and environmental influences on variation
in human development by both acknowledging and
testing for the interaction between genes and envi-
ronments. Although these issues have a long his-
tory in behavioral genetic thinking [3, 6, 7], it is
only more recently, with statistical, methodological,
and molecular genetic advances, that these inter-
esting research questions about gene-environment
interplay have become tractable. The three meth-
ods reviewed rely on different means of assess-
ing genetic influence. Specifically, adoption designs
rely on the presence of high-risk phenotypes in
biological parents of adoptees to assess genetic
risk, traditional twin studies estimate changes in
genetic influence as measured at the latent trait
level, and studies of genotyped individuals focus
on specific genetic variants. Nonetheless, all three
methods require the inclusion of measured variables
in the analyses, suggesting that behavioral genetic
researchers should continue to include and refine their
definitions of possible environmental influences on
behavior, so that these more interesting and com-
plex questions of gene x environment interaction can
be explored.
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Generalizability

Due to various limitations in necessary resources,
researchers generally study a phenomenon in a spe-
cific setting, and then try to generalize the obtained
results to other settings. So, for example, while a tar-
get population may be infinite, the study sample will
be a small (finite) subset of this target population. The
degree to which the results of a study can be gener-
alized from one setting to other settings is referred to
as ‘generalizability’. Here, we will first present a set
of commonly accepted rules for generalizing infor-
mation, and then we will discuss the applications of
these rules in behavioral sciences. We will then argue
that the presented rules are subject to many excep-
tions, and that generalization requires abstraction, and
depends on the human thought process, rather than
being a mechanistic or statistical process [6].

There are some commonly accepted rules for gen-
eralizability of information. We will discuss three.
First, a prerequisite for generalizability of the results
is that the results of the study be valid within the
study population (internal validity ) [1, 2]. Consider,
for example, a study comparing the efficacy of treat-
ments A and B, in which the researchers allocate all,
or even most, of the patients with a good prognosis to
treatment A. Such a comparison is obviously invalid
even internally, and so generalization of its results
would be irrelevant, the possibility of a sampling bias
that precisely compensates for this allocation bias [2]
notwithstanding. To enhance the internal validity of
studies, researchers often select a homogeneous group
of humans or animals as their study population.
Often, however, such a homogeneous population is
not representative of the target population.

The extent to which a study population is homo-
geneous is usually a trade-off between the quest for
internal validity and representativeness; hence, mak-
ing a decision about the study population is usually
a personal judgment of the researcher. Bench scien-
tists and animal researchers tend to emphasize higher
internal validity, while social and behavioral scien-
tists and epidemiologists tend to prefer enhanced
representativeness to enhanced internal validity.

Second, experience has shown that the more
similar (among units in the target population) the
contributors to the causal pathway are, the more
reproducible the results will be. Physical phenomena
are generally highly reproducible; for example, an

experiment conducted to measure the acceleration
of a falling object due to gravity will likely obtain
results that generalize to anywhere (on earth, at least).
Likewise for an experiment performed to determine
the freezing point of water, which will depend on
pressure, but little else. If it is known that pressure
matters, then it can be controlled for. Biologic
phenomena tend to be more easily generalized from
population to population than social or behavioral
phenomena can be.

Third, in human studies, there is an important
difference between generalizability of results of sur-
veys and generalizability of results of association
studies [6, 7]. In surveys, the target population is
usually well defined. For the results of a survey to
be generalizable, then, the study population must be
representative of this well-defined target population.
For this purpose, one usually selects a sufficiently
large random sample, which confers confidence in
the extent to which the sample is representative of
the target population, with respect to both known and
unknown factors. There are a few caveats worthy of
mention. For one thing, the population from which
the sample is randomly selected tends to differ from
the target population. This forces one to consider not
only the degree to which the sample represents the
sampled population, but also the degree to which the
sampled population represents the target population,
and, ultimately, the degree to which the sample rep-
resents the target population.

Years ago, when telephones were not ubiqui-
tous, telephone surveys tended to create biases in
that they would overrepresent those wealthy enough
to afford telephones. This would create a problem
only if the target population included those with-
out telephones. A famous example of this type of
phenomenon occurred during the presidential race of
1936, when The Literary Digest mistakenly oversam-
pled Republicans, and confidently predicted that Alf
Landon would beat Franklin Roosevelt and win the
presidency. Sometimes, the distortion between the
sampled population and the target population is cre-
ated intentionally, as when a run-in is used prior to a
randomized trial for the purposes of excluding those
subjects who do not respond well to the active treat-
ment offered during the run-in [2]. This step can help
create the illusion of a treatment effect.

Another consideration is the distinction between
randomized and representative. It is true that a
random sample may be used in hopes of creating
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a representative sample, but if presented with a
sample, one could check the extent to which this
sample represents the target population (assuming
that characteristics of this target population are also
known). Having gone through the step of assessing
the extent to which the sample is representative of
the target population, would one then care if this
sample were obtained at random? Certainly, other
sampling schemes, such as convenience sampling,
may create a sample that appears to represent the
target population well, at least with respect to the
dimensions of the sample that can be checked. For
example, it may be feasible to examine the gender,
age, and annual salary of the study subject for
representativeness, but possibly not their political
belief. It is conceivable that unmeasured factors
contribute to results of survey questions, and ignoring
them may lead to unexpected errors. From this
perspective, then, randomization does confer added
benefits beyond those readily checked and classified
under the general heading of representativeness.

Of course, one issue that remains, even with
a sample that has been obtained randomly, is a
variant of the Heisenberg uncertainty principle [1].
Specifically, being in the study may alter the subjects
in ways that cannot be measured, and the sample
differs from the population at large with respect to
a variable that may assume some importance. That
is, if X is a variable that takes the value 1 for
subjects in the sample, and the value 0 for subjects
not in the sample, then the sample differs from the
target population maximally with respect to X. Of
course, prior to taking the sample, each subject in the
target population had a value of X = 0, but for those
subjects in the sample, the value of X was changed
to 1, in time for X to exert whatever influence it may
have on the primary outcomes of the study. This fact
has implications for anyone not included in a survey.

If, for example, a given population (say male
smokers over the age of 50 years) is said to have
a certain level of risk regarding a given disease (say
lung cancer), then what does this mean to a male
smoker who was not included in the studies on which
this finding was based? Hypothetically, suppose that
this risk is 25%. Does this then mean that each male
smoker over 50, whether in the sample or not, has
a one in four chance of contracting lung cancer? Or
does it mean that there is some unmeasured variable,
possibly a genetic mutation, which we will call a
predisposition towards lung cancer (for lack of a

better term), which a quarter of the male smokers
over 50 happens to have? Presumably, there is no
recognizable subset of this population, male smokers
over 50, which would allow for greater separation (as
in those who exercise a certain amount have 15% risk
while those who do not have 35% risk).

Suppose, further, that one study finds a 20% risk in
males and a 35% risk in smokers, but that no study
had been done that cross-classified by both gender
and smoking status. In such a case, what would the
risk be for a male smoker? The most relevant study
for any given individual is a study performed in that
individual, but the resources are not generally spent
towards such studies of size one. Even if they were,
the sample size would still be far too small to study
all variables that would be of interest, and so there
is a trade-off between the specificity of a study (for
a given individual or segment of the population) and
the information content of a study.

In contrast to surveys, association studies require
not only that the sample be representative of the
study population but also that it be homogeneous.
As mentioned previously, the use of run-ins, prior
to randomization, to filter out poor responders to an
active treatment creates a distortion that may result
in a spurious association [2]. That is, there may well
be an association, among this highly select group
of randomized subjects who are already known to
respond well to the active treatment, between treat-
ment received and outcome, but this association may
not reflect the reality of the situation in the population
at large. But even if the sample is representative of
the target population, there is still a risk of spurious
association that arises from pooling heterogeneous
segments of the population together. Suppose, for
example, that one group tends to be older and to
smoke more than another group, but that within either
group there is no association between smoking sta-
tus and age. Ignoring the group, and studying only
age and smoking status, would lead to the mistaken
impression that these two variables are positively
associated. This is the ecological fallacy [5].

When trying to generalize associations in behav-
ioral sciences, one needs to consider different char-
acteristics of exposure, effect modifiers, confounders,
and outcome. Duration, dose, route, and age at expo-
sure may all be important. In general, extrapolating
the results obtained from a certain range of expo-
sure to values outside that range may be very mis-
leading. While short-term low-dose stress may be
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stimulating, very high levels of stress may inhibit
productivity. Effect modifiers may vary among differ-
ent populations. Single parenthood may be a stigma
in some societies, and, therefore, may lead to behav-
ioral abnormalities in the children. However, societies
that show high support for single parent families may
modify and lower such detrimental effects. Differ-
ences in the distribution of confounding factors result
in failure of replication.

For example, higher education may be associated
with higher income in some societies, but not in
others. A clear definition of exposure and outcome is
necessary, and these definitions should be maintained
when generalizing the results. Sufficient variability in
both exposure and outcome is also important. Family
income may not be a predictor of future educational
success when studied in a select group of families that
all have an annual income between $80 000–100 000,
but it may be a strong predictor in a wider range
of families.

Despite the fact that the term ‘generalizability’ is
frequently used, and the rules mentioned above are
commonly taught in methodology classes, the mean-
ing of generalizability is often not clear, and these
rules give us only a vague idea about how and when
we are allowed to generalize information. One reason
for such vagueness is that generalizability is a contin-
uum rather than a dichotomous phenomenon, and the
degree of acceptable similarity is not well defined.
For example, suppose that in comparing treatments
A and B for controlling high blood pressure, treat-
ment A is more effective by 20 mmHg on average

in one population, but only 10 mmHg more effective
on average in another population. Although treatment
A is better than treatment B in both populations,
the magnitude of the blood pressure reduction is dif-
ferent. Are the results obtained from one population
generalizable to the other? There is no clear answer.
Despite centuries of thinking and examination, the
process of synthesis of knowledge from individual
observations is not well understood [3, 4, 6]. This
process is neither mechanical nor statistical; that is,
the process requires abstraction [7].
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Generalizability Theory:
Basics

From a practical perspective, scientists have always
been interested in quantifying measurement errors.
Regardless of the professional discipline, be it psy-
chology, biology, sociology, medicine, and so on,
gathering measurements and determining their pre-
cision is a fundamental task. A testing agency would
certainly want to know the precision of any ability
estimates, and which measurement conditions (e.g.,
test length, number of raters) best achieved the goal
of obtaining valid and reliable examinee scores. For
these studies and programs, and many others, there is
often a fundamental need to ascertain the degree of
measurement error that is involved in the process of
gathering data. Once this is accomplished, one can
then tailor the data-gathering process to minimize
potential errors, thereby enhancing the precision of
the measures.

Historically, classical test theory (CTT) (see Clas-
sical Test Models) [15] was employed as a frame-
work for understanding and quantifying measurement
errors. In CTT, a person’s observed score (X) is made
up of ‘true’ (T) component and error (E). The relia-
bility of a measure (rxx) is simply the ratio of true
score variance (σ 2

true) to observed score variance
(σ 2

observed). True scores and true score variances are
typically estimated via methods such as internal con-
sistency and test-retest. If there is no error in the
measurement process, then the observed and ‘true’
measurement will be the same, reflecting perfect reli-
ability. For most real-world measurement problems,
this is unlikely to be the case. More important, an
undifferentiated E is frequently of little value except
to quantify the consistencies and inconsistencies in
the data. From a practical perspective, it is often
essential to know the exact conditions of measure-
ment needed for acceptably precise measurement. To
do this, one must be able to determine, quantify, and
study multiple potential sources of error.

Generalizability (G) theory (see Generalizability
Theory: Overview) offers a broad conceptual frame-
work and associated statistical procedures for inves-
tigating various measurement issues. Unlike CTT,
generalizability theory does not conceptualize mea-
surement error as a unitary concept. Error can be
attributed to multiple sources, and experiments can

be devised to estimate how much variation arises
from each source. In effect, generalizability theory
liberalizes, or extends, CTT. Analysis of variance
(ANOVA) is used to disentangle multiple sources of
error that contribute to the unitary E in CTT. As a
result, generalizability analyses can be used to under-
stand the relative importance of various sources of
error and to define efficient measurement procedures.
It should be noted, however, that although general-
izability theory is rooted in ANOVA-type designs,
there are key differences in emphasis (e.g., estima-
tion of variance components as opposed to tests of
statistical significance) and terminology.

While the conceptual framework for generaliz-
ability theory is relatively straightforward, there are
some unique features that require explanation. These
include universes of admissible observations, G (gen-
eralizability) studies, universes of generalization, D
(decisions) studies, and universe scores. The universe
of admissible observations for a particular measure
is based on what the decision-maker is willing to
treat as interchangeable for the purposes of mak-
ing a decision. It is characterized by the sources
of variation in universe scores (expected value of
observations for the person in the stated universe)
that are to be explicitly evaluated. For example, a
researcher may be interested in evaluating the clin-
ical skills of physicians. To do this, he/she could
identify potential performance exercises (e.g., take a
patient history, perform a required physical exami-
nation) and observers (physician, or expert, raters).
For this hypothetical investigation, the universe of
admissible observations contains an exercise, or task,
facet (take a history, perform a physical examina-
tion) and a rater facet. If any of the tasks (t) could be
paired with any of the raters (r), then the universe of
admissible observations is said to be crossed (denoted
t × r). In generalizability theory, the term universe is
reserved for conditions of measurement, and is sim-
ply the set of admissible observations to which the
decision maker would like to generalize. The word
population is used for objects of measurement. In the
example noted above, the researcher would also need
to specify the population (i.e., persons to be evalu-
ated). The next step would be to collect and analyze
data to estimate the relevant variance components
This is known as a G (generalizability) study. For
example, one could envision a design where a sample
of raters (nr) evaluates the performances of a sample
of persons (np) on a sample of clinical exercises, or



2 Generalizability Theory: Basics

tasks (nt). This is a two-facet design and is denoted
p × t × r (person by task by rater). Where each level
of one facet (rater) is observed in combination with
each level of the other (task), the result is a crossed
design. If levels of one facet are observed in combi-
nation with specific level(s) of another, the design is
said to be nested. For example, variance components
can be estimated for people, tasks, raters, and the
associated interactions. These components are sim-
ply estimates of differences in scores attributable to
a given facet or interaction of sources.

The purpose of a G study is to obtain estimates
of variance components associated with the universe
of admissible observations. These estimates can be
used in D (decision) studies to design efficient mea-
surement procedures. For D studies, the researcher
must specify a universe of generalization. This could
contain all facets in the universe of admissible obser-
vations (e.g., p × T × R; for D study designs, facets
are typically denoted by capital letters) or be oth-
erwise restricted. For the scenario above, one may
want to generalize persons’ scores based on the spe-
cific tasks and raters used in the G study to persons’
scores for a universe of generalization that involves
many other tasks and raters. The sample sizes in the D
study (n′

t, n′
r) need not be the same as the sample sizes

in the G study (nt, nr). Also, the focus of the D study
is on mean scores for persons rather than single per-
son by task by rater observations. If a person’s score
is based on his or her mean score over n′

tn
′
r obser-

vations, the researcher can explore, through various
D studies, the specific conditions that can make the
measurement process more efficient.

It is conceivable to obtain a person’s mean score
for every instance of the measurement procedure
(e.g., tasks, raters) in the universe of generalization.
The expected value of these mean scores in the stated
universe is the person’s universe score. The variance
of universe scores over all persons in the population
is called the universe score variance. More simply, it
is the sum of all variance components that contribute
to differences in observed scores. Universe score
variance is conceptually similar to true score variance
(T) in classical test theory.

As mentioned previously, once the G study vari-
ance components are estimated, various D studies
can be completed to determine the optimal condi-
tions for measurement. Unlike CTT, where observed
score variance can only be partitioned into two parts
(σ 2

true and σ 2
observed), generalizability theory affords

the opportunity to further partition error variance.
More important, since some error sources are only
critical with respect to relative decisions (e.g., rank
ordering people based on scores), and others can
influence absolute decisions (e.g., determining mas-
tery based on defined standards or cutoffs), it is
essential that they can be identified and disentan-
gled. Once this is accomplished, both error ‘main
effects’ and error ‘interaction effects’ can be stud-
ied. For example, in figure-skating, multiple raters
are typically used to judge the performance of skaters
across multiple programs (short, long). Measurement
error can be introduced as a function of the choice of
rater, the type of program (task), and, most important,
the interaction between the two. For this situation, if
we accept that any person in the population can par-
ticipate in any program in the universe and can be
evaluated by any rater in the universe, the observable
score for a single program evaluated by a single rater
can be represented:

Xptr = µ + νp + νt + νr + νpt + νpr + νtr + νptr. (1)

For this design, µ is the grand mean in the
population and universe and ν specifies any one of the
seven components. From this, the total observed score
variance can be decomposed into seven independent
variance components:

σ 2(Xptr) = σ 2
(p) + σ 2

(t) + σ 2
(r) + σ 2

(pt)

+ σ 2
(pr) + σ 2

(tr) + σ 2
(ptr) (2)

The variance components depicted above are for
single person by programs (tasks) by rater combina-
tions. From a CTT perspective, one could collapse
scores over the raters and estimate the consistency of
person scores between the long and short programs.
Likewise, one could collapse scores over the two pro-
grams and estimate error attributable to the raters.
While these analyses could prove useful, only gener-
alizability theory evaluates the interaction effects that
introduce additional sources of measurement error.

In generalizability theory, reliability-like coeffi-
cients can be computed both for situations where
scores are to be used for relative decisions and for
conditions where absolute decisions are warranted.
For both cases, relevant measurement error variances
(determined by the type of decision, relative or abso-
lute) are pooled. The systematic variance (universe
score variance) is then divided by the sum of the
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systematic and the measurement error variance to
estimate reliability. When relative decisions are being
considered, only measurement error variances that
could affect the rank orderings of the scores are
important. For this use of scores, the ratio of sys-
tematic variance to the total variance, known as a
generalizability coefficient (Eρ2), is the reliability
estimate. This is simply a quantification of how well
persons’ observed scores correspond to the universe
scores. When absolute decisions are considered (i.e.,
where scores are interpreted in relation to a standard
or cutoff), all the measurement error variances can
impact the reliability of the scores. Here, the relia-
bility coefficient, Phi (�), is also calculated as the
ratio of systematic variance to total variance. If all
the measurement error variances that are uniquely
associated with absolute decisions are zero, then the
generalizability and Phi coefficients will be equal.

The defining treatment of generalizability theory
is provided by Cronbach et al. [10]. Brennan pro-
vides a history of the theory [2]. For the interested
reader, there are numerous books and articles, both
technical and nontechnical, covering all aspects of the
theory [17].

Purpose

The purpose of this entry is to familiarize the reader
with the basic concepts of generalizability theory. For
the most part, the treatment is nontechnical and con-
centrates on the utility of the theory and associated
methodology for handling an assortment of measure-
ment problems. In addition, only univariate models
are considered. For more information on specific esti-
mation procedures, multivariate specifications, confi-
dence intervals for estimated variance components,
and so on, the reader should consult Brennan [3]. For
this entry, the basic concepts of generalizability the-
ory are illustrated through the analysis of assessment
data taken from an examination developed to evaluate
the critical-care skills of physicians [1].

Measurement Example

Fully Crossed Design

The data for this example came from a performance-
based assessment, designed to evaluate the emergency

care skills of physicians training in anesthesiol-
ogy. The assessment utilized a sensorized, life-size
electromechanical patient mannequin that featured,
amongst other things, breath sounds, heart sounds,
and pulses. Computer-driven physiologic and phar-
macologic models determine cardiac and respiratory
responses, and are used to simulate acute medical
conditions. The simulator offers simple as well as
advanced programming actions to create and then
save a unique scenario for repeated evaluation of
performances. A variety of additional features (e.g.,
heart rate, lung compliance, vascular resistance) can
be manipulated independently to create a unique, but
reproducible event that effectively tests the skill level
of the medical provider. Six acute care scenarios
(cases) were developed. Each simulated scenario was
constructed to model a medical care situation that
required a rapid diagnosis and acute intervention in
a brief period of time.

Twenty-eight trainees were recruited and evalu-
ated. Each of the 28 participants was assessed in each
of the six simulated scenarios. Each trainee’s per-
formance was videotaped and recorded. Three raters
independently observed and scored each of the per-
formances from the videotaped recordings. A global
score, based on the time to diagnosis and treatment
as well as potentially egregious or unnecessary diag-
nostic or therapeutic actions, was obtained. The raters
were instructed to make a mark on a 10-cm horizontal
line based on their assessment of the trainee’s perfor-
mance. The global rating system was anchored by the
lowest value 0 (unsatisfactory) and the highest value
10 (outstanding).

Analysis. From a generalizability standpoint, the G
study described above was fully crossed (p × t × r).
All of the raters (nr = 3) provided a score for each of
the six (nt = 6) scenarios (referred to as tasks) across
all 28 trainees (objects of measurement). The person
by rater by task design can be used to investigate
the sources of measurement error in the simulation
scores. Here, it was expected that the principle
source of variance in scores would be associated
with differences in individual resident’s abilities, not
choice of task or choice rater.

Generalizability (G) Study. The analysis of G
study, including the provision of estimated variance
components, could be done by hand. There are, how-
ever, a number of available software packages that
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Table 1 Estimated variance components, standard errors of measurements, generalizability, and dependability coefficients
for simulation scores (G and D studies)

G Study D studies – mean variance component

Component Estimatea Component t = 6, r = 3 t = 6, r = 2 t = 8, r = 2

Person (σ̂ 2
p ) 1.28 Person (σ̂ 2

p ) 1.28 1.28 1.28
Task (σ̂ 2

t ) 0.51 Task (σ̂ 2
T) 0.09 0.09 0.06

Rater (σ̂ 2
r ) 0.24 Rater (σ̂ 2

R) 0.08 0.12 0.12
σ̂ 2

pt 2.09 σ̂ 2
pT 0.35 0.35 0.26

σ̂ 2
pr 0.30 σ̂ 2

pR 0.10 0.15 0.15
σ̂ 2

tr 0.11 σ̂ 2
TR 0.01 0.01 0.01

σ̂ 2
ptr 1.07 σ̂ 2

pTR 0.06 0.09 0.07
σ̂ 2(�) 0.69 0.81 0.67
σ̂ (�) 0.83 0.90 0.82
σ̂ 2(δ) 0.51 0.59 0.48
σ̂ (δ) 0.71 0.77 0.69
� 0.65 0.61 0.66
Eρ2 0.72 0.68 0.73

aestimate for single person by task by rater combinations.

make this task much less cumbersome [4, 5, 9]. In
addition, commonly used statistical programs typi-
cally have routines for estimating variance compo-
nents for a multitude of G study designs. For this
example, the SAS PROC VARCOMP routine was
used [16].

The estimated variance components for the G
study are presented in Table 1. The person (trainee)
variance component (σ̂ 2(p)) is an estimate of the
variance across trainees of trainee-level mean scores.
If one could obtain the person’s expected score over
all tasks and raters in the universe of admissible
observations, the variance of these scores would be
σ̂ 2(p). Ideally, most of the variance should be here,
indicating that individual abilities account for differ-
ences in observed scores. The other “main effect”
variance components include task (σ̂ 2(t)) and rater
(σ̂ 2(r)). The task component is the estimated variance
of scenario mean scores. Since the estimate is greater
than zero, we know that the six tasks vary somewhat
in average difficulty. Not surprisingly, mean perfor-
mance, by simulation scenario, ranged from a low
of 5.7 to a high of 8.2. The rater component is the
variance of the rater mean scores. The nonzero value
indicates that raters vary somewhat in terms of aver-
age stringency. The mean rater scores, on a scale
from 0 to 10, were 7.4, 6.3, and 7.0, respectively.
Interestingly, the task variance component is approx-
imately twice as large as the rater component. We
can, therefore, conclude that raters differ much less

in average stringency than simulation scenarios differ
in average difficulty.

The largest interaction variance component was
person by task (σ̂ 2(pt)). The magnitude of this com-
ponent suggests that there are considerably different
rank orderings of examinee mean scores for each of
the various simulation scenarios. The relatively small
person by rater component suggests that the vari-
ous raters rank order persons similarly. Likewise, the
small rater by task component indicates that the raters
rank order the difficulty of the simulation scenarios
similarly. The final variance component is the resid-
ual variance that includes the triple-order interactions
and all other unexplained sources of variation.

Decision (D) Studies. The G study noted above
was used to derive estimates of variance components
associated with a universe of admissible observa-
tions. Decision (D) studies can use these estimates to
design efficient measurement procedures for future
operations. To do this, one must specify universe
of generalization. For the simulation assessment, we
may want to generalize trainees’ scores based on the
six tasks and three raters to trainees’ scores for a uni-
verse of generalization that includes many other tasks
and many other raters. In this instance, the universe of
generalization is “infinite” in that we wish to general-
ize to any set of raters and any set of tasks. Here, con-
sistent with ANOVA terminology, both the rater and
task facets are said to be random as opposed to fixed.
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For the simulation assessment, we may decide that
we want each trainee to be assessed in each of the
six encounters (tasks; n′

t = 6) and each of the tasks be
rated by three independent raters (n′

r = 3). Although
the sample sizes for the D study are the same as those
for the G study, this need not be the case. Unlike
the G study, which focused on single trainee by task
by rater observations, the D study focuses on mean
scores for persons.

The D study variance components can be easily
estimated using the G study variance components in
Table 1 (see Table 1). The estimated random effects
variance components are for person mean scores over
n′

t = 6 tasks and n′
r = 3 raters. The calculation of

the variance components for this fully crossed design
is relatively straightforward. The estimated universe
score variance (σ̂ 2

p ) stays the same. To obtain means,
variance components that contain t but not r are
divided by n′

t. Components that contain r but not t
are divided by n′

r. And components that contain both
t and r are divided by n′

tn
′
r.

Since an infinite universe of generalization has
been defined, all variance components other than
σ̂ 2(p) contribute to one or more types of error
variance. If the trainee scores are going to be used for
mastery decisions (e.g., pass/fail), then all sources of
error are important. Here, both simulation scenario
difficulty and rater stringency are potential sources
of error in estimating “true’ ability. Absolute error
is simply the difference between a trainee’s observed
and universe score. Variance of the absolute errors
σ 2(�) is the sum of all variance components except
σ 2(p) (see Table 1). The square root of this value
σ̂ (�) is interpretable as the absolute standard error
of measurement (SEM). On the basis of the D study
described above, σ̂ (�) = 0.83. As a result, XpTR ±
1.62 constitutes an approximate 95% confidence
interval for trainees’ universe scores.

If the purpose of the simulation assessment is
simply to rank order the trainees, then some compo-
nent variances will not contribute to error. For these
measurement situations, relative error variance σ̂ 2(δ)

similar to error variance in CTT is central. For the
p × T × R D study with n′

t = 6 and n′
r = 3 relative

error variance is the sum of all variance components,
excluding σ 2(p), that contain p (i.e., σ̂ 2

pT, σ̂ 2
pR, σ̂ 2

pTR).
These are the only sources of variance that can
impact the relative ordering of trainee scores. The
calculated value (σ̂ 2(δ) = 0.51) is necessarily lower
than σ̂ 2(�), in that fewer variance components are

considered. The square root of the relative error vari-
ance (σ̂ (δ) = 0.71) is interpretable as an estimate of
the relative SEM. As would be expected, and borne
out by the data, absolute interpretations of a trainee’s
score are more error-prone than relative ones.

In addition to calculating error variances, two
types of reliability-like coefficients are widely used
in generalizability theory. The generalizability coef-
ficient (Eρ2), analogous to a reliability coefficient in
CTT, is the ratio of universe score variance to itself
plus error variance:

Eρ2 = σ 2(p)

σ 2(p) + σ 2(δ)
. (3)

For n′
t = 6 and n′

r = 3, Eρ2 = 0.72. An index of
dependability (�) can also be calculated:

� = σ 2(p)

σ 2(p) + σ 2(�)
. (4)

This is the ratio of universe score variance to
itself plus absolute score variance. For n′

t = 6 and
n′

r = 3, � = 0.65. The dependability coefficient is
apropos when absolute decisions about scores are
being made. For example, if the simulation scores,
in conjunction with a defined standard, were going to
be used for licensure or certification decisions, then
all potential error sources are important, including
those associated with variability in task difficulty and
rater stringency.

The p × T × R design with two random facets
(tasks, n′

t = 6; raters, n′
r = 3) was used for illustrative

purposes. However, based on the relative magni-
tudes of the G study variance components, it is clear
that the reliability of the simulation scores is gen-
erally more dependent on the number of simulation
scenarios as opposed to the number of raters. One
could easily model a different D study design and
calculate mean variance components for n′

t = 6 and
n′

r = 2 (see Table 1). By keeping the same number
of simulated encounters, and decreasing the number
of raters per case (n′

r = 2), the overall generalizabil-
ity and dependability coefficients are only slightly
lower. Increasing the number of tasks (n′

t = 8) while
decreasing the number of raters per task (n′

r = 2) has
the effect of lowering both absolute and relative error
variance. Ignoring the specific costs associated with
developing simulation exercises, testing trainees, and
rating performances, increasing the number of tasks,
as opposed to raters per given task, would appear to



6 Generalizability Theory: Basics

be the most efficient means of enhancing the precision
of examinee scores.

Fixed Facets. The D studies described above (p ×
T × R) involved two random facets and a universe
of generalization that was infinite. Here, we were
attempting to generalize to any other set of simulation
exercises and any other group of raters. This does
not, however, always have to be the case. If we were
only interested in generalizing to the six simulation
scenarios that were initially modeled, but some set
of randomly selected raters, then a mixed model
results. The task facet is said to be fixed, as opposed
to random, and the universe of generalization is
thereby restricted. In essence, we are considering the
six simulation scenarios to be the universe of all
simulation scenarios. On the basis of the fully crossed
p × t × r G study design, the variance components for
a design with a fixed T can be calculated quite easily.
For D study sample sizes (n′

t = 6 and n′
r = 3), with T

fixed, the generalizability coefficient Eρ2 is estimated
to be 0.91. Although this value is much larger than
that estimated for a design with a random task facet
(Eρ2 = 0.72), one cannot generalize to situations in
which other simulation exercises are used.

Nested Designs. The G study employed a fully
crossed p × t × r design with an infinite universe of
admissible observations. Here, all tasks (simulation
scenarios) were evaluated by all raters. Given that
the cost of physician raters is high and the G study
variance components associated with the rater were
comparatively low, one could also envision a situa-
tion where there were multiple tasks but only a single
(different) rater for each performance. This describes
a nested design (p × (R:T)), where R:T denotes rater
nested in task. For a design with n′

t = 6 and n′
r = 1,

the random effects D study variance components,
including σ̂ 2(R:T) and σ̂ 2(pR:T), can be calculated
from the appropriate G study variance components.
For the simulation study, the estimated values of �

and Eρ2 would be 0.64 and 0.69, respectively. Inter-
estingly, these values are only slightly lower than
those for a random model with n′

t = 6 and n′
r = 3

raters (per task). From a measurement perspective,
this suggests that a design involving multiple tasks
and a single rater per task would be comparatively
efficient.

Conclusion

From a descriptive point of view, generalizability
theory involves the application of ANOVA tech-
niques to measurement procedures. Its major con-
tribution is that it permits the decision-maker to
pinpoint sources of measurement error and change
the appropriate number of observations accordingly
in order to obtain a certain level of generalizabil-
ity. Unlike CTT, which considers a single source of
error (E), generalizability theory allows for multi-
ple sources of error, permits direct comparison of
these error sources, allows for different ‘true’ (uni-
verse) scores, and provides an analysis framework
for determining optimal measurement conditions to
attain desired precision.

Generalizability theory has been applied to many
real-world measurement problems, including standard
setting and equating exercises [11, 13], computerized
scoring applications [8], and the design of various
performance-based assessments [7]. There have also
been numerous advances in generalizability theory,
including work related to model fit and estimation
methods [6], sampling issues [14], and applications
of multivariate specifications [12].
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Generalizability Theory:
Estimation

Introduction

Generalizability theory (G theory) is a conceptual
and statistical framework for the analysis and
construction of measurement instruments. The first
extensive treatment of G theory was presented by
Cronbach, Gleser, Nanda, and Rajaratnam [3] and
the most recent one by Brennan [2]. Less extensive
introductions to G theory can be found in publications
by Shavelson and Webb [6] and Brennan [1].

In most testing situations, it is not the particular
sample of items or the particular sample of raters
involved in an evaluation of a person’s performance
that is of interest. Different samples of items and
different samples of raters would be equally accept-
able or admissible. All the admissible items and
raters together constitute the universe of admissible
observations, which we would ideally like to admin-
ister to determine a person’s universe score. This
being unfeasible, we have to work with the person’s
performance on a particular sample of items eval-
uated by a particular sample of raters, that is, the
person’s observed score. The question is to what
extent can we generalize from observed score to
universe score. In G theory, the answer to this gen-
eralizability question is quantified by generalizability
coefficients.

Conceptual Framework of G Theory

In G theory, behavioral measurements or observations
are described in terms of conditions; a set of similar
conditions is referred to as a facet. An achievement
test with 40 multiple-choice items is said to have
40 conditions of the facet ‘items’; a performance
test with 10 tasks evaluated by two raters has 10
conditions of the facet ‘tasks’ and 2 conditions of the
facet ‘raters.’ The objects being measured, usually
persons, are not regarded as a facet.

Responses are obtained by means of designs
where objects of measurement have to respond to
the conditions of one or more facets. Designs differ
not only in the number of facets (one or more) and
the nature of the facets (random or fixed) but also

in how the conditions of the facet are administered
(crossed or nested). The term-crossed design means
that the persons have to respond to all the conditions
of all the facets; with a nested design, they have to
respond to only a selection of the conditions of the
facets.

One-facet Design

In a one-facet crossed design, the observed score for
one person on one item, Xpi , can be decomposed as

Xpi = µ (grand mean)

+µp − µ (person effect)
+µi − µ (item effect)
+Xpi − µp − µi + µ (residual effect)

(1)

The model in (1) has three parameters. The first
parameter, the grand mean or the mean over the
population of persons and the universe of items, is
defined as µ ≡ εpεiXpi . The second parameter, the
universe score of a person or the mean score over
the universe of items, is defined as µp ≡ εiXpi . The
third parameter, the population mean of an item or
the mean score over the population of persons, is
defined as µi ≡ εpXpi . Except for the grand mean,
the three effects in (1) have a distribution with a
mean of zero and a positive variance. For exam-
ple, the mean of the person effect is εp(µp − µ) =
εp(µp) − εp(µ) = µ − µ = 0. Each effect or com-
ponent has its own variance component. The vari-
ance components for persons, items, and the resid-
ual or error are defined as σ 2

p = εp(µp − µ)2, σ 2
i =

εi(µi − µ)2, and σ 2
pi,e = εpεi(Xpi − µp − µi + µ)2.

The variance of the observed scores is defined as
σ 2

X = σ 2(Xpi) = εpσi(Xpi − µ)2. It can be shown
that σ 2

X, the total variance, is equal to the sum
of the three variance components: σ 2

X = σ 2
p + σ 2

i +
σ 2

pi,e.

Generalizability and Decision Study

In generalizability theory, a distinction is made
between a generalizability study (G study) and a deci-
sion study (D study). In a G study, the variance com-
ponents are estimated using procedures from analysis
of variance. In a D study, these variance components
are used to make decisions on, for example, how
many items should be included in the test or how
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many raters should evaluate the responses. A G study
of a one-facet crossed random effects design is pre-
sented below. A D study of this design is discussed
in the next section.

Generalizability Study One-facet Design

The Analysis of Variance table of a crossed one-
facet random effects design, a design where a random
sample of np persons from a population of persons
responds to a random sample of ni items from a
universe of items, is presented in Table 1.

From Table 1, we can see that we first have to
compute the sums of squares in order to estimate
the variance components. For that, we substitute the
three parameters µ, µp, and µi in (1) with their
observed counterparts, which results in the following
decomposition:

Xpi = X̄ + (X̄p − X̄) + (X̄i − X̄)

+ (Xpi − X̄p − X̄i + X̄)

= Xpi − X̄ = (X̄p − X̄) + (X̄i − X̄)

+ (Xpi − X̄p − Xi + X̄) (2)

By squaring and summing the observed devi-
ation scores in (2), four sums of squares are
obtained: the total sums of squares and the sums

of squares of persons, items, and interactions.
The total sums of squares,

∑
p

∑
i (Xpi − X̄)

2
, is

equal to the sum of the three other sums of
squares:

∑
p

∑
i (Xp − X̄)

2 + ∑
p

∑
i (Xi − X̄)

2 +∑
p

∑
i (Xpi − X̄p − X̄i + X̄)

2
. The former is also

written as SS tot = SS p + SS i + SS pi,e. The mean
squares can be computed from the sums of squares.
Solving the equations of the expected mean squares
for the variance components and replacing the
observed mean squares by their expected values
results in the following estimators for the vari-
ance components: σ̂ 2

p = (MS p − MS pi,e)/ni, σ̂ 2
i =

(MS i − MS pi,e)/np, and MS pi,e = σ̂ 2
pi,e.

The artificial example in Table 2 was used to
obtain the G study results presented in Table 3.

Table 2 contains the scores (0 or 1) of four persons
on three items, the mean scores of the persons, the
mean scores of the items, and the general mean. The
mean scores of the persons vary between a perfect
mean score of 1 and a mean score of 0. The mean
scores of the items range from an easy item of 0.75
to a difficult item of 0.25.

The last column of Table 3 contains the estimated
variance components which are variance components
of scores of single persons on single items. Since
the size of the components depends on the score
scale of the items, the absolute size of the variance
components does not yield very useful information.

Table 1 Analysis of variance table of a crossed one-facet random effects design

Effects
Sums of
squares

Degrees of
freedom Mean squares

Expected mean
squares

Persons (p) SS p dfp = np − 1 MSp = SS p/dfp �(MSp) = σ 2
pi ,e + niσ

2
p

Items (i) SS i dfi = ni − 1 MSi = SS i/dfi �(MSi) = σ 2
pi ,e + npσ 2

i

Residual (pi , e) SS pi ,e dfpi ,e = (np − 1) × (ni − 1) MSpi ,e = SS pi ,e/dfpi ,e �(MSpi ,e) = σ 2
pi ,e

Table 2 The item scores of four persons on three items,
the mean score per person and per item, and the general
mean

Item

Person 1 2 3 X̄p

1 1 1 1 1.000
2 1 1 0 0.667
3 1 0 0 0.333
4 0 0 0 0.000
X̄i 0.75 0.50 0.25 0.500 = X̄
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Table 3 Results generalizability study for the example from Table 2

Effects Sums of squares
Degrees of

freedom Mean squares
Estimates of

variance components

Persons (p) 1.667 3 0.556 σ̂ 2
p = 0.139 (45.5%)

Items (i) 0.500 2 0.250 σ̂ 2
i = 0.028 (9%)

Residual (pi , e) 0.833 6 0.139 σ̂ 2
pi,e = 0.139 (45.5%)

It is therefore common practice to report the size of
the component as a percentage of the total variance.
Since the items are scored on a 0 to 1 score scale,
the variance component cannot be larger than 0.25.
The reason for the large universe score variance is
the large differences between the mean scores of the
four persons. The estimated variance component for
the items is relatively small. This can be confirmed
by taking the square root of the variance components,
resulting in a standard deviation of 0.17, which
is approximately one-sixth of the range for items
scored on a dichotomous score scale. This value is
what we might expect under a normal distribution of
the scores.

Decision Study One-facet Design

The model in (1) and its associated variance com-
ponents relate to scores of single persons on single
items from the universe of admissible observations.
However, the evaluation of a person’s performance
is never based on the score obtained on a sin-
gle item, but on a test with a number of items.
What the effect is of increasing the number of items
on the variance components was investigated in a
D study.

The linear model for the decomposition of the
mean score of a person on a test with ni items,
denoted by XpI , is

XpI = µ + (µp − µ) + (µI − µ)

+ (XpI − µp − µI + µ). (3)

In (3), the symbol I is used to indicate the mean
score on a number of items. In (3), the universe score
is defined as µp ≡ �I XpI , the expected value of XpI

over random parallel tests. By taking the expectation
over I in (3), the universe score variance σ 2

p does
not change; the two other variance components do
change and are defined as σ 2

I = σ 2
i /n

′
i and σ 2

pI,e =
σ 2

pi,e/n
′
i . The total variance, σ 2

X = σ 2(XpI ), is equal
to σ 2

X = σ 2
p + σ 2

I + σ 2
pI,e.

Table 4 contains the variance components from
the G study and the D study with three items.

The results in Table 4 show how the variance
component of the items and the variance compo-
nent of the interaction or error component change
if we increase the number of items. To gauge
the effect of using three more items from the
universe of admissible observations, we have to
divide the appropriate G-study variance components
by 6.

The purpose of many tests is to determine the
position of a person in relation to other persons.
In generalizability theory, the relative position of
a person is called the relative universe score and
defined as µp − µ. The relative universe score is
estimated by XpI − XPI , the difference between the
mean test score of a person and the mean test score
of the sample of persons. The deviation between
XpI − XPI and µp − µ is called relative error and
is defined as δpI = (XpI − XPI ) − (µp − µ). The
estimated relative error variance is equal to σ̂ 2

δ =
σ̂ 2

pI,e. (Note that the prime is used to indicate the
sample sizes in a D study.) For the crossed one-
facet random effects design, the estimate of the

Table 4 Results of G study and D study for the example from Table 2

Effects Variance components G study Variance components D study

Persons (p) σ̂ 2
p = 0.139 σ̂ 2

p = 0.139
Items (i) σ̂ 2

i = 0.028 σ̂ 2
I = 0.028/3 = 0.009

Residual (pi , e) σ̂ 2
pi ,e = 0.139 σ̂ 2

pI ,e = 0.139/3 = 0.046
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generalizability coefficient for relative decisions, ρ̂2,
is defined as

ρ̂2 = σ̂ 2
p

σ̂ 2
p + σ̂ 2

δ

.

Table 4 shows that the universe score variance
for the test with three items is equal to 0.139 and
the relative error variance is equal to 0.046. The
generalizability coefficient, which has a lower limit of
0 and an upper limit of 1, is equal to 0.75. There are
two possible interpretations of this coefficient. The
first is that the coefficient is approximately equal to
the expected value of the squared correlation between
observed and universe score. The second is that the
coefficient is approximately equal to the correlation
between pairs of two randomly parallel tests.

It can be shown [4] that ρ̂2 is equal to the
reliability coefficient KR-20 for dichotomous item
scores and equal to Cronbach’s coefficient alpha
for polytomous scores. In addition to the reliability
and generalizability coefficient, the standard error of
measurement is also used as an indicator for the
reliability of measurement instruments. The relative
standard error of measurement is obtained by taking
the square root of the relative error variance and
can be shown to be equal to the standard error of
measurement from classical test theory.

The purpose of a measurement instrument can
also be to determine a person’s absolute universe
score. For example, if we want to know that a
person can give a correct answer to at least 80%
of the test items. The absolute universe score, µp,
is estimated by XpI . The deviation between XpI

and µp is called absolute error and is defined
as �pI = XpI − µp = (µI − µ) + (XpI − µp − µI

+µ). The estimated absolute error variance is equal
to σ̂ 2

� = σ̂ 2
I + σ̂ 2

pI,e. For a crossed one-facet random
effects design, the estimate of the generalizability
coefficient, ϕ̂, for absolute decisions is defined as

ϕ̂ = σ̂ 2
p

σ̂ 2
p + σ̂ 2

�

.

For the example in Table 2 with three items, the
generalizability coefficient for absolute decisions is
equal to 0.72.

Two-facet Design

In a crossed two-facet design, the observed score of
person p on item i awarded by rater r, Xpir , can be

decomposed into seven components:

Xpir = µ (grand mean)

+µp − µ (person effect)
+µi − µ (item effect)
+µr − µ (rater effect)
+µpi − µp − µi + µ (person × item effect)
+µpr − µp − µr + µ (person × rater effect)
+µir − µi − µr + µ (item × rater effect)
+Xpir − µpi − µpr

− µir + µp + µi

+ µr − µ (residual effect)
(4)

The seven parameters in (4) are defined as µ ≡
εpεiεrXpir , µp ≡ εiεrXpir , µi ≡ εpεrXpir , µr ≡
εpεiXpir , µpi ≡ εrXpir , µpr ≡ εiXpir , and µir ≡
εpXpir .

A crossed two-facet design has a total of seven
variance components. The total variance is equal to
σ 2

X = σ 2
p + σ 2

i + σ 2
r + σ 2

pi + σ 2
pr + σ 2

ir + σ 2
pir,e. Esti-

mates of variance components can be obtained using
procedures comparable to the one described for the
crossed one-facet design.

Generalizability Study Two-facet Design

Table 5 contains an example, taken from Thorn-
dike [7], of a crossed two-facet design where two
raters have awarded a score to the answers on four
items of six persons.

The results of the generalizability study for the
example in Table 5 are presented in Table 6.

The last column in Table 6 contains the estimates
of the variance components and the contribution of
each component to the total variance in terms of
percentage. In this example, the variance compo-
nent for raters is negative. Negative estimates can
result from using the wrong model or too small a
sample. It should be noted that standard errors of vari-
ance components with small numbers of persons and
conditions are very large. To obtain acceptable stan-
dard errors according to Smith [8], the sample should
be at least a hundred persons. There are different
approaches to dealing with negative estimates. One
of them is to set the negative estimates to zero. The
relatively large contribution of the variance compo-
nent of items can be ascribed to the large differences
between the mean scores of the items. The contri-
bution of the interaction component between persons
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Table 5 The item scores of six persons on four items and two raters, per rater the mean score per item and per person,
the mean score per rater, the mean score per person, and the general mean

Rater 1 Rater 2

Pers. Item: 1 2 3 4 X̄p1 Item: 1 2 3 4 X̄p2 X̄p

1 9 6 6 2 5.75 8 2 8 1 4.75 5.25
2 9 5 4 0 4.50 7 5 9 5 6.50 5.50
3 8 9 5 8 7.50 10 6 9 10 8.75 8.13
4 7 6 5 4 5.50 9 8 9 4 7.50 6.50
5 7 3 2 3 3.75 7 4 5 1 4.25 4.00
6 10 8 7 7 8.00 7 7 10 9 8.25 8.13

X̄i1 8.33 6.17 4.83 4.00 5.83 X̄i2 8.00 5.33 8.33 5.00 6.67 X̄ = 6.25

Table 6 Results of the generalizability study for example from Table 5

Effects Sums of squares Degrees of freedom Mean squares
Estimates of variance

components

Persons (p) 109.75 5 21.95 σ̂ 2
p = 2.16 (28%)

Items (i) 85.17 3 28.39 σ̂ 2
i = 1.26 (15%)

Raters (r) 8.33 1 8.33 σ̂ 2
r = −0.15 (0%)

Persons × Items (pi ) 59.08 15 3.94 σ̂ 2
pi = 0.99 (12%)

Persons × Raters (pr) 13.42 5 2.68 σ̂ 2
pr = 0.18 (2%)

Items × Raters (ir) 33.83 3 11.28 σ̂ 2
ir = 1.55 (19%)

Residual (pir , e) 29.42 15 1.96 σ̂ 2
pir ,e = 1.96 (24%)

and items is much larger than the interaction compo-
nent between persons and raters. Interaction between
persons and items means that persons do not give
consistent reactions to different questions with the
result that depending on the question the relative posi-
tion of the persons differs.

Decision Study Two-facet Design

The linear model for the decomposition of the aver-
age score of a person on a test with ni items of
which the answers were rated by nr raters, denoted
by XpIR , is

XpIR = µ + (µp − µ) + (µI − µ) + (µR − µ)

+ (µpI − µp − µI + µ)

+ (µpR − µp − µR + µ)

+ (µIR − µI − µR + µ)

+ (XpIR − µpI − µpR − µIR

+µp + µI + µR − µ).

The seven variance components associated with
this model are σ 2

p, σ 2
I = σ 2

i /n
′
i , σ 2

R = σ 2
r /n

′
r , σ 2

pI =
σ 2

pi/n
′
i , σ 2

pR = σ 2
pr/n

′
r , σ 2

IR = σ 2
ir /n

′
in

′
r , σ 2

pIR,e =
σ 2

pir,e/n
′
in

′
r .

The total variance is equal to σ 2
X = σ 2

p + σ 2
I +

σ 2
R + σ 2

pI + σ 2
pR + σ 2

IR + σ 2
pIR,e.

The estimate of the generalizability coefficient for
relative decisions for the crossed two-facet random
effects design is defined as

ρ̂2 = σ̂ 2
p

σ̂ 2
p + σ̂ 2

pi

n
′
i

+ σ̂ 2
pr

n
′
r

+ σ̂ 2
pir,e

n
′
in

′
r

.

The denominator of this coefficient has three vari-
ance components that relate to interactions with per-
sons. Interaction between persons and items means
that on certain items a person performs better
than other persons, while on certain other items
the performance is worse. This inconsistent per-
formance by persons on items contributes to error
variance. Interaction between persons and raters
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means that a person is awarded different scores by
different raters. This inconsistent rating by raters
contributes to error variance. The residual vari-
ance component is by definition error variance and
the interaction component between persons, items,
and raters.

For the example in Table 5, with four items and
two raters, the generalizability coefficient is equal
to 2.16/(2.16 + 0.99/4 + 0.18/2 + 1.96/8) = 0.79.
This generalizability coefficient can be improved by
increasing the number of observations, that is, the
product of the number of items and the number of
raters. Having more items, however, will have a much
greater effect than more raters because the variance
component of the interaction between persons and
items is much larger than the variance component
of the interaction between persons and raters. This
example shows that the Spearman–Brown formula
from classical theory does not apply to multifacet
designs from generalizability theory. Procedures for
selecting the optimal number of conditions in multi-
facet designs have been presented by Sanders, The-
unissen, and Baas [5].

The estimate of the generalizability coefficient for
absolute decisions for the crossed two-facet random
effects design is defined as

ϕ̂ = σ̂ 2
p

σ̂ 2
p + σ̂ 2

i

n
′
i

+ σ̂ 2
r

n
′
r

+ σ̂ 2
pi

n
′
i

+ σ̂ 2
pr

n
′
r

+ σ̂ 2
ir

n
′
in

′
r

+ σ̂ 2
pir,e

n
′
in

′
r

.

For making absolute decisions, it does mat-
ter whether we administer a test with difficult
items or a test with easy items or have the
answers rated by lenient or strict raters. There-
fore, the variance components of the items and the
raters, and the variance component of the inter-
action between items and raters also contribute to
the error variance. For the example in Table 5,
the generalizability coefficient for absolute decisions
is equal to 2.16/(2.16 + 1.26/4 + 0.0/2 + 0.99/4 +
0.18/2 + 1.55/8 + 1.96/8) = 0.66.

Other Designs

In the previous sections, it was shown that modify-
ing the number of items and/or raters could affect the
generalizability coefficient. However, the generaliz-
ability coefficient can also be affected by changing

the universe to which we want to generalize. We
can, for example, change the universe by interpret-
ing a random facet as a fixed facet. If the items in
the example with four items and two raters are to
be interpreted as a fixed facet, only these four items
are admissible. If the facet ‘items’ is interpreted as
a fixed facet, generalization is no longer to the uni-
verse of random parallel tests with four items and
two raters, but to the universe of random parallel
tests with two raters. Interpreting a random effect
as a fixed facet means that fewer variance compo-
nents can be estimated. In a crossed two-facet mixed
effects design, the three variance components that
can be estimated, expressed in terms of the vari-
ance components of the crossed two-facet random
effects design, are σ̂ 2

p∗ = σ̂ 2
p + σ̂ 2

pi/n
′
i , σ̂ 2

r∗ = σ̂ 2
r +

σ̂ 2
ir/n

′
i , and σ̂ 2

pr,e∗ = σ̂ 2
pr + σ̂ 2

pir,e/n
′
i . The estimate

of the generalizability coefficient for relative deci-
sions for the crossed two-facet mixed effects design,
originally derived by Maxwell and Pilliner [4], is
defined as

ρ̂2 = σ̂ 2
p∗

σ̂ 2
p∗ + σ̂ 2

pr,e∗/n
′
r

= σ̂ 2
p + σ̂ 2

pi/n
′
i

σ̂ 2
p + σ̂ 2

pi/n
′
i + σ̂ 2

pr/n
′
r + σ̂ 2

pir,e/n
′
in

′
r

.

With the facet ‘items’ fixed, the generalizability
coefficient for our example is equal to 0.88, com-
pared to a generalizability coefficient of 0.79 with
the facet ‘items’ being random. This increase of the
coefficient is expected since, by restricting the uni-
verse, the relative decisions about persons will be
more accurate.

In G theory, nested designs can also be analyzed.
Our example with two facets would be a nested
design if the first two questions were evaluated by
the first rater and the other two questions by the sec-
ond rater. In a design where raters are nested within
questions, the variance component of raters and the
variance component of the interaction between per-
sons and raters cannot be estimated. The estimate
of the generalizability coefficient for relative deci-
sions for the nested two-facet random effects design
is defined as

ρ̂2 = σ̂ 2
p

σ̂ 2
p + σ̂ 2

pi

n
′
i

+ σ̂ 2
pr,pir,e

n
′
in

′
r

.
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The estimates of variance components of the
crossed two-facet random effects design can be used
to estimate the variance components of not only
a nested two-facet random effects design but also
those of a nested two-facet mixed effects design.
Because of their versatility, crossed designs should
be given preference.

G theory is not limited to the analysis of uni-
variate models; multivariate models where persons
have more than one universe score can also be ana-
lyzed. In G theory, persons as well as facets can
be selected as objects of measurement, making G
theory a conceptual and statistical framework for
a wide range of research problems from different
disciplines.
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Generalizability Theory:
Overview

Generalizability (G) theory is a statistical theory for
evaluating the dependability (‘reliability’) of behav-
ioral measurements [2]; see also [1], [3], and [4]. G
theory pinpoints the sources of measurement error,
disentangles them, and estimates each one. In G the-
ory, a behavioral measurement (e.g., a test score)
is conceived of as a sample from a universe of
admissible observations, which consists of all pos-
sible observations that decision makers consider to
be acceptable substitutes for the observation in hand.
Each characteristic of the measurement situation that
a decision maker would be indifferent to (e.g., test
form, item, occasion, rater) is a potential source of
error and is called a facet of a measurement. The
universe of admissible observations, then, is defined
by all possible combinations of the levels (called
conditions) of the facets. In order to evaluate the
dependability of behavioral measurements, a general-
izability (G) study is designed to isolate and estimate
as many facets of measurement error as is reasonably
and economically feasible.

Consider a two-facet crossed person x item x occa-
sion G study design where items and occasions have
been randomly selected. The object of measurement,
here persons, is not a source of error and, therefore,
is not a facet. In this design with generalization over
all admissible test items and occasions taken from an
indefinitely large universe, an observed score for a
particular person on a particular item and occasion
is decomposed into an effect for the grand mean,
plus effects for the person, the item, the occasion,
each two-way interaction (see Interaction Effects),
and a residual (three-way interaction plus unsystem-
atic error). The distribution of each component or
‘effect’, except for the grand mean, has a mean of
zero and a variance σ 2 (called the variance compo-
nent). The variance component for the person effect
is called the universe-score variance. The variance
components for the other effects are considered error
variation. Each variance component can be estimated
from a traditional analysis of variance (or other
methods such as maximum likelihood). The relative
magnitudes of the estimated variance components
provide information about sources of error influenc-
ing a behavioral measurement. Statistical tests are not

used in G theory; instead, standard errors for variance
component estimates provide information about sam-
pling variability of estimated variance components.

The decision (D) study deals with the practical
application of a measurement procedure. A D study
uses variance component information from a G study
to design a measurement procedure that minimizes
error for a particular purpose. In planning a D study,
the decision maker defines the universe that he or
she wishes to generalize to, called the universe of
generalization, which may contain some or all of the
facets and their levels in the universe of admissible
observations. In the D study, decisions usually will
be based on the mean over multiple observations
(e.g., test items) rather than on a single observation
(a single item).

G theory recognizes that the decision maker might
want to make two types of decisions based on a
behavioral measurement: relative (‘norm-referenced’)
and absolute (‘criterion- or domain-referenced’). A
relative decision focuses on the rank order of per-
sons; an absolute decision focuses on the level of
performance, regardless of rank. Error variance is
defined differently for each kind of decision. To
reduce error variance, the number of conditions of
the facets may be increased in a manner analogous
to the Spearman–Brown prophecy formula in clas-
sical test theory and the standard error of the mean
in sampling theory. G theory distinguishes between
two reliability-like summary coefficients: a General-
izability (G) Coefficient for relative decisions and an
Index of Dependability (Phi) for absolute decisions.

Generalizability theory allows the decision maker
to use different designs in G and D studies. Although
G studies should use crossed designs whenever
possible to estimate all possible variance components
in the universe of admissible observations, D studies
may use nested designs for convenience or to increase
estimated generalizability.

G theory is essentially a random effects theory.
Typically, a random facet is created by randomly
sampling levels of a facet. A fixed facet arises when
the decision maker: (a) purposely selects certain con-
ditions and is not interested in generalizing beyond
them, (b) finds it unreasonable to generalize beyond
the levels observed, or (c) when the entire universe of
levels is small and all levels are included in the mea-
surement design (see Fixed and Random Effects).
G theory typically treats fixed facets by averaging
over the conditions of the fixed facet and examining
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the generalizability of the average over the random
facets. Alternatives include conducting a separate G
study within each condition of the fixed facet, or a
multivariate analysis with the levels of the fixed facet
comprising a vector of dependent variables.

As an example, consider a G study in which per-
sons responded to 10 randomly selected science items
on each of 2 randomly sampled occasions. Table 1
gives the estimated variance components from the G
study. The large σ̂ 2

p (1.376, 32% of the total varia-
tion) shows that, averaging over items and occasions,
persons in the sample differed systematically in their
science achievement. The other estimated variance
components constitute error variation; they concern
the item facet more than the occasion facet. The non-
negligible σ̂ 2

i (5% of total variation) shows that items
varied somewhat in difficulty level. The large σ̂ 2

pi
(20%) reflects different relative standings of persons
across items. The small σ̂ 2

o (1%) indicates that per-
formance was stable across occasions, averaging over
persons and items. The nonnegligible σ̂ 2

po (6%) shows
that the relative standing of persons differed some-
what across occasions. The zero σ̂ 2

io indicates that the
rank ordering of item difficulty was similar across

Table 1 Estimated variance components in a generaliz-
ability study of science achievement (p × i × o design)

Source
Variance

component Estimate

Total
variability

(%)

Person (p) σ 2
p 1.376 32

Item (i) σ 2
i 0.215 05

Occasion (o) σ 2
o 0.043 01

p × i σ 2
pi 0.860 20

p × o σ 2
po 0.258 06

i × o σ 2
io 0.001 00

p × i × o,e σ 2
pio,e 1.548 36

occasions. Finally, the large σ̂ 2
pio,e (36%) reflects the

varying relative standing of persons across occasions
and items and/or other sources of error not systemat-
ically incorporated into the G study.

Because more of the error variability in science
achievement scores came from items than from
occasions, changing the number of items will have
a larger effect on the estimated variance components
and generalizability coefficients than will changing
the number of occasions. For example, the estimated
G and Phi coefficients for 4 items and 2 occasions
are 0.72 and 0.69, respectively; the coefficients for 2
items and 4 occasions are 0.67 and 0.63, respectively.
Choosing the number of conditions of each facet in
a D study, as well as the design (nested vs. crossed,
fixed vs. random facet), involves logistical and cost
considerations as well as issues of dependability.
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Generalized Additive
Model

The generalized linear model (GLM) can accom-
modate nonlinear functions of the explanatory vari-
ables, for example, quadratic or cubic terms, if these
are considered to be necessary to provide an adequate
fit of a model for the observations. An alternative
approach is to use a model in which the relation-
ships between the response variable and the explana-
tory variables are modeled by scatterplot smoothers.
This leads to generalized additive models described
in detail in [1]. Such models are useful where

• the relationship between the variables is expected
to be complex, not easily fitted by standard linear
or nonlinear models;

• there is no a priori reason for using a particu-
lar model;

• we would like the data themselves to suggest the
appropriate functional form.

Such models should be regarded as being philo-
sophically closer to the concepts of exploratory data

analysis in which the form of any functional rela-
tionship emerges from the data rather than from a
theoretical construct. In psychology, this can be use-
ful because it reflects the uncertainty of the correct
model to be applied in many situations.

In generalized additive models, the βixi term of
multiple linear regression and logistic regression
is replaced by a ‘smooth’ function of the explana-
tory variable xi , as suggested by the observed data.
Generalized additive models work by replacing the
regression coefficients found in other regression mod-
els by the fit from one or other of these ‘smoothers’.
In this way, the strong assumptions about the rela-
tionships of the response to each explanatory variable
implicit in standard regression models are avoided.
Details of how such models are fitted to data are
given in [1].

Generalized additive models provide a useful addi-
tion to the tools available for exploring the rela-
tionship between a response variable and a set of
explanatory variables. Such models allow possible
nonlinear terms in the latter to be uncovered and then,
perhaps, to be modeled in terms of a suitable, more
familiar, low-degree polynomial. Generalized addi-
tive models can deal with nonlinearity in covariates
that are not of main interest in a study and can ‘adjust’
for such effects appropriately.
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Figure 1 Scatterplot matrix of the data on crime in the United States
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As an example of the application of GAMs, we
consider some data on crime rates in the United
States given in [2]. The question of interest is how
crime rate (number of offenses known to the police
per one million population) in different states of
the United States is related to the age of males
in the age group 14 to 24 per 1000 of the total
state population and to unemployment in urban males
per 1000 population in the age group 14 to 24. A
scatterplot matrix of the data is shown in Figure 1
and suggests that the relationship between crime rate
and each of the other two variables may depart
from linearity in some subtle fashion that is worth
investigating using a GAM. Using a locally weighted
regression to model the relationship between crime
rate and each of the explanatory variables, the model
can be fitted simply using software available in,
for example, SAS or S-PLUS (see Software for
Statistical Analyses). Rather than giving the results
in detail, we simply show the locally weighted fits
of crime rate on age and unemployment in Figure 2.

The locally weighted regression fit for age suggests,
perhaps, that a linear fit for crime rate on age might be
appropriate, with crime declining with an increasingly
aged state population. But the relationship between
crime rate and unemployment is clearly nonlinear.
Use of the GAM suggests, perhaps, that crime rate
might be modeled by a multiple regression approach
with a linear term for age and a quadratic term for
unemployment.
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Generalized Estimating
Equations (GEE)

Introduction

The usual practice in model construction is the spec-
ification of the systematic and random components
of variation. Classical maximum likelihood models
then rely on the validity of the specified compo-
nents. Model construction proceeds from the (com-
ponents of variation) specification to a likelihood
and, ultimately, an estimating equation. The estimat-
ing equation for maximum likelihood estimation is
obtained by equating zero to the derivative of the log-
likelihood with respect to the parameters of interest.
Point estimates of unknown parameters are obtained
by solving the estimating equation.

Generalized Linear Models

The theory and an algorithm appropriate for obtaining
maximum likelihood estimates where the response
follows a distribution in the exponential family (see
Generalized Linear Models (GLM)) was introduced
in [16]. This reference introduced the term gener-
alized linear models (GLMs) to refer to a class of
models which could be analyzed by a single algo-
rithm. The theoretical and practical application of
(GLMs) has since received attention in many articles
and books; see especially [14].

GLMs encompass a wide range of commonly
used models such as linear regression (see Multiple
Linear Regression), logistic regression for binary
outcomes, and Poisson regression (see Generalized
Linear Models (GLM)) for count data outcomes.
The specification of a particular GLM requires a
link function that characterizes the relationship of the
mean response to a vector of covariates. In addition,
a GLM requires specification of a variance function
that relates the variance of the outcomes as a function
of the mean.

The derivation of the iteratively reweighted least
squares (see Generalized Linear Mixed Models)
(IRLS) algorithm appropriate for fitting GLMs begins
with the likelihood specification for the exponential
family. Within an iterative algorithm, an updated
estimate of the coefficient vector may be obtained via

weighted ordinary least squares where the weights
are related to the link and variance specifications.
The estimation is then iterated to convergence where
convergence may be defined, for example, as the
change in the estimated coefficient vector being
smaller than some tolerance.

For any response that follows a member of
the exponential family of distributions, f (y) =
exp{[yθ − b(θ)]/φ + c(y, φ)}, where θ is the canon-
ical parameter and φ is a proportionality constant,
we can obtain maximum likelihood estimates of the
p × 1 regression coefficient vector β by solving the
estimating equation given by

�β =
n∑

i=1

�i =
n∑

i=1

xi
T

{
yi − µi

φV (µi)

(
∂µi

∂ηi

)}
= 0p×1.

(1)

In the estimation equation xi is the ith row of
an n × p matrix of covariates X, µi = g−1(xiβ)

represents the expected outcome E(y) = b′(θ) in
terms of a transformation of the linear predictor
ηi = xiβ via a monotonic (invertible) link function
g(), and the variance V (µi) is a function of the
expected value proportional to the variance of the
outcome V (yi) = φV (µi). The estimating equation
is also known as the score equation since it equates
the score vector �β to zero.

Modelers are free to choose a link function (see
Generalized Linear Models (GLM)) as well as a
variance function. If the link-variance pair of func-
tions are chosen from a common member of the
exponential family of distributions, the resulting esti-
mates are equivalent to maximum likelihood esti-
mates. However, modelers are not limited to these
choices. When one selects variance and link functions
that do not coincide to a particular exponential family
member distribution, the estimating equation is said
to imply a quasilikelihood, (see Generalized Lin-
ear Models (GLM)) and the resulting estimates are
referred to as maximum quasilikelihood estimates.

The link function that equates the canonical
parameter θ with the linear predictor ηi = xiβ is
called the canonical link. If this link is selected, the
estimating equation simplifies to

�β =
n∑

i=1

�i =
n∑

i=1

xi
T

{
yi − µi

φ

}
= 0p×1. (2)

One advantage of the canonical link over other
link functions is that the expected Hessian matrix is
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equal to the observed Hessian matrix. This means
that the model-based variance estimate (inverse of the
expected Hessian) usually provided by the IRLS algo-
rithm for GLMs will be the same as the model-based
variance estimate (inverse of the observed Hessian)
usually provided from a maximum likelihood algo-
rithm. One should note, however, that this property
does not automatically mean that the canonical link
function is the best choice for a given dataset.

The large sample covariance matrix of the esti-
mated regression coefficients β̂ may be estimated
using the inverse of the expected information matrix
(the expectation of the matrix outer product of the
scores

∑n
i=1 �i�i

T), or the inverse of the observed
information matrix (matrix of derivatives of the score
vector, ∂�β/∂β). These two variance estimators,
evaluated at β̂, are the same if the canonical link
is used.

The Independence Model

A basic individual-level model is written in terms
of the n individual observations yi for i = 1, . . . , n.
When observations may be clustered (see Clustered
Data), owing to repeated observations on the sam-
pling unit or because the observations are related to
some cluster identifier variable, the model may be
written in terms of the observations yit for the clus-
ters i = 1, . . . , n and the within-cluster repeated, or
related, observations t = 1, . . . , ni . The total number
of observations is then N = ∑

i ni . The clusters may
also be referred to as panels, subjects, or groups. In
this presentation, the clusters i are independent, but
the within-clusters observations it may be correlated.
An independence model, however, assumes that the
within-cluster observations are not correlated.

The independence model is a special case of more
sophisticated correlated data approaches (such as
GEE). This model assumes that there is no correlation
within clusters. Therefore, the model specification is
in terms of the individual observations yit . While
the independence model assumes that the repeated
measures are independent, the model still provides
consistent estimators in the presence of correlated
data. Of course, this approach is paid for through
inefficiency, though the efficiency loss is not always
large as investigated by Glonek et al. [5]. As such,
this model remains an attractive alternative because
of its computational simplicity. The independence

model also serves as a reference model in the deriva-
tion of diagnostics for more sophisticated models for
clustered data (such as GEE models).

Analysts can use the independence model to obtain
point estimates β̂ along with standard errors based on
the modified sandwich variance estimator to ensure
that inference is robust to any type of within-cluster
correlation. While the inference regarding marginal
effects is valid (assuming that the model for the
mean is correctly specified), the estimator from the
independence model is not efficient when the data
are correlated.

Modified Sandwich Variance Estimator

The validity of the (naive) model-based variance
estimators, using the inverse of either the observed
or expected Hessian, depends on the correct spec-
ification of the variance; in turn this depends on
the correct specification of the working correlation
model. A formal justification for an alternative esti-
mator known as the sandwich variance estimator is
given in [9].

The sandwich variance estimator is presented in
the general form A−1BA−T. Here A−1 (the so-called
‘bread’ of the sandwich) is the standard model-based
(naive) variance estimator which can be based on
the expected Hessian or the observed Hessian (see
Information Matrix). The B variance estimator is
the sum of the cross-products of the scores.

The B variance estimator does not depend on the
correct specification of the assumed model and is
given by B = ∑n

i=1

∑ni

t=1 �it�it
T. As the expected

value of the estimating equation is zero, this formula
is similar to the usual variance estimator. A general-
ization is obtained by squaring the sums of the terms
for each cluster (since we assume that the clusters
are independent) instead of summing the squares of
the terms for each observation. This summation over
clusters B = ∑n

i=1

[∑ni

t=1 �it

] [∑ni

t=1 �it
T
]

is what
adds the modified adjective to the modified sandwich
variance estimator.

The beneficial properties of the sandwich variance
estimator, in the usual or the modified form, make it
a popular choice for many analysts. However, the
acceptance of this estimator is not without some
controversy. A discussion of the decreased efficiency
and increased variability of the sandwich estimator
in common applications is presented in [11], and [3]
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argues against blind application of the sandwich
estimator by considering an independent samples test
of means.

It should be noted that assuming independence
is not always conservative; the model-based (naive)
variance estimates based on the observed or expected
Hessian matrix are not always smaller than those of
the modified sandwich variance estimator. Since the
sandwich variance estimator is sometimes called the
robust variance estimator, this result may seem coun-
terintuitive. However, it is easily seen by assuming
negative within-cluster correlation leading to clusters
with both positive and negative residuals. The cluster-
wise sums of those residuals will be small and the
resulting modified sandwich variance estimator will
yield smaller standard errors than the model-based
Hessian variance estimators.

Subject-specific (SS) versus
Population-averaged (PA) Models

There are two main approaches to dealing with corre-
lation in repeated or longitudinal data. One approach
focuses on the marginal effects averaged across the
individuals (see Marginal Models for Clustered
Data) (population-averaged approach), and the sec-
ond approach focuses on the effects for given values
of the random effects by fitting parameters of the
assumed random-effects distribution (subject-specific
approach). Formally, we specify a generalized linear
mixed model and include a source of the noninde-
pendence. We can then either explicitly model the
conditional expectation given the random effects γi

using µSS
it = E(yit |xit , γi), or we can focus on the

marginal expectation (integrated over the distribution
of the random effects) as µPA

it = Eγi
[E(yit |xit , γi)].

The responses in these approaches are character-
ized by

g (µSS
it ) = xitβ

SS + zit γi

V (yit |xit , γi) = V (µSS
it )

g (µPA
it ) = xitβ

PA

V (yit |xit ) = φV (µPA
it ). (3)

The population-averaged approach models the
average response for observations sharing the same
covariates (across all of the clusters or subjects).
The superscripts are used to emphasize that the

fitted coefficients are not the same. The subject-
specific approach explicitly models the source of
heterogeneity so that the fitted regression coefficients
have an interpretation in terms of the individuals.

The most commonly applied GEE is described
in [12]. This is a population-averaged approach. It
is possible to derive subject-specific GEE models,
but such models are not currently part of software
packages and so do not appear nearly as often in
the literature.

(Population-averaged) Generalized
Estimating Equations

The genesis of population-averaged generalized esti-
mating equations is presented in [12]. The basic idea
behind this novel approach is illustrated as follows.
We consider the estimating equation for a model spec-
ifying the exponential family of distributions

�β =
n∑

i=1

�i =
n∑

i=1

Xi
T

[{
D

(
∂µi

∂ηi

)
[V(µi )]

−1

×
(

yi − µi

φ

)}]
= 0p×1, (4)

where D(di ) denotes a diagonal matrix with diagonal
elements given by the ni × 1 vector di , Xi is the
ni × p matrix of covariates for cluster i, and yi =
(yi1, . . . , yini

) and µi = (µi1, . . . , µini
) are ni × 1

vectors for cluster i. Assuming independence, V(µi )

is clearly an ni × ni diagonal matrix which can be
factored into

V(µi ) = [
D(V (µit ))

1/2 I(ni×ni ) D(V (µit ))
1/2]

ni×ni
,

(5)

where D(dit ) is a ni × ni diagonal matrix with diag-
onal elements dit for t = 1, . . . , ni . This presentation
makes it clear that the estimating equation treats
each observation within a cluster as independent. A
(pooled) model associated with this estimating equa-
tion is called the independence model.

There are two other aspects of the estimating
equation to note. The first aspect is that the estimating
equation is written in terms of β while the scale
parameter φ is treated as ancillary. For discrete
families, this parameter is theoretically equal to one,
while for continuous families φ is a scalar multiplying
the assumed variance (φ is estimated in this case).
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The second aspect of the estimating equation to note
is that it is written in terms of the clusters i instead
of the observations it.

The genesis of the original population-averaged
generalized estimating equations is to replace the
identity matrix with a parameterized working corre-
lation matrix R(α).

V(µi ) = [
D(V (µit ))

1/2 R(α)(ni×ni )

× D(V (µit ))
1/2]

ni×ni
. (6)

To address correlated data, the working correlation
matrix is parameterized via α in order to specify
structural constraints section ‘Estimating the Working
Correlation Matrix’. In this way, the independence
model is a special case of the GEE specifications
where R(α) is an identity matrix.

Formally, [12] introduces a second estimating
equation for the parameters of the working correla-
tion matrix. The authors then establish the properties
of the estimators resulting from the solution of these
estimating equations. The GEE moniker was applied
as the model is derived through a generalization of
the estimating equation rather than a derivation from
some assumed distribution. Example applications of
these models in behavioral statistics studies can be
found in [4] and [1].

GEE is a generalization of the quasilikelihood
approach to GLMs which merely uses first and
second moments and does not require a likelihood.
There are several software packages that support
estimation of these models. These packages include
R, SAS, S-PLUS, Stata, and SUDAAN. R and S-
PLUS users can easily find user-written software
tools for fitting GEE models, while such support is
included in the other packages (see Software for
Statistical Analyses).

Estimating the Working Correlation
Matrix

One should carefully consider the parameterization
of the working correlation matrix since including the
correct parameterization leads to more efficient esti-
mates. We want to carefully consider this choice even
if we employ the modified sandwich variance esti-
mator in the calculation of standard errors and confi-
dence intervals for the regression parameters. While
the use of the modified sandwich variance estimator

assures robustness in the case of misspecification of
the working correlation matrix, the advantage of more
efficient point estimates is still worth this effort.

There is no controversy as to the fact that the GEE
estimates are consistent, but there is some contro-
versy as to how efficient they are. This controversy
centers on how well the correlation parameters can
be estimated.

The full generalized estimating equation for
population-averaged GEEs is given in partitioned
form by � = (�β, �α) = (0, 0), where the regression
β and correlation α components are given by

�β =
n∑

i=1

Xi
T

(
∂µi

∂ηi

)
V−1 (µi )

(
yi − µi

φ

)
= 0

�α =
n∑

i=1

(
∂ξi

∂α

)
H−1

i (Wi − ξi ) = 0, (7)

where Wi = (ri1ri2, ri1ri3, . . . , rini−1rini
)T, Hi = D

(V (Wit )), and ξi = E(Wi ). From this specification
(using rit for the it th Pearson residual), it is clear
that the parameterization of the working correlation
matrix enters through the specification of ξ . For
example, the specification ξ = (α, α, . . . , α) signals
a single unknown correlation; we assume that the
conditional correlations for all pairs of observations
within a given cluster are the sample. For instance,
the correlations do not depend on a time lag.

Typically a careful analyst chooses some small
number of candidate parameterizations. The quasi-
likelihood information criterion (QIC) measures for
choosing between candidate parameterizations is dis-
cussed in [17]. This criterion measure is similar to the
well known Akaike information criterion (AIC).

The most common choices for parameterizing the
working correlation R matrix are then given by
parameterizing the elements of the matrix as

independent Ruv = 0
exchangeable Ruv = α

autocorrelated
− AR(1) Ruv = α|u−v|

stationary(k) Ruv =
{

α|u−v| if |u − v| ≤ k

0 otherwise

nonstationary(k) Ruv =
{

αuv if |u − v| ≤ k

0 otherwise
unstructured Ruv = αuv

(8)

for u �= v; Ruu = 1.
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The independence model admits no extra parame-
ters and the resulting model is equivalent to a gener-
alized linear model specification. The exchangeable
correlation parameterization admits one extra param-
eter and the unstructured working correlation param-
eterization admits

(
M

2

) − M extra parameters where
M = max{ni}. The exchangeable correlation speci-
fication is also known as equal correlation, common
correlation, and compound symmetry (see Sphericity
Test).

The elements of the working correlation matrix
are estimated using the Pearson residuals from
the current fit. Estimation alternates between esti-
mating the regression parameters β for the cur-
rent estimates of α, and then using those β esti-
mates to obtain residuals to update the estimate
of α.

In addition to estimating (α, β), the continuous
families also require estimation of the scale parameter
φ; this is the same scale parameter as in generalized
linear models. Discrete families theoretically define
this parameter to be 1, but one can optionally estimate
this parameter in the same manner as is required
by continuous exponential family members. Software
documentation should specify the conditions under
which the parameter is either assumed to be known
or is estimated.

The usual approach in GLMs for N = ∑
i ni total

observations is to estimate the φ scale parameter as
1/N

∑n
i=1

∑ni

t=1 r2
it , though some software packages

will use (N − p), where p is the dimension of β, as
the denominator. Software users should understand
that this seemingly innocuous difference will lead
to slightly different answers in various software
packages. The scale parameter is the denominator in
the estimation of the correlation parameters and a
change in the estimates of the correlation parameters
α will lead to slightly different regression coefficient
estimates β.

Extensions to the Population-averaged
GEE Model

The GEE models described in [12] are so com-
monly used that analyses simply refer to their
application as GEE. However, GEE derivations
are not limited to population-averaged models. In
fact, generalized estimating equations methods can
be applied in the construction of subject-specific

models; see section ‘Subject-specific (SS) versus
Population-averaged (PA) Models’ in this entry
and [25].

Several areas of research have led to extensions
of the original GEE models. The initial extensions
were to regression models not usually supported
in generalized linear models. In particular, general-
ized logistic regression models for multinomial logit,
cumulative logistic regression models, and ordered
outcome models (ordered logistic and ordered probit)
have all found support in various statistical soft-
ware packages.

An extension of the quasilikelihood such that both
partial derivatives have score-like properties is given
in [15], and then [7], and later [6], derive an extended
generalized estimating equation (EGEE) model from
this extended quasilikelihood. To give some context
to this extension, the estimating equation for β

does not change, but the estimating equation for α

is then

�α =
n∑

i=1

[
−(yi − µi)

T ∂V(µi )
−1

∂α
(yi − µi )

+ tr

(
V(µi )

∂V(µi )
−1

∂α

)]
= 0. (9)

The EGEE model is similar to the population-
averaged GEE model in that the two estimating
equations are assumed to be orthogonal; it is assumed
that Cov(β, α) = 0 – a property usually referred to in
the literature as GEE1.

At the mention of GEE1, it should be obvious
that there is another extension to the original GEE
model known as GEE2. A model derived from GEE2
does not assume that β and α are uncorrelated. The
GEE2, which is not robust against misspecification of
the correlation, is a more general approach that has
less restrictions and which provides standard errors
for the correlation parameters α. Standard errors
are not generally available in population-averaged
GEE models though one can calculate bootstrap
standard errors.

One other extension of note is the introduction
of estimating methods that are resistant to outliers.
One such approach by Preisser and Qaqish [19]
generalizes GEE model estimation following the
ideas in robust regression. This generalization down-
weights outliers to remove exaggerated influence.
The estimating equation for the regression coeffi-
cients becomes
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�β =
n∑

i=1

D
(

∂µi

∂ηi

)
V(µi )

−1

×
(

wi

yi − µi

φ
− ci

)
= 0p×1. (10)

The usual GEE is a special case where, for all
i, the weights wi are given by an ni × ni identity
matrix and ci by a vector of zeros. Typical approaches
use Mallows-type weights calculated from influence
diagnostics, though other approaches are possible.

Missing Data

Population-averaged GEE models are derived for
complete data. If there are missing observations, the
models are still applicable if the data are missing
completely at random (MCAR).

Techniques for dealing with missing data are a
source of active research in all areas of statistical
modeling, but methods for dealing with missing data
are difficult to implement as turnkey solutions. This
means that software packages are not likely to support
specific solutions to every research problem. An
investigation into the missingness of data requires, as
a first step, the means for communicating the nature
of the missing data.

If data are not missing completely at random, then
an application of GEE analysis is performed under a
violation of assumptions leading to suspect results
and interpretation. Analyses that specifically address
data that do not satisfy the MCAR assumption
are referred to as informatively missing methods;
for further discussion see [22] for applications of
inverse probability weighting and [10] for additional
relevant discussion.

A formal study for modeling missing data due
to dropouts is presented in [13], while [22] and [21]
each discuss the application of sophisticated semi-
parametric methods under non-ignorable missingness
mechanisms which extend usual GEE models to pro-
vide consistent estimators. One of the assumptions
of GEE is that if there is dropout, the dropout
mechanism (see Dropouts in Longitudinal Studies:
Methods of Analysis) does not depend on the val-
ues of the outcomes (outcome-dependent dropout),
but as [13] points out, such missingness may depend
on the values of the fixed covariates (covariate-
dependent dropout).

Diagnostics

One of the most prevalent measures for model
adequacy is the Akaike information criterion or
AIC. An extension of this measure, given in [17],
is called the quasilikelihood information criterion
(QIC). This measure is useful for comparing models
that differ only in the assumed correlation structure.
For choosing covariates in the model, [18] introduces
the QICu measure that plays a similar role for
covariate selection in GEE models as the adjusted
R2 plays in regression.

Since the MCAR is an important assumption in
GEE models, [2] provides evidence of the utility
of the Wald–Wolfowitz nonparametric run test.
This test provides a formal approach for assessing
compliance of a dataset to the MCAR assumption.
While this test is useful, one should not forget
the basics of exploratory data analysis. The first
assessment of the data and the missingness of the data
should be subjectively illustrated through standard
graphical techniques.

As in GLMs, the careful investigator looks at
influence measures of the data. Standard DFBETA
and DFFIT residuals introduced in the case of linear
regression are generalized for clustered data analysis
by considering deletion diagnostics based on deleting
a cluster i at a time rather than an observation it at
a time. For goodness-of-fit, [26] provides discussion
of measures based on entropy (as a proportional
reduction in variation), along with discussion in terms
of the concordance correlation.

A χ2 goodness-of-fit test for GEE binomial mod-
els is presented in [8]. The basic idea of the test is
to group results into deciles and investigate the fre-
quencies as a χ2 test of the expected and observed
counts. As with the original test, analysts should
use caution if there are many ties at the deciles
since breaking the ties will be a function of the sort
order of the data. In other words, the results will be
random.

Standard Wald-type hypothesis tests of regres-
sion coefficients can be performed using the esti-
mated covariance matrix of the regression parameters.
In addition, [23] provides alternative extensions of
Wald, Rao (score), and likelihood ratio tests (deviance
difference based on the independence model). These
tests are available in the SAS commercial packages
via specified contrasts.
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Example

To highlight the interpretation of GEE analyses and
point out the alternate models, we focus on a simple
example. The data are given in Table 1.

Table 1 Number of seizures for four consecutive time
periods for 59 patients

id age trt base s1 s2 s3 s4

1 31 0 11 5 3 3 3
2 30 0 11 3 5 3 3
3 25 0 6 2 4 0 5
4 36 0 8 4 4 1 4
5 22 0 66 7 18 9 21
6 29 0 27 5 2 8 7
7 31 0 12 6 4 0 2
8 42 0 52 40 20 23 12
9 37 0 23 5 6 6 5

10 28 0 10 14 13 6 0
11 36 0 52 26 12 6 22
12 24 0 33 12 6 8 5
13 23 0 18 4 4 6 2
14 36 0 42 7 9 12 14
15 26 0 87 16 24 10 9
16 26 0 50 11 0 0 5
17 28 0 18 0 0 3 3
18 31 0 111 37 29 28 29
19 32 0 18 3 5 2 5
20 21 0 20 3 0 6 7
21 29 0 12 3 4 3 4
22 21 0 9 3 4 3 4
23 32 0 17 2 3 3 5
24 25 0 28 8 12 2 8
25 30 0 55 18 24 76 25
26 40 0 9 2 1 2 1
27 19 0 10 3 1 4 2
28 22 0 47 13 15 13 12
29 18 1 76 11 14 9 8
30 32 1 38 8 7 9 4
31 20 1 19 0 4 3 0
32 20 1 10 3 6 1 3
33 18 1 19 2 6 7 4
34 24 1 24 4 3 1 3
35 30 1 31 22 17 19 16
36 35 1 14 5 4 7 4
37 57 1 11 2 4 0 4
38 20 1 67 3 7 7 7
39 22 1 41 4 18 2 5
40 28 1 7 2 1 1 0
41 23 1 22 0 2 4 0
42 40 1 13 5 4 0 3
43 43 1 46 11 14 25 15
44 21 1 36 10 5 3 8
45 35 1 38 19 7 6 7

Table 1 (continued )

id age trt base s1 s2 s3 s4

46 25 1 7 1 1 2 4
47 26 1 36 6 10 8 8
48 25 1 11 2 1 0 0
49 22 1 151 102 65 72 63
50 32 1 22 4 3 2 4
51 25 1 42 8 6 5 7
52 35 1 32 1 3 1 5
53 21 1 56 18 11 28 13
54 41 1 24 6 3 4 0
55 32 1 16 3 5 4 3
56 26 1 22 1 23 19 8
57 21 1 25 2 3 0 1
58 36 1 13 0 0 0 0
59 37 1 12 1 4 3 2

The data have been analyzed in many forums; data
values are also available in [24] (along with other
covariates). The data are from a panel study on Pro-
gabide treatment of epilepsy. Baseline measures of
the number of seizures in an eight-week period were
collected and recorded as baseline for 59 patients.
Four follow-up two-week periods also counted the
number of seizures; these were recorded as s1, s2,
s3, and s4. The baseline variable was divided by
four in our analyses to put it on the same scale as
the follow-up counts. The age variable records the
patient’s age in years, and the trt variable indicates
whether the patient received the Progabide treatment
(value recorded as one) or was part of the control
group (value recorded as zero).

An obvious approach to analyzing the data is
to hypothesize a Poisson model for the number
of seizures. Since we have repeated measures (see
Repeated Measures Analysis of Variance), we can
choose a number of alternative approaches. In our
illustrations of these alternative models, we utilize
the baseline measure as a covariate along with the
time and age variables.

Table 2 contains the results of several analyses.
For each covariate, we list the estimated incidence
rate ratio (exponentiated coefficient). Following the
incidence rate ratio estimates, we list the classical
and sandwich-based estimated standard errors. We
did not calculate sandwich-based standard errors for
the gamma-distributed random-effects model.

We emphasize again that the independence model
coupled with standard errors based on the modified
sandwich variance estimator is a valid approach
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Table 2 Estimated incidence rate ratios and standard errors for various Poisson models

Model time trt age baseline

Independence 0.944 (0.019,0.033) 0.832 (0.039,0.143) 1.019 (0.003,0.010) 1.095 (0.002,0.006)
Gamma RE 0.944 (0.019) 0.810 (0.124) 1.013 (0.011) 1.116 (0.015)
Normal RE 0.944 (0.019,0.033) 0.760 (0.117,0.117) 1.011 (0.011,0.009) 1.115 (0.012,0.011)
GEE(exch) 0.944 (0.015,0.033) 0.834 (0.058,0.141) 1.019 (0.005,0.010) 1.095 (0.003,0.006)
GEE(ar1) 0.939 (0.019,0.019) 0.818 (0.054,0.054) 1.021 (0.005,0.003) 1.097 (0.003,0.003)
GEE(unst) 0.951 (0.017,0.041) 0.832 (0.055,0.108) 1.019 (0.005,0.009) 1.095 (0.003,0.005)

to modeling data of this type. The weakness of
the approach is that the estimators will not be as
efficient as a model including the true underlying
within-cluster correlation structure. Another standard
approach to modeling this type of repeated measures
is to hypothesize that the correlations are due to
individual-specific random intercepts (see General-
ized Linear Mixed Models). These random effects
(one could also hypothesize fixed effects) will lead
to alternate models for the data.

Results from two different random-effects mod-
els are included in the table. The gamma-distributed
random-effects model is rather easy to program and fit
to data as the log-likelihood of the model is in ana-
lytic form. The normally distributed random-effects
model on the other hand has a log-likelihood specifi-
cation that includes an integral. Sophisticated numeric
techniques are required for the calculation of this
model; see [20].

We could hypothesize that the correlation follows
an autoregressive process since the data are collected
over time. However, this is not always the best choice
in an experiment since we must believe that the
hypothesized correlation structure applies to both the
treated and untreated groups.

The QIC values for the independence, exchange-
able, ar1, and unstructured correlation structures
are respectively given by −5826.23, −5826.25,
−5832.20, and −5847.91. This criterion measure
indicates a preference for the unstructured model
over the autoregressive model. The fitted corre-
lation matrices for these models (printing only
the bottom half of the symmetric matrices) are
given by

RAR(1) =



1.00
0.51 1.00
0.26 0.51 1.00
0.13 0.26 0.51 1.00




Runst =



1.00
0.25 1.00
0.42 0.68 1.00
0.22 0.28 0.58 1.00


 . (11)
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Generalized Linear Mixed
Models

Introduction

Generalized linear models (GLMs) represent a class
of fixed effects regression models for several types of
dependent variables (i.e., continuous, dichotomous,
counts). McCullagh and Nelder [32] describe these in
great detail and indicate that the term ‘generalized lin-
ear model’ is due to Nelder and Wedderburn [35] who
described how a collection of seemingly disparate
statistical techniques could be unified. Common Gen-
eralized linear models (GLMs) include linear regres-
sion, logistic regression, and Poisson regression.

There are three specifications in a GLM. First,
the linear predictor, denoted as ηi , of a GLM is of
the form

ηi = x ′
iβ, (1)

where xi is the vector of regressors for unit i with
fixed effects β. Then, a link function g(·) is specified
which converts the expected value µi of the outcome
variable Yi (i.e., µi = E[Yi]) to the linear predictor ηi

g(µi) = ηi . (2)

Finally, a specification for the form of the variance
in terms of the mean µi is made. The latter two
specifications usually depend on the distribution of
the outcome Yi , which is assumed to fall within the
exponential family of distributions.

Fixed effects models, which assume that all obser-
vations are independent of each other, are not appro-
priate for analysis of several types of correlated data
structures, in particular, for clustered and/or longitu-
dinal data (see Clustered Data). In clustered designs,
subjects are observed nested within larger units, for
example, schools, hospitals, neighborhoods, work-
places, and so on. In longitudinal designs, repeated
observations are nested within subjects (see Longitu-
dinal Data Analysis; Repeated Measures Analysis
of Variance). These are often referred to as multi-
level [16] or hierarchical [41] data (see Linear Mul-
tilevel Models), in which the level-1 observations
(subjects or repeated observations) are nested within
the higher level-2 observations (clusters or subjects).

Higher levels are also possible, for example, a three-
level design could have repeated observations (level-
1) nested within subjects (level-2) who are nested
within clusters (level-3).

For analysis of such multilevel data, random
cluster and/or subject effects can be added into the
regression model to account for the correlation of
the data. The resulting model is a mixed model
including the usual fixed effects for the regressors
plus the random effects. Mixed models for continuous
normal outcomes have been extensively developed
since the seminal paper by Laird and Ware [28].
For nonnormal data, there have also been many
developments, some of which are described below.
Many of these developments fall under the rubric of
generalized linear mixed models (GLMMs), which
extend GLMs by the inclusion of random effects
in the predictor. Agresti et al. [1] describe a variety
of social science applications of GLMMs; [12], [33],
and [11] are recent texts with a wealth of statistical
material on GLMMs.

Let i denote the level-2 units (e.g., subjects) and
let j denote the level-1 units (e.g., nested obser-
vations). The focus will be on longitudinal designs
here, but the methods apply to clustered designs
as well. Assume there are i = 1, . . . , N subjects
(level-2 units) and j = 1, . . . , ni repeated observa-
tions (level-1 units) nested within each subject. A
random-intercept model, which is the simplest mixed
model, augments the linear predictor with a single
random effect for subject i,

ηij = x ′
ijβ + νi, (3)

where νi is the random effect (one for each subject).
These random effects represent the influence of
subject i on his/her repeated observations that is not
captured by the observed covariates. These are treated
as random effects because the sampled subjects are
thought to represent a population of subjects, and they
are usually assumed to be distributed as N(0, σ 2

ν ).
The parameter σ 2

ν indicates the variance in the
population distribution, and therefore the degree of
heterogeneity of subjects.

Including the random effects, the expected value
of the outcome variable, which is related to the linear
predictor via the link function, is given as

µij = E[Yij |νi, xij ]. (4)

This is the expectation of the conditional distribu-
tion of the outcome given the random effects. As a
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result, GLMMs are often referred to as conditional
models in contrast to the marginal generalized esti-
mating equations (GEE) models (see Generalized
Estimating Equations (GEE)) [29], which represent
an alternative generalization of GLMs for correlated
data (see Marginal Models for Clustered Data).

The model can be easily extended to include mul-
tiple random effects. For example, in longitudinal
problems, it is common to have a random subject
intercept and a random linear time-trend. For this,
denote zij as the r × 1 vector of variables having ran-
dom effects (a column of ones is usually included for
the random intercept). The vector of random effects
vi is assumed to follow a multivariate normal distri-
bution with mean vector 0 and variance–covariance
matrix �v (see Catalogue of Probability Density
Functions). The model is now written as

ηij = x ′
ijβ + z ′

ij vi . (5)

Note that the conditional mean µij is now specified
as E[Yij |vi , xij ], namely, in terms of the vector of
random effects.

Dichotomous Outcomes

Development of GLMMs for dichotomous data has
been an active area of statistical research. Several
approaches, usually adopting a logistic or probit
regression model (see Probits) and various methods
for incorporating and estimating the influence of the
random effects, have been developed. A review arti-
cle by Pendergast et al. [37] discusses and compares
many of these developments.

The mixed-effects logistic regression model is a
common choice for analysis of multilevel dichoto-
mous data and is arguably the most popular GLMM.
In the GLMM context, this model utilizes the logit
link, namely

g(µij ) = logit(µij ) = log

[
µij

1 − µij

]
= ηij . (6)

Here, the conditional expectation µij = E(Yij |vi , xij )

equals P(Yij = 1|vi , xij ), namely, the conditional
probability of a response given the random effects
(and covariate values).

This model can also be written as

P(Yij = 1|vi , xij , zij ) = g−1(ηij ) = �(ηij ), (7)

where the inverse link function �(ηij ) is the logis-
tic cumulative distribution function (cdf), namely
�(ηij ) = [1 + exp(−ηij )]−1. A nicety of the logis-
tic distribution, that simplifies parameter estimation,
is that the probability density function (pdf) is related
to the cdf in a simple way, as ψ(ηij ) = �(ηij )[1 −
�(ηij )].

The probit model, which is based on the standard
normal distribution, is often proposed as an alterna-
tive to the logistic model [13]. For the probit model,
the normal cdf and pdf replace their logistic counter-
parts. A useful feature of the probit model is that it
can be used to yield tetrachoric correlations for the
clustered binary responses, and polychoric correla-
tions for ordinal outcomes (discussed below). For this
reason, in some areas, for example familial studies,
the probit formulation is often preferred to its logistic
counterpart.

Example

Gruder et al. [20] describe a smoking-cessation study
in which 489 subjects were randomized to either a
control, discussion, or social support conditions. Con-
trol subjects received a self-help manual and were
encouraged to watch twenty segments of a daily TV
program on smoking cessation, while subjects in the
two experimental conditions additionally participated
in group meetings and received training in support
and relapse prevention. Here, for simplicity, these
two experimental conditions will be combined. Data
were collected at four telephone interviews: postin-
tervention, and 6, 12, and 24 months later. Smoking
abstinence rates (and sample sizes) at these four time-
points were 17.4% (109), 7.2% (97), 18.5% (92), and
18.2% (77) for the placebo condition. Similarly, for
the combined experimental condition it was 34.5%
(380), 18.2% (357), 19.6% (337), and 21.7% (295)
for these timepoints.

Two logistic GLMM were fit to these data: a ran-
dom intercept and a random intercept and linear trend
of time model (see Growth Curve Modeling). These
models were estimated using SAS PROC NLMIXED
with adaptive quadrature. For these, it is the probabil-
ity of smoking abstinence, rather than smoking, that
is being modeled. Fixed effects included a condition
term (0 = control, 1 = experimental), time (coded 0,
1, 2, and 4 for the four timepoints), and the con-
dition by time interaction. Results for both models
are presented in Table 1. Based on a likelihood-ratio
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Table 1 Smoking cessation study: smoking status (0 = smoking, 1 = not smoking) across time (N = 489), GLMM logistic
parameter estimates (Est.), standard errors (SE), and P values

Random intercept model Random int and trend model

Parameter Est. SE P value Est. SE P value

Intercept −2.867 .362 .001 −2.807 .432 .001
Time .113 .122 .36 −.502 .274 .07
Condition (0 = control; 1 = experimental) 1.399 .379 .001 1.495 .415 .001
Condition by Time −.322 .136 .02 −.331 .249 .184
Intercept variance 3.587 .600 3.979 1.233
Intercept Time covariance .048 .371
Time variance 1.428 .468
−2 log likelihood 1631.0 1594.7

Note: P values not given for variance and covariance parameters (see [41]).

test, the model with random intercept and linear time
trend is preferred over the simpler random intercept
model (χ2

2 = 36.3). Thus, there is considerable evi-
dence for subjects varying in both their intercepts and
time trends. It should be noted that the test statistic
does not have a chi-square distribution when testing
variance parameters because the null hypothesis is on
the border of the parameter space, making the P value
conservative. Snijders and Bosker [46] elaborate on
this issue and point out that a simple remedy, that has
been shown to be reasonable in simulation studies, is
to divide the P value based on the likelihood-ratio
chi-square test statistic by two. In the present case,
it doesn’t matter because the P value is <.001 for
χ2

2 = 36.3 even without dividing by two.
In terms of the fixed effects, both models indicate

a nonsignificant time effect for the control condition,
and a highly significant condition effect at time 0
(e.g., z = 1.495/.415 = 3.6 in the second model).
This indicates a positive effect of the experimental
conditions on smoking abstinence relative to control
at postintervention. There is also some evidence of
a negative condition by time interaction, suggesting
that the beneficial condition effect diminishes across
time. Note that this interaction is not significant (P <

.18) in the random intercept and trend model, but it is
significant in the random intercept model (P < .02).
Since the former is preferred by the likelihood-ratio
test, we would conclude that the interaction is not
significant.

This example shows that the significance of model
terms can depend on the structure of the random
effects. Thus, one must decide upon a reasonable
model for the random effects as well as for the
fixed effects. A commonly recommended approach

for this is to perform a sequential procedure for model
selection. First, one includes all possible covariates
of interest into the model and selects between the
possible models of random effects using likelihood-
ratio tests and model fit criteria. Then, once a
reasonable random effects structure is selected, one
trims model covariates in the usual way.

IRT Models

Because the logistic model is based on the logis-
tic response function, and the random effects are
assumed normally distributed, this model and models
closely related to it are often referred to as logis-
tic/normal models, especially in the latent trait model
literature [4]. Similarly, the probit model is some-
times referred to as a normal/normal model. In many
respects, latent trait or item response theory (IRT)
models, developed in the educational testing and psy-
chometric literatures, represent some of the earliest
GLMMs. Here, item responses (j = 1, 2, . . . , n) are
nested within subjects (i = 1, 2, . . . , N). The sim-
plest IRT model is the Rasch model [40] which
posits the probability of a correct response to the
dichotomous item j (Yij = 1) conditional on the ran-
dom effect or ‘ability’ of subject i (θi) in terms of
the logistic cdf as

P(Yij = 1|θi) = �(θi − bj ), (8)

where bj is the threshold or difficulty parameter
for item j (i.e., item difficulty). Subject’s ability
is commonly denoted as θ in the IRT literature
(i.e., instead of ν). Note that the Rasch model
is simply a random-intercepts model that includes
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item dummies as fixed regressors. Because there is
only one parameter per item, the Rasch model is
also called the one-parameter IRT model. A more
general IRT model, the two-parameter model [5], also
includes a parameter for the discrimination of the
item in terms of ability.

Though IRT models were not originally cast as
GLMMs, formulating them in this way easily allows
covariates to enter the model at either level (i.e.,
items or subjects). This and other advantages of
casting IRT models as mixed models are described
by Rijmen et al. [43], who provide a comprehensive
overview and bridge between IRT models, mixed
models, and GLMMs. As they point out, the Rasch
model, and variants of it, belong to the class of
GLMMs. However, the more extended two-parameter
model is not within the class of GLMMs because the
predictor is no longer linear, but includes a product
of parameters.

Ordinal Outcomes

Extending the methods for dichotomous responses
to ordinal response data has also been actively pur-
sued; Agresti and Natarajan [2] review many of these
developments. Because the proportional odds model
described by McCullagh [31], which is based on the
logistic regression formulation, is a common choice
for analysis of ordinal data, many of the GLMMs
for ordinal data are generalizations of this model,
though models relaxing this assumption have also
been described [27]. The proportional odds model
expresses the ordinal responses in C categories (c =
1, 2, . . . , C) in terms of C − 1 cumulative category
comparisons, specifically, C − 1 cumulative logits
(i.e., log odds). Here, denote the conditional cumula-
tive probabilities for the C categories of the outcome
Yij as Pijc = P(Yij ≤ c|vi , xij ) = ∑C

c=1 pijc, where
pijc represents the conditional probability of response
in category c. The logistic GLMM for the conditional
cumulative probabilities µijc = Pijc is given in terms
of the cumulative logits as

log

[
µijc

1 − µijc

]
= ηijc (c = 1, . . . , C − 1), (9)

where the linear predictor is now

ηijc = γc − [x ′
ijβ + z ′

ij vi], (10)

with C − 1 strictly increasing model thresholds
γc (i.e., γ1 < γ2 · · · < γC−1). The thresholds allow
the cumulative response probabilities to differ. For
identification, either the first threshold γ1 or the
model intercept β0 is typically set to zero. As the
regression coefficients β do not carry the c sub-
script, the effects of the regressors do not vary across
categories. McCullagh [31] calls this assumption of
identical odds ratios across the C − 1 cutoffs the pro-
portional odds assumption.

Because the ordinal model is defined in terms of
the cumulative probabilities, the conditional proba-
bility of a response in category c is obtained as the
difference of two conditional cumulative probabili-
ties:

P(Yij = c|vi , xij , zij ) = �(ηijc) − �(ηij,c−1). (11)

Here, γ0 = −∞ and γC = ∞, and so �(ηij0) = 0
and �(ηijC) = 1 (see Ordinal Regression Models).

Example

Hedeker and Gibbons [25] described a random-
effects ordinal probit regression model, examining
longitudinal data collected in the NIMH Schizophre-
nia Collaborative Study on treatment related changes
in overall severity. The dependent variable was
item 79 of the Inpatient Multidimensional Psychi-
atric Scale (IMPS; [30]), scored as: (a) normal or
borderline mentally ill, (b) mildly or moderately ill,
(c) markedly ill, and (d) severely or among the most
extremely ill. In this study, patients were randomly
assigned to receive one of four medications: placebo,
chlorpromazine, fluphenazine, or thioridazine. Since
previous analyses revealed similar effects for the
three antipsychotic drug groups, they were combined
in the analysis. The experimental design and corre-
sponding sample sizes are listed in Table 2.

As can be seen from Table 2, most of the mea-
surement occurred at weeks 0, 1, 3, and 6, with some
scattered measurements at the remaining timepoints.

Table 2 Experimental design and weekly sample sizes

Sample size at week

Group 0 1 2 3 4 5 6

Placebo (n = 108) 107 105 5 87 2 2 70
Drug (n = 329) 327 321 9 287 9 7 265

Note: Drug = Chlorpromazine, Fluphenazine, or Thioridazine.
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Table 3 NIMH Schizophrenia Collaborative Study: severity of illness
(IMPS79) across time (N = 437), GLMM logistic parameter estimates
(Est.), standard errors (SE), and P values

Parameter Est. SE P value

Intercept 7.283 .467 .001
Time (sqrt week) −.879 .216 .001
Drug (0 = placebo; 1 = drug) .056 .388 .88
Drug by Time −1.684 .250 .001
Threshold 2 3.884 .209 .001
Threshold 3 6.478 .290 .001
Intercept variance 6.847 1.282
Intercept-time covariance −1.447 .515
Time variance 1.949 .404
−2 log likelihood 3326.5

Note: Threshold 1 set to zero for identification. P values not given for variance
and covariance parameters (see [41]). NIMH = National Institute of Mental
Health; IMPS79 = Inpatient Multidimensional Psychiatric Scale, Item 79.

Here, a logistic GLMM with random intercept
and trend was fit to these data using SAS PROC
NLMIXED with adaptive quadrature. Fixed effects
included a dummy-coded drug effect (placebo = 0
and drug = 1), a time effect (square root of week;
this was used to linearize the relationship between
the cumulative logits and week) and a drug by time
interaction. Results from this analyses are given in
Table 3.

The results indicate that the treatment groups
do not significantly differ at baseline (drug effect),
the placebo group does improve over time (signif-
icant negative time effect), and the drug group has
greater improvement over time relative to the placebo
group (significant negative drug by time interac-
tion). Thus, the analysis supports use of the drug,
relative to placebo, in the treatment of schizophre-
nia.

Comparing this model to a simpler random-
intercepts model (not shown) yields clear evidence of
significant variation in both the individual intercept
and time-trends (likelihood-ratio χ2

2 = 77.7). Also, a
moderate negative association between the intercept
and linear time terms is indicated, expressed as a cor-
relation it equals −.40, suggesting that those patients
with the highest initial severity show the greatest
improvement across time (e.g., largest negative time-
trends). This latter finding could be a result of a
‘floor effect’, in that patients with low initial sever-
ity scores cannot exhibit large negative time-trends
due to the limited range in the ordinal outcome vari-
able. Finally, comparing this model to one that allows

nonproportional odds for all model covariates (not
shown) supports the proportional odds assumption
(χ2

6 = 3.63). Thus, the three covariates (drug, time,
and drug by time) have similar effects on the three
cumulative logits.

Survival Analysis Models

Connections between ordinal regression and survival
analysis models (see Survival Analysis) have led to
developments of discrete and grouped-time survival
analysis GLMMs [49]. The basic notion is that the
time to the event can be considered as an ordinal
variable with C possible event times, albeit with
right-censoring accommodated. Vermunt [50] also
describes related log-linear mixed models for survival
analysis or event history analysis.

Nominal Outcomes

Nominal responses occur when the categories of the
response variable are not ordered. General regression
models for multilevel nominal data have been con-
sidered, and Hartzel et al. [22] synthesizes much of
the work in this area, describing a general mixed-
effects model for both clustered ordinal and nomi-
nal responses.

In the nominal GLMM, the probability that Yij =
c (a response occurs in category c) for a given
individual i, conditional on the random effects v, is
given by:
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pijc = P(Yij = c|vi , xij , zij )

= exp(ηijc)

1 +
C∑

h=1

exp(ηijh)

for c = 2, 3, . . . C, (12)

pij1 = P(Yij = 1|vi , xij , zij ) = 1

1 +
C∑

h=1

exp(ηijh)

,

(13)

with the linear predictor ηijc = x ′
ijβc + z ′

ij vic. Both
the regression coefficients βc and the random-effects
carry the c subscript; the latter allows the vari-
ance–covariance matrix �vc

to vary across cate-
gories. In the model above, these parameters rep-
resent differences relative to the first category. The
nominal model can also be written to allow for any
possible set of C − 1 contrasts, see [24] for an exam-
ple of this.

Ranks

In ranking data, individuals are asked to rank C dis-
tinct options with respect to some criterion. If the
individuals are only asked to provide the option with
the highest (or lowest) rank of the C categories,
then the resulting data consist of either an ordinal
outcome (if the C options are ordered) or a nom-
inal outcome (if the C options are not ordered),
and analysis can proceed using the models described
above. In the more general case, individuals are
asked for, say, the top three options, or to fully
rank the C options from the ‘best’ to the ‘worst’
(i.e., all options receive a rank from 1 to C). The
former case consists of partial ranking data, while
the latter case represents full ranking data. As these
data types are generalizations of nominal and ordi-
nal data types, it is not surprising that statistical
models for ranking data are generalizations of the
models for ordinal and nominal models described
above. In particular, since the C options are usu-
ally not ordered options, models for ranking data
have close connections with models for nominal
outcomes. GLMMs for ranking data are described
in [6] and [45]. These articles show the connections
between models for multilevel nominal and rank-
ing data, as well as develop several extensions for
the latter.

Counts

For count data, various types of Poisson mixed
models have been proposed. A review of some of
these methods applied to longitudinal Poisson data is
given in [47]. For computational purposes, it is con-
venient for the univariate random effects to have a
gamma distribution in the population of subjects [3].
However, as described in [11], adding multiple nor-
mally distributed random effects on the same scale
as the fixed effects of the Poisson regression model
provides a more general and flexible model.

Let Yij be the value of the count variable (where
Yij can equal 0, 1, . . .) associated with individual i

and timepoint j . If this count is assumed to be drawn
from a Poisson distribution, then the mixed Poisson
regression model indicates the expected number of
counts as

log µij = ηij , (14)

with the linear predictor ηij = x ′
ijβ + z ′

ij vi . In some
cases the size of the time interval over which the
events are counted varies. For example, McKnight
and Van Den Eeden [34] describe a study in which
the number of headaches in a week is recorded,
however, not all individuals are measured for all
seven days. For this, let tij represent the follow-
up time associated with units i and j . The linear
predictor is now augmented as

ηij = log tij + x ′
ijβ + z ′

ij vi , (15)

which can also be expressed as

µij = tij exp(x ′
ijβ + z ′

ij vi ) (16)

or µij /tij = exp(x ′
ijβ + z ′

ij vi ) to reflect that it is the
number of counts per follow-up period that is being
modeled. The term log t)ij is often called an offset.

Assuming the Poisson process for the count Yij ,
the probability that Yij = y, conditional on the ran-
dom effects v, is given as

P(Yij = y|vi , xij , zij ) = exp(−µij )
(µij )

y

y!
. (17)

It is often the case that count data exhibit more
zero counts than what is consistent with the Poisson
distribution. For such situations, zero-inflated Poisson
(ZIP) mixed models, which contain a logistic (or
probit) regression for the probability of a nonzero
response and a Poisson regression for the zero
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and nonzero counts, have been developed [21]. A
somewhat related model is described by Olsen and
Schafer [36] who propose a two-part model that
includes a logistic model for the probability of a
nonzero response and a conditional linear model for
the mean response given that it is nonzero.

Estimation

Parameter estimation in GLMMs typically involves
maximum likelihood (ML) or variants of ML. Addi-
tionally, the solutions are usually iterative ones that
can be numerically quite intensive. Here, the solu-
tion is merely sketched; further details can be found
in [33] and [12].

For the models presented, (7), (11), (12)–(13), and
(17), indicate the probability of a level-1 response Yij

for a given subject i at timepoint j , conditional on the
random effects vi . While the form of this probability
depends on the form of the response variable, let
P(Yij |vi ) represent the conditional probability for
any of these forms. Here, for simplicity, we omit
conditioning on the covariates xij . Let Yi denote the
vector of responses from subject i. The probability of
any response pattern Yi (of size ni), conditional on
vi , is equal to the product of the probabilities of the
level-1 responses:


(Yi |vi ) =
ni∏

i=1

P(Yij |vi ). (18)

The assumption that a subject’s responses are inde-
pendent given the random effects (and therefore can
be multiplied to yield the conditional probability of
the response vector) is known as the conditional
independence assumption. The marginal density of
Yi in the population is expressed as the following
integral of the conditional likelihood 
(·)

h(Yi ) =
∫

vi


(Yi |vi )f (vi ) dvi , (19)

where f (vi) represents the distribution of the ran-
dom effects, often assumed to be a multivariate nor-
mal density. Whereas (18) represents the conditional
probability, (19) indicates the unconditional probabil-
ity for the response vector of subject i. The marginal
log-likelihood from the sample of N subjects is then
obtained as log L = ∑N

i log h(Yi ). Maximizing this

log-likelihood yields ML estimates (which are some-
times referred to as maximum marginal likelihood
estimates) of the regression coefficients β and the
variance-covariance matrix of the random effects �vi

.

Integration over the random-effects distribution

In order to solve the likelihood solution, integra-
tion over the random-effects distribution must be
performed. As a result, estimation is much more
complicated than in models for continuous nor-
mally distributed outcomes where the solution can
be expressed in closed form. Various approximations
for evaluating the integral over the random-effects
distribution have been proposed in the literature;
many of these are reviewed in [44]. Perhaps the most
frequently used methods are based on first- or second-
order Taylor expansions. Marginal quasi-likelihood
(MQL) involves expansion around the fixed part of
the model, whereas penalized or predictive quasi-
likelihood (PQL) additionally includes the random
part in its expansion [17]. Unfortunately, these pro-
cedures yield estimates of the regression coefficients
and random effects variances that are biased towards
zero in certain situations, especially for the first-order
expansions [7].

More recently, Raudenbush et al. [42] proposed
an approach that uses a combination of a fully mul-
tivariate Taylor expansion and a Laplace approxima-
tion. This method yields accurate results and is com-
putationally fast. Also, as opposed to the MQL and
PQL approximations, the deviance obtained from this
approximation can be used for likelihood-ratio tests.

Numerical integration can also be used to per-
form the integration over the random-effects dis-
tribution. Specifically, if the assumed distribution
is normal, Gauss–Hermite quadrature can approx-
imate the above integral to any practical degree
of accuracy. Additionally, like the Laplace approx-
imation, the numerical quadrature approach yields a
deviance that can be readily used for likelihood-ratio
tests. The integration is approximated by a summa-
tion on a specified number of quadrature points for
each dimension of the integration. An issue with the
quadrature approach is that it can involve summation
over a large number of points, especially as the num-
ber of random-effects is increased. To address this,
methods of adaptive quadrature have been developed
which use a few points per dimension that are adapted
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to the location and dispersion of the distribution to
be integrated [39].

More computer-intensive methods, involving iter-
ative simulations, can also be used to approximate
the integration over the random effects distribu-
tion. Such methods fall under the rubric of Markov
chain Monte Carlo (MCMC; [15]) algorithms. Use
of MCMC for estimation of a wide variety of mod-
els has exploded in the last 10 years or so; MCMC
solutions for GLMMs are described in [9].

Estimation of random effects

In many cases, it is useful to obtain estimates
of the random effects. The random effects vi can
be estimated using empirical Bayes methods (see
Random Effects in Multivariate Linear Models:
Prediction). For the univariate case, this estimator v̂i

is given by:

v̂i = E(νi |Yi ) = h−1
i

∫
νi

νi
if (νi) dνi (20)

where 
i is the conditional probability for subject i

under the particular model and hi is the analogous
marginal probability. This is simply the mean of the
posterior distribution. Similarly, the variance of the
posterior distribution is obtained as

V (v̂i |Yi ) = h−1
i

∫
νi

(νi − v̂i )
2
if (νi) dνi . (21)

These quantities may then be used, for example, to
evaluate the response probabilities for particular sub-
jects (e.g., person-specific trend estimates). Also, Ten
Have [48] suggests how these empirical Bayes esti-
mates can be used in performing residual diagnostics.

Discussion

Though the focus here has been on two-level GLMMs
for nonnormal data, three-level (and higher) gener-
alizations have also been considered in the litera-
ture [14]. Also, software for fitting GLMMs is readily
available in the major statistical packages (i.e., SAS
PROC NLMIXED, STATA) and in several indepen-
dent programs (HLM, [8]; EGRET, [10]; MLwiN,
[18]; LIMDEP, [19]; MIXOR, [26]; MIXNO, [23];
GLLAMM, [38]). Not all of these programs fit all
of the GLMMs described here; some only allow

random-intercepts models or two-level models, for
example, and several vary in terms of how the
integration over the random effects is performed.
However, though the availability of these software
programs is relatively recent, they have definitely
facilitated application of GLMMs in psychology and
elsewhere. The continued development of these mod-
els and their software implementations should only
lead to greater use and understanding of GLMMs for
analysis of correlated nonnormal data.
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Generalized Linear
Models (GLM)

The generalized linear model (GLM) is essentially
a unified framework for regression models intro-
duced in a landmark paper by Nelder and Wedder-
burn [7] over 30 years ago. A wide range of statistical
models including analysis of variance, analysis of
covariance, multiple linear regression, and logis-
tic regression are included in the GLM framework.
A comprehensive technical account of the model is
given in [6], with a more concise description appear-
ing in [2] and [1].

Regression

The term ‘regression’ was first introduced by Fran-
cis Galton in the nineteenth century to characterize a
tendency to mediocrity, that is, towards the average,
observed in the offspring of parent seeds, and used
by Karl Pearson in a study of the heights of fathers
and sons. The sons’ heights tended, on average, to
be less extreme than the fathers (see Regression to
the Mean). In essence, all forms of regression have as
their aim the development and assessment of a mathe-
matical model for the relationship between a response
variable, y, and a set of q explanatory variables
(sometimes confusingly referred to as independent
variables), x1, x2, . . . , xq . Multiple linear regression,
for example, involves the following model for y:

y = β0 + β1x1 + · · · + βqxq + ε, (1)

where β0, β1, . . . , βq are regression coefficients that
have to be estimated from sample data and ε is an
error term assumed normally distributed with zero
mean and variance σ 2.

An equivalent way of writing the multiple regres-
sion model is:

y ∼ N(µ, σ 2),

where µ = β0 + β1x1 + · · · + βqxq . This makes it
clear that this model is only suitable for continuous
response variables with, conditional on the values of
the explanatory variables, a normal distribution with
constant variance. Analysis of variance is essentially
exactly the same model, with x1, x2, . . . , xq being

dummy variables coding factor levels and interac-
tions between factors; analysis of covariance is also
the same model with a mixture of continuous and cat-
egorical explanatory variables. (The equivalence of
multiple regression to analysis of variance and so on
is sometimes referred to as the general linear model –
see, for example [3]).

The assumption of the conditional normality of a
continuous response variable is one that is probably
made more often than it is warranted. And there
are many situations where such an assumption is
clearly not justified. One example is where the
response is a binary variable (e.g., improved, not
improved), another is where it is a count (e.g., number
of correct answers in some testing situation). The
question then arises as to how the multiple regression
model can be modified to allow such responses to
be related to the explanatory variables of interest. In
the GLM approach, the generalization of the multiple
regression model consists of allowing the following
three assumptions associated with this model to
be modified.

• The response variable is normally distributed with
a mean determined by the model.

• The mean can be modeled as a linear function of
(possibly nonlinear transformations)the explana-
tory variables, that is, the effects of the explana-
tory variable on the mean are additive.

• The variance of the response variable given the
(predicted) mean is constant.

In a GLM, some transformation of the mean is
modeled by a linear function of the explanatory
variables, and the distribution of the response around
its mean (often referred to as the error distribution)
is generalized usually in a way that fits naturally with
a particular transformation. The result is a very wide
class of regression models, but before detailing the
unifying features of GLMs, it will be helpful to look
at how a particular type of model, logistic regression,
fits into the general framework.

Logistic Regression

Logistic regression is a technique widely used to
study the relationship between a binary response and
a set of explanatory variables. The expected value (µ)
of a binary response is simply the probability, π , that
the response variable takes the value one (usually
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used as the coding for the occurrence of the event
of interest, say ‘improved’). Modeling this expected
value directly as a linear function of explanatory
variables, as is done in multiple linear regression,
is now clearly not sensible since it could result in
fitted values of the response variable outside the range
(0, 1). And, in addition, the error distribution of the
response, given the explanatory variables, will clearly
not be normal. Consequently, the multiple regression
model is adapted by first introducing a transformation
of the expected value of the response, g(µ), and
then using a more suitable error distribution. The
transformation g is called a link function in GLM,
and a suitable link function for a binary response is
the logistic or logit giving the model

logit(π) = log

(
π

1 − π

)
= β0 + β1x1 + · · · + βqxq.

(2)

As π varies from 0 to 1, the logit of π can
vary from −∞ to ∞, so overcoming the first
problem noted above. Now, we need to consider the
appropriate error distribution. In linear regression, the
observed value of the response variable is expressed
as its expected value, given the explanatory variables
plus an error term. With a binary response, we can
express an observed value in the same way, that is:

y = π + ε, (3)

but here, ε can only assume one of two possible val-
ues; if y = 1, then ε = 1 − π with probability π , and
if y = 0, then ε = −π with probability 1 − π . Con-
sequently, ε has a distribution with mean zero and
variance equal to π(1 − π), that is, a binomial dis-
tribution for a single trial (also known as a Bernoulli
distribution – see Catalogue of Probability Density
Functions).

The Generalized Linear Model

Having seen the changes needed to the basic multiple
linear regression model needed to accommodate a
binary response variable, we can now see how the
model is generalized in a GLM to accommodate
a wide range of possible response variables with
differing link functions and error distributions. The
three essential components of a GLM are:

• A linear predictor, η, formed from the explanatory
variables

η = β0 + β1x1 + β2x2 + · · · + βqxq. (4)

• A transformation of the mean, µ, of the response
variable called the link function, g(µ). In a GLM,
it is g(µ) which is modeled by the linear predictor

g(µ) = η. (5)

In multiple linear regression and analysis of vari-
ance, the link function is the identity function. Other
link functions include the log, logit, probit, inverse,
and power transformations, although the log and logit
are those most commonly met in practice. The logit
link, for example, is the basis of logistic regression.

• The distribution of the response variable given its
mean µ is assumed to be a distribution from the
exponential family; this has the form

f (y; θ, φ) = exp

{
(yθ − b(θ))

a(φ) + c(y, φ)

}
. (6)

For some specific functions, a, b, and c, and
parameters θ and φ.
• For example, in linear regression, a normal dis-

tribution is assumed with mean µ and constant
variance σ 2. This can be expressed via the expo-
nential family as follows:

f (y; θ, φ) = 1√
(2πσ 2)

exp

{−(y − µ)2

2σ 2

}

= exp

{
(yµ − µ2/2)

σ 2

−1

2

(
y2

σ 2
+ log(2πσ 2)

)}
(7)

so that θ = µ, b(θ) = θ2/2, φ = σ 2 and a(φ) =
φ. Other distributions in the exponential family
include the binomial distribution, Poisson distri-
bution, gamma distribution, and exponential dis-
tribution (see Catalogue of Probability Density
Functions).

• Particular link function in GLMs are naturally
associated with particular error distributions, for
example, the identity link with the Gaussian
distribution, the logit with the binomial, and the
log with the Poisson. In these cases, the term
canonical link is used.
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The choice of probability distribution determines
the relationships between the variance of the response
variable (conditional on the explanatory variables)
and its mean. This relationship is known as the
variance function, denoted φV (µ). We shall say more
about the variance function later.

Estimation of the parameters in a GLM is usually
carried out through maximum likelihood. Details are
given in [2, 6]. Having estimated the parameters, the
question of the fit of the model for the sample data
will need to be addressed. Clearly, a researcher needs
to be satisfied that the chosen model describes the
data adequately before drawing conclusions and mak-
ing interpretations about the parameters themselves.
In practice, most interest will lie in comparing the
fit of competing models, particularly in the context
of selecting subsets of explanatory variables so as
to achieve a more parsimonious model. In GLMs, a
measure of fit is provided by a quantity known as
the deviance. This is essentially a statistic that mea-
sures how closely the model-based fitted values of
the response approximate the observed values; the
deviance quoted in most examples of GLM fitting is
actually −2 times the maximized log-likelihood for a
model, so that differences in deviances of competing
models give a likelihood ratio test for comparing the
models. A more detailed account of the assessment
of fit for GLMs is given in [1].

An Example of Fitting a GLM

The data shown in Table 1 are given in [5] and
also in [9]. They arise from asking randomly chosen
household members from a probability sample of a
town in the United States where stressful events had
occurred within the last 18 months, and to report the
month of occurrence of these events. A scatterplot
of the data (see Figure 1) indicates a decline in the
number of events as these lay further in the past, the
result perhaps of the fallibility of human memory.

Since the response variable here is a count that
can only take zero or positive values, it would not be
appropriate to use multiple linear regression here to
investigate the relationship of recalls to time. Instead,
we shall apply a GLM with a log link function so
that fitted values are constrained to be positive, and,
as error distribution, use the Poisson distribution that
is suitable for count data. These two assumptions
lead to what is usually labelled Poisson regression.

Table 1 Distribution by months prior to interview of
stressful events reported from subjects; 147 subjects report-
ing exactly one stressful event in the period from 1 to
18 months prior to interview. (Taken with permission from
Haberman, 1978)

time y

1 15
2 11
3 14
4 17
5 5
6 11
7 10
8 4
9 8

10 10
11 7
12 9
13 11
14 3
15 6
16 1
17 1
18 4

Explicitly, the model to be fitted to the mean number
of recalls, µ, is:

log(µ) = β0 + β1time. (8)

The results of the fitting procedure are shown in
Table 2.

The estimated regression coefficient for time is
−0.084 with an estimated standard error of 0.017.
Exponentiating the equation above and inserting the
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Figure 1 Plot of recalled memories data
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Table 2 Results of a Poisson regression on the data in
Table 1.8

Covariates

Estimated
regression
coefficient

Standard
error

Estimate/
SE

(Intercept) 2.803 0.148 18.920
Time −0.084 0.017 −4.987

(Dispersion Parameter for Poisson family taken to be 1).
Null Deviance: 50.84 on 17 degrees of freedom.
Residual Deviance: 24.57 on 16 degrees of freedom.
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Figure 2 Recalled memories data showing fitted Poisson
regression model

estimated parameter values gives the model in terms
of the fitted counts rather than their logs, that is,

µ̂ = 16.5 × 0.920time. (9)

The scatterplot of the original data, now also
showing the fitted model, is given in Figure 2. The
difference in deviance of the null model and one
including time as an explanatory variable is large
and clearly indicates that the regression coefficient
for time is not zero.

Overdispersion

An important aspect of generalized linear models
that thus far we have largely ignored is the variance
function, V (µ), that captures how the variance of a
response variable depends upon its mean. The general
form of the relationship is:

Var(response) = φV (µ), (10)

where φ is a constant and V (µ) specifies how the
variance depends on the mean µ. For the error
distributions considered previously, this general form
becomes:

(1) Normal: V (µ) = 1, φ = σ 2; here the variance
does not depend on the mean and so can be
freely estimated

(2) Binomial: V (µ) = µ(1 − µ), φ = 1
(3) Poisson: V (µ) = µ; φ = 1

In the case of a Poisson variable, we see that
the mean and variance are equal, and in the case
of a binomial variable, where the mean is the prob-
ability of the occurrence of the event of interest,
π , the variance is π(1 − π). Both the Poisson and
binomial distributions have variance functions that
are completely determined by the mean. There is
no free parameter for the variance since in applica-
tions of the generalized linear model with binomial
or Poisson error distributions the dispersion parame-
ter, φ, is defined to be one (see previous results for
Poisson regression). But in some applications, this
becomes too restrictive to fully account for the empir-
ical variance in the data; in such cases, it is common
to describe the phenomenon as overdispersion. For
example, if the response variable is the proportion
of family members who have been ill in the past
year, observed in a large number of families, then
the individual binary observations that make up the
observed proportions are likely to be correlated rather
than independent. This nonindependence can lead to a
variance that is greater (less) than that on the assump-
tion of binomial variability. And observed counts
often exhibit larger variance than would be expected
from the Poisson assumption, a fact noted by Green-
wood and Yule over 80 years ago [4]. Greenwood and
Yule’s suggested solution to the problem was a model
in which µ was a random variable with a γ dis-
tribution leading to a negative binomial distribution
for the count (see Catalogue of Probability Density
Functions).

There are a number of strategies for accom-
modating overdispersion but a relatively simple
approach is one that retains the use of the bino-
mial or Poisson error distributions as appropriate,
but allows the estimation of a value of φ from the
data rather than defining it to be unity for these
distributions. The estimate is usually the residual
deviance divided by its degrees of freedom, exactly
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the method used with Gaussian models. Parame-
ter estimates remain the same but parameter stan-
dard errors are increased by multiplying them by
the square root of the estimated dispersion param-
eter. This process can be carried out manually, or
almost equivalently, the overdispersed model can be
formally fitted using a procedure known as quasi-
likelihood ; this allows estimation of model parame-
ters without fully knowing the error distribution of the
response variable – see [6] for full technical details
of the approach.

When fitting generalized linear models with bino-
mial or Poisson error distributions, overdispersion can
often be spotted by comparing the residual deviance
with its degrees of freedom. For a well-fitting model,
the two quantities should be approximately equal. If
the deviance is far greater than the degrees of free-
dom, overdispersion may be indicated.

An example of the occurrence of overdispersion
when fitting a GLM with a log link and Poisson
errors is reported in [8], for data consisting of the
observation of number of days absent from school
during the school-year amongst Australian Aboriginal
and white children. The explanatory variables of
interest in this study were gender, age, type (average
or slow learner), and ethnic group (Aboriginal or
White). Fitting the usual Poisson regression model
resulted in a deviance of 1768 with 141 degrees
of freedom, a clear indication of overdispersion. In
this model, both gender and type were indicated as
being highly significant predictors of number of days
absent. But when overdispersion was allowed for in
the way described above, both these variables became
nonsignificant. A possible reason for overdispersion
in these data is the substantial variability in children’s
tendency to miss days of school that cannot be fully
explained by the variables that have been included in
the model.

Summary

Generalized linear models provide a very power-
ful and flexible framework for the application of

regression models to medical data. Some familiarity
with the basis of such models might allow medical
researchers to consider more realistic models for their
data rather than to rely solely on linear and logis-
tic regression.
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Genotype

The genotype of an organism is its genes, or genetic
make-up, as opposed to its phenotype, or outward
appearance. The physical basis of the human geno-
type lies in 23 pairs of chromosomes – microscopic
bodies present in every cell nucleus. One pair is the
sex chromosomes, and the other 22 pairs are known
as autosomes, or autosomal chromosomes. The two
alleles at each locus on the autosomes comprise the
genotype for that locus. If the two alleles are the
same, the genotype is called homozygous; if they are
different, the genotype is called heterozygous. Per-
sons with homozygous and heterozygous genotypes
are called homozygotes and heterozygotes respec-
tively.

If the phenotype, or phenotypic distribution, asso-
ciated with a particular heterozygote is the same as
that associated with one of the two corresponding
homozygotes, then the allele in that homozygote is
dominant, and the allele in the other corresponding
homozygote is recessive, with respect to the phe-
notype; the locus is said to exhibit dominance (see
Allelic Association). If the heterozygote expresses
a phenotype that has features of both correspond-
ing homozygotes, – for example, persons with AB
blood type have both A and B antigens on their red

cells, determined by A and B alleles at the ABO
locus – then there is said to be codominance. At the
DNA level, that is, if the phenotype associated with a
genotype is the DNA constitution itself, then all loci
exhibit codominance.

The genotype being considered may involve the
alleles at more than one locus. However, a distinction
should be made between the genotype at multiple loci
and the multilocus genotype. Whereas the former is
specified by all the alleles at the loci involved, the
latter is specified by the two haplotypes a person
inherited, that is, the separate sets of maternal alleles
and paternal alleles at the various loci.

In the case of a quantitative trait, there is a domi-
nance component to the variance if the heterozygote
phenotype is not half-way between the two cor-
responding homozygote phenotypes, that is, if the
phenotypic effects of the alleles at a locus are not
additive. Similarly, if the phenotypic effect of a mul-
tilocus genotype is not the sum of the constituent
one-locus genotypes, then there is epistasis. Domi-
nance can be thought of as intralocus interaction and
epistasis as interlocus interaction. Thus, in the case
of a quantitative phenotype, the presence or absence
of dominance and/or epistasis depends on the scale
of measurement of the phenotype.

ROBERT C. ELSTON
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Geometric Mean

The geometric mean X̄g of a set of n numbers
X1, X2, . . . , Xn(i = 1, 2, . . . , n) is defined as

X̄g = (X1 × X2 × · · · × Xn)
1
n (1)

The geometric mean is only defined for a set of
positive numbers.

As an example, we see that the geometric mean
of 10 and 15 is

X̄g = (10 × 15)
1
2 = √

150

= 12.25 (to 2 decimal places). (2)

The geometric mean has an advantage over the
arithmetic mean in that it is less affected by very
small or very large values in skewed data. For
instance, the arithmetic mean of the scores 10, 15,
and 150 is 58.33, whereas the geometric mean for
the same figures is 28.23.

An additional use of the geometric mean is when
dealing with numbers that are ratios of other numbers,
such as percentage increase in weight. Imagine that
we want the mean percentage weight gain for the
data in Table 1, which shows a person’s weight at
the end of each year, expressed as a percentage of
the previous year.

Table 1 Weight at the end of
each year, expressed as a per-
centage of the previous year

Year Percentage

1 104
2 107
3 109
4 113

The arithmetic mean of the percentages is 108.25,
while the geometric mean is 108.20. Now, if we had
been told that a person started year 1 with a weight
of 50 kg, then that person’s weight after each of
the four years would be 52, 55.64, 60.65, and 68.53
kg, respectively. If the arithmetic mean were used
to calculate the weights, it would give the person’s
weight for the four years as 54.13, 58.59, 63.42, and
68.66 kg, while if the geometric mean were used it
would give the person’s weight for the four years as
54.10, 58.54, 63.34, and 68.53 kg. Thus, although
the geometric mean has produced figures for the
intermediate years that are not totally accurate, unlike
the arithmetic mean it produces the correct figure for
the final value. Accordingly, it would be more precise
to say that the person had an average weight gain of
8.2% than to say it was 8.25%.

DAVID CLARK-CARTER
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Goodness of Fit

Goodness-of-fit indices (GFI) are indices used in
structural equation modeling and with other math-
ematical models to assess the fit of a model to data.
They should be interpreted in terms of the overidenti-
fying constraints placed on the model, for only these
produce lack of fit. They are of two kinds: (a) exact
fit indices and (b) approximate fit indices.

Exact fit indices are used with a sampling dis-
tribution to test the hypothesis that the model fits
the population data exactly. Thus, before using an
exact fit test, the researcher should have good reasons
that the sampling distribution to be used in statisti-
cal inference applies to the data in question. Exact
fit indices only test whether or not the hypothesized
model fits the data to within sampling error. Fitting to
within sampling error does not mean that the model
is true. Other ‘equivalent models’ may be equally
formulated to fit the data to within sampling error.
Failure to fit to within sampling error only means that
the data is so different and so improbable under the
assumption of the truth of the hypothesis as to make
the hypothesis difficult to believe. With failure to fit,
one should seek to determine the sources of lack of
fit, using program diagnostics and a review of theory
and the content of the variables. However, failure to
fit does not imply that every feature of the model is
incorrect. It merely indicates that at least one feature
may be incorrect, but it does not indicate which.

When the model fits to within sampling error,
one may act as if the model is provisionally correct,
but should be prepared for the possibility that at a
later date further studies may overturn the model.
Exact fit tests also increase in power to reject the
hypothesized model with ever larger samples. Most
multivariate models require large samples to justify
the theoretical sampling distributions used with exact
fit indices. So, just as it becomes reasonable to
use these distributions in probabilistic inference, the
power of these tests may make it possible to detect
miniscule, if not practically negligible, discrepancies
between the mathematical model hypothesized and
the data, leading to rejection of the model. This, and
the fact that many data sets do not satisfy exactly
the distributional assumptions of the exact fit test,
has been the basis for many researchers’ use of
approximate fit indices to judge the quality of their
models by their degree of approximation to the data.

Approximate fit indices indicate the degree to
which the model fits the data. Some approximate
fit indices use indices that range between 0 (total
lack of fit) and 1 (perfect fit). Other approximate fit
indices measure the distance between the data and
the model, with 0 perfect fit, and infinity indicating
total lack of fit. Usually, approximate fit indices are
used with some criterion value close to perfect fit to
indicate whether the model is a good approximation
or not. However, it must always be recognized that an
approximation is always that and not indicative of the
incorrigible correctness of the model. Getting good
approximations is indicative that a preponderance of
the evidence supports the essential features of the
model. But, further research with the model should
also include a search for the reasons for lack of
exact fit.

Let U and V be two p × p covariance matrices,
with U a less restricted variance–covariance matrix
representing the data and V a more constrained vari-
ance–covariance matrix hypothesized for the data.
Browne [2] noted that most structural equation mod-
els are fit to data using discrepancy functions, which
are scalar valued-functions F(U; V) with the follow-
ing properties: (a) F(U; V) ≥ 0. (b) F(U; V) = 0 if
and only if U and V are equal. (c) F(U; V) is con-
tinuous in both U and V.

There are a number of standard discrepancy
functions, like unweighted least squares, weighted
least squares (see Least Squares Estimation) and
maximum likelihood’s fit function (see Maximum
Likelihood Estimation) that are used in estimating
unknown parameters of models conditional on con-
straints on specified model parameters. For example,
the least-squares discrepancy function is

FLS = tr[(U − V)(U − V)], (1)

and the maximum likelihood’s fit function

FML = ln|V| − ln|U| − tr(UV−1) − p (2)

is also a discrepancy function. In fact, the chi-
squared statistic χ2

df = (N − 1)FML is also a discrep-
ancy function.

Cudeck and Henley [4] defined three sources of
error in model fitting. First, let S be a p × p sample
variance–covariance matrix for p observed variables
to be used as the data to which a structural equa-
tion model is fit. Let � be the variance/covariance
matrix of the population from which the sample
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variance/covariance matrix S has been drawn. Next,
define �̂0 to be the maximum likelihood (ML) esti-
mate of a model with free, fixed, and constrained
parameters fit to S. The error of fit given by the
discrepancy function value F(S; �̂0) contains both
sampling error and error of approximation of the
model to the population covariance matrix. Analo-
gously, let �̃0 be the estimate of the same model fit
to the population variance–covariance matrix �. The
error of fit in this case is F(�; �̃0) and is known as
the error of approximation. It contains no sampling
error. It is a population parameter of lack of fit of the
model to the data. It is never measured directly and is
only inferred from the data. F(�̃0; �̂0) is known as
the error of estimation, the discrepancy between sam-
ple estimate and population estimate for the model.

The chi-squared statistic of an exact fit test is given
as

χ2
df = (N − 1)F (S; �̂0) = (N − 1)

×
[
ln|�̂0| − ln|S| + tr(�̂−1

0 S) − p
]
. (3)

F (S; �̂0) is the minimum value of the discrepancy
function when the maximum likelihood estimates
are optimized.

Assuming the variables have a joint multivari-
ate normal distribution (see Catalogue of Probabil-
ity Density Functions), this statistic is used to test
the hypothesis that the constrained model covariance
matrix is the population covariance matrix that gener-
ated the sample covariance matrix S. One rejects the
null hypothesis that the model under the constraints
generated S, when χ2

df > c, where c is some constant
such that P(χ2

df > c|H0 is true) ≤ α. Here α is the
probability one accepts of making a Type I error.

In many cases, the model fails to fit the data. In
this case, chi squared does not have an approximate
chi-squared distribution, but a noncentral chi-squared
distribution, whose expectation is

E(χ2
df ) = df + δ∗2, (4)

where df are the degrees of freedom of the model
and δ∗2, the noncentrality parameter for the model.
The noncentrality parameter is a measure of the lack
of fit of the model for samples of size N . Thus, an
unbiased estimate of the noncentrality parameter is
given by

δ̂∗2 = χ2
df − df. (5)

McDonald [8] recommended that instead of using
this as a fundamental index of lack of fit, one should
normalize this estimate by dividing it by (N − 1)

to control for the effect of sample size. Thus, the
normalized noncentrality estimate is given by

δ̂ = δ̂∗2

(N − 1)
= χ2

df − df

(N − 1)
= FML − df

(N − 1)
. (6)

The population raw noncentrality δ∗2 and the
population normalized noncentrality δ are related as
δ∗2 = (N − 1)δ. As N increases without bound, and
δ > 0, the noncentrality parameter is undefined in the
limit.

Browne and Cudeck [3] argue that δ̂ is a less
biased estimator of the normalized population dis-
crepancy δ = F(�; �̃0) than is the raw FML =
F(S; �̂0) = χ2

df /(N − 1), which has for its expecta-
tion

E(FML) = F(�; �̃0) + df

(N − 1)
. (7)

In fact,

E(δ̂) = E(FML) − df

(N − 1)
= E(FML)

+ df − df

(N − 1)
= F(�; �̃0) = δ. (8)

So, the estimated normalized noncentrality parameter
is an unbiased estimate of the population normalized
discrepancy.

Several indices of approximation are based on
the noncentrality and normalized noncentrality para-
meters.

Bentler [1] and McDonald and Marsh [9] simul-
taneously defined an index given the name FI by
Bentler:

FI = (δ̂∗
null − δ̂∗

k )

δ̂∗
null

= [(χ2
null − df null) − (χ2

k − dfk)]

(χ2
null − dfnull)

= δ̂null − δ̂k

δ̂null

. (9)

χ2
null is the chi squared of a ‘null’ model in which one

hypothesizes that the population covariance matrix
is a diagonal matrix with zero off-diagonal elements
and free diagonal elements. Each nonzero covariance
between any pair of variables in the data will produce
a lack of fit for the corresponding zero covariance
in this model. Hence, lack of fit δnull of this model
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can serve as an extreme norm against which to
compare the lack of fit of model k, which is actually
hypothesized. The difference in lack of fit between
the null model and model k is compared to the
lack of fit of the null model itself. The result on
the right is obtained by dividing the numerator and
the denominator by (N − 1). The index depends on
unbiased estimates and is itself relatively free of bias
at different sample sizes. Bentler [1] further corrected
the FI index to be 0 when it became occasionally
negative and to be 1 when it occasionally exceeded
1. He called the resulting index the CFI (comparative
fit index). A common rule of thumb is that models
with CFI ≥ .95 are ‘acceptable’ approximations.

Another approximation index first recommended
by Steiger and Lind [10] but popularized by Browne
and Cudeck [3] is the RMSEA (root mean squared
error of approximation) index, given by

RMSEA =
√√√√Max.

{(
χ2

df k
− df k

(N − 1)df k

)
, 0

}

=
√√√√Max.

{(
δ̂k

df k

)
, 0

}
. (10)

This represents the square root of the estimated nor-
malized noncentrality of the model divided by the
model’s degrees of freedom. In other words, it is
the average normalized noncentrality per degree of
freedom. Although some have asserted that this rep-
resents the noncentrality adjusted for model parsi-
mony, this is not the case. A model may introduce
constraints and be more parsimonious with more
degrees of freedom, and the average discrepancy per
additional degree of freedom may not change. The
RMSEA index ranges between 0 (perfect fit) and
infinity. A value of RMSEA ≤ .05 is considered to be
‘acceptable’ approximate fit. Browne and Cudeck [3]
indicate that a confidence interval estimate for the
RMSEA is available to indicate the precision of the
RMSEA estimate.

Another popular index first popularized by
Jöreskog and Sörbom’s LISREL program [7] (see
Structural Equation Modeling: Software) is
inspired by Fisher’s intraclass correlation [5]:

R2 = 1 − Error Variance

Total Variance
. (11)

The GFI index computes ‘error’ as the sum of
(weighted and possibly transformed) squared differ-
ences between the elements of the observed vari-
ance/covariance matrix S and those of the estimated
model variance/covariance matrix �̂0 and compares
this sum to the total sum of squares of the elements
in S. The matrix (S − �̂0) is symmetric and produces
the element-by-element differences between S and
�̂0. W is a transformation matrix that weights and
combines the elements of these matrices, depending
on the method of estimation. Thus, we have

GFI = 1 − tr[W−1/2(S − �̂0)W−1/2]2

tr[W−1/2(S)W−1/2][W−1/2(S)W−1/2]
,

(12)

where

�̂0 is the model variance/covariance matrix and
S is the unrestricted, sample variance/covariance
matrix and

W =
{ I − Unweighted Least Squares

S − Weighted Least Squares
Ŝ0 − Maximum Likelihood

. (13)

For maximum likelihood estimation the GFI sim-
plifies to

GFI ML = 1 − tr[(S�̂−1
0 − I)(S�̂−1

0 − I)]

tr(S�̂−1
0 S�̂−1

0 )
. (14)

A rule of thumb is again to consider a GFI >

0.95 to be an ‘acceptable’ approximation. Hu and
Bentler [6] found that the GFI tended to underesti-
mate its asymptotic value in small samples, especially
when the latent variables were interdependent. Fur-
thermore, the maximum likelihood (ML) and gen-
eralized least squares (GLS) variants of the index
performed poorly in samples less than 250.

Steiger [11] has suggested a variant of the GFI
such that under a general condition where the model
is invariant under a constant scaling function the GFI
has a known population parameter

�1 = p

2F ML(�; �̃0) + p
(15)

to estimate. Note that as F(�; �̃0) becomes close
to zero, this index approaches unity, whereas when
F(�; �̃0) is greater than zero and increasing, this



4 Goodness of Fit

parameter declines toward zero, with its becoming
zero when F(�; �̃0) is infinitely large. Steiger shows
that

�̂1 = p

2F ML(S; �̂0) + p
(16)

is equivalent to the GFI ML and an estimate of �1.
But it is a biased estimate, for the expectation of �̂1

is approximately

E(�̂1) ≈ p

2F ML(�; �̃0) + 2df /(N − 1) + p
. (17)

The bias leads �̂1 to underestimate �1, but the bias
diminishes as sample size N becomes large relative to
the degrees of freedom of the model. Steiger [11] and
Browne and Cudeck [3] report a confidence interval
estimate using �̂1 that may be used to test hypotheses
about �1.

There are numerous other indices of approximate
fit, but those described here are the most popular.

Goodness of fit should not be the only criterion for
evaluating a model. Models with zero degrees of free-
dom always fit perfectly as a mathematical necessity
and, thus, are useless for testing hypotheses. Besides
having acceptable fit, the model should be parsimo-
nious in having numerous degrees of freedom rela-
tive to the number of nonredundant elements in the
variance-covariance matrix, and should be realistic in
representing processes in the phenomenon modeled.
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Goodness of Fit for
Categorical Variables

Introduction

The explanation of the frequency distributions of cat-
egorical variables often involves the specification of
probabilistic models. The appropriateness of these
models can be examined using goodness-of-fit statis-
tics. A goodness-of-fit statistic assesses the distance
between the data and the model. This characteristic is
the reason why goodness-of-fit statistics are often also
called badness-of-fit statistics. Under the null hypoth-
esis that this distance is random, the probability is
then estimated that the observed data or data with
even larger distances are obtained. This probability
is called the size of the test.

Goodness-of-fit is examined at two levels. The
first is the aggregate level. At this level, one asks
whether a probability model describes the data well,
overall. The second is the level of individual cells
or groups of cells. At this level, one asks whether
the distances in individual cells or groups of cells
are greater than compatible with the assumption of
random deviations. Cells that display particularly
strong deviations have been called outlier cells,
extreme cells, outlandish cells [14], rogue cells [15],
aberrant cells, anomalous cells [21], and types and
antitypes [10, 16].

A large number of tests has been proposed to
examine goodness-of-fit, and performance and char-
acteristics of these tests differ greatly (comparisons
were presented, e.g., by [16–18]). In the following
paragraphs, we discuss goodness-of-fit tests from two
perspectives. First, we present the tests and describe
them from the perspective of overall goodness-of-fit,
that is, from the perspective of whether a probability
model as a whole explains the data well. Second, we
discuss tests and their performance when applied to
individual cells. In both sections, we focus on count
data and on multinomial sampling.

Testing Overall Goodness-of-fit

A most general indicator of goodness-of-fit is Cressie
and Read’s [3, 13] power divergence statistic,

I (λ) = 2

λ(λ + 1)

∑
i

ni

[(
ni

mi

)λ

− 1

]
, (1)

where

λ = real-valued parameter, with −∞ < λ < ∞,
i = index that goes over all cells of a table,

ni = observed frequency of Cell i, and
mi = expected frequency of Cell i.

This statistic is important because it can, by way
of selecting particular scores of λ, be shown to be
identical to other well-known measures of goodness-
of-fit (see [1]). Specifically,

(1) for λ = 1, I is equal to Pearson’s X2; one
obtains

I (1) = X2 =
∑ (ni − mi)

2

mi

; (2)

(2) as λ → 0, I converges to the likelihood ratio
G2,

I (λ → 0) → G2 = 2
∑

i

ni log

(
ni

mi

)
; (3)

(3) as λ → −1, I converges to Kullback’s [7] min-
imum discrimination information statistic,

I (λ → −1) → GM → 2
∑

i

mi log

(
ni

mi

)
;

(4)

(4) for λ = −2, I is equal to Neyman’s [12] modi-
fied chi-squared statistic,

I (λ = −2) = NM2 =
∑

i

(ni − mi)
2

ni

; (5)

and
(5) for λ = −0.5, I is equal to Freeman and

Tukey’s [4] statistic

I

(
1

2

)
= FT = 4

∑
1

(
√

ni − √
mi)

2. (6)

Under regularity conditions, these six statistics are
asymptotically identically distributed. Specifically,
these statistics are asymptotically distributed as χ2,
with df = I − 1, where I is the number of cells.
However, the value of λ = 2/3 has shown to be
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superior to other values of λ. It leads to a statistic
that keeps the α level better, and has better small
sample power characteristics.

Comparisons of the two best known of these six
statistics, the Pearson X2 and the likelihood ratio
X2 (see Contingency Tables), have shown that the
Pearson statistic is often closer to the χ2 distribution
than G2. However, G2 has better decomposition
characteristics than X2. Therefore, decompositions of
the effects in cross-classifications (see Chi-Square
Decomposition) and comparisons of hierarchically
related log-linear models are typically performed
using the G2 statistic.

There exists a number of other goodness-of-
fit tests. These include, for instance, the Kolo-
mogorov–Smirnoff test, the Cramer-von Mises test,
and runs tests.

Testing Cellwise Goodness-of-fit

Testing goodness-of-fit for individual cells has been
proposed for at least three reasons. First, the dis-
tribution of residuals in cross-classifications that are
evaluated using particular probability models can be
very uneven such that the residuals are large for a
small number of cells and rather small for the remain-
ing cells. Attempts at improving model fit then focus
on reducing the discrepancies in the cells with the
large residuals. Second, cells with large residuals can
be singled out and declared structural frequencies,
that is, fixed, and not taken into account when the
expected frequencies are estimated. Typically, model
fit improves considerably when outlandish cells are
fixed. Third, cell-specific goodness-of-fit indicators
are examined with the goal of finding types and
antitypes in configural frequency analysis see von
Eye in this encyclopedia, [10, 16, 17]. Types and
antitypes are then interpreted with respect to the
probability model that was used to explain a cross-
classification. Different probability models can yield
different patterns of types and antitypes. In either con-
text, decisions are made concerning single cells or
groups of cells.

The most popular measures of cellwise lack of
fit include the raw residual, the Pearson residual,
the standardized Pearson residual, and the adjusted
residual. The raw residual is defined as the differ-
ence between the observed and the expected cell
frequencies, that is, ni − mi . This measure indicates

the number of cases by which the observed frequency
distribution and the probability model differ in Cell
i. The Pearson residual for Cell i is the ith summand
of the overall X2 given above.

For the standardized Pearson residual, one can
find different definitions in the literature. According
to Agresti [1], for Cell i which has an estimated
leverage of ĥi , the standardized Pearson residual is

ri = ni − mi√
mi

(
1 − ni

N

)
(1 − ĥi )

, (7)

where ĥi is defined as the diagonal element of the hat
matrix (for more detail on the hat matrix see [11]).
The absolute value of the standardized Pearson resid-
ual is slightly larger than the square root of the Pear-
son residual (which is often called the standardized
residual; see [8]), and it is approximately normally
distributed if the model holds.

The adjusted residual [5] is a standardized resid-
ual that is divided by its standard deviation. Adjusted
residuals are typically closer to the normal distri-
bution than

√
X2. Deviance residuals are the com-

ponents of the likelihood ratio statistic, G2, given
above. Exact residual tests can be performed using,
for instance, the binomial test and the hypergeometric
test. The latter requires product-multinomial sampling
(see Sampling Issues in Categorical Data).

The characteristics and performance of these and
other residual tests have been examined in a number
of studies (e.g., [6, 9, 17, 19, 20]). The following list
presents a selection of repeatedly reported results of
comparison studies.

1. The distribution of the adjusted residual is closer
to the normal distribution than that of the stan-
dardized residual.

2. Both the approximative and the exact tests
tend to be conservative when the expected
cell frequencies are estimated from the sam-
ple marginals.

3. As long as cell frequencies are small (less
than about ni = 100), the distribution of resid-
uals tends to be asymmetric such that positive
residuals are more likely than negative residu-
als; for larger cell sizes, this ratio is inverted;
this applies to tables of all sizes greater than
2 × 2 and under multinomial as well as product-
multinomial sampling.
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4. The α-curves of the residuals suggest conserva-
tive decisions as long as cell sizes are small.

5. The β curves of the residuals also suggest that
large sample sizes are needed to make sure the
β-error is not severely inflated; this applies to
tables of varying sizes, to both multinomial and
product-multinomial sampling, as well as to the
α-levels of 0.05 and 0.01.

6. None of the tests presented here and the other
tests that were also included in some of the
comparison studies consistently outperformed all
others; that is, the tests are differentially sensitive
to characteristics of data and tables.

Data Example

The following data example presents a reanalysis of
data from a project on the mental health outcomes
of women experiencing domestic violence [2]. For
the example, we attempt to predict Anxiety (A) from
Poverty (Po), Psychological Abuse (Ps), and Physical
Abuse (Ph). Anxiety and Poverty were dichotomized
at the median, and Psychological and Physical Abuse
were dichotomized at the score of 0.7 (to separate
the no abuse cases from the abuse cases). For each
variable, a 1 indicates a low score, and a 2 indicates
a high score.

To test the prediction hypotheses, we estimated
the hierarchical log-linear model [A, Po], [A, Ps],
[A, Ph], [Po, Ps, Ph]. This model is equivalent to the
logistic regression model that predicts A from Po,
Ps, and Ph. The cross-tabulation of the four variables,
including the observed and the estimated expected
cell frequencies, appears in Table 1.

Table 1 suggests that the observed cell frequen-
cies are relatively close to the estimated expected cell
frequencies. Indeed, the overall goodness-of-fit like-
lihood ratio X2 = 3.50 (df = 4; p = 0.35) indicates
no significant model-data discrepancies. The Pear-
son X2 = 4.40 (df = 4; p = 0.48) leads one to the
same conclusion. The values of these two overall
goodness-of-fit measures are the same if a model
is the true one. In the present case, the values
of the test statistics are not exactly the same, but
since they are both small and suggest the same
statistical decision, there is no reason to alter the
model. Substantively, we find that the two abuse
variables are significant predictors of Anxiety. In
contrast, Poverty fails to make a significant contri-
bution.

Table 1 Prediction of anxiety from poverty, psychological
violence, and physical violence

Variable patterns Frequencies

A Po Ps Ph Observed Expected

1 1 1 1 6 6.93
1 1 1 2 3 2.07
1 1 2 1 13 11.64
1 1 2 2 13 14.36
1 2 1 1 2 1.11
1 2 1 2 0 0.89
1 2 2 1 1 2.32
1 2 2 2 9 7.68
2 1 1 1 4 3.96
2 1 1 2 1 1.04
2 1 2 1 11 11.47
2 1 2 2 13 12.53
2 2 1 1 0 0.00
2 2 1 2 0 0.00
2 2 2 1 5 4.57
2 2 2 2 13 13.43

Table 2 presents the raw, the adjusted, the devi-
ance, the Pearson, and the Freeman–Tukey residuals
for the above model.

In the following paragraphs, we discuss four char-
acteristics of the residuals in Table 2. First, the var-
ious residual measures indicate that no cell quali-
fies as extreme. None of the residuals that are dis-
tributed either normally or as χ2 has values that
would indicate that a cell deviates from the model
(to make this statement, we use the customary thresh-
olds of 2 for normally distributed residuals and 4 for
χ2-distributed residuals). Before retaining a model,
researchers can do worse than inspecting residuals
for local model-data deviations.

Second, the Pearson X2 is the only one that
does not indicate the direction of the deviation.
From inspecting the Pearson residual alone, one
cannot determine whether an observed frequency is
larger or smaller than the corresponding estimated
expected one.

Third, the correlations among the four arrays of
residuals vary within a narrow range, thus indicating
that the measures are sensitive largely to the same
characteristics of model-data discrepancies. Table 3
displays the correlation matrix.

The correlations in Table 3 are generally very
high. Only the correlations with Pearson’s measure
are low. The reason for this is that the Pearson scores
are positive by definition. Selecting only the positive
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Table 2 Residuals from the prediction model in Table 1

Variable patterns Residuals

A Po Ps Ph Raw Adjusted Deviance Pearson Freeman–Tukey

1 1 1 1 −0.93 −1.14 −1.32 0.13 −0.27
1 1 1 2 0.93 1.14 1.50 0.42 0.69
1 1 2 1 1.36 1.29 1.70 0.16 0.45
1 1 2 2 −1.36 −1.29 −1.61 0.13 −0.30
1 2 1 1 0.89 1.48 1.53 0.71 0.81
1 2 1 2 −0.89 −1.48 0.00 0.89 −1.14
1 2 2 1 −1.32 −1.34 −1.30 0.75 −0.79
1 2 2 2 1.32 1.34 1.69 0.23 0.53
2 1 1 1 0.04 0.06 0.30 0.00 0.13
2 1 1 2 −0.04 −0.06 −0.29 0.002 0.14
2 1 2 1 −0.47 −0.41 −0.96 0.02 −0.07
2 1 2 2 0.47 0.41 0.98 0.02 0.20
2 2 1 1 −0.0004 −0.02 0.00 0.00 −0.001
2 2 1 2 −0.0003 −0.02 0.00 0.00 −0.000
2 2 2 1 0.43 0.43 0.94 0.04 0.29
2 2 2 2 −0.43 −0.43 −0.92 0.01 −0.05

Table 3 Intercorrelations of the residuals in Table 2

Raw Adjusted Deviance Pearson

Adjusted 0.992 1.000
Deviance 0.978 0.975 1.000
Pearson 0.249 0.314 0.297 1.000
Freeman–Tukey 0.946 0.971 0.940 0.344

residuals, the correlations with the Pearson residuals
would be high also.

Fourth, the standard deviations of the residual
scores are different than 1. Table 4 displays descrip-
tive measures for the variables in Table 2.

It is a well-known result that the standard devia-
tions of residuals can be less than 1 when a model fits.
The Freeman–Tukey standard deviation is clearly

less than 1. The deviance residual has a standard devi-
ation greater than one. This is an unusual result and
may be specific to the data used for the present exam-
ple. In general, the deviance residual is less variable
than N (0, 1), but it can be standardized.
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Gosset, William Sealy

Born: June 13, 1876, in Canterbury, England.
Died: October 16, 1937, in Beaconsfield, England.

William Sealy Gosset studied at Winchester Col-
lege before enrolling at New College, Oxford, where
he earned a first class in mathematical moderations
(1887) and another in natural sciences, specializing in
chemistry (1899). Also, in 1899, and in conjunction
with the company’s plan to hire university-trained
scientists, Arthur Guinness, Son & Co, brewers in
Dublin, hired Gosset. Thus began Gosset’s career,
one that culminated with his appointment in 1935
as head of Guinness’s newly constructed brewery in
London, a position he held until his death. ‘. . .all
his most important statistical work was undertaken
in order to throw light on problems which arose
in the analysis of data connected in some way
with the brewery’ [2, p. 212]. Gosset was, perhaps,
the first and the most important industrial statisti-
cian [4].

After familiarizing himself with the operations of
the brewery, where he had access to data bearing
on brewing methods as well as the production and
combinations of the hops and barley used in brewing,
Gosset realized the potential value of applying error
theory to such data. His first report (November 3,
1904) titled, ‘The Application of the “Law of Error”
to the work of the Brewery’, presented the case
for introducing statistical methods to the industry’s
work. Gosset also observed, ‘We have met with the
difficulty that none of our books mentions the odds,
which are conveniently accepted as being sufficient to
establish any conclusion, and it might be of assistance
to us to consult some mathematical physicist on the
matter’ [2, p. 215].

Instead, Gosset contacted Karl Pearson (1905),
which led to Gosset’s studies (1906–1907) with Pear-
son and W. F. R. Weldon in the Biometric School
of the University College, London. Following Fran-
cis Galton’s lead, Pearson and Weldon were keen
on refining measures of variation and correlation,
primarily for agricultural and biological purposes,
and to do so, they relied on large statistical sam-
ples. Gosset had earlier noted that ‘correlation coef-
ficients are usually calculated from large numbers
of cases, in fact I have found only one paper in

Biometrika of which the cases are as few in number
as those at which I have been working lately’ (quoted
in [2, p. 217].

Thus, it fell to Gosset, who typically had much
smaller samples from the brewery’s work avail-
able to him, to adapt the large-sample statistical
methods to small samples. To develop small-sample
methods, he drew small samples from some of
Pearson et al.’s large samples, and in so doing
Gosset provided ‘. . .the first instance in statistical
research of the random sampling experiment. . .’ [2,
p. 223].

Guinness had a policy of not publishing the results
of company research, but Gosset was permitted to
publish his research on statistical methods using
the pseudonym, ‘Student’. Student’s article, ‘The
Probable Error of a Mean’ (Biometrika, 1908), a
classic in statistics, introduced the t Test for small-
sample statistics, and it laid much of the groundwork
for Fisher’s development of analysis of variance
([5, p. 167–168]; and see [3]).

Two informative articles about Gosset are “Stu-
dent” as a statistician’ [2] and “Student” as a
man’ [1]. Of Student as a statistician, Pearson con-
cluded: ‘[Gosset’s]. . .investigation published in 1908
has done more than any other single paper to
bring [chemical, biological, and agricultural] subjects
within the range of statistical inquiry; as it stands it
has provided an essential tool for the practical worker,
while on the theoretical side it has proved to con-
tain the seed of ideas which have since grown and
multiplied in hundredfold’ [2, p. 224]. Of Student as
a man, McMullen [1], described Gosset as being a
golfer and a builder and sailor of boats of unusual
design, made by preference using simple tools. He
was also an accomplished fly fisherman. ‘In fishing
he was an efficient performer; he used to hold that
only the size and general lightness or darkness of a
fly were important; the blue wings, red tail, and so
on being only to attract the fisherman to the shop’
[1 p. 209].
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Graphical Chain Models

Graphical Markov models represent relations, most
frequently among random variables, by combining
simple, yet powerful, concepts: data generating pro-
cesses, graphs, and conditional independence. The
origins can be traced back to independent work in
genetics ([30]), in physics ([10]), and in probabil-
ity theory (A. A. Markov, 1912, [20]). Wright used
directed graphs to describe processes of how his
genetic data could have been generated, and to check
the consistency of such hypotheses with observed
data. He called his method path analysis. Gibbs
described total energy of systems of particles by
the number of nearest neighbors for nodes in undi-
rected graphs. Markov suggested how some seem-
ingly complex structures can sometimes be explained
in terms of a chain of simple dependencies using the
notion of conditional independence (see Markov
Chains).

Development of these ideas continued largely
independently in mathematics, physics, and engineer-
ing. In the social sciences and econometrics, an exten-
sion of path analysis was developed, called simultane-
ous equation models, which does not directly utilize
the notion of conditional independence, and which
does not incorporate nonlinear relations or time-
dependent variation. In decision analysis, computer
science, and philosophy, extensions of path analysis
have been called influence diagrams, belief networks,
or Bayesian networks, and are used, among others,
for constructing so-called expert systems and systems
with learning mechanisms.

A systematic development of graphical Markov
models for representing multivariate statistical depen-
dencies for both discrete and continuous variables
started in the 1970s, with work on fully undirected
graph models for purely discrete and for Gaussian
random variables, and on linear models with graphs
that are fully directed and have no cycles. This
work was extended to models permitting sequences
of response variables to be considered on equal foot-
ing, that is, without specifications of a direction of
dependence. Joint responses can be modeled in quite
different ways, some define independence structures
of distinct types of graphical chain model. Properties
of corresponding types of graph have been studied
intensively, so that, in particular, all independencies,

implied by a given graph, can be derived by so-called
separation criteria.

Several books give overviews of theory, analyses,
and interpretations of graphical Markov models in
statistics, based on developments on this work dur-
ing the first few decades, see [7], [15], [2], [29],
and a wide range of different applications has been
reported, see for example, [11], [16]. For some com-
pact descriptions and for references see [26], [27].

Applicability of fully directed graph models to
very large systems of units has been emphasized
recently, see for example, [6] and is simplified by
free-source computational tools within the framework
of the R-project, see [19], [18], [1].

Special extensions to time series have been devel-
oped ([5], [8], [9]), and it has been shown that the
independence structure defined with any structural
equation model (SEM) can be read off a corre-
sponding graph [13]. The result does not extend to
the interpretation of SEM parameters. Extensions to
point processes and to multilevel models (see Lin-
ear Multilevel Models) are in progress. Graphical
criteria for deciding on the identifiability of special
linear models, including hidden variables, have been
derived [23], [21], [25], [12], [24].

A new approach to studying properties of graphi-
cal Markov models is based on binary matrix forms
of graphs [28]. This uses analogies between partial
inversion of parameter matrices for linear systems
and partial closing of directed and of undirected
paths in graphs. The starting point for this are step-
wise generating processes, either for systems of linear
equations, or for joint distributions.

In both cases the graph consists of a set of nodes,
with node i representing random variable Yi , and
a set of directed edges. Each edge is drawn as an
arrow outgoing from what is called a parent node and
pointing to an offspring node. The graph is acyclic,
if it is impossible to return to any starting node
by following arrows pointing in the same direction.
The set of parent nodes of node i is denoted by
pari and the graph is called a parent graph if
there is a complete ordering of the variables as
(Y1, . . . , Yd). Either a joint density is given by a
recursive sequence of univariate conditional densities,
or a covariance matrix is generated by a system of
recursive equations.

The joint density fN , generated over a parent
graph with nodes N = (1, . . . , d), and written in a
compact notation for conditional densities in terms
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of nodes, is

fN =
∏

i
fi|i+1,...,d =

∏
i
fi|pari . (1)

The conditional independence statement i ⊥ j |pari is
equivalent to the factorization fi|pari ,j = fi|pari , and it
is represented by a missing ij -arrow in the parent
graph for i < j .

The joint covariance matrix � of mean-centered
and continuous variables Yi , generated over a parent
graph with nodes N = (1, . . . , d), is given by a
system of linear recursive equations with uncorrelated
residuals, written as

AY = ε, (2)

where A is an upper-triangular matrix with unit
diagonal elements, and ε is a residual vector of zero-
mean uncorrelated random variables ε. A diagonal
form of the residual covariance matrix cov(ε) = �

is equivalent to specifying that each row of A in (2)
defines a linear least squares regression equation ([4],
p. 302) for response Yi regressed on Yi+1, . . . , Yd . For
the regression coefficient of Yj in this regression, it
holds for i < j :

−aij = βi|j ·{i+1,...,d}\j = βi|j ·pari\j . (3)

Thus, the vanishing contribution of Yj to the linear
regression of Yi on Yi+1, . . . , Yd is represented by
zero value in position (i, j ) in the upper triangular-
part of A.

The types of question that can be answered for
these generating processes are: which independencies
(either linear or probabilistic not both) are preserved
if the order of the variables is modified, or if some
of the variables are considered as joint instead of
univariate responses, or if some of variables are
explicitly omitted, or if a subpopulation is selected?
[28]. Joint response models that preserve exactly
the independencies of the generating process after
omitting some variables and conditioning on others
form a slightly extended subclass of SEM models
[22], [14].

Sequences of joint responses occur in different
types of chain graphs. All these chain graphs have
in common that the nodes are arranged in a sequence
of say dCC chain components g, each containing one
or more nodes. For partially ordered nodes, N =
(1, . . . , g, . . . , dCC), a joint density is considered in
the form

fN =
∏

g
fg|g+1,...,dCC

. (4)

Within this broad formulation of chain graphs, one
speaks of multivariate-regression chains, whenever,
for a given chain component g, variables at nodes
i and j are considered conditionally, given all vari-
ables in chain components g + 1, . . . , dCC . Then the
univariate and bivariate densities

fi|g+1,...,dCC
, fij |g+1,...,dCC

(5)

determine the presence or absence of a directed ij -
edge, which points to node i in chain component g

from a node j in g + 1, . . . , dCC , or of an undirected
ij -edge within g when j itself is in g.

The more traditional form of chain graphs results
if, for a given chain component g, variables at nodes
i and j are considered conditionally given all other
variables in g and the variables in g + 1, . . . , dCC .
Then the univariate and bivariate densities

fi|g\{i},g+1,...,dCC
, fij |g\{i,j},g+1,...,dCC

(6)

are relevant for a directed ij -edge, which points to
node i in chain component g from a node j in
g + 1, . . . , dCC , as well as for an undirected ij -edge
within g.

These traditional chain graphs are called blocked-
concentration Graphs, or, sometimes, LWF (Lau-
ritzen, Wermuth, Frydenberg) graphs. Chain graphs
with the undirected components as in blocked-
concentration graphs and the directed compo-
nents as in multivariate regressions graphs are
called concentration-regression graphs, or, some-
times, AMP (Andersen, Madigan, Perlman) graphs.
The statistical models corresponding to the latter for
purely discrete variables are the so-called marginal
models. These belong to the exponential family of
models and have canonical parameters for the undi-
rected components and moment parameters for the
directed components.

Stepwise generating processes in univariate res-
ponses arise both in observational and in interven-
tion studies. With an intervention, the probability
distribution is changed so that the intervening vari-
able is decoupled from all variables in the past that
relate directly to it in an observational setting, see
[17]. Two main assumptions distinguish ‘causal mod-
els with potential outcomes’ (or counterfactual mod-
els) from general generating processes in univariate
responses. These are (1) unit-treatment additivity, and
(2) a notional intervention. These two assumptions,
taken together, assure that there are no unobserved
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confounders, and that there is no interactive effect on
the response by an unobserved variable and the inter-
vening variable. One consequence of these assump-
tions is for linear models that the effect of the inter-
vening variable on the response averaged over past
variables coincides with its conditional effects given
past unobserved variables. Some authors have named
this a causal effect. For a comparison of different
definitions of causality from a statistical viewpoint,
including many references, and for the use of graph-
ical Markov models in this context, see [3].
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Graphical Methods
pre-20th Century

Statistical graphs are such a prominent feature of
science today that it is hard to imagine science
without them [17, 20, 37]. Surveys indicate that
graphs are nearly ubiquitous in journal articles of
the natural sciences (although they remain far less
common in the behavioral sciences) [12, 31]. Yet
graphs have not always been a fixture of science: they
were not used during the Scientific Revolution [14],
and even a century ago, fewer than a third of
published scientific papers included graphs [12]. The
slow and uneven rise of statistical graphics has
engaged the interest of historians, who have revealed
a story of piecemeal growth in graphical methods
against a backdrop of controversy and opposition to
their use. As Biderman put it, graphical methods have
developed in ‘waves of popularity and of neglect’
[2, p. 3].

Early Graphs

At first blush, the near-total absence of graphs during
the Scientific Revolution is puzzling. Descartes’s ana-
lytical geometry had introduced the requisite frame-
work of Cartesian coordinates in 1637, and other
forms of scientific visualization were well developed
by the seventeenth century. Galileo, for example,
made conspicuous use of geometrical diagrams in
reasoning about the laws of acceleration, and numer-
ical tables, anatomical drawings, and maps of heaven
and earth were well established in scientific publish-
ing by the end of that century [12, p. 46]. But despite
these favorable developments, the seventeenth cen-
tury saw only scattered uses of graphs, none of them
with lasting influence. Most of these graphs, such
as Christopher Wren’s line charts of temperature or
Edmund Halley’s of barometric pressure (both from
the 1680s), were generated by clock-driven instru-
ments, and were used for converting readings to
tables of numbers rather than for graphical analy-
sis [1, 34].

The systematic use of graphs – in the modern
sense of figures containing axes, scales, and quan-
titative data – emerged only in the late eighteenth
century in the work of a handful of innovators, chief

among them being Johann Lambert and William Play-
fair. The German natural philosopher Lambert studied
phenomena of heat, producing modern-looking line
graphs (see Index Plots) that showed, for instance,
solar warming at different latitudes as a function of
the seasons. He drew smooth curves to average out
random errors in data and gave explicit consideration
to the graphical treatment of error [14, 34]. Often
considered the founder of statistical graphics, Play-
fair, who worked as a draftsman for a London engi-
neering firm, published line charts and histograms of
economic data in his Commercial and Political Atlas
of 1786. Among those graphs was his now-famous
time series plot of English exports and imports, with
the difference between the curves highlighted to rep-
resent the country’s balance of trade. In the Atlas,
Playfair also introduced the bar graph, which was
supplemented by the pie chart in his 1801 Statistical
Breviary. In both works, Playfair used graphs for pur-
poses of analysis as well as presentation [2]. Areas
below and between curves were shaded in color to
draw attention to differences, and dashed lines were
used to represent projected or hypothetical values.
Playfair also designed graphical icons for represent-
ing multivariate data [8, 27]. In one version, he used
circle charts to code the land areas of countries, and
then constructed vertical tangents representing popu-
lation on the left and revenues on the right. An array
of such icons for a dozen or more nations conveyed
at a glance the relations between a country’s rela-
tive wealth and its available resources, both human
and territorial. Playfair’s clear grasp of the cognitive
advantages of graphical displays made him an artic-
ulate, if sometimes immodest, promoter of graphical
methods [5]. From a graph, he wrote, ‘as much infor-
mation may be obtained in five minutes as would
require whole days to imprint on the memory, in
a lasting manner, by a table of figures’ [quoted in
8, p. 165].

Despite the foundations laid by Lambert and Play-
fair, there was little growth in the use of graphical
methods for nearly half a century following their
work [34]. The slow reception of Playfair’s innova-
tions has been attributed to various factors: the ratio-
nalist bias, dating to Descartes, for using graphs to
plot abstract equations rather than empirical data; the
relative dearth of empirical data suitable for graphi-
cal treatment; the belief that graphs are suited only to
the teaching of science or its popularization among
nonscientists; a perceived lack of rigor in graphical
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methods; a preference for the numerical precision of
tabled numbers; and a general Platonic distrust of
visual images as sources of reliable knowledge. The
view that statistical graphics represent a vulgar substi-
tute for rigorous numerical methods may have been
abetted by Playfair himself, who touted his graphs
as a means of communicating data to politicians
and businessmen. It seems likely that the disdain of
many scientists for graphical methods also stemmed
from the dual roots of science in academic natu-
ral philosophy and the less prestigious tradition of
mechanical arts, of which Playfair was a part [5, 19].
Only when these two traditions successfully merged
in the nineteenth century, combining Baconian hands-
on manipulation of data with academic mathematical
theory, did graphical methods achieve widespread
acceptance in science. In Playfair’s time, the more
common response to graphs was that of the French
statistician Jacques Peuchet, who dismissed graphs
as ‘mere by-plays of the imagination’ that are for-
eign to the aims of science [quoted in 10, p. 295].
Such resistance to graphical methods – which never
waned entirely, even during their rise to popularity
during the late nineteenth century – is reflected in
the fact that the first published graph of a normal dis-
tribution [6] appeared more than a century after De
Moivre had determined the mathematical properties
of the normal curve [10].

The use of graphs spread slowly through the first
half of the nineteenth century, but not without signif-
icant developments. In 1811, the German polymath
Alexander von Humboldt, acknowledging Playfair’s
precedence, published a variety of graphs in his trea-
tise on the Americas. Displaying copious data on the
geography, geology, and climate of the New World,
he used line graphs as well as divided bar graphs,
the latter his own invention. Humboldt echoed Play-
fair’s judgment of the cognitive efficiency of graphs,
praising their ability to ‘speak to the senses without
fatiguing the mind’ [quoted in 3, p. 223] and defend-
ing them against the charge of being ‘mere trifles
foreign to science’ [quoted in 10, p. 95]. In 1821,
the French mathematician J. B. J. Fourier, known
for his method of decomposing waveforms, used data
from the 1817 Paris census to produce the first pub-
lished cumulative frequency distribution, later given
the name ‘ogive’ by Francis Galton. The applica-
tion of graphical analysis to human data was further
explored by Fourier’s student Adolphe Quetelet in a
series of publications beginning in the 1820s. These

included line charts of birth rates, mortality curves,
and probability distributions fitted to histograms of
empirical data [32].

Graphical methods also entered science from
a different direction with the application of self-
registering instruments to biological phenomena.
Notable was Carl Ludwig’s 1847 invention of the
kymograph, which quickly came into common use as
a way to make visible a range of effects that were
invisible to the naked eye. Hermann von Helmholtz
achieved acclaim in the 1850s by touring Europe with
his Froschcurven, myographic records of the move-
ments of frog muscles. These records included the
graphs by which he had measured the speed of the
neural impulse, one of the century’s most celebrated
scientific achievements and one that, as Helmholtz
recognized, depended crucially on graphical meth-
ods [4, 15]. By midcentury, graphical methods had
also gained the attention of philosophers and method-
ologists. In his influential Philosophy of the Induc-
tive Sciences (1837–60), William Whewell hailed
the graphical method – which he called the ‘method
of curves’ – as a fundamental means of discover-
ing the laws of nature, taking its place alongside
the traditional inductive methods of Bacon. Based
partly on his own investigations of the tides, Whewell
judged the method of curves superior to numerical
methods, for ‘when curves are drawn, the eye often
spontaneously detects the law of recurrence in their
sinuosities’ [36, p. 405]. For such reasons, he even
favored the graphical method over the newly devel-
oped method of least squares, which was also treated
in his text.

The Golden Age of Graphics

The second half of the nineteenth century saw an
unprecedented flourishing of graphical methods, lead-
ing to its designation as the Golden Age of graph-
ics. According to Funkhouser [10], this period was
marked by enthusiasm for graphs not only among
scientists and statisticians but also among engineers
(notably the French engineers Cheysson and Minard),
government officials, and the public. The standardiza-
tion imposed by the government bureaucracies of the
time produced torrents of data well suited to graph-
ical treatment [26]. Under Quetelet’s leadership, a
series of International Statistical Congresses from
1853 from 1876 staged massive exhibitions of graph-
ical displays (a partial listing of the charts at the 1876
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Congress cited 686 items), as well as attempts to stan-
dardize the nomenclature of graphs and the rules for
their construction. The Golden Age also saw the first
published systems for classifying graphical forms, as
well as a proliferation of novel graphical formats.
In 1857, Florence Nightingale produced ‘coxcomb’
plots for displaying the mortality of British soldiers
across the cycle of months, a format that survives
as today’s rose plots. In 1878, the Italian statisti-
cian Luigi Perozzo devised perspective plots called
‘stereograms’ in which complex relations of vari-
ables (such as probability of marriage by age and
sex) were shown as three-dimensional surfaces. When
the results of the ninth U.S. Census were published
in 1874, they included such now-standard formats
as population pyramids and bilateral frequency poly-
gons. The 1898 report of the eleventh U.S. Census,
published toward the end of the Golden Age, con-
tained over 400 graphs and statistical maps in a
wide variety of formats, many of them in color. The
widespread acceptance of graphs by the end of this
era was also signaled by the attention they drew
from leading statisticians. During the 1890s, Karl
Pearson, then a rising star in the world of statistics,
delivered a series of lectures on graphical methods
at Gresham College. In them, he treated dozens of
graphical formats, challenged the ‘erroneous opinion’
that graphs are but a means of popular presentation,
and described the graphical method as ‘a fundamen-
tal method of investigating and analyzing statistical
material ’ [23, p. 142, emphasis in original].

The spread of graphs among political and eco-
nomic statisticians during the Golden Age was paral-
leled by their growing currency in the natural sci-
ences. Funkhouser reports that graphs became ‘an
important adjunct of almost every kind of scien-
tific gathering’ [10, p. 330]. Their use was endorsed
by leading scientists such as Ernst Mach and Emil
du Bois-Reymond on the Continent and Willard
Gibbs in America. For his part, Gibbs saw the
use of graphs as central to the breakthroughs he
achieved in thermodynamics; in fact, his first paper
on the subject concerned the design of optimal graphs
for displaying abstract physical quantities [14]. The
bible of the burgeoning graphics movement was
Etienne-Jules Marey’s 1878 masterwork, La méthode
graphique [22]. This richly illustrated tome cov-
ered both statistical graphs and instrument-generated
recordings, and included polemics on the cognitive
and epistemological advantages of graphical methods.

It was one of many late nineteenth-century works
that hailed graphs as the new langue universelle of
science – a visual language that, true to the posi-
tivist ideals of the era, would enhance communication
between scientists while neutralizing national origins,
ideological biases, and disciplinary boundaries. In
1879, the young G. Stanley Hall, soon to emerge as
a leading figure of American psychology, reported in
The Nation that the graphic method – a method said
to be ‘superior to all other modes of describing many
phenomena’ – was ‘fast becoming the international
language of science’ [13, p. 238]. Having recently
toured Europe’s leading laboratories (including Lud-
wig’s in Leipzig), Hall also reported on the peda-
gogical applications of graphs he had witnessed at
European universities. In an account foreshadowing
today’s instructional uses of computerized graphics,
he wrote that the graphical method had ‘converted
the lecture room into a sort of theatre, where graphic
charts are the scenery, changed daily with the theme’
[13, p. 238]. Hall himself would later make extensive
use of graphs, including some sophisticated charts
with multiple ordinates, in his classic two-volume
work Adolescence (1904).

Graphs in Behavioral Science

Hall was not alone among the early behavioral sci-
entists in making effective use of graphic methods
during the Golden Age. Hermann Ebbinghaus’s 1885
classic Memory [7] contained charts showing the rep-
etitions required for memorizing syllable lists as a
function of list length, as well as time series graphs
that revealed unanticipated periodicities in memory
performance, cycles that Ebbinghaus attributed to
oscillations in attention. In America, James McKeen
Cattell applied graphical methods to one of the day’s
pressing issues – the span of consciousness – by
estimating the number of items held in awareness
from the asymptotes of speed-reading curves. Cat-
tell also analyzed psychophysical data by fitting them
against theoretical curves of Weber’s law and his own
square-root law, and later assessed the fit of edu-
cational data to normal distributions in the course
of arguing for differential tuition fees favoring the
academically proficient [24]. Cattell’s Columbia col-
league Edward L. Thorndike drew heavily on graph-
ical methods in analyzing and presenting the results
of the famous puzzle-box experiments that formed
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a cornerstone of later behaviorist research. His 1898
paper ‘Animal Intelligence’ [33] contained more than
70 graphs showing various conditioning phenomena
and demonstrating that trial-and-error learning occurs
gradually, not suddenly as implied by the theory of
animal reason.

Despite such achievements, however, the master
of statistical graphics among early behavioral scien-
tists was Francis Galton. Galton gained experience
with scientific visualization in the 1860s when he
constructed statistical maps to chart weather patterns,
work which led directly to his discovery of anticy-
clones. In the 1870s, he introduced the quincunx – a
device that demonstrates normal distributions by fun-
neling lead shot across an array of pins – for purposes
of illustrating his lectures on heredity and to facili-
tate his own reasoning about sources of variation and
their partitioning [32]. In the 1880s, he began to make
contour plots of bivariate distributions by connecting
cells of equal frequencies in tabular displays. From
these plots, it was a small step to the scatter plots
that he used to demonstrate regression and, in 1888,
to determine the first numerical correlation coeffi-
cient, an achievement attained using wholly graphical
means [11]. Galton’s graphical intuition, which often
compensated for the algebraic errors to which he was
prone, was crucial to his role in the founding of
modern statistics [25]. Indeed, the ability of graph-
ical methods to protect against numerical errors was
recognized by Galton as one of its advantages. ‘It is
always well,’ he wrote, ‘to retain a clear geometric
view of the facts when we are dealing with statisti-
cal problems, which abound with dangerous pitfalls,
easily overlooked by the unwary, while they are can-
tering gaily along upon their arithmetic’ [quoted in
32, p. 291].

Conclusion

By the end of the nineteenth century, statistical graph-
ics had come a long way. Nearly all of the graphical
formats in common use today had been established,
the Golden Age of graphs had drawn attention to
their fertility, and prominent behavioral scientists had
used graphs in creative and sophisticated ways. Yet
for all of these developments, the adoption of graphi-
cal methods in the behavioral sciences would proceed
slowly in the following century. At the time of his
lectures on graphical techniques in the 1890s, Pearson

had planned to devote an entire book to the sub-
ject. But his introduction of the chi-square test in
1900 drew his interests back to numerical methods,
and this shift of interests would become emblematic
of ensuing developments in the behavioral sciences.
It was the inferential statistics of Pearson and his
successors (notably Gossett and Fisher) that pre-
occupied psychologists in the century to come [21,
28]. And while the use of hypothesis-testing statistics
became nearly universal in the behavioral research
of the twentieth century [16], the use of graphical
methods lay fallow [9, 29]. Even with the advent of
exploratory data analysis (an approach more often
praised than practiced by researchers), graphical
methods would continue to endure waves of popu-
larity and of neglect, both among statisticians [8, 18,
35] and among behavioral scientists [30, 31].
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Graphical Presentation of
Longitudinal Data

Introduction

Let us begin with a few kind words about the bubonic
plague. In 1538, Thomas Cromwell, the Earl of Essex
(1485–1540), issued an injunction (one of 17) in the
name of Henry VIII that required the registration of
all christenings and burials in every English Parish.
The London Company of Parish Clerks compiled
weekly Bills of Mortality from such registers. This
record of burials provided a way to monitor the
incidence of plague within the city. Initially, these
Bills were circulated only to government officials;
principal among them, the Lord Mayor and members
of the King’s Council.

They were first made available to the public in
1594, but were discontinued a year later with the
abatement of the plague. However, in 1603, when

the plague again struck London, their publication
resumed on a regular basis.

The first serious analysis of the London Bills was
done by John Graunt in 1662, and in 1710, Dr. John
Arbuthnot, a physician to Queen Anne, published
an article that used the christening data to support
an argument (possibly tongue in cheek) for the exis-
tence of God. These data also provide supporting
evidence for the lack of existence of statistical graphs
at that time.

Figure 1 is a simple plot of the annual number
of christenings in London from 1630 until 1710. As
we will see in a moment, it is quite informative.
The preparation of such a plot is straightforward,
certainly requiring no more complex apparatus than
was available to Dr. Arbuthnot in 1710. Yet, it
is highly unlikely that Arbuthnot, or any of his
contemporaries, ever made such a plot.

The overall pattern we see in Figure 1 is a
trend over 80 years of an increasing number of
christenings, almost doubling from 1630 to 1710.
A number of fits and starts manifest themselves in
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Figure 1 A plot of the annual christenings in London between 1630 and 1710 from the London Bills of Mortality. These
data were taken from a table published by John Arbuthnot in 1710
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substantial jiggles. Yet, each jiggle, save one, can be
explained. Some of these explanations are written on
the plot. The big dip that began in 1642 can only
partially be explained by the onset of the English
Civil War. Surely the chaos common to civil war
can explain the initial drop, but the war ended in
1649 with the beheading of Charles I at Whitehall,
whereas the christenings did not return to their
earlier levels until 1660 (1660 marks the end of the
protectorate of Oliver and Richard Cromwell and the
beginning of the restoration). Graunt offered a more
complex explanation that involved the distinction
between births and christenings, and the likelihood
that Anglican ministers would not enter children
born to Catholics or Protestant dissenters into the
register.

Many of the other irregularities observed are
explained in Figure 1, but what about the mysterious
drop in 1704? That year has about 4000 fewer
christenings than one might expect from observing
the adjacent data points. What happened? There
was no sudden outbreak of a war or pestilence, no

great civil uprising, nothing that could explain this
enormous drop.

The plot not only reveals the anomaly, it also
presents a credible explanation. In Figure 2, we have
duplicated the christening data and drawn a horizontal
line across the plot through the 1704 data point.
In doing so, we immediately see that the line goes
through exactly one other point −1674. If we went
back to Arbuthnot’s table, we would see that in 1674
the number of christenings of boys and girls were
6113 and 5738, exactly the same number as he had
for 1704. Thus, the 1704 anomaly is likely to be
a copying error! In fact, the correct figure for that
year is 15 895 (8153 boys and 7742 girls), which lies
comfortably between the christenings of 1703 and
1705 as expected.

It seems reasonable to assume that if Arbuthnot
had noticed such an unusual data point, he would
have investigated, and finding a clerical error, would
have corrected it. Yet he did not. He did not, despite
the fact that when graphed the error stands out,
literally, like a sore thumb. Thus, we must conclude

The mystery of 1704 is just a
clerical error. Arbuthnut

mistakenly copied the data
(for both males and females)

from 1674 into the slot
labeled 1704.

Correct
value

17201710170016901680167016601650164016301620

Year

N
um

be
r 

of
 a

nn
ua

l c
hr

is
te

ni
ng

s 
in

 L
on

do
n

(in
 th

ou
sa

nd
s)

 

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

Figure 2 The solution to the mystery of 1704 is suggested by noting that only one other point (1674) had exactly the
same values as the 1704 outlier. This coincidence provided the hint that allowed Zabell [11] to trace down Arbuthnot’s
clerical error. (Data source: Arbuthnot 1710)
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that he never graphed his data. Why not? The answer,
very simply, is that graphs were not yet part of
the statistician’s toolbox. (There were a very small
number of graphical applications prior to 1710, but
they were not widely circulated and Arbuthnot, a
very clever and knowledgeable scientist, had likely
not been familiar with them.)

The Beginnings of Graphs

Graphs are the most important tool for examining
longitudinal data because they convey comparative
information in ways that no table or description ever
could. Trends, differences, and associations are effort-
lessly seen in the blink of an eye. The eye perceives
immediately what the brain would take much longer
to deduce from a table of numbers. This is what
makes graphs so appealing – they give numbers a
voice, allowing them to speak clearly. Graphs and
charts not only show what numbers tell, they also
help scientists tease out the critical clues from their
data, much as a detective gathers clues at the scene
of a crime. Graphs are truly international – a Ger-
man can read the same graph that an Australian
draws. There is no other form of communication that
more appropriately deserves the description ‘univer-
sal language.’

Who invented this versatile device? Have graphs
been around for thousands of years, the work of
inventors unknown? The truth is that statistical graphs
were not invented in the remote past; they were
not at all obvious and their creator lived only two
centuries ago. He was a man of such unusual skills
and experience that had he not devised and published
his charts during the Age of Enlightenment we might
have waited for another hundred years before the
appearance of statistical graphs.

The Scottish engineer and political economist,
William Playfair (1759–1823) is the principal inven-
tor of statistical graphs. Although one may point
to solitary instances of simple line graphs that pre-
cede Playfair’s work (see Wainer & Velleman, [10]),
such examples generally lack refinement and, with-
out exception, failed to inspire others. In contrast,
Playfair’s graphs were detailed and well drawn;
they appeared regularly over a period of more than
30 years; and they introduced a surprising variety
of practices that are still in use today. He invented
three of the four basic forms: the statistical line

graph, the bar chart, and the pie chart. The other
important basic form – the scatterplot – did not
appear until atleast a half century later (some credit
Herschel [4] with its first use, others believe that
Herschel’s plot was a time-series plot, no different
than Playfair’s). Playfair also invented other graph-
ical elements, for example, the circle diagram and
statistical Venn diagram; but these innovations are
less widely used.

Two Time-series Line Graphs

In 1786, Playfair [5] published his Commercial and
Political Atlas, which contained 44 charts, but no
maps; all of the charts, save one, were variants of the
statistical time-series line graph. Playfair acknowl-
edged the influence of the work of Joseph Priestley
(1733–1804), who had also conceived of represent-
ing time geometrically [6, 7]. The use of a grid
with time on the horizontal axis was a revolutionary
idea, and the representation of the lengths of reigns
of monarchs by bars of different lengths allowed
immediate visual comparisons that would otherwise
have required significant mental arithmetic. An inter-
esting sidelight to Priestley’s plot is that he accom-
panied the original (1765) version with extensive
explanations, which were entirely omitted in the 1769
elaboration when he realized how naturally his audi-
ence could comprehend it (Figure 3).

At about the same time that Priestley was drafting
his time lines, the French physician Jacques Barbeu-
Dubourg (1709–1779) and the Scottish philosopher
Adam Ferguson (1723–1816) produced plots that fol-
lowed a similar principle. In 1753, Dubourg published
a scroll that was a complex timeline spanning the
6480 years from The Creation until Dubourg’s time.
This is demarked as a long thin line at the top of
the scroll with the years marked off vertically in
small, equal, one-year increments. Below the time-
line, Dubourg laid out his record of world history.
He includes the names of kings, queens, assassins,
sages, and many others, as well as short phrases sum-
marizing events of consequence. These are fixed in
their proper place in time horizontally and grouped
vertically either by their country of origin or in
Dubourg’s catch-all category at the bottom of the
chart ‘événements mémorables.’ In 1780, Ferguson
published a timeline of the birth and death of civi-
lizations that begins at the time of the Great Flood



4 Graphical Presentation of Longitudinal Data

F
ig

ur
e

3
L

if
es

pa
ns

of
59

fa
m

ou
s

pe
op

le
in

th
e

si
x

ce
nt

ur
ie

s
be

fo
re

C
hr

is
t

(P
ri

es
tle

y,
[6

])
.

It
s

pr
in

ci
pa

l
in

no
va

tio
n

is
th

e
us

e
of

th
e

ho
ri

zo
nt

al
ax

is
to

de
pi

ct
tim

e.
It

al
so

us
es

do
ts

to
sh

ow
th

e
la

ck
of

pr
ec

is
e

in
fo

rm
at

io
n

on
th

e
bi

rt
h

an
d/

or
de

at
h

of
th

e
in

di
vi

du
al

sh
ow

n



Graphical Presentation of Longitudinal Data 5

(2344 BC – indicating clearly, though, that this was
1656 years after The Creation) and continued until
1780. And in 1782, the Scottish minister James Play-
fair (unrelated to William), published A System of
Chronology, in the style of Priestley.

The motivation behind the drafting of graphical
representations of longitudinal data remains the same
today as it was in eighteenth-century France. Dubourg
declared that history has two ancillary fields: geog-
raphy and chronology. Of the two he believed that
geography was the more developed as a means for
studying history, calling it ‘lively, convenient, attrac-
tive.’ By comparison, he characterizes chronology
as ‘dry, laborious, unprofitable, offering the spirit
a welter of repulsive dates, a prodigious multitude
of numbers which burden the memory.’ He believed
that by wedding the methods of geography to the
data of chronology he could make the latter as
accessible as the former. Dubourg’s name for his
invention chronographie tells a great deal about what
he intended, derived as it is from the Greek chronos

(time) and grapheikos (writing). Dubourg intended to
provide the means for chronology to be a science that,
like geography, speaks to the eyes and the imagina-
tion, ‘a picture moving and animated.’

Joseph Priestley used his line chart to depict the
life spans of famous figures from antiquity; Pythago-
ras, Socrates, Pericles, Livy, Ovid, and Augustus,
all found their way onto Priestley’s plot. Priestley’s
use of this new tool was clearly in the classical
tradition.

Twenty-one years later, William Playfair used a
variant on the same form (See Figure 4) to show
the extent of imports and exports of Scotland to 17
other places. Playfair, as has been amply documented
(Spence & Wainer, [8]), was an iconoclast and
a versatile borrower of ideas who could readily
adapt the chronological diagram to show economic
data; in doing so, he invented the bar chart. Such
unconventional usage did not occur to his more
conservative peers in Great Britain, or on the
Continent. He had previously done something equally

10 20 30 40 50 60 70 80 90 100 110 130 150 170 200 220 240 260 280 L 300 000
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Published as the Act directs June 7th1786 by Wm. Playfair Neele sculpt 352 strand London

Figure 4 Imports from and exports to Scotland for 17 different places (after Playfair, [5], plate 23)
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novel when he adapted the line graph, which was
becoming popular in the natural sciences, to display
economic time series. However, Playfair did not
choose to adapt Priestley’s chronological diagram
because of any special affection for it, but rather
of necessity, since he lacked the time-series data he
needed to show what he wanted. He would have
preferred a line chart similar to the others in his Atlas.
In his own words,

‘The limits of this work do not admit of representing
the trade of Scotland for a series of years, which, in
order to understand the affairs of that country, would
be necessary to do. Yet, though they cannot be rep-
resented at full length, it would be highly blameable
entirely to omit the concerns of so considerable a
portion of this kingdom.’

Playfair’s practical subject matter provides a sharp
contrast to the classical content chosen by Priestley
to illustrate his invention.

In 1787, shortly after publishing the Atlas, Playfair
moved to Paris. Thomas Jefferson spent five years
as ambassador to France (from 1784 until 1789).
During that time, he was introduced to Playfair
personally Donnant [2], and he was certainly familiar
with his graphical inventions. One of the most
important influences on Jefferson at William and
Mary College in Virginia was his tutor, Dr. William
Small, a Scots teacher of mathematics and natural
philosophy – Small was Jefferson’s only teacher

during most of his time as a student. From Small,
Jefferson received both friendship and an abiding love
of science. Coincidentally, through his friendships
with James Watt and John Playfair, Small was
responsible for introducing the 17-year-old William
Playfair to James Watt, with the former serving
for three years as Watt’s assistant and draftsman
in Watt’s steam engine business in Birmingham,
England.

Although Jefferson was a philosopher whose
vision of democracy helped shape the political
structure of the emerging American nation, he was
also a farmer, a scientist, and a revolutionary whose
feet were firmly planted in the American ethos. So
it is not surprising that Jefferson would find uses
for graphical displays that were considerably more
down to earth than the life spans of heroes from
classical antiquity. What is surprising is that he found
time, while President of the United States, to keep
a keen eye on the availability of 37 varieties of
vegetables in the Washington market and compile a
chart of his findings (a detail of which is shown in
Figure 5).

When Playfair had longitudinal data, he made
good use of them, producing some of the most
beautiful and informative graphs of such data ever
made. Figure 6 is one remarkable example of these.
Not only is it the first ‘skyrocketing government debt’
chart but it also uses the innovation of an irregularly

Figure 5 An excerpt from a plot by Thomas Jefferson showing the availability of 16 vegetables in the Washington market
during 1802. This figure is reproduced, with permission, from Froncek ([3], p. 101)
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spaced grid along the time axis to demark events of
important economic consequence.

Modern Developments

Recent developments in displaying longitudinal data
show remarkably few modifications to what was
developed more than 200 years ago, fundamentally
because Playfair got it right. Modern high-speed com-
puting allows us to make more graphs faster, but they
are not, in any important way, different from those
Playfair produced. One particularly useful modern
example (Figure 7) is taken from Diggle, Heagerty,
Liang & Zeger ([1], p. 37–38), which is a hybrid
plot combining a scatterplot with a line drawing. The
data plotted are the number of CD4+ cells found
in HIV positive individuals over time. (CD4+ cells
orchestrate the body’s immunoresponse to infectious
agents. HIV attacks this cell and so keeping track
of the number of CD4+ cells allows us to monitor
the progress of the disease.) Figure 7 contains the

longitudinal data (see Longitudinal Data Analysis)
from 100 HIV positive individuals over a period that
begins about two years before HIV was detectable
(seroconversion) and continues for four more years.
If the data were to be displayed as a scatterplot, the
time trend would not be visible because we have no
idea of which points go with which. But (Figure 7(a))
if we connect all the dots together appropriately, the
graph is so busy that no pattern is discernable. Dig-
gle et al. [1] propose a compromise solution in which
the data from a small, randomly chosen, subset of
subjects are connected (Figure 7(b)). This provides a
guide to the eye of the general shape of the longi-
tudinal trends. Other similar schemes are obviously
possible: for example, fitting a function to the aggre-
gate data and connecting the points for some of the
residuals to look for idiosyncratic trends.

A major challenge of data display is how to rep-
resent multidimensional data on a two-dimensional
surface (see Multidimensional Scaling; Principal
Component Analysis). When longitudinal data are
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Figure 7 Figures 3.4 and 3.5 from Diggle et al., [1] – reprinted with permission (p. 37–38), showing CD4+ counts
against time since seroconversion, with sequences of data on each subject connected (a) or connecting only a randomly
selected subset of subjects (b)
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Figure 8 An 1869 plot by Charles Joseph Minard, Tableaux Graphiques et Cartes Figuratives de M. Minard, 1845–1869
depicting the size of Hannibal’s Army as it crossed from Spain to Italy in his ill-fated campaign in the Second Punic War
(218–202 BC). A portfolio of Minard’s work is held by the Bibliothèque de l’École Nationale des Ponts et Chaussées, Paris.
This figure was reproduced from Edward R. Tufte, The Visual Display of Quantitative Information (Cheshire, Connecticut
 1983, 2001), p. 176. with permission

themselves multivariate (see Multivariate Analysis:
Overview), this is a problem that has few com-
pletely satisfying solutions. Interestingly, we must
look back more than a century for the best of these.
In 1846, the French civil engineer Charles Joseph
Minard (1781–1870) developed a format to show
longitudinal data on a geographic background. He
used a metaphorical data river flowing across the
landscape tied to a timescale. The river’s width
was proportional to the amount of materials being
depicted (e.g., freight, immigrants), flowing from one
geographic region to another. He used this almost
exclusively to portray the transport of goods by
water or land. This metaphor was employed to per-
fection in his 1869 graphic (Figure 8), in which,
through the substitution of soldiers for merchandise,
he was able to show the catastrophic loss of life
in Napoleon’s ill-fated Russian campaign. The rush-
ing river of 4 22 000 men that crossed into Russia
when compared with the returning trickle of 10 000
‘seemed to defy the pen of the historian by its bru-
tal eloquence.’ This now-famous display has been
called (Tufte, [9]) ‘the best graph ever produced.’
Minard paired his Napoleon plot with a parallel one
depicting the loss of life in the Carthaginian general
Hannibal’s ill-fated crossing of the Alps in the Sec-
ond Punic War. He began his campaign in 218 BC

in Spain with more than 97 000 men. His bold plan
was to traverse the Alps with elephants and sur-
prise the Romans with an attack from the north,
but the rigors of the voyage reduced his army to
only 6000 men. Minard’s beautiful depiction shows
the Carthaginian river that flowed across Gaul being
reduced to a trickle by the time they crossed the
Alps. This chart has been less often reproduced
than Napoleon’s march and so we prefer to include
it here.

Note

1. This exposition is heavily indebted to the scholarly
work of Sandy Zabell, to whose writings the inter-
ested reader is referred for a much fuller description
(Zabell, [11, 12]). It was Zabell who first uncovered
Arbuthnot’s clerical error.
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Growth Curve Modeling

‘Time is the one immaterial object which we cannot
influence – neither speed up nor slow down, add to
nor diminish.’ Maya Angelou

A growth curve model – also known as an individ-
ual growth model or a multilevel model for change –
describes how a continuous outcome changes system-
atically over time. Generations of behavioral scien-
tists have been interested in modeling change, but for
decades, the prevailing view was that it was impos-
sible to model change well [2]. During the 1980s,
however, methodologists working within a variety
of different disciplines developed a class of appro-
priate methods – known variously as random coeffi-
cient models, multilevel models, mixed models, linear
mixed effects models and hierarchical linear mod-
els – that permit the modeling of change (see Linear
Multilevel Models). Today we know that it is pos-
sible to model change, and do it well, as long as
you have longitudinal data [7, 11] (see Longitudinal
Data Analysis).

Growth curve models can be fit to many different
types of longitudinal data sets. The research design
can be experimental or observational, prospective or
retrospective. Time can be measured in whatever
units make sense – from seconds to years, sessions
to semesters. The data collection schedule can be
fixed (everyone has the same periodicity) or flexible
(each person has a unique schedule); the number
of waves of data per person can be identical or
varying. And do not let the term ‘growth model’ fool
you – these models are appropriate for outcomes that
decrease over time (e.g., weight loss among dieters)
or exhibit complex trajectories (including plateaus
and reversals).

Perhaps the most intuitively appealing way of
postulating a growth curve model is to link it to two
distinct questions about change, each arising from a
specific level in a natural hierarchy:

• At level-1 – the within-person level – we ask
about each person’s individual change trajectory.
How does the outcome change over time? Does
it increase, decrease, or remain steady? Is change
linear or nonlinear?

• At level-2 – the between-person (or interindivid-
ual) level – we ask about predictors that might

explain differences among individual’s change
trajectories. On average, do men’s and women’s
trajectories begin at the same level? Do they have
the same rates of change?

These two types of questions – the former within-
person and the latter between-persons – lead naturally
to the specification of two sets of statistical models
that together form the overall multilevel model for
change (see Linear Multilevel Models).

We illustrate ideas using three waves of data col-
lected by researchers tracking the cognitive perfor-
mance of 103 African–American infants born into
low-income families in the United States [1]. When
the children were 6 months old, approximately half
(n = 58) were randomly assigned to participate in
an intensive early intervention program designed
to enhance their cognitive performance; the other
half (n = 45) received no intervention and consti-
tuted a control group. Here, we examine the effects
of program participation on changes in cognitive
performance as measured by a nationally normed
test administered three times, at ages 12, 18 and
24 months.

In the left-hand panel of Figure 1, we plot the
cognitive performance (COG) of one child in the
control group versus his age (rescaled here in years).
Notice the downward trend, which we summarize –
rather effectively – using an ordinary least squares
(OLS) linear regression line (see Multiple Linear
Regression). Especially when you have few waves of
data, it is difficult to argue for anything except a linear
within-person model. When examining Figure 1, also
note that the hope that we would be assessing
whether program participants experience a faster rate
of growth is confronted with the reality that we may
instead be assessing whether they experience a slower
rate of decline.

The Level-1 Model

The level-1 model represents the change we expect
each member of the population to experience during
the time period under study (here, the second year
of life). Assuming that change is a linear function of
age, a reasonable level-1 model is:

Yij = [
π0i + π1i (AGEij − 1)

] + εij (1)

This model asserts that, in the population from
which this sample was drawn, Yij , the value of COG
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Figure 1 Developing a growth curve model using data on cognitive performance over time. The left-hand panel plots
the cognitive performance (COG) of one child in the control group versus his age (rescaled here in years). The middle
panel presents fitted OLS trajectories for a random subset of 28 children (coded using solid lines for program participants
and dashed lines for nonparticipants). The right-hand panel presents fitted change trajectories for program participants and
nonparticipants

for child i at time j , is a linear function of his
(or her) age on that occasion (AGEij ). The model
assumes that a straight line adequately represents
each person’s true change trajectory and that any
deviations from linearity in sample data result from
random error (εij ). Although everyone in this dataset
was assessed on the same three occasions (ages 1.0,
1.5, and 2.0), this basic level-1 model can be used in
a wide variety of datasets, even those in which the
timing and spacing of waves varies across people.

The brackets in (1) identify the model’s structural
component, which represents our hypotheses about
each person’s true trajectory of change over time.
The model stipulates that this trajectory is linear in
age and has individual growth parameters, π0i and
π1i , which characterize its shape for the ith child
in the population. If the model is appropriate, these
parameters represent fundamental features of each
child’s true growth trajectory, and as such, become
the objects of prediction when specifying the linked
level-2 model.

An important feature of the level-1 specification is
that the researcher controls the substantive meaning
of these parameters by choosing an appropriate metric
for the temporal predictor. For example, in this level-
1 model, the intercept, π0i , represents child i’s true
cognitive performance at age 1. This interpretation
accrues because we centered AGE in the level-1 model
using the predictor (AGE − 1). Had we not centered

age, π0i would represent child i’s true value of Y at
age 0, which is meaningless and predates the onset
of data collection. Centering time on the first wave
of data collection is a popular approach because it
allows us to interpret π0i using simple nomenclature:
it is child i’s true initial status, his or her true status
at the beginning of the study.

The more important individual growth parameter
is the slope, π1i , which represents the rate at which
individual i changes over time. By clocking age in
years (instead of the original metric of months), we
can adopt the simple interpretation that π1i represents
child i’s true annual rate of change. During the single
year under study – as child i goes from age 1 to 2 –
his trajectory rises by π1i . Because we hypothesize
that each individual in the population has his (or her)
own rate of change, this growth parameter has the
subscript i.

In specifying a level-1 model, we implicitly
assume that all the true individual change trajectories
in the population have a common algebraic form. But
because each person has his or her own individual
growth parameters, we do not assume that everyone
follows the same trajectory. The level-1 model allows
us to distinguish the trajectories of different people
using just their individual growth parameters. This
leap is the cornerstone of growth curve modeling
because it means that we can study interindividual
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differences in growth curves by studying interindi-
vidual variation in growth parameters. This allows
us to recast vague questions about the relationship
between ‘change’ and predictors as specific questions
about the relationship between the individual growth
parameters and predictors.

The Level-2 Model

The level-2 model codifies the relationship between
interindividual differences in the change trajecto-
ries (embodied by the individual growth parameters)
and time-invariant characteristics of individuals. To
develop an intuition for this model, examine the mid-
dle panel of Figure 1, which presents fitted OLS
trajectories for a random subset of 28 children in
the study (coded using solid lines for program par-
ticipants and dashed lines for nonparticipants). As
noted for the one child in the left panel, cognitive
performance (on this age-standardized scale) tends
to decline over time. In addition, program partic-
ipants have generally higher scores at age 1 and
decline less precipitously over time. This suggests
that their intercepts are higher but their slopes are
shallower. Also note the substantial interindividual
heterogeneity within groups. Not all participants have
higher intercepts than nonparticipants; not all non-
participants have steeper slopes. Our level-2 model
must simultaneously account for both the general pat-
terns (the between-group differences in intercepts and
slopes) and interindividual heterogeneity in patterns
within groups.

This suggests that an appropriate level-2 model
will have four specific features. First, the level-
2 outcomes will be the level-1 individual growth
parameters (here, π0i and π1i from (1)). Second, the
level-2 model must be written in separate parts, one
distinct model for each level-1 growth parameter;
(here, π0i and π1i). Third, each part must specify a
relationship between the individual growth parameter
and the predictor (here, PROGRAM, which takes on
only two values, 0 and 1). Fourth, each model
must allow individuals who share common predictor
values to vary in their individual change trajectories.
This means that each level-2 model must allow for
stochastic variation (also known as random variation)
in the individual growth parameters.

These considerations lead us to postulate the
following level-2 model:

π0i = γ00 + γ01 PROGRAM + ζ0i

π1i = γ10 + γ11 PROGRAM + ζ1i
(2)

Like all level-2 models, (2) has more than one
component; taken together, they treat the intercept
(π0i ) and the slope (π1i ) of an individual’s growth
trajectory as level-2 outcomes that may be associated
with identified predictors (here, PROGRAM). As in
regular regression, we can modify the level-2 model
to include other predictors, adding, for example,
maternal education or family size. Each component
of the level-2 model also has its own residual – here,
ζ0i and ζ1i –that permits the level-1 parameters (the
π’s) to differ across individuals.

The structural parts of the level-2 model con-
tain four level-2 parameters – γ00, γ01, γ10, and γ11 –
known collectively as the fixed effects. The fixed
effects capture systematic interindividual differences
in change trajectories according to values of the level-
2 predictor(s). In (2), γ00 and γ10 are known as level-2
intercepts; γ01 and γ11 are known as level-2 slopes.
As in regular regression, the slopes are of greater
interest because they represent the effect of predic-
tors (here, the effect of PROGRAM) on the individual
growth parameters. You interpret the level-2 parame-
ters much like regular regression coefficients, except
that they describe variation in ‘outcomes’ that are
level-1 individual growth parameters. For example,
γ00 represents the average true initial status (cogni-
tive score at age 1) for nonparticipants, while γ01

represents the hypothesized difference in average true
initial status between groups. Similarly, γ10 represents
the average true annual rate of change for nonpartic-
ipants, while γ11 represents the hypothesized differ-
ence in average true annual rate of change between
groups. The level-2 slopes, γ01 and γ11, capture the
effects of PROGRAM. If γ01 and γ11 are nonzero, the
average population trajectories in the two groups dif-
fer; if they are both 0, they are the same. The two
level-2 slope parameters therefore address the ques-
tion: What is the difference in the average trajectory
of true change associated with program participation?

An important feature of both the level-1 and level-
2 models is the presence of stochastic terms – εij

at level-1, ζ0i and ζ1i at level-2 – also known as
residuals. In the level-1 model, εij accounts for the
difference between an individual’s true and observed
trajectory. For these data, each level-1 residual rep-
resents that part of child i’s value of COG at time
j not predicted by his (or her) age. The level-2
residuals, ζ0i and ζ1i , allow each person’s individ-
ual growth parameters to be scattered around their
relevant population averages. They represent those
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portions of the outcomes – the individual growth
parameters – that remain ‘unexplained’ by the level-2
predictor(s). As is true of most residuals, we are usu-
ally less interested in their specific values than in their
variance. The level-1 residual variance, σ 2

ε , summa-
rizes the scatter of the level-1 residuals around each
person’s true change trajectory. The level-2 residual
variances, σ 2

0 and σ 2
1 , summarize the variation in true

individual intercept and slope around the average tra-
jectories left over after accounting for the effect(s) of
the model’s predictor(s). As a result, these level-2
residual variances are conditional residual variances.
Conditional on the model’s predictors, σ 2

0 represents
the population residual variance in true initial status
and σ 2

1 represents the population residual variance in
true annual rate of change. The level-2 variance com-
ponents allow us to address the question: How much
heterogeneity in true change remains after accounting
for the effects of program participation?

But there is another complication at level-2:
might there be an association between individual ini-
tial status and individual rates of change? Children
who begin at a higher level may have higher (or
lower) rates of change. To account for this possi-
bility, we permit the level-2 residuals to be corre-
lated. Since ζ0i and ζ1i represent the deviations of
the individual growth parameters from their pop-
ulation averages, their population covariance, σ01,
summarizes the association between true individ-
ual intercepts and slopes. Again because of their
conditional nature, the population covariance of the
level-2 residuals, σ01, summarizes the magnitude and
direction of the association between true initial sta-
tus and true annual rate of change, controlling for
program participation. This parameter allows us to
address the question: Controlling for program par-
ticipation, are true initial status and true rate of
change related?

To fit the model to data, we must make some distri-
butional assumptions about the residuals. At level-1,
the situation is relatively simple. In the absence of
evidence suggesting otherwise, we usually invoke
the classical normality assumption, εij ∼ N(0, σ 2

ε ).
At level-2, the presence of two (or sometimes more)
residuals necessitates that we describe their under-
lying behavior using a bivariate (or multivariate)
distribution:[

ζ0i

ζ1i

]
∼ N

([
0
0

]
,

[
σ 2

0 σ01

σ10 σ 2
1

])
(3)

The complete set of residual variances and covari-
ances – both the level-2 error variance-covariance
matrix and the level-1 residual variance, σ 2

ε – is
known as the model’s variance components.

The Composite Growth Curve Model

The level-1/level-2 representation is not the only
specification of a growth curve model. A more par-
simonious representation results if you collapse the
level-1 and level-2 models together into a single com-
posite model. The composite representation, while
identical to the level-1/level-2 specification mathe-
matically, provides an alternative way of codifying
hypotheses and is the specification required by many
multilevel statistical software programs.

To derive the composite specification – also
known as the reduced form growth curve model –
notice that any pair of linked level-1 and level-2
models share some common terms. Specifically, the
individual growth parameters of the level-1 model are
the outcomes of the level-2 model. We can therefore
collapse the submodels together by substituting for
π0i and π1i from the level-2 model in (2) into the
level-1 model (in (1)). Substituting the more generic
temporal predictor TIMEij for the specific predictor
(AGEij -1), we write:

Yij = π0i + π1i TIME ij + εij

= (γ00 + γ01 PROGRAM i + ζ0i ) (4)

+ (γ10 + γ11 PROGRAM i + ζ1i )TIMEij + εij

Multiplying out and rearranging terms yields the
composite model :

Yij = [
γ00 + γ10 TIME ij + γ01 PROGRAM i

+ γ11(PROGRAM i × TIME ij )
]

+ [
ζ0i + ζ1i TIME ij + εij

]
(5)

where we once again use brackets to distinguish the
model’s structural and stochastic components.

Even though the composite specification in (5)
appears more complex than the level-1/level-2 spec-
ification, the two forms are logically and mathemat-
ically equivalent. The level-1/level-2 specification is
often more substantively appealing; the composite
specification is algebraically more parsimonious. In
addition, the γ ‘s in the composite model describe
patterns of change in a different way. Rather than
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postulating first how COG is related to TIME and
the individual growth parameters, and second how
the individual growth parameters are related to PRO-

GRAM, the composite specification postulates that COG

depends simultaneously on: (a) the level-1 predictor,
TIME; (b) the level-2 predictor, PROGRAM, and (c) the
cross-level interaction, PROGRAM × TIME. From this
perspective, the composite model’s structural portion
strongly resembles a regular regression model with
predictors, TIME and PROGRAM, appearing as main-
effects (associated with γ10 and γ01 respectively) and
in a cross-level interaction (associated with γ11).

How did this cross-level interaction arise, when
the level-1/level-2 specification appears to have
no similar term? Its appearance arises from the
‘multiplying-out’ procedure used to generate the
composite model. When we substitute the level-2
model for π1i into its appropriate position in the
level-1 model, the parameter γ11, previously associ-
ated only with PROGRAM, gets multiplied by TIME. In
the composite model, then, this parameter becomes
associated with the interaction term, PROGRAM ×
TIME. This association makes sense if you con-
sider the following logic. When γ11 is nonzero in
the level-1/level-2 specification, the slopes of the
change trajectories differ according to values of PRO-

GRAM. Stated another way, the effect of TIME (whose
effect is represented by the slopes of the change
trajectories) differs by levels of PROGRAM. When
the effects of one predictor (here, TIME) differ by
the levels of another predictor (here, PROGRAM), we
say that the two predictors interact. The cross-level
interaction in the composite specification codifies
this effect.

Another distinctive feature of the composite model
is its ‘composite residual’, the three terms in the
second set of brackets on the right side of (5) that
combine together the one level-1 residual and the two
level-2 residuals:

Composite residual:
[
ζ0i + ζ1i TIME ij + εij

]
Although the constituent residuals have the same

meaning under both representations, the composite
residual provides valuable insight into our assump-
tions about the behavior of residuals over time.
Instead of being a simple sum, the second level-
2 residual, ζ1i , is multiplied by the level-1 pre-
dictor, TIME. Despite its unusual construction, the
interpretation of the composite residual is straight-
forward: it describes the difference between the

observed and predicted value of Y for individual i

on occasion j .
The mathematical form of the composite residual

reveals two important properties about the occasion-
specific residuals not readily apparent in the level-
1/level-2 specification: they can be both autocorre-
lated and heteroscedastic within person. These are
exactly the kinds of properties that you would expect
among residuals for repeated measurements of a
changing outcome.

When residuals are heteroscedastic, the unex-
plained portions of each person’s outcome have
unequal variances across occasions of measurement.
Although heteroscedasticity has many roots, one
major cause is the effects of omitted predictors –
the consequences of failing to include variables that
are, in fact, related to the outcome. Because their
effects have nowhere else to go, they bundle together,
by default, into the residuals. If their impact dif-
fers across occasions, the residual’s magnitude may
differ as well, creating heteroscedasticity. The com-
posite model allows for heteroscedasticity via the
level-2 residual ζ1i . Because ζ1i is multiplied by
TIME in the composite residual, its magnitude can
differ (linearly, at least, in a linear level-1 sub-
model) across occasions. If there are systematic dif-
ferences in the magnitudes of the composite resid-
uals across occasions, there will be accompanying
differences in residual variance, hence heteroscedas-
ticity.

When residuals are autocorrelated, the unex-
plained portions of each person’s outcome are cor-
related with each other across repeated occasions.
Once again, omitted predictors, whose effects are
bundled into the residuals, are a common cause.
Because their effects may be present identically in
each residual over time, an individual’s residuals
may become linked across occasions. The presence
of the time-invariant ζ0i’s and ζ1i’s in the composite
residual of (5) allows the residuals to be autocorre-
lated. Because they have only an ‘i’ subscript (and
no ‘j ’), they feature identically in each individual’s
composite residual on every occasion, allowing for
autocorrelation across time.

Fitting Growth Curve Models to Data

Many different software programs can fit growth
curve models to data. Some are specialized pack-
ages written expressly for this purpose (e.g., HLM,
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Table 1 Results of fitting a growth curve for change to data (n = 103). This model predicts cognitive functioning between
ages 1 and 2 years as a function of AGE-1 (at level-1) and PROGRAM (at level-2)

Parameter Estimate Age z

Fixed effects
Initial status, π0i Intercept γ00 107.84*** 2.04 52.97

PROGRAM γ01 6.85* 2.71 2.53
Rate of change, π1i Intercept γ10 −21.13*** 1.89 −11.18

PROGRAM γ11 5.27* 2.52 2.09

Variance components
Level-1: Within-person, εij σ 2

ε 74.24***
Level-2: In initial status, ζ0i σ 2

0 124.64***
In rate of change, ζ1i σ 2

1 12.29
Covariance between ζ0i and ζ1i σ01 −36.41

*p<.05, **p<.01, ***p<.001
Note: Full ML, HLM

MlwiN, and MIXREG). Others are part of popu-
lar multipurpose software packages including SAS
(PROC MIXED and PROC NLMIXED), SPSS
(MIXED), STATA (xtreg and gllamm) and SPLUS
(NLME) (see Software for Statistical Analyses). At
their core, each program does the same job: it fits the
growth model to data and provides parameter esti-
mates, measures of precision, diagnostics, and so on.
There is also some evidence that all the different
packages produce the same, or similar, answers to
a given problem [5]. So, in one sense, it does not
matter which program you choose. But the pack-
ages do differ in many important ways including
the ‘look and feel’ of their interfaces, their ways of
entering and preprocessing data, their model spec-
ification process (the level-1/level-2 specification or
the composite specification), their estimation methods
(e.g., full maximum likelihood vs restricted maxi-
mum likelihood – see Direct Maximum Likelihood
Estimation), their strategies for hypothesis testing,
and provision of diagnostics. It is beyond the scope
of this entry to discuss these details. Instead, we turn
to the results of fitting the growth curve model to
data using one statistical program, HLM. Results are
presented in Table 1.

Interpreting the Results of Fitting the Growth
Curve Model to Data

The fixed effects parameters – the γ ’s of (2) and
(5) – quantify the effects of predictors on the individ-
ual change trajectories. In our example, they quan-
tify the relationship between the individual growth

parameters and program participation. We interpret
these estimates much as we do any regression coeffi-
cient, with one key difference: the level-2 ‘outcomes’
that these fixed effects describe are level-1 individ-
ual growth parameters. In addition, you can conduct
a hypothesis test for each fixed effect using a sin-
gle parameter test (most commonly, examining the
null hypothesis H0: γ = 0). As shown in Table 1, we
reject all four null hypotheses, suggesting that each
parameter plays a role in the story of the program’s
effect on children’s cognitive development.

Substituting the γ̂ ’s in Table 1 into the level-2
model in (2), we have:

π̂0i = 107.84 + 6.85 PROGRAM i

π̂1i = −21.13 + 5.27 PROGRAM i

(6)

The first part of the fitted model describes the
effects of PROGRAM on initial status; the second part
describes its effects on the annual rates of change.

Begin with the first part of the fitted model,
for initial status. In the population from which this
sample was drawn, we estimate the true initial status
(COG at age 1) for the average nonparticipant to
be 107.84; for the average participant, we estimate
that it is 6.85 points higher (114.69). In rejecting
(at the .001 level) the null hypotheses for the two
level-2 intercepts, we conclude that the average
nonparticipant had a nonzero cognitive score at age
1 (hardly surprising!) but experienced a statistically
significant decline over time. Given that this was a
randomized trial, you may be surprised to find that
the initial status of program participants is 6.85 points
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higher than that of nonparticipants. Before concluding
that this differential in initial status casts doubt on
the randomization mechanism, remember that the
intervention started before the first wave of data
collection, when the children were already 6 months
old. This modest 7-point elevation in initial status
may reflect early treatment gains attained between
ages 6 months and 1 year.

Next examine the second part of the fitted model,
for the annual rate of change. In the population from
which this sample was drawn, we estimate the true
annual rate of change for the average nonparticipant
to be −21.13; for the average participant, we estimate
it to be 5.27 points higher (−15.86). In rejecting (at
the .05 level) the null hypotheses for the two level-2
slopes, we conclude that the differences between pro-
gram participants and nonparticipants in their mean
annual rates of change is statistically significant. The
average nonparticipant dropped over 20 points dur-
ing the second year of life; the average participant
dropped just over 15. The cognitive performance of
both groups of children declines over time, but pro-
gram participation slows the rate of decline.

Another way of interpreting fixed effects is to plot
fitted trajectories for prototypical individuals. Even
in a simple analysis like this, which involves just
one dichotomous predictor, we find it invaluable to
inspect prototypical trajectories visually. For this par-
ticular model, only two prototypes are possible: a
program participant (PROGRAM = 1) and a nonpartic-
ipant (PROGRAM = 0). Substituting these values into
equation (5) yields the predicted initial status and
annual growth rates for each:

When PROGRAM = 0 :

π̂0i = 107.84 + 6.85(0) = 107.84

π̂1i = −21.13 + 5.27(0) = −21.13

When PROGRAM = 1 :

π̂0i = 107.84 + 6.85(1) = 114.69

π̂1i = −21.13 + 5.27(1) = −15.86 (7)

We use these estimates to plot the fitted change tra-
jectories in the right-hand panel of Figure 1. These
plots reinforce the numeric conclusions just articu-
lated. In comparison to nonparticipants, the average
participant has a higher score at age 1 and a slower
annual rate of decline.

Estimated variance components assess the amount
of outcome variability left – at either level-1 or
level-2 – after fitting the multilevel model. Because
they are harder to interpret in absolute terms, many
researchers use null-hypothesis tests, for at least
they provide some benchmark for comparison. Some
caution is necessary, however, because the null
hypothesis is on the border of the parameter space (by
definition, these components cannot be negative) and
as a result, the asymptotic distributional properties
that hold in simpler settings may not apply [9].

The level-1 residual variance, σ 2
ε , summarizes the

population variability in an average person’s outcome
values around his or her own true change trajectory.
Its estimate for these data is 74.24, a number that
is difficult to evaluate on its own. Rejection of the
associated null-hypothesis test (at the .001 level)
suggests the existence of additional outcome variation
at level-1 (within-person) that may be predictable.
This suggests it might be profitable to add time-
varying predictors to the level-1 model (such as the
number of books in the home or the amount of parent-
child interaction).

The level-2 variance components summarize the
variability in change trajectories that remains after
controlling for predictors (here, PROGRAM). Associ-
ated tests for these variance components evaluate
whether there is any remaining residual outcome
variation that could potentially be explained by other
predictors. For these data, we reject only one of these
null hypotheses (at the 0.001 level), for initial status,
σ 2

0 . This again suggests the need for additional predic-
tors, but because this is a level-2 variance component
(describing residual variation in true initial status), we
would consider both time-varying and time-invariant
predictors to the model. Failure to reject the null
hypothesis for σ 2

1 indicates that PROGRAM explains all
the potentially predictable variation between children
in their true annual rates of change.

Finally turn to the level-2 covariance component,
σ01. Failure to reject this null hypothesis indicates
that the intercepts and slopes of the individual true
change trajectories are uncorrelated – that there is no
association between true initial status and true annual
rates of change (once the effects of PROGRAM are
removed). Were we to continue with model building,
this result might lead us to drop the second level-2
residual, ζ1i , from our model, for neither its variance
nor covariance with ζ0i , is significantly different
from 0.
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Postscript

Growth curve modeling offers empirical researchers
a wealth of analytic opportunities. The method can
accommodate any number of waves of data, the occa-
sions of measurement need not be equally spaced, and
different participants can have different data collec-
tion schedules. Individual change can be represented
by a variety of substantively interesting trajectories,
not only the linear functions presented here but also
curvilinear and discontinuous functions. Not only can
multiple predictors of change be included in a sin-
gle analysis, simultaneous change across multiple
domains (e.g., change in cognitive function and motor
function) can be investigated simultaneously. Readers
wishing to learn more about growth curve modeling
should consult one of the recent books devoted to the
topic [3, 4, 6, 8–10].
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Guttman, Louise
(Eliyahu)

Born: February 10, 1916, in Brooklyn, USA.
Died: October 25, 1987, in Minneapolis, USA.

‘Mathematics is contentless, and hence – by itself –
not empirical science’: this encapsulates, in his own
words, Guttman’s creed. In one of the paradoxes
so prevalent in the social sciences, his striving to
reveal the fundamental structures of social and psy-
chological phenomena, their ‘content’, has tended
to be eclipsed by his many contributions to statis-
tical methodology, the ‘mathematics’ that Guttman
always saw as a servant to the discovery of general
laws, never an end in its own right. The approach
to research that he called Facet Theory, which he
spent his life developing, is a set of fundamen-
tal postulates that describes the interplay between
the substantive ways of describing phenomena and
the empirical observations of properties of their
structures. He showed how this approach gener-
ates universally sound predictions, which he called
‘laws’. These are characterized by his ‘First Law of
Attitude’:

If any two items are selected from the universe of
attitude items towards a given object, and if the
population observed is not selected artificially, then
the population regressions between these two items
will be monotone and with positive or zero sign.

This law summarizes a vast swathe of social sci-
ence and makes redundant thousands of studies that
have poorly defined items or confused methodolo-
gies. A similar ‘First Law of Intelligence’ has been
hailed as one of the major contributions not only to
our understanding of intelligence and how it varies
between people but also how it is most appropriately
defined.

Guttman completed his BA in 1936 and his MA in
1939 at the University of Minnesota, where his doc-
torate in social and psychological measurement was
awarded in 1942. He had already published, at the
age of 24, ‘A Theory and Method of Scale Construc-
tion’, describing an innovative approach to measuring
attributes that came to bear his name [1]. At the
time, it was not appreciated that this ‘Guttman Scale’
enshrined a radically new approach that bridged

the divide between qualitative and quantitative data,
demonstrating how, as he later put it, ‘The form of
data analysis is part of the hypothesis’. He spent
the next half-century developing the implications of
his precocious invention into a full-fledged frame-
work for discovering the multidimensional structures
of human phenomena [3].

His postgraduate research at The University of
Chicago and later at Cornell University as World War
II was breaking out gave him a role in a Research
Branch of the US War Department, providing him
with the starkest awareness of the practical poten-
tial of the social sciences. He took this commitment
to make psychology and sociology of real signifi-
cance when he moved to Jerusalem in 1947, setting
up a Research Unit within the then Hagana, the
Zionist underground army, making this surely the
first illegal military group to have an active social
research section.

With the establishment of the State of Israel, he
converted his military unit into the highly respected
Israel Institute of Applied Social Research, which he
directed until his death. While being for most of his
professional life a Professor at The Hebrew Univer-
sity of Jerusalem, he also always somehow managed
to remain active in the United States, usually through
visiting professorships, notably at Minnesota, Cor-
nell, Harvard, and MIT. So that even though his
Institute provided a crucial service to Israel (as it
established itself through many wars with its neigh-
bors) ranging from rapid opinion surveys on topics
in the news to the basis for reforms in the civil ser-
vice grading system, Guttman still contributed to a
remarkably wide range of methodological innova-
tions that enabled statistical procedures to be of a
more scientific validity. The most notable of these
was his discovery of the ‘radex’ as a generalization
of factor analysis. This is a structure that combines
both qualitative and quantitative facets revealed in
data sets drawn from areas as diverse as personal
values, intelligence, interpersonal relationships, and
even the actions of serial killers [2].

His harnessing of mathematics, in particular, linear
algebra, to many problems in multivariate statistics
(see Multivariate Analysis: Overview) proved of
particular value in the development of the computer
programs that evolved along with his career. But
it is fair to emphasize that his ideas were always
pushing the limits of computing capability and it
is only now that widely available systems have the
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power to achieve what he was aiming for, a truly
integrated relationship between statistical analysis
and theory development.

He was awarded many honors, including The
Rothschild Prize in the Social Sciences (1963), elec-
tion as President of the Psychometric Society (1970),
an Outstanding Achievement Award from the Uni-
versity of Minnesota (1974), The Israel Prize in the
Social Sciences (1978), and The Educational Testing
Service Measurement Award from Princeton (1984).

Those who knew him well remember him as a
mild-mannered person who would not tolerate fools,
of a scientific and mathematical integrity that was
so impeccable it was easily interpreted as arrogance.
An inspiration to his students and close colleagues,
whose – always well-intentioned – incisive criticism
left those who had contact with him changed for life
(see [4] for more on his work).
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Harmonic Mean

The harmonic mean X̄h of a set of n numbers
X1, X2, . . . , Xn(i = 1, 2, . . . , n) is defined as

X̄h = n∑
i

1

Xi

. (1)

In other words, the harmonic mean is the recip-
rocal of the mean of the reciprocals of the numbers.
Note that the harmonic mean is only defined for sets
of positive numbers.

As a simple illustration, we see that the harmonic
mean of 20 and 25 is

X̄h = 2

1/20 + 1/25
= 2

0.05 + 0.04
= 2

0.09

= 22.22 (to two decimal places). (2)

The harmonic mean is applicable in studies involv-
ing a between-subjects design but where there are
unequal sample sizes in the different groups (unbal-
anced designs). One application is working out the
statistical power of a test for a between-subjects t Test
when the samples in the two groups are unequal [2].
The recommended sample size necessary to achieve
power of 0.8 with an effect size of d = 0.5 (i.e., that
the mean of the two groups differs by half a standard

deviation), using a two-tailed probability and an alpha
level of 0.05 is 64 in each group, which would pro-
duce a total sample size of 128. When the sample sizes
are unequal, then the equivalent of the sample size for
each group required to attain the same level of statis-
tical power is the harmonic mean. Suppose that one
group had double the sample size of the other group,
then, to achieve the same level of statistical power, the
harmonic mean of the sample sizes would have to be
64. This means that the smaller group would require
48 members, while the larger group would need 96.
Thus, the total sample size would be 144, which is
an increase of 16 people over the design with equal
numbers in each group (a balanced design).

A second example of the use of the harmonic mean
is in analysis of variance (ANOVA) for unbalanced
designs [1]. One way to deal with the problem is to
treat all the groups as though they have the same
sample size: the harmonic mean of the individual
sample sizes.
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Hawthorne Effect

The term Hawthorne effect has come to refer mistak-
enly to an increase in worker performance resulting
merely from research or managerial attention to a
work group. References to a Hawthorne effect in
describing research have also come to connote flawed
research. For example, when researchers obtrusively
measure progress in implementing a health, educa-
tional, or social program, critics may raise questions
about whether a Hawthorne effect may account for
outcomes observed. Accordingly, understanding not
only how the performance improvements observed in
the Hawthorne study were produced but also of the
design flaws in the original research are helpful for
stimulating better worker performance and for con-
ducting research that allows sound causal inferences.

Preliminary studies conducted at the Western Elec-
tric plant in the late 1920s briefly described by Roth-
lisberger and Dickson ([8, pp. 14–18], citing a brief
nontechnical account, [9]) implied that the changes
researchers made in illumination levels produced
improvements in worker performance whether light-
ing was increased or decreased. A detailed account of
these preliminary studies is not available. The prelim-
inary studies led to a subsequent five-year program
of research on industrial fatigue that is well reported.
These studies were part of a larger inquiry about
social relations in the workplace that broadly influ-
enced the course of subsequent research and practice
in industrial relations and industrial organizational
psychology. Among the findings of the Hawthorne
researchers about workplace social relations was the
observation that social influences discouraging excess
productivity can limit worker output.

In the well-documented relay-assembly study that
was part of the Hawthorne research, the research par-
ticipants were a group of five women who assembled
electrical components (relays). Relay assembly was a
repetitive task in which a worker selected parts, dis-
carded flawed parts, and held pieces together while
inserting screws. The five women in the study were
located in a special room that was partitioned from
an area in which a much larger group of about 100
assemblers worked.

The practice in the general relay-assembly room
was to guarantee workers an hourly wage, but if the
group produced a number of units with a piecework

value greater than the workers’ aggregate guaran-
teed wages, the pay would be increased. For exam-
ple, if the piecework value of relays assembled was
3% greater than the aggregate guaranteed wages of
the 100 workers, then each worker would receive
103% of her guaranteed pay. Thus, the pay received
in the general relay room was based on a large-
group-contingency plan not expected to have much
influence on productivity because reward is only
tenuously contingent on individual performance [4].
Three key changes occurred in the experimental
relay-assembly experiment. First, the five experimen-
tal women were moved to a separate room. Second,
a running tally of each woman’s production was
made by means of an electronic counter, and the
tally was available to the workers as they worked.
Third, pay became contingent on the productivity of
a small group of five people (rather than a large group
of 100).

The researchers introduced additional changes
over the course of the experiment. They increased
scheduled rest periods. They also varied the food or
beverages provided to the workers. And they experi-
mented with shortening the workday and length of the
workweek. The hourly production of the relay assem-
blers began to rise when the small group contingency
pay plan was put in place, and with only occasional
temporary downturns, production continued to rise
over the course of the study [2, 3, 8].

Although a number of explanations of the
increased productivity have been offered [1, 2, 10,
11], the most persuasive are those suggested by
Parsons [7] and Gottfredson [3]. Rothlisberger and
Dickson [8] had noted that the introduction near the
beginning of the study of the small group contingency
for pay seemed to lead to an increase in productivity,
but they argued that this could not be responsible for
the continuing rise in productivity over subsequent
weeks. The researchers had selected experienced
assemblers to participate in the experiment to rule
out learning effects in what they viewed as a study in
industrial fatigue, but they apparently overlooked the
possibility that even experienced assemblers could
learn to produce more relays per hour.

Parsons [7] persuasively argued for a learning
explanation of the Hawthorne effect (see Carry-
over and Sequence Effects). Basically, the provision
of feedback and rewards contingent on performance
led to learning and increased speed and accuracy in
assembly. In addition, the separation of the workers
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from the main group of assemblers and the use of
small group contingencies may have stimulated peer
influence to favor rather than limit productivity. If,
as seems most likely, the learning interpretation is
correct, a serious design flaw in the Hawthorne relay-
assembler experiment was the failure to establish a
performance baseline before varying rest periods and
other working conditions presumed to be related to
fatigue. Once reward for performance and feedback
were both present, productivity began to increase
and generally increased thereafter even during peri-
ods when other conditions were constant. For details,
see accounts by Gottfredson and Parsons [3, 7]. Fur-
thermore, observation logs imply that the workers set
personal goals of improving their performance. For
example, one assembler said, “I made 421 yesterday,
and I’m going to make better today” [8, p. 74].

In contemporary perspective, the Hawthorne effect
is understandable in terms of goal-setting theory [5,
6]. According to goal-setting theory, workers attend
to feedback on performance when they adopt per-
sonal performance goals. Contingent rewards, goals
set by workers, attention to information, and the
removal of social obstacles to improved productivity
led workers to learn to assemble relays faster – and
to display their learning by producing more relays per
hour. Gottfredson [3] has provided additional exam-
ples in which a similar process – a Hawthorne effect
according to this understanding – is produced. Under-
standing the remarkable improvement in worker per-
formance in the Hawthorne relay-assembly study
in this way is important because it suggests how
one obtains the ‘Hawthorne effect’ when improve-
ments in worker performance are desired: remove
obstacles to improvement, set goals, and provide
feedback. Then if learning is possible, performance
may improve.

What of the Hawthorne effect as research design
flaw? There was a flaw in the relay-assembly study –
the failure of the design to rule out learning as a rival

hypothesis to working conditions as an explanation
for the changes in productivity observed. Designs
that rule out this rival hypothesis, such as the
establishment of an adequate baseline or the use of
a randomly equivalent control group, are therefore
often desirable in research.
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Heritability

Before discussing what genetic heritability is, it is
important to be clear about what it is not. For a
binary trait, such as whether an individual has a
disease, heritability is not the proportion of disease in
the population attributable to, or caused by, genetic
factors. For a continuous trait, genetic heritability is
not a measure of the proportion of an individual’s
score attributable to genetic factors. Heritability is not
about cause per se, but about the causes of variation
in a trait across a particular population.

Definitions

Genetic heritability is defined for a quantitative trait.
In general terms, it is the proportion of variation
attributable to genetic factors. Following a genetic
and environmental variance components approach, let
Y have a mean µ and variance σ 2, which can be parti-
tioned into genetic and environmental components of
variance, such as additive genetic variance σ 2

a , dom-
inance genetic variance σ 2

d , common environmental
variance σ 2

c , individual specific environmental vari-
ance σ 2

e , and so on (see ACE Model).
Genetic heritability in the narrow sense is defined

as
σ 2

a

σ 2
, (1)

while genetic heritability in the broad sense is
defined as

σ 2
g

σ 2
, (2)

where σ 2
g includes all genetic components of vari-

ance, including perhaps components due to epistasis
(gene–gene interactions; see Genotype) [3]. In addi-
tion to these random genetic effects, the total genetic
variation could also include that variation explained
when the effects of measured genetic markers are
modeled as a fixed effect on the trait mean.

The concept of genetic heritability, which is really
only defined in terms of variation in a quantitative
trait, has been extended to cover categorical traits
by reference to a genetic liability model (see Lia-
bility Threshold Models). It is assumed that there
is an underlying, unmeasured continuous ‘liability’
scale divided into categories by ‘thresholds’. Under

the additional assumption that the liability follows a
normal distribution, genetic and environmental com-
ponents of variance are estimated from the pattern
of associations in categorical traits measured in rela-
tives. The genetic heritability of the categorical trait
is then often defined as the genetic heritability of the
presumed liability (latent variable), according to (1)
and (2).

Comments

There is no unique value of the genetic heritabil-
ity of a characteristic. Heritability varies according
to which factors are taken into account in speci-
fying both the mean and the total variance of the
population under consideration. That is to say, it is
dependent upon modeling of the mean, and of the
genetic and environmental variances and covariances.
Moreover, the total variance and the variance com-
ponents themselves may not be constants, even in a
given population. For example, even if the genetic
variance actually increased with age, the genetic her-
itability would decrease with age if the variation in
nongenetic factors increased with age more rapidly.
That is to say, genetic heritability and genetic vari-
ance can give conflicting impressions of the ‘strength
of genetic factors’.

Genetic heritability will also vary from population
to population. For example, even if the heritability of
a characteristic in one population is high, it may be
quite different in another population in which there is
a different distribution of environmental influences.

Measurement error in a trait poses an upper limit
on its genetic heritability. Therefore, traits measured
with large measurement error cannot have substantial
genetic heritabilities, even if variation about the mean
is completely independent of environmental factors.
By the definitions above, one can increase the genetic
heritability of a trait by measuring it more precisely,
for example, by taking repeat measurements and
averaging, although strictly speaking the definition
of the trait has been changed also. A trait that
is measured poorly (in the sense of having low
reliability) will inevitably have a low heritability
because much of the total variance will be due
to measurement error (σ 2

e ). However, a trait with
relatively little measurement error will have a high
heritability if all the nongenetic factors are known
and taken into account in the modeling of the mean.
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Fisher [1] recognized these problems and noted
that

whereas . . . the numerator has a simple genetic
meaning, the denominator is the total variance due
to errors of measurement [including] those due to
uncontrolled, but potentially controllable environ-
mental variation. It also, of course contains the
genetic variance . . . Obviously, the information con-
tained in [the genetic variance] is largely jetti-
soned when its actual value is forgotten, and it is
only reported as a ratio to this hotch-potch of a
denominator.

Historically, other quantities have also been termed
heritabilities, but it is not clear what parame-
ter is being estimated, for example, Holzinger’s
H = (rMZ − rDZ) (the correlation between monozy-
gotic twins minus the correlation between dizygotic
twins) [2], Nichol’s HR = 2(rMZ − rDZ)/rMZ [5], the
E of Neel & Schull [4] based on twin data alone,
and Vandenburg’s F = 1/[1 − (σ 2

a /σ 2)] [6]. Further-
more, the statistical properties of these estimators do
not appear to have been studied.
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Heritability: Overview

The contributor to this essay consulted a resource
given to him when he entered graduate school for
a definition of the term heritability. The resource
aspired to include ‘all terms frequently used by psy-
chologists’, and it purported to be a ‘comprehensive
dictionary’ of psychological terms [2]. Heritability
does not appear in the dictionary. But, under the entry
‘hereditarianism’, that 1958 dictionary asked the
question: ‘To what extent do genetic factors influence
behavior?’ And, that is the very question addressed by
the statistical estimate we now call heritability. Once
omitted from a comprehensive dictionary of psycho-
logical terms, heritability now occupies a full chapter
in most introductory psychology textbooks, appears
frequently in news releases on research in behavior
and medicine, and yields dozens, perhaps hundreds,
of links in an Internet search: heritability has become
a central concept in behavioral science.

A statistical measure originating in quantitative
genetics, heritability is an estimate of the contribution
of genetic differences to the differences observed in
a measured variable (e.g., some dimension of behav-
ior) in a given population at a given time. Estimates
of heritability have been obtained from many species,
for many diverse behaviors, in samples of relatives
from many human cultures, and across the human
lifespan from infancy to senescence. Together, the
accumulated heritability estimates offer compelling
evidence of the importance of genetic influences on
behavior, and, as a result, the concept of heritability
has assumed critical importance in understanding the
meaning and development of individual differences in
behavioral development. Efforts to obtain heritability
estimates have generated volumes of research over
the past four decades, and, initially, these estimates
aroused controversy and misunderstanding as heri-
tability research within quantitative genetic studies
of plants and animals was broadened to widespread
application in human behavior genetics. Within the
fields of behavioral and psychiatric genetics, the fields
whose practitioners have developed the analytic tools
to yield estimates of heritability for complex human
behaviors, the term assumed new meaning: through-
out the 1960s and 1970s, the mere demonstration of
nonzero heritability for diverse behaviors was a goal,
often the research goal; behavioral geneticists sought
to show that the name of their discipline was not an

oxymoron. But by the 1980s and 1990s, the cumula-
tive results of heritability research convinced most
behavioral scientists that heritability estimates for
nearly all behaviors are nonzero, and current research
focuses much less on demonstrating heritability, and
much more on how it is modulated by changing envi-
ronments, or gene-environment interaction.

Heritability has two definitions. As a statistical
estimate, the term is defined as the proportion of
observable or phenotypic variance attributable to
underlying genetic variation (see Genotype). And
within that definition, narrow heritability considers
additive genetic variance only, so the term is defined
as the ratio of variance due to additive genes to
the total variance observed in the behavior under
study. That definition originated in selective breed-
ing studies of animals, and it remains important in
those applications, where the question addressed is
the extent to which offspring will ‘breed true’. In con-
trast, a broad-sense statistical definition of heritability
considers it to be the ratio of observed differences to
all sources of genetic variation, additive or nonaddi-
tive (see ACE Model). Behavioral scientists are less
interested in breeding coefficients than in the extent
to which individual differences in behavior are due
to genetic differences, whatever their source. So it is
this second definition that captures the usual mean-
ing of the concept for behavioral science: heritability
defines the extent to which individual differences in
genes contribute to individual differences in observ-
able behavior. Some important caveats: Heritability
is an abstract concept. More importantly, it is a pop-
ulation concept. It does not describe individuals, but
rather the underlying differences between people. It
is an estimate, typically made from the resemblance
observed among relatives, and, as is true of any sta-
tistical estimate, heritability estimates include errors
of estimation as a function of (genetic) effect size,
the size and representativeness of the studied sample
of relatives, and the precision with which the studied
outcome can be measured. For some outcomes, such
as adult height, the genetic effect is very large, and
the outcome can be measured with great precision.
For others, such as prosocial behavior in childhood,
the genetic effect may be more modest, and the
measurement much more uncertain. Heritability esti-
mates vary, also, with age and circumstance, because
the magnitude of genetic variance may dramatically
change during development and across environments.
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Heritability is a relative concept in another sense:
it is derived from the comparative similarity of rel-
atives who differ in their shared genes. The most
common approach is to compare samples of the two
kinds of twins. Monozygotic (MZ) twins derive from
a single zygote, and, barring rare events, they share
all their genes identical-by-descent. Dizygotic (DZ)
twins, like ordinary siblings, arise from two zygotes
created by the same parents, and share, on average,
one-half of their segregating genes. If, in a large and
representative sample of twins, behavioral similarity
of DZ twins approaches that found for MZ twins,
genetic factors play little role in creating individual
differences in that behavior; heritability is negligi-
ble, and the observed behavioral differences must be
due to differences in environments shared by both
kinds of cotwins in their homes, schools, and neigh-
borhoods. Conversely, if the observed correlation of
MZ cotwins doubles that found for DZ twins – a dif-
ference in resemblance that parallels their differences
in genetic similarity – heritability must be nonzero
(see Twin Designs). We can extend the informa-
tional yield found in contrasts of the two kinds of
twins by adding additional members of the families
of the twins. Consider, for example, children in fam-
ilies of monozygotic twin parents. Children in each
of the two nuclear families derive half their genes
from a twin parent, and those genes are identical
with the genes of the parent’s twin sister or brother,
the children’s ‘twin aunt’ or ‘twin uncle’. Because
the children and the twin aunt or uncle do not live
in the same household, their resemblance cannot be
due to household environment. And because the MZ
twin parents have identical sets of nuclear genes,
their children are genetically related to one another as
half-siblings; socially, they are reared as cousins in
separate homes. Thus, MZ twin families yield infor-
mative relationships ranging from those who share all
their genes (MZ parents) to those sharing one-half
(siblings in each nuclear family; parents and their
children; children and their twin aunt/uncle), one-
quarter (the cousins who are half-siblings), or zero
(children and their spousal aunt or uncle).

We studied two measures in families of MZ
twin parents: one, a behavioral measure of nonver-
bal intelligence, the other, the sum of fingerprint
ridge counts, a morphological measure known to be
highly heritable. For both measures, familial resem-
blance appeared to be a direct function of shared
genes [8]. But, there was a substantial difference in

the magnitude of heritability estimates found for the
two measures, ranging from 0.68 to 0.92 for total
ridge count, but much less, 0.40 to 0.54 for the mea-
sure of nonverbal intelligence. That finding is consis-
tent with research on many species [5]: behavioral
traits exhibit moderate levels of heritability, much
less than what is found for morphological and physio-
logical traits, but greater than is found for life-history
characteristics. The heritability estimates illustrated
from families of MZ twins date from a 1979 study.
They were derived from coefficients of correlation
and regression among different groups of relatives in
these families; interpretation of those estimates was
confounded by the imprecision of the coefficients on
which they were based, and the fact that effects of
common environment were ignored. Now, 25 years
later, estimates of heritability typically include 95%
confidence intervals, and they are derived from robust
analytic models. The estimates are derived from mod-
els fit to data from sets of relatives, and heritability
is documented by showing that models that set it to
zero result in a significantly poorer fit of the model to
the observed data. Effects of common environments
are routinely tested in an analogous manner. Ana-
lytic techniques for estimating heritability are now
much more rigorous, and allow for tests of differ-
ential heritability in males and females. But they
remain estimates derived from the relative resem-
blance of relatives who differ in the proportion of
their shared genes.

Why do people differ? Why do brothers and sis-
ters, growing up together, sharing half their genes
and many of their formative experiences, turn out dif-
ferently – in their interests, aptitudes, lifestyles? The
classic debate was framed as nature versus nurture, as
though genetic dispositions and experiential histories
were somehow oppositional, and as though a static
decomposition of genetic and environmental factors
could adequately capture a child’s developmental tra-
jectory. But, clearly, this is simplification. If all envi-
ronmental differences were removed in a population,
such that all environments offered the same oppor-
tunities and incentives for acquisition of cognitive
skills (and if all tests were perfectly reliable), people
with the same genes would obtain the same aptitude
test scores. If, conversely, the environments people
experienced were very different for reasons indepen-
dent of their genetic differences, heritability would
be negligible. High heritability estimates do not elu-
cidate how genetic differences effect differences in



Heritability: Overview 3

behavioral outcomes, and it seems likely that many,
perhaps most, gene effects on behavior are largely
indirect, influencing the trait-relevant environment to
which people are exposed.

Much recent research in the fields of behavioral
and psychiatric genetics demonstrate substantial gene
by environment interaction. Such research makes it
increasingly apparent that the meaning of heritability
depends on the circumstances in which it is assessed.
Recent data suggest that it is nonsensical to conceptu-
alize ‘the heritability’ of a complex behavioral trait,
as if it were fixed and stable over time and envi-
ronments. Across different environments, the modu-
lation of genetic effects on adolescent substance use
ranges as much as five or six fold, even when those
environments are crudely differentiated as rural ver-
sus urban residential communities [1, 7], or religious
versus secular households [4]. Similarly, heritability
estimates for tobacco consumption vary dramatically
for younger and older cohorts of twin sisters [3]. Such
demonstrations suggest that genetic factors play much
more of a role in adolescent alcohol use in environ-
ments where alcohol is easily accessed and commu-
nity surveillance is reduced. And, similarly, as social
restrictions on smoking have relaxed across gener-
ations, heritable influences have increased. Equally
dramatic modulation of genetic effects by environ-
mental variation is evident in effects of differences in
socioeconomic status on the heritability of children’s
IQ [10].

In recent years, twin studies have almost
monotonously demonstrated that estimates of her-
itable variance are nonzero across all domains of
individual behavioral variation that can be reliably
assessed. These estimates are often modest in magni-
tude, and, perhaps more surprisingly, quite uniform
across different behavioral traits. But if heritability
is so ubiquitous, what consequences does it have for
scientific understanding of behavioral development?

All human behaviors are, to some degree, heri-
table, but that cannot be taken as evidence that the
complexity of human behavior can be reduced to rel-
atively simple genetic mechanisms [9]. Confounding
heritability with strong biological determinism is an
error. An example is criminality; like nearly all
behaviors, criminality is to some degree heritable.
There is nothing surprising, and nothing morally
repugnant in the notion that not all children have

equal likelihood of becoming a criminal. To sug-
gest that, however, is neither to suggest that specific
biological mechanisms for criminality are known,
nor even that they exist. All behavior is biological
and genetic, but some behaviors are biological in a
stronger sense than others, and some behaviors are
genetic in a stronger sense than others [9]. Criminal-
ity is, in part, heritable, but unnecessary mischief is
caused by reference to genes ‘for’ criminality – or
any similar behavioral outcome. We inherit disposi-
tions, not destinies [6]. Heritability is an important
concept, but it is important to understand what it is.
And what it is not.
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Heteroscedasticity and
Complex Variation

Introduction

Consider the simple linear regression model with
normally distributed residuals

yi = β0 + β1xi + ei ei ∼ N(0, σ 2
e ) (1)

where β0, β1 are the intercept and slope parame-
ters respectively, i indexes the observation, and ei

is an error term (see Multiple Linear Regression).
In standard applications, such a model for a data set
typically would be elaborated by adding further con-
tinuous or categorical explanatory variables and inter-
actions until a suitable model describing the observed
data is found (see Model Selection). A common diag-
nostic procedure is to study whether the constant
residual variance (homoscedasticity) assumption in
(1) is satisfied. If not, a variety of actions have been
suggested in the literature, most of them concerned
with finding a suitable nonlinear transformation of
the response variable so that the homoscedasticity
assumption is more closely approximated (see Trans-
formation). In some cases, however, this may not be
possible, and it will also in general change the nature
of any regression relationship. An alternative is to
attempt to model the heteroscedasticity explicitly, as
a function of explanatory variables. For example, for
many kinds of behavioral and social variables males
have a larger variance than females, and rather than
attempting to find a transformation to equalize these
variances, which would in this case be rather diffi-
cult, we could fit a model that had separate variance
parameters for each gender. This would have the
advantage not only of a better fitting model, but also
of providing information about variance differences
that is potentially of interest in its own right.

This article discusses general procedures for mod-
eling the variance as a function of explanatory
variables. It shows how efficient estimates can be
obtained and indicates how to extend the case of
linear models such as (1) to handle multilevel data
(see Linear Multilevel Models) [2]. We will first
describe, through a data example using a simple lin-
ear model, a model fitting separate gender variances
and then discuss general procedures.

An Example Data Set of Examination
Scores

The data have been selected from a very much larger
data set of examination results from six inner London
Education Authorities (school boards). A key aim
of the original analysis was to establish whether
some schools were more ‘effective’ than others in
promoting students’ learning and development, taking
account of variations in the characteristics of students
when they started Secondary school. For a full
account of that analysis, see Goldstein et al. [5].

The variables we shall be using are an approx-
imately normally distributed examination score for
16-year-olds as the response variable, with a stan-
dardized reading test score for the same students at
age 11 and gender as the explanatory variables.

The means and variances for boys and girls are
given in Table 1.

We observe, as expected, that the variance for girls
is lower than for the boys.

We first fit a simple model which has a separate
mean for boys and girls and which we write as

yi = β1x1i + β2x2i + ei ei ∼ N(0, σ 2
e )

x1i = 1 if a boy, 0 if a girl, x2i = 1 − x1i (2)

There is no intercept in this model since we have
a dummy variable for both boys and girls. Note that
these data in fact have a two-level structure with
significant variation between schools. Nevertheless,
for illustrative purposes here we ignore that, but see
Browne et al. [1] for a full multilevel analysis of this
data set.

If we fit this model to the data using ordinary
least squares (OLS) regression (see Least Squares
Estimation; Multiple Linear Regression), we obtain
the estimates in Table 2.

Note that the fixed coefficient estimates are the
same as the means in Table 1, so that in this simple
case the estimates of the means do not depend on
the homoscedasticity assumption. We refer to the
explanatory variable coefficients as ‘fixed’ since they

Table 1 Exam scores by gender

Boy Girl Total

N 1623 2436 4059
Mean −0.140 0.093 −0.000114
Variance 1.051 0.940 0.99
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Table 2 OLS estimates from separate gender means
model (2)

Coefficient Standard error

Fixed
Boy (β1) −0.140 0.024
Girl (β2) 0.093 0.032

Random
Residual variance (σ 2

e ) 0.99 0.023
−2 log-likelihood 11455.7

have a fixed underlying population value, and the
residual variance is under the heading ‘random’ since
it is associated with the random part of the model
(residual term).

Modeling Separate Variances

Now let us extend (2) to incorporate separate vari-
ances for boys and girls. We write

yi = β1x1i + β2x2i + e1ix1i + e2ix2i

e1i ∼ N(0, σ 2
e1), e2i ∼ N(0, σ 2

e2)

x1i = 1 if a boy, 0 if a girl, x2i = 1 − x1i (3)

so that we have separate residuals, with their own
variances for boys and girls. Fitting this model,
using the software package MLwiN [6], we obtain
the results in Table 3.

We obtain, of course, the same values as in
Table 1 since this model is just fitting a separate
mean and variance for each gender. (Strictly speaking
they will not be exactly identical because we have
used maximum likelihood estimation for our model
estimates, whereas Table 1 uses unbiased estimates
for the variances; if restricted maximum likelihood
(REML) model estimates are used, then they will be

Table 3 Estimates from separate gender means model (3)

Coefficient Standard error

Fixed
Boy (β1) −0.140 0.025
Girl (β2) 0.093 0.020

Random
Residual variance Boys (σ 2

e1) 1.051 0.037
Residual variance Girls (σ 2

e2) 0.940 0.027
−2 log-likelihood 11449.5

identical (see Maximum Likelihood Estimation)).
Note that the difference in the −2 log-likelihood
values is 6.2, which judged against a chi squared
distribution on 1 degree of freedom (because we are
adding just 1 parameter to the model) is significant
at approximately the 1% level.

Now let us rewrite (3) in a form that will allow us
to generalize to more complex variance functions.

yi = β0 + β1x1i + ei

ei = e0i + e1ix1i

var(ei) = σ 2
e0 + 2σe01x1i + σ 2

e1x
2
1i , σ 2

e1 ≡ 0

x1i = 1 if a boy, 0 if a girl (4)

Model (4) is equivalent to (3) with

β∗
2 ≡ β0, β∗

1 ≡ β0 + β1

σ 2∗
e2 ≡ σ 2

e0, σ 2∗
e1 ≡ σ 2

e0 + 2σe01 (5)

where the ∗ superscript refers to the parameters in (3).
In (4), for convenience, we have used a standard

notation for variances and the term σe01 is written
as if it were a covariance term. We have written the
residual variance in (4) as var(ei) = σ 2

e0 + 2σe01x1i +
σ 2

e1x
2
1i , σ 2

e1 ≡ 0, which implies a covariance matrix
with one of the variances equal to zero but a nonzero
covariance. Such a formulation is not useful and
the variance in (4) should be thought of simply as
a reparameterization of the residual variance as a
function of gender. The notation in (4) in fact derives
from that used in the general multilevel case [2],
and in the next section we shall move to a more
straightforward notation that avoids any possible
confusion with covariance matrices.

Modeling the Variance in General

Suppose now that instead of gender the explanatory
variable in (4) is continuous, for example, the reading
test score in our data set, which we will now denote
by x3i . We can now write a slightly extended form
of (4) as

yi = β0 + β3x3i + ei

ei = e0i + e3ix3i

var(ei) = σ 2
e0 + 2σe03x3i + σ 2

e3x
2
3i (6)
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Table 4 Estimates from fitting reading score as an
explanatory variable with a quadratic variance function

Coefficient Standard error

Fixed
Intercept (β0) −0.002
Reading (β3) 0.596 0.013

Random
Intercept variance (σ 2

e0) 0.638 0.017
Covariance (σe03) 0.002 0.007
Reading variance (σ 2

e3) 0.010 0.011
−2 log-likelihood 9759.6

This time we can allow the variance to be a
quadratic function of the reading score; in the case
of gender, since there are really only two parameters
(variances) one of the parameters in the variance
function (σ 2

e1) was redundant. If we fit (6), we obtain
the results in Table 4.

The deviance (−2 log-likelihood) for a model that
assumes a simple residual variance is 9760.5, so that
there is no evidence here that complex variation exists
in terms of the reading score. This is also indicated
by the standard errors for the random parameters,
although care should be taken in interpreting these
(and more elaborate Wald tests) using Normal theory
since the distribution of variance estimates will often
be far from Normal.

Model (6) can be extended by introducing several
explanatory variables with ‘random coefficients’ ehi .
Thus, we could have a model where the variance is
a function of gender (with x2i as the dummy variable
for a girl) and reading score, that is,

yi = β0 + β2x2i + β3x3i + ei

var(ei) = σ 2
ei

= α0 + α2x2i + α3x3i (7)

We have changed the notation here so that the
residual variance is modeled simply as a linear
function of explanatory variables (Table 5).

The addition of the gender term in the variance is
associated only with a small reduction in deviance
(1.6 with 1 degree of freedom), so that including
the reading score as an explanatory variable in the
model appears to remove the heterogeneous variation
associated with gender. Before we come to such a
conclusion, however, we look at a more elaborate
model where we allow for the variance to depend on
the interaction between gender and the reading score,

Table 5 Estimates from fitting reading score and gender
(girl = 1) as explanatory variables with linear variance
function

Coefficient Standard error

Fixed
Intercept (β0) −0.103
Girl (β2) 0.170 0.026
Reading (β3) 0.590 0.013

Random
Intercept (α0) 0.665 0.023
Girl (α2) −0.038 0.030
Reading (α3) 0.006 0.014
−2 log-likelihood 9715.3

that is,

yi = β0 + β2x2i + β3x3i + ei

var(ei) = σ 2
ei

= α0 + α2x2i + α3x3i + α4x2ix3i (8)

Table 6 shows that the fixed effects are effectively
unchanged after fitting the interaction term, but that
the latter is significant with a reduction in deviance of
6.2 with 1 degree of freedom. The variance function
for boys is given by 0.661 − 0.040x3 and for girls
by 0.627 + 0.032x3. In other words, the residual
variance decreases with an increasing reading score
for boys but increases for girls, and is the same
for boys and girls at a reading score of about
0.5 standardized units. Thus, the original finding
that boys have more variability than girls needs
to be modified: initially low achieving boys (in
terms of reading) have higher variance, but the
girls have higher variance if they are initially high
achievers. It is interesting to note that if we fit
an interaction term between reading and gender
in the fixed part of the model, we obtain a very
small and nonsignificant coefficient whose inclusion
does not affect the estimates for the remaining
parameters. This term therefore, is omitted from
Table 6.

One potential difficulty with linear models for
the variance is that they have no constraint that
requires them to be positive, and in some data sets
the function may become negative within the range
of the data or provide negative variance predic-
tions that are unreasonable outside the range. An
alternative formulation that avoids this difficulty is
to formulate a nonlinear model, for example, for
the logarithm of the variance having the general
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Table 6 Estimates from fitting reading score and gender
(girl = 1) as explanatory variables with linear variance
function including interaction

Coefficient Standard error

Fixed
Intercept (β0) −0.103
Girl (β2) 0.170 0.026
Reading (β3) 0.590 0.013

Random
Intercept (α0) 0.661 0.023
Girl (α2) −0.034 0.030
Reading (α3) −0.040 0.022
Interaction (α4) 0.072 0.028
−2 log-likelihood 9709.1

form

log[var(ei)] =
∑

h

αhxhi, x0i ≡ 1 (9)

We shall look at estimation algorithms suitable for
either the linear or nonlinear formulations below.

Covariance Modeling and Multilevel
Structures

Consider the repeated measures model where the
response is, for example, a growth measure at suc-
cessive occasions on a sample of individuals as a
polynomial function of time (t)

yij =
p∑

h=0

βht
h
ij + eij

cov(ej ) = �e ej = {eij } (10)

where ej is the vector of residuals for the j th
individual and i indexes the occasion. The residual
covariance matrix between measurements at different
occasions (�e) is nondiagonal since the same indi-
viduals are measured at each occasion and typically
there would be a relatively large between-individual
variation. The covariance between the residuals, how-
ever, might be expected to vary as a function of their
distances apart so that a simple model might be as
follows

cov(etj , et−s,j ) = σ 2
e exp(−αs) (11)

which resolves to a first-order autoregressive struc-
ture (see Time Series Analysis) where the time
intervals are equal.

The standard formulation for a repeated measures
model is as a two-level structure where individual
random effects are included to account for the covari-
ance structure with correlated residuals. A simple
such model with a random intercept u0j and random
‘slope’ u1j can be written as follows

yij =
p∑

h=0

βht
h
ij + u0j + u1j tij + eij

cov(ej ) = σ 2
e I, cov(uj ) = �u, uj =

(
u0j

u1j

)
(12)

This model incorporates the standard assumption
that the covariance matrix of the level 1 residuals
is diagonal, but we can allow it to have a more
complex structure as in (11). In general, we can
fit complex variance and covariance structures to
the level 1 residual terms in any multilevel model.
Furthermore, we can fit such structures at any level of
a data hierarchy. A general discussion can be found in
Goldstein [2, Chapter 3] and an application modeling
the level 2 variance in a multilevel generalized linear
model (see Generalized Linear Mixed Models) is
given by Goldstein and Noden [4]; in the case of
generalized linear models, the level 1 variance is
heterogeneous by virtue of its dependence on the
linear part of the model through the (nonlinear)
link function.

Estimation

For normally distributed variables, the likelihood
equations can be solved, iteratively, in a variety of
ways. Goldstein et al. [3] describe an iterative gener-
alized least squares procedure (see Least Squares
Estimation) that will handle either linear models
such as (7) or nonlinear ones such as (9) for both
variances and covariances. Bayesian estimation can
be carried out readily using Monte Carlo Markov
Chain (MCMC) methods (see Markov Chain Monte
Carlo and Bayesian Statistics), and a detailed com-
parison of likelihood and Bayesian estimation for
models with complex variance structures is given in
Browne et al. [1]. These authors also compare the fit-
ting of linear and loglinear models for the variance.

Conclusions

This article has shown how to specify and fit a
model that expresses the residual variance in a linear
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model as a function of explanatory variables. These
variables may or may not also enter the fixed,
regression part of the model. It indicates how this
can be extended to the case of multilevel models
and to the general modeling of a covariance matrix.
The example chosen shows how such models can
uncover differences between groups and according to
the values of a continuous variable. The finding that
an interaction exists in the model for the variance
underlines the need to apply considerations of model
adequacy and fit for the variance modeling. The
relationships exposed by modeling the variance will
often be of interest in their own right, as well as better
specifying the model under consideration.
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Heuristics

Heuristic comes from the Greek heuriskein meaning
to find, hence eureka meaning I found it (out). Since
its first use in English during the early 1800s, the term
has acquired a range of meanings. For instance, in his
Nobel prize–winning paper published in 1905 (‘On
a heuristic point of view concerning the generation
and transformation of light’), Albert Einstein used
the term to indicate that his view served to find out
or to discover something [2]. Such a heuristic view
may yield an incomplete and unconfirmed, eventually
even false, but nonetheless useful picture. For the
Gestalt psychologists who conceptualized thinking
as an interaction between external problem structure
and inner processes, heuristics (e.g., inspecting the
problem, analyzing the conflict, the situation, the
materials, and the goal) served the purpose of guiding
the search for information in the environment and of
restructuring the problem by internal processes [1]. In
the 1950s and 60s, Herbert Simon and Allen Newell,
two pioneers of Artificial Intelligence and cognitive
psychology, used the term to refer to methods for
finding solutions to problems. In formalized computer
programs (e.g., the General Problem Solver), they
implemented heuristics, for instance, the means-end
analysis, which tried to set subgoals and to find

operations that finally reduced the distance between
the current state and the desired goal state [5].
With the advent of information theory in cognitive
psychology, the term heuristic came to mean a useful
shortcut, an approximation, or a rule of thumb for
searching through a space of possible solutions. Two
prominent research programs in which heuristics play
a key role are the heuristics-and-biases program [4]
and the program of simple heuristics (often also
referred to as heuristics, fast and frugal) [3].
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Heuristics: Fast and
Frugal

To understand what fast and frugal heuristics are, it
is helpful first of all to shed some light on the notion
of bounded rationality, a term that has been coined
by Herbert Simon [11]. In contrast to models that
aim at finding the optimal solution to a problem at
hand, models of bounded rationality take into account
that humans often have only limited information,
time, and computational capacities when making
judgments or decisions. Given these constraints, the
optimal solution is often unattainable. Moreover,
many problems (e.g., chess) are too complex for
the optimal solution to be found within a reasonable
amount of time, even if all the relevant knowledge is
available (i.e., all the rules and the positions of all the
figures on the chess board are known) and the most
powerful computers are used. Models of bounded
rationality specify the (cognitive) processes that lead
to a satisficing solution to a given problem, that is,
to a solution that is both satisfying and sufficing.

Fast and frugal heuristics are such models of
bounded rationality [4, 6]. They are task-specific,
that is, they are designed to solve a particular task
(e.g., choice, numerical estimation, categorization),
but cannot solve tasks that they are not designed
for – just like a hammer, which is designed to
hammer nails but is useless for sawing a board. In
fact, this task-specificity is key to the notion of the
adaptive toolbox [5], the collection of heuristics that
has evolved and can be used by the human mind.

Although fast and frugal heuristics differ with
respect to the tasks they are designed to solve,
they share the same guiding construction princi-
ples. In particular, they are composed of building
blocks, which specify how information is searched
for (search rule), when information search is stopped
(stopping rule), and how a decision is made based
on the information acquired (decision rule). These
heuristics are fast for two reasons. First, they do not
integrate the acquired information in a complex and
time-consuming way. In this respect, many heuris-
tics of the adaptive toolbox are as simple as possible
because they do not combine pieces of information
at all; instead, the decision is based on just one sin-
gle reason (one-reason decision making). Secondly,
they are fast as a consequence of being frugal, that

is, they stop searching for further information early
in the process of information acquisition.

Fast and frugal heuristics are ecologically ratio-
nal. In the present context, the notion of ecolog-
ical rationality has two meanings. First, the per-
formance of a heuristic is not evaluated against a
norm, be it a norm from probability theory (see
Bayesian Statistics; Decision Making Strategies)
or logic (e.g., the conjunction rule, according to
which the probability that an object belongs to
both classes A and B cannot exceed the proba-
bility of belonging to class A). Rather, its perfor-
mance is evaluated against a criterion that exists in
the environment (i.e., in the ecology). This implies
that (most) fast and frugal heuristics have been
designed to make inferences about objective states
of the world rather than to develop subjective pref-
erences that reflect an individual’s utilities. For
instance, the QuickEst heuristic [8] makes inferences
about the numerical values of objects (e.g., num-
ber of inhabitants of cities), and is evaluated by
comparing estimated and true values. Secondly, a
heuristic is ecologically rational to the extent that
its building blocks reflect the structure of infor-
mation in the environment. This fit of a heuris-
tic to the environment in which it is evaluated is
an important aspect of fast and frugal heuristics,
which gave rise to a series of studies and important
insights [13].

Studies on fast and frugal heuristics include
(a) computer simulations to explore the performance
of the heuristics in a given environment, in partic-
ular, in real-world environments (e.g., [1]), (b) the
use of mathematical or analytical methods to explore
when and why they perform as well as they do
(eventually supported by simulations, in particular, in
artificially created environments in which information
structures are systematically varied) (e.g., [9]), and
(c) experimental and observational studies to explore
whether and when people actually use these heuris-
tics (e.g., [10]). In the remainder of this entry, two
heuristics (including their ecological rationality and
the empirical evidence) are briefly introduced.

The Recognition Heuristic. Most people would
agree that it is usually better to have more information
than to have less. There are, however, situations in
which partial ignorance is informative, which the
recognition heuristic exploits. Consider the following
question: Which city has more inhabitants, San



2 Heuristics: Fast and Frugal

Antonio, or San Diego? If you have grown up in
the United States, you probably have a considerable
amount of knowledge about both cities, and should
do far better than chance when comparing the cities
with respect to their populations. Indeed, about two-
thirds of University of Chicago undergraduates got
this question right [7]. In contrast, German citizens’
knowledge of the two cities is negligible. So how
much worse will they perform? The amazing answer
is that within a German sample of participants,
100% answered the question correctly [7]. How could
this be? Most Germans might have heard of San
Diego, but do not have any specific knowledge
about it. Even worse, most have never even heard
of San Antonio. However, this difference with
respect to name recognition was sufficient to make
an inference, namely that San Diego has more
inhabitants. Their lack of knowledge allowed them to
use the recognition heuristic, which, in general, says:
If one of two objects is recognized and the other not,
then infer that the recognized object has the higher
value with respect to the criterion [7, p. 76]. The
Chicago undergraduates could not use this heuristic,
because they have heard of both cities – they knew
too much.

The ecological rationality of the recognition
heuristic lies in the positive correlation between cri-
terion and recognition values of cities (if such a
correlation were negative, the inference would have
to go in the opposite direction). In the present case,
the correlation is positive, because larger cities (as
compared to smaller cities) are more likely to be men-
tioned in mediators such as newspapers, which, in
turn, increases the likelihood that their names are rec-
ognized by a particular person. It should thus be clear
that the recognition heuristic only works if recogni-
tion is correlated with the criterion. Examples include
size of cities, length of rivers, or productivity of
authors; in contrast, the heuristic will probably not
work when, for instance, cities have to be compared
with respect to their mayor’s age or their altitude
above sea level. By means of mathematical analy-
sis, it is possible to specify the conditions in which
a less-is-more effect can be obtained, that is, the
maximum percentage of recognized objects in the
reference class that would increase the performance
in a complete paired comparison task and the point
from which recognizing more objects would lead to
a decrease in performance [7]. In a series of exper-
iments in which participants had to compare cities

with respect to their number of inhabitants, it could
be shown that they chose the object predicted by the
recognition heuristic in more than 90% of the cases –
this was even true in a study in which participants
were taught knowledge contradicting recognition [7].
Moreover, the authors could empirically demonstrate
two less-is-more effects, one in which participants
performed better in a domain in which they rec-
ognized a lower percentage of objects, and another
one in which performance decreased through suc-
cessively working on the same questions (so that
recognition of objects increased during the course of
the experiment).

Take The Best. If both objects are recognized in a
pair-comparison task (see Bradley–Terry Model),
the recognition heuristic does not discriminate
between them. A fast and frugal heuristic that could
be used in such a case is Take The Best. For
simplicity, it is assumed that all cues (i.e., predictors)
are binary (positive or negative), with positive cue
values indicating higher criterion values. Take The
Best is a simple, lexicographic strategy that consists
of the following building blocks:

(0) Recognition heuristic: see above.
(1) Search rule: If both objects are recognized,

choose the cue with the highest validity (where
validity is defined as the percentage of correct
inferences among those pairs of objects in which
the cue discriminates) among those that have not
yet been considered for this task. Look up the
cue values of the two objects.

(2) Stopping rule: If one object has a positive value
and the other does not (i.e., has either a negative
or unknown value), then stop search and go
on to Step 3. Otherwise go back to Step 1
and search for another cue. If no further cue
is found, then guess.

(3) Decision rule: Infer that the object with the
positive cue value has the higher value on
the criterion.

Note that Take The Best’s search rule ignores
cue dependencies and will therefore most likely
not establish the optimal ordering. Further note that
the stopping rule does not attempt to compute an
optimal stopping point at which the costs of further
search exceed its benefits. Rather, the motto of the
heuristic is ‘Take The Best, ignore the rest’. Finally
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note that Take The Best uses ‘one-reason decision
making’ because its decision rule does not weight
and integrate information, but relies on one cue only.

Another heuristic that also employs one-reason
decision making is the Minimalist. It is even simpler
than Take The Best because it does not try to order
cues by validity, but chooses them in random order.
Its stopping rule and its decision rule are the same as
those of Take The Best.

What price does one-reason decision making have
to pay for being fast and frugal? How much more
accurate are strategies that use all cues and com-
bine them? To answer these questions, Czerlinski,
Gigerenzer, and Goldstein [1] evaluated the perfor-
mance of various strategies in 20 data sets containing
real-world structures rather than convenient multi-
variate normal structures; they ranged from having 11
to 395 objects, and from 3 to 19 cues. The predicted
criteria included demographic variables, such as mor-
tality rates in US cities and population sizes of Ger-
man cities; sociological variables, such as drop-out
rates in Chicago public high schools; health variables,
such as obesity at age 18; economic variables, such
as selling prices of houses and professors’ salaries;
and environmental variables, such as the amount of
rainfall, ozone, and oxidants. In the tests, half of
the objects from each environment were randomly
drawn. From all possible pairs within this training
set, the order of cues according to their validities was
determined (Minimalist used the training set only to
determine whether a positive cue value indicates a
higher or lower criterion). Thereafter, performance
was tested both on the training set (fitting) and on
the other half of the objects (generalization). Two

linear models were introduced as competitors: multi-
ple linear regression and a simple unit-weight linear
model [2]. To determine which of two objects has the
higher criterion value, multiple regression estimated
the criterion of each object, and the unit-weight model
simply added up the number of positive cue values.

Table 1 shows the counterintuitive results obtained
by averaging across frugality and percentages of
correct choices in each of the 20 different prediction
problems. The two simple heuristics were most
frugal: they looked up fewer than a third of the
cues (on average, 2.2 and 2.4 as compared to 7.7).
What about the accuracy? Multiple regression was the
winner when the strategies were tested on the training
set, that is, on the set in which their parameters
were fitted. However, when it came to predictive
accuracy, that is, to accuracy in the hold-out sample,
the picture changed. Here, Take The Best was not
only more frugal, but also more accurate than the two
linear strategies (and even Minimalist, which looked
up the fewest cues, did not perform too far behind
the two linear strategies). This result may sound
paradoxical because multiple regression processed all
the information that Take The Best did and more.
However, by being sensitive to many features of the
data – for instance, by taking correlations between
cues into account – multiple regression suffered from
overfitting, especially with small data sets (see Model
Evaluation). Take The Best, on the other hand,
uses few cues. The first cues tend to be highly
valid and, in general, they will remain so across
different subsets of the same class of objects. The
stability of highly valid cues is a main factor for the
robustness of Take The Best, that is, its low danger
of overfitting in cross-validation as well as in other

Table 1 Performance of two fast and frugal heuristics (Take The Best and
Minimalist) and two linear models (multiple regression and a unit-weight
linear model) across 20 data sets. Frugality denotes the average number of
cue values looked up; Fitting and Generalization refer to the performance
in the training set and the test set, respectively (see text). Adapted from
Gigerenzer, G. & Todd, P.M., and the ABC Research Group. (1999). Simple
heuristics that make us smart , Oxford University Press, New York [6]

Accuracy (% correct)

Strategy Frugality Fitting Generalization

Take The Best 2.4 75 71
Minimalist 2.2 69 65
Multiple Regression 7.7 77 68
Unit-weight linear model 7.7 73 69
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forms of incremental learning. Thus, Take The Best
can have an advantage against more savvy strategies
that capture more aspects of the data, when the task
requires making out-of-sample predictions (for other
aspects of Take The Best’s ecological rationality,
see [9]).

There is meanwhile much empirical evidence that
people use fast and frugal heuristics, in particular,
when under time pressure or when information is
costly (for a review of empirical studies see [3]).
For other fast and frugal heuristics beyond the
two introduced above, for instance QuickEst (for
numerical estimation), Categorization-by-elimination
(for categorization), RAFT (Reconstruction After
F eedback with T ake The Best, for an application to a
memory phenomenon, namely the hindsight bias), the
gaze heuristics (for catching balls on the playground),
or various simple rules for terminating search through
sequentially presented options, see [3, 5, 6, 12, 13];
for a discussion of this research program, see the
commentaries and the authors’ reply following [12].
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Hierarchical Clustering

Cluster analysis is a term for a group of multivariate
methods that explore the similarities or differences
between cases in order to find subgroups containing
relatively homogenous cases (see Cluster Analy-
sis: Overview). The cases may be, for example,
patients with various symptoms, ideas arising from
a focus group, clinics with different types of patient.
There are two main types of cluster analysis: opti-
mization methods that produce a single partition of
the data (see k -means Analysis), usually into mutu-
ally exclusive (but possible overlapping) clusters, and
hierarchical clustering, which is the subject of this
article. Hierarchical clustering forms a nested series
of mutually exclusive partitions or subgroups of the
data, rather than a single partition. The process by
which the series is formed is often displayed in a
diagram known as a dendrogram. The investigator
generally has to choose one of the partitions in the
series as the ‘cluster solution’. Hierarchical cluster-
ing is possibly the most commonly applied type of
cluster analysis and it is widely available in general
statistical software packages.

Clusters are either successively divided, starting
with a single cluster containing all individuals (divi-
sive clustering) or they are successively merged, start-
ing with n singleton clusters and ending with one
large cluster containing all n individuals (agglom-
erative clustering). Both divisive and agglomerative
techniques attempt to find the optimal step at each
stage in the progressive subdivision or synthesis of
the data. Divisions or fusions, once made, are irre-
vocable so that when an agglomerative algorithm has
joined two individuals they cannot subsequently be
separated, and when a divisive algorithm has made a
split they cannot be reunited.

Proximities

Typically the process starts with a proximity matrix
of the similarities or dissimilarities between all pairs
of cases to be clustered (see Proximity Measures).
The matrix may be derived from direct judgments:
for example, in market research studies a number of
subjects might be asked to assess the pairwise similar-
ities of various foods using a visual analogue scale
ranging from very dissimilar to very similar, their

average opinion giving a single value for each pair
of foods. More commonly, however, the proximities
are combined from similarities or differences defined
on the basis of several different measurements, for
example, saltiness, sweetness, sourness and so on.

The formula for combining similarities based on
several variables depends on the type of data and
the relative weight to be placed on different vari-
ables. For example binary data may be coded as
series of 1s and 0s, denoting presence or absence
of an attribute. In the case where each category is
of equal weight, such as gender or white/nonwhite
ethnic group, a simple matching coefficient (the pro-
portion of matches between two individuals) could
be used. However, if the attributes were the pres-
ence of various symptoms, proximity might be more
appropriately measured using the asymmetric Jac-
card coefficient, based on the proportion of matches
where there is a positive match (i.e., ignoring joint
negative matches). In genetics, binary matches may
be assigned different weights depending on the part
of the genetic sequence from which they arise. For
continuous data, the Euclidean distance between indi-
viduals i and j , is often used:

sij =
(

p∑
k=1

(xik − xjk)
2

)1/2

, (1)

where p is the number of variables and xik is the
value of the kth variable for case i. Applied to
binary data it is the same as the simple matching
coefficient. The following is another example of a
measure for continuous data, the (range-scaled) city
block measure:

sij = 1 −
p∑

k=1

|xik − xjk|
Rk

, where

Rk is the range for the kth variable. (2)

For data that contain both continuous and cate-
gorical variables, Gower’s coefficient [6] has been
proposed:

sij =

p∑
k=1

wijksijk

p∑
k=1

wijk

, (3)

where sijk is the similarity between the ith and
j th individual as measured by the kth variable.
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For components of distance derived from binary
or categorical data sijk takes the value of 1 for a
complete match and 0 otherwise. For components
derived from continuous data the range-scaled city
block measure mentioned above is suggested. The
value of wijk can be set to 0 or 1 depending on the
whether the comparison is valid (for example, with a
binary variable it can be set to 0 to exclude negative
matches, as in the Jaccard coefficient); wijk can also
be used to exclude similarity components when one
or both values are missing for variable k.

Single Linkage Clustering

Once a proximity matrix has been defined, the next
step is to form the clusters in a hierarchical sequence.
There are many algorithms for doing this, depend-
ing on the way in which clusters are merged or
divided. The algorithm usually entails defining prox-
imity between clusters, as well as between individuals
as outlined above. In one of the simplest hierar-
chical clustering methods, single linkage [14], also
known as the nearest neighbor technique, the distance
between clusters is defined as that between the clos-
est pair of individuals, where only pairs consisting
of one individual from each group are considered.
Single linkage can be applied as an agglomerative
method, or as a divisive method by initially split-
ting the data into two clusters with maximum nearest
neighbor distance. The fusions made at each stage
of agglomerative single linkage are now shown in a
numerical example.

Consider the following distance matrix:

D1 =

1 2 3 4 5
1 0.0
2 2.0 0.0
3 6.0 5.0 0.0
4 10.0 9.0 4.0 0.0
5 9.0 8.0 5.0 3.0 0.0

(4)

The smallest entry in the matrix is that for
individuals 1 and 2, consequently these are joined to
form a two-member cluster. Distances between this
cluster and the other three individuals are obtained as

d(1,2)3 = min[d13, d23] = d23 = 5.0

d(1,2)4 = min[d14, d24] = d24 = 9.0

d(1,2)5 = min[d15, d25] = d25 = 8.0 (5)

A new matrix may now be constructed whose
entries are inter-individual and cluster-individual dis-
tances.

D2 =

(1, 2) 3 4 5
(1, 2) 0.0
3 5.0 0.0
4 9.0 4.0 0.0
5 8.0 5.0 3.0 0.0

(6)

The smallest entry in D2 is that for individuals
4 and 5, so these now form a second two-member
cluster and a new set of distances found:

d(1,2)3 = 5.0 as before

d(1,2)(4,5) = min[d14, d15, d24, d25] = d25 = 8.0

d(4,5)3 = min[d34, d35] = d34 = 4.0 (7)

These may be arranged in a matrix D3:

D3 =
(1, 2) 3 (4, 5)

(1, 2) 0.0
3 5.0 0.0

(4, 5) 8.0 4.0 0.0

(8)

The smallest entry is now d(4,5)3 and individual 3
is added to the cluster containing individuals 4 and
5. Finally, the groups containing individuals 1,2 and
3,4,5 are combined into a single cluster.

Dendrogram

The process agglomerative process above is illus-
trated in a dendrogram in Figure 1. The nodes of

Partition

0.0

3.0

2.0

1.0

4.0

5.0

Distance

1 2 3 4 5

P5

P4

P3

P1 [1], [2], [3], [4], [5]

P2 [1 2], [3], [4], [5]

[3 4 5][1 2],

[1 2], [3], [4 5]

[1 2 3 4 5]

Members

Figure 1 A dendrogram produced by single linkage
hierarchical clustering. The process successively merges
five individuals based on their pairwise distances (see text)
to form a sequence of five partitions P1–P5
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the dendrogram represent clusters and the lengths
of the stems (heights) represent the dissimilarities at
which clusters are joined. The same data and cluster-
ing procedure can give rise to 2n−1 dendrograms with
different appearances, and it is usual for the software
to choose an order for displaying the nodes that is
optimal (in some sense). Drawing a line across the
dendrogram at a particular height defines a particular
partition or cluster solution (such that clusters below
that height are distant from each other by at least that
amount). The structure resembles an evolutionary tree
and it is in applications where hierarchies are implicit
in the subject matter, such as biology and anthropol-
ogy, where hierarchical clustering is perhaps most
relevant. In other areas it can still be used to pro-
vide a starting point for other methods, for example,
optimization methods such as k-means.

While the dendrogram illustrates the hierarchi-
cal process by which series of cluster solutions are
produced, low dimensional plots of the data (e.g.,
principal component plots) are more useful for inter-
preting particular solutions. Such plots can show the
relationships among clusters, and among individual
cases within clusters, which may not be obvious from
a dendrogram. Comparisons between the mean lev-
els or frequency distributions of individual variables
within clusters, and the identification of representa-
tive members of the clusters (centrotypes or exem-
plars [19]) can also be useful. The latter are defined
as the objects having the maximum within-cluster
average similarity (or minimum dissimilarity), for
example, the medoid (the object with the minimum
absolute distance to the other members of the cluster).

The dendrogram can be regarded as represent-
ing the original relationships amongst the objects,
as implied by their observed proximities. Its success
in doing this can be measured using the cophe-
netic matrix, whose elements are the heights where
two objects become members of the same cluster
in the dendrogram. The product-moment correlation
between the entries in the cophenetic matrix and the
corresponding ones in the proximity matrix (exclud-
ing 1s on the diagonals) is known as the cophenetic
correlation. Comparisons using the cophenetic cor-
relation can also be made between different dendro-
grams representing different clusterings of the same
data set. Dendrograms can be compared using ran-
domization tests to assess the statistical significance
of the cophenetic correlation [11].

Other Agglomerative Clustering Methods

Single linkage operates directly on a proximity
matrix. Another type of clustering, centroid cluster-
ing [15], however, requires access to the original
data. To illustrate this type of method, it will be
applied to the set of bivariate data shown in Table 1.

Suppose Euclidean distance is chosen as the
inter-object distance measure, giving the following
distance matrix:

D1 =

1 2 3 4 5
1 0.0
2 1.0 0.0
3 5.39 5.10 0.0
4 7.07 7.0 2.24 0.0
5 7.07 7.28 3.61 2.0 0.0

(9)

Examination of D1 shows that d12 is the smallest
entry and objects 1 and 2 are fused to form a
group. The mean vector (centroid) of the group
is calculated (1,1.5) and a new Euclidean distance
matrix is calculated.

D2 =

(1, 2) 3 4 5
(1, 2) 0.0
3 5.22 0.0
4 7.02 2.24 0.0
5 7.16 3.61 2.0 0.0

(10)

The smallest entry in D2 is d45 and objects 4 and 5
are therefore fused to form a second group, the mean
vector of which is (8.0,1.0). A further distance matrix
D3 is now calculated.

D3 =
(1, 2) 3 (4, 5)

(1, 2) 0.0
3 5.22 0.0

(4, 5) 7.02 2.83 0.0

(11)

In D3 the smallest entry is d(45)3 and so objects 3,4,
and 5 are merged into a three-member cluster. The
final stage consists of the fusion of the two remaining
groups into one.

Table 1 Data on five objects used in
example of centroid clustering

Object Variable 1 Variable 2

1 1.0 1.0
2 1.0 2.0
3 6.0 3.0
4 8.0 2.0
5 8.0 0.0
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Different definitions of intergroup proximity give
rise to different agglomerative methods. Median link-
age [5] is similar to centroid linkage except that the
centroids of the clusters to be merged are weighted
equally to produce the new centroid of the merged
cluster, thus avoiding the more numerous of the pair
of clusters dominating. The new centroid is inter-
mediate between the two constituent clusters. In the
centroid linkage shown above Euclidean distance
was used, as is usual. While other proximity mea-
sures are possible with centroid or median linkage,
they would lack interpretation in terms of the raw
data. Complete linkage (or furthest neighbor) [16],
is opposite to single linkage, in the sense that dis-
tance between groups is now defined as that of the
most distant pair of individuals (the diameter of the
cluster). In (group) average linkage [15], the dis-
tance between two clusters is the average of the
distance between all pairs of individuals that are
made up of one individual from each group. Aver-
age, centroid, and median linkage are also known as
UPGMA, UPGMC, and WPGMC methods respec-
tively (U: unweighted; W: weighted; PG: pair group;
A: average; C: centroid).

Ward introduced a method based on minimising
an objective function at each stage in the hierarchi-
cal process, the most widely used version of which
is known as Ward’s method [17]. The objective at
each stage is to minimize the increase in the total
within-cluster error sum of squares. This increase
is in fact a function of the weighted Euclidean
distance between the centroids of the merged clus-
ters. Lance and William’s flexible method is defined
by values of the parameters of a general recur-
rence formula [10] and many of the standard meth-
ods mentioned above can be defined in terms of
the parameters of the Lance and Williams formula-
tion.

Divisive Clustering Methods

As mentioned earlier, divisive methods operate in the
other direction from agglomerative methods, starting
with one large cluster and successively splitting clus-
ters. Polythetic divisive methods are relatively rarely
used and are more akin to the agglomerative meth-
ods discussed above, since they use all variables
simultaneously, and are computationally demanding.
For data consisting of binary variables, however,

relatively simple and computationally efficient mono-
thetic divisive methods are available. These methods
divide clusters according the presence or absence of
each variable, so that at each stage clusters contain
members with certain attributes that are either all
present or all absent.

Instead of cluster homogeneity, the attribute used
at each step in a divisive method can be cho-
sen according to its overall association with other
attributes: this is sometimes termed association anal-
ysis [18]. The split at each stage is made according
the presence or absence of the attribute whose asso-
ciation with the others (i.e., the summed criterion
above) is a maximum. For example for one pair of
variables Vi and Vj with values 0 and 1 the frequen-
cies observed might be as follows:

Vi 1 0
Vj

1 a b

0 c d

Examples of measures of association based on
these frequencies (summed over all pairs of vari-
ables) are |ad − bc| and (ad − bc)2n/[(a + b)(a + c)

(b + d)(c + d)]. Hubálek gives a review of 43 such
coefficients [7]. A general problem with this method
is that the possession of a particular attribute, which is
either rare or rarely found in combination with others,
may take an individual down the ‘wrong’ path.

Choice of Number of Clusters

It is often the case that an investigator is not
interested in the complete hierarchy but only in
one or two partitions obtained from it (or ‘cluster
solutions’), and this involves deciding on the number
of groups present. In standard agglomerative or
polythetic divisive clustering, partitions are achieved
by selecting one of the solutions in the nested
sequence of clusterings that comprise the hierarchy.
This is equivalent to cutting a dendrogram at an
optimal height (this choice sometimes being termed
the best cut). The choice of height is generally based
on large changes in fusion levels in the dendrogram,
and a scree-plot of height against number of clusters
can be used as an informal guide. A relatively
widely used formal test procedure is based on the
relative sizes of the different fusion levels [13], and
a number of other formal approaches for determining
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the number of clusters have been reviewed [12] (see
Number of Clusters).

Choice of Cluster Method

Apart from the problem of deciding on the number
of clusters, the choice of the appropriate method in

any given situation may also be difficult. Hierarchical
clustering algorithms are only stepwise optimal, in
the sense that at any stage the next step is chosen
to be optimal in some sense but that may not
guarantee the globally optimal partition, had all possi-
bilities had been examined. Empirical and theoretical
studies have rarely been conclusive. For example,
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Figure 2 Dendrogram produced by cluster analysis of similarity judgments of pain descriptors obtained from healthy
volunteers, using average-linkage cluster analysis. The data are healthy peoples’ responses to the descriptors in the MAPS
(Multidimensional Affect and Pain Survey). The dendrogram has been cut at 30 clusters and also shows ‘superclusters’
joining at higher distances. A separate factor analysis obtained from patients’ responses of the 30-cluster concepts found
six factors, indicated along the left-hand side
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single linkage tends to have satisfactory mathematical
properties and is also easy to program and apply to
large data sets, but suffers from ‘chaining’, in which
separated clusters with ‘noise’ points in between them
tend to be joined together. Ward’s method often
appears to work well but may impose a spherical
structure where none exists and can be sensitive to
outliers. Relatively recently, however, hierarchical
methods based on the classification likelihood have
been developed [1]. Such model-based methods are
more flexible than the standard methods discussed
above, in that they assume an underlying mixture of
multivariate normal distributions and hence allow the
detection of elliptical clusters, possibly with varying
sizes and orientations. They also have the advantage
of providing an associated test of the weight of evi-
dence for varying numbers of clusters (see Model
Based Cluster Analysis; Finite Mixture Distribu-
tions).

An Example of Clustering

As a practical example, Figure 2 shows the top
part of a dendrogram resulting from clustering pain
concepts [2]. The similarities between 101 words
describing pain (from the Multidimensional Affect
and Pain Survey) were directly assessed by a panel of
health people using a pile-sort procedure, and these
similarities were analyzed using average linkage clus-
tering. Thirty pain concept clusters (e.g., ‘cutaneous
sensations’) could be further grouped into ‘superclus-
ters’ (e.g., ‘somatosensory pain’) and these clusters
and superclusters are shown on the dendrogram. Indi-
vidual pain descriptors that comprise the clusters are
not shown (the dendrogram has been ‘cut’ at the
30-cluster level). The results of a factor analysis of
responses by cancer outpatients is shown along the
left-hand edge, and this was used to validate the struc-
ture of the MAPS pain concepts derived from the
cluster analysis.

Further Information

General reviews of cluster analysis are available that
include descriptions of hierarchical methods and their
properties, and examples of their application [3,4],
including one that focuses on robust methods [9].
Recently, specialist techniques have been developed
for newly expanding subject areas such as genet-
ics [8].
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Hierarchical Item
Response Theory
Modeling

Item response data are frequently collected in settings
where the objects of measurement are hierarchically
nested (e.g., students within schools, clients within
therapists, repeated measures within persons). Such
data structures commonly lead to statistical depen-
dence among observations. For example, test scores
from students attending the same school are usu-
ally more similar than scores from students attending
different schools. While this creates problems for sta-
tistical analyses that require independence, it also
offers opportunities for understanding the nature of
contextual influence [20], such as characteristics of
effective schools. Hierarchical models, referred to
elsewhere as multilevel, random coefficients, or mixed
effects models, account for this dependence through
the use of random effects (see Linear Multilevel
Models).

For traditional users of hierarchical models, the
synthesis of hierarchical models with item response
theory (IRT) (see Item Response Theory (IRT)
Models for Polytomous Response Data & Intrin-
sic Linearity) allows the practical advantages of the
latent trait metric (see Latent Variable) in IRT to
be realized in hierarchical settings where observed
measures (e.g., test scores) can be problematic [17].
For traditional users of IRT, hierarchical extensions
allow more complex IRT models that can account for
the effects that higher level units (e.g., schools) have
on lower level units (e.g., students) [9, 13]. Hierar-
chical IRT is often portrayed more generally than
this, however, as even the simplest of IRT models
can be viewed as hierarchical models where multi-
ple item responses are nested within persons [2, 14].
From this perspective, hierarchical modeling offers a
very broad framework within which virtually all IRT
models and applications (e.g., differential item func-
tioning; equating) can be unified and generalized, as
necessary, to accommodate unique sources of depen-
dence that may arise in different settings [1, 19]. In
this entry, we consider two classes of hierarchical
IRT models, one based on a nesting of item responses
within persons, the other a nesting of item responses
within both persons and items.

Hierarchical IRT Models with Random
Person Effects

In one form of hierarchical IRT modeling, item
responses (Level 1 units) are portrayed as nested
within persons (Level 2 units) [2]. A Level-1 model,
P(Uij = m|θi , ξj ), also called a within-person model,
expresses the probability of item score m conditional
upon person parameters, denoted θi (generally latent
trait(s)), and item parameters, denoted ξj (e.g., item
difficulty). Any of the common dichotomous or
polytomous IRT models (see Item Response Theory
(IRT) Models for Polytomous Response Data)
(see [4] for examples) could be considered as within-
person models.

At Level 2, variability in the person parameters
is modeled through a between-person model. In
hierarchical IRT, it is common to model the latent
trait as a function of other person variables, such
as socioeconomic status or gender. For example, a
between-person model might be expressed as:

θi = β0 + β1Xi1 + β2Xi2 + · · · + βpXip + τi (1)

where Xi1, Xi2, . . . , Xip denote p person variables,
β0 is an intercept parameter, β1, . . . , βp are regres-
sion coefficient parameters, and τi a residual, com-
monly assumed to be normally distributed with mean
0 and variance τr . It is the presence of this residual
that makes the person effect a random effect. The
item parameters of the IRT model, usually assumed
constant across persons, represent fixed effects.

The combination of a within-person model and a
between-person model as described above provides
a multilevel representation of Zwinderman’s [25]
manifest predictors model. Other existing IRT models
can also be viewed as special cases. For example,
a multigroup IRT model [3] uses group identifier
variables as predictors in the between-person model.
Traditional IRT models (e.g., Rasch, two-parameter
models) have no predictors.

There are several advantages of portraying IRT
models within a hierarchical framework [10, 13].
First, it allows covariates of the person traits to be
used as collateral information for IRT estimation.
This can lead to improved estimation of not only the
person traits, but also (indirectly) the item parame-
ters [11, 12]. (However, the latter effects tend to be
quite small in most practical applications [2].)

A second advantage is improved estimation of
relationships between person variables and the latent
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traits. A hierarchical IRT model avoids problems of
attenuation bias that are introduced when using a two-
step estimation procedure, specifically, one that first
estimates the person traits using an IRT model, and
then in a separate analysis regresses the trait estimates
on the person variables. When these analyses are
executed simultaneously, as in hierarchical IRT, the
regression coefficient estimates are based on the latent
traits and thus are not attenuated due to estimation
error.

A third advantage of hierarchical IRT is its capac-
ity to include additional levels above persons [9,
13]. To illustrate, we consider a three-level dataset
from the 1999 administration of the mathemat-
ics section of the Texas Assessment of Academic
Skills (TAAS). The dataset contains correct/incorrect
item responses to 52 items for a sample of 26,289
fifth-graders from 363 schools. Student variables
related to socioeconomic status (FLUNCH=1 implies
free or reduced-price lunch, 0=regular-price lunch)
and gender (GENDER=1 implies female, 0=male)
were also considered. Here we analyze just 20 of
the 52 items. The three-level model involves item
responses nested with students, and students nested
within schools.

For the within-person model, we use a Rasch
model. In a Rasch model, the probability of correct
item response is modeled through an item difficulty
parameter bj and a single person trait parameter θik ,
the latter now double-indexed to identify student i

from school k:

P(Uik,j = 1|θik, bj ) = exp(θik − bj )

1 + exp(θik − bj )
. (2)

At Level 2, between-student variability is mod-
eled as:

θik = β0k + β1kFLUNCHik + β2kGENDERik + rik,

(3)

where β0k , β1k , and β2k are the intercept and regres-
sion coefficient parameters for school k; rik is a
normally distributed residual with mean zero and
variance τr .

Next, we add a third level associated with
school. At the school level, we can account for
the possibility that certain effects at the student
level (represented by the coefficients β0k , β1k , β2k)
may vary across schools. In the current model, we
allow for between-school variability in the intercepts

(β0k) and the within-school FLUNCH effects (β1k).
We also create a school variable, FLUNCH.SCHk ,
the mean of FLUNCH across all students within
school k, to represent the average socioeconomic
status of students within the school. The variable
FLUNCH.SCHk is added as a predictor both of the
school intercepts and the within-school FLUNCH
effect. This results in the following Level-3 (between-
school) model:

β0k = γ00 + γ01FLUNCH.SCHk + u0k, (4)

β1k = γ10 + γ11FLUNCH.SCHk + u1k, (5)

β2k = γ20. (6)

In this representation, each of the γ parameters rep-
resents a fixed effect, while the u0k and u1k are
random effects associated with the school intercepts
and school FLUNCH effects, respectively. Across
schools, we assume (u0k, u1k) to be bivariate nor-
mally distributed with mean (0,0) and covariance
matrix Tu, having diagonal elements τu00 and τu11 .
(Note that by omitting a similar residual for β2k , the
effects of GENDER are assumed to be the same,
that is, fixed, across schools.) Variations on the above
model could be considered by modifying the nature
of effects (fixed versus random) and/or predictors of
the effects.

To estimate the model above, we follow a proce-
dure described by Kamata [9]. In Kamata’s method,
a hierarchical IRT model is portrayed as a hier-
archical generalized linear model. Random per-
son effects are introduced through a random inter-
cept, while item effects are introduced through the
fixed (across persons) coefficients of item-identifier
dummy variables at Level 1 of the model (see [9]
for details). In this way, the model can be estimated
using a quasi-likelihood algorithm implemented for
generalized linear models in the software program
HLM [16].

A portion of the results is shown in Tables 1 and
2. In Table 1, the fixed effect estimates are seen to be
statistically significant for FLUNCH, FLUNCH.SCH,
and GENDER, implying lower levels of math ability
on average for students receiving free or reduced-
price lunch within a school (γ̂10 = −.53), and also
lower (on average) abilities for students coming from
schools that have a larger percentage of students
that receive free or reduced-price lunch (γ̂01 = −.39).
The effect for gender is significant but weak (γ̂20 =
.04), with females having slightly higher ability. No
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Table 1 Estimates of fixed and random effect parameters in multilevel Rasch model, Texas assessment of academic skills
data

Fixed effect estimates Coeff se t-stat Approx. df P value

γ00, intercept 1.53 .04 34.24 361 .000
γ01, FLUNCH.SCH −.39 .06 −6.15 361 .000
γ10, FLUNCH −.53 .04 −12.04 361 .000
γ11, FLUNCH × FLUNCH.SCH .05 .08 .67 361 .503
γ20, GENDER .04 .01 3.02 26824 .003

Variance estimates Variance χ2 df P value Reliability

τr 1.26 48144 23445 .000 .927
τu00 .16 2667 227 .000 .888
τu11 .05 383 227 .000 .345

significant interaction was detected for FLUNCH
and FLUNCH.SCH.

The variance estimates, also shown in Table 1,
suggest significant between-school variability both
in the residual intercepts (τ̂u00 = .16) and in the
residual FLUNCH effects (τ̂u11 = .05). This implies
that even after accounting for the effects of
FLUNCH.SCH, there remains significant between-
school variability in both the mean ability levels
of non-FLUNCH students, and in the within-school
effects of FLUNCH. Likewise, significant between-
student variability remains across students within
school (τr = 1.26) even after accounting for the
effects of FLUNCH and GENDER. Recall that Rasch
item difficulties are also estimated as fixed effects in
the model. These estimates (not shown here) ranged
from −2.49 to 2.06.

Table 2 provides empirical Bayes estimates of the
residuals for three schools (see Random Effects
in Multivariate Linear Models: Prediction). Such
estimates allow a school-specific inspection of the
two effects allowed to vary across schools (in
this model, the intercept, u0k, and FLUNCH, u1k,
effects). More specifically, they indicate how each
school’s effect departs from what is expected given

the corresponding fixed effects (in this model, the
fixed intercept and FLUNCH.SCH effects). These
estimates illustrate another way in which hierar-
chical IRT can be useful, namely, its capacity to
provide group-level assessment. Recalling that both
residuals have means of zero across schools, we
observe that School 1 has a lower intercept (−1.03),
implying lower ability levels for non-FLUNCH stu-
dents, and a more negative FLUNCH effect (−0.26),
than would be expected given the school’s level on
FLUNCH.SCH (.30). School 2, which has a much
higher proportion of FLUNCH students than School
1 (.93), has a higher than expected intercept and a
more negative than expected FLUNCH effect, while
School 3, with FLUNCH.SCH=.17, has a higher than
expected intercept, but an FLUNCH effect that is
equivalent to what is expected.

Despite the popularity of Kamata’s method, it is
limited to use with the Rasch model. Other estima-
tion methods have been proposed for more general
models. For example, other models within the Rasch
family (e.g., Master’s partial credit model), can be
estimated using a general EM algorithm in the soft-
ware CONQUEST [24]. Still more general models,
such as hierarchical two parameter IRT models, can

Table 2 Examples of empirical Bayes estimates for individual schools, Texas assessment of academic skills data

Empirical Bayes estimates Fixed effects

School N û0 se û1 se FLUNCH.SCH γ̂00 + γ̂01FLUNCH.SCH γ̂10 + γ̂11FLUNCH.SCH

1 196 −1.03 .01 −.26 .02 .30 1.41 −.51
2 157 .91 .01 −.23 .04 .93 1.16 −.48
3 62 .34 .02 −.00 .04 .17 1.46 −.52

N = number of students; FLUNCH.SCH = proportion of students receiving free or reduced-price lunch.
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be estimated using fully Bayesian methods, such as
Gibbs’ sampling [6, 7]. Such procedures are appeal-
ing in that they provide a full characterization of the
joint posterior distribution of model parameters, as
opposed to point estimates. Because they are easy
to implement, they also permit greater flexibility in
manipulation of other features of the hierarchical IRT
model. For example, Maier [10] explores use of alter-
native distributions for the residuals (e.g., inverse
chi-square, uniform) in a hierarchical Rasch model.

Several advantages of hierarchical IRT model-
ing can be attributed to its use of a latent trait.
First, the use of a latent variable as the outcome
in the between-person model allows for more real-
istic treatment of measurement error. When mod-
eling test scores as outcomes, for example, vari-
ability in the standard error of measurement across
persons is not easily accounted for, as a common
residual variance applies for all persons. Second,
the invariance properties of IRT allow it to accom-
modate a broader array of data designs, such as
matrix sampled educational assessments (as in the
National Assessment of Educational Progress), or
others that may involve missing data. Finally, the
interval level properties of the IRT metric can be
beneficial. For example, Raudenbush, Samson, and
Johnson [16] note the value of a Rasch trait metric
when modeling self-reported criminal behavior across
neighborhoods, where simple counts of crime tend to
produce observed scores that are highly skewed and
lack interval scale properties.

Hierarchical IRT Models with Both
Random Person and Item Effects

Less common, but equally useful, are hierarchical
IRT models that model random item effects. Such
models typically introduce a between-item model
in which the item parameters of the IRT model
become outcomes. Modeling the predictive effects
of item features on item parameters can be very
useful. Advantages include improved estimation of
the item parameters (i.e., collateral information),
as well as information about item features that
can be useful for item construction and item-level
validity checks [4]. A common IRT model used
for this purpose is Fischer’s [5] linear logistic test
model [LLTM]. In the LLTM, Rasch item difficulty
is expressed as a weighted linear combination of

prespecified item characteristics, such as the cognitive
skill requirements of the item. Hierarchical IRT
models can extend models such as the LLTM by
allowing item parameters to be random, thus allowing
for less-than-perfect prediction of the item difficulty
parameters [8].

A hierarchical IRT model with random person and
item effects can be viewed as possessing two forms of
nesting, as item responses are nested within both per-
sons and items. Van den Noortgate, De Boeck, and
Meulders [21] show how random item effect mod-
els can be portrayed as cross-classified hierarchical
models [20] in that each item response is associated
with both a person and item. With cross-classified
models, it is possible to consider not only main
effects associated with item and person variables, but
also item-by-person variables [19, 21]. This further
extends the range of applications that can be por-
trayed within the hierarchical IRT framework. For
example, hierarchical IRT models such as the ran-
dom weights LLTM [18], where the LLTM weights
vary randomly across persons, and dynamic Rasch
models [22], where persons learn over the course of
a test [22], can both be portrayed in terms of item-by-
person covariates [19]. Similarly, IRT applications
such as differential item functioning can be portrayed
in a hierarchical IRT model where the product of per-
son group by item is a covariate [19].

Additional levels of nesting can also be defined for
the items. For example, in the hierarchical IRT model
of Janssen, Tuerlinckx, Meulders, and De Boeck [8],
items are nested within target content categories. An
advantage of this model is that a prototypical item for
each category can be defined, thus allowing criterion-
related classification decisions based on each person’s
estimated trait level.

Different estimation strategies have been consid-
ered for random person and item effect models. Using
the cross-classified hierarchical model representation,
Van den Noortgate et al. [21] propose use of quasi-
likelihood procedures implemented in the SAS-macro
GLIMMIX [23]. Patz and Junker [14] presented a
very general Markov chain Monte Carlo strategy for
hierarchical IRT models that can incorporate both
item and person covariates. A related application is
given in Patz, Junker, Johnson, and Moriano [15],
where dependence due to rater effects is addressed.
General formulations such as this offer the clearest
indication of the future potential for hierarchical IRT
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models, which should continue to offer the method-
ologist exciting new ways of investigating sources of
hierarchical structure in item response data.
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Hierarchical Models

Many types of data in the behavioral sciences are
inherently nested or hierarchical [15]. For example,
students are nested within classes that are nested
within schools. Different cells are nested within dif-
ferent regions of the brain. A consequence of this
nesting is that within-unit observations are unlikely
to be independent; to some extent, within-unit obser-
vations (e.g., students within classes) are correlated or
more similar to each other than between-unit obser-
vations (e.g., students from different classes). The
statistical consequences of nonindependence can be
severe [7], and the assumptions of traditional statis-
tical models, such as the generalized linear model
(GLM), become violated. This in turn may influence
the size of the standard errors and, hence, statistical
significance tests.

Hierarchical linear models (HLM; sometimes
referred to as random coefficient, mixed-effects, or

multilevel models, see Generalized Linear Mixed
Models and Linear Multilevel Models) represent
a class of models useful for testing substantive
questions when the data are inherently nested or when
nonindependence of observations is a concern. This
chapter is designed to be a simple introduction to the
HLM. Readers should consult these excellent sources
for technical details [1, 2, 4–6, 8, 10, 14].

A Simple Introduction to the HLM

Figure 1 visually shows the typical GLM model
(here, a regression-based model) and contrasts it
to the HLM. Below each figure is the statistical
model ((1) for the GLM and (2–4) for the HLM).
To illustrate this difference further, consider the fol-
lowing example. Suppose we want to understand
how job autonomy relates to job satisfaction. We
know they are likely to be positively related and
so we may model the data using simple regres-
sion. However, what if we suspect supervisory style

General linear model (Regression Model)

Yi  = B0 + B1(Xi) + ei (1)

satisfyi  = B0 + B1 (autonomyi) + ei

Hierarchical linear model

Level 2
Fixed effects
(Between-unit) 

(1) (2) 

Level 1
Random effects
(Within-unit) 

(2)
(3)
(4)

Level 1:  Yij  = B0j +  B1j  (Xij) + eij
Level 2:  B0j  = γ00 + γ01 (Gj) + u0j
Level 2:  B1j  = γ10 + γ11 (Gj) + u1j

Level 1:  satisfyij  = B0j  + B1j (autonomyij) + eij
Level 2:  B0j  = γ00 + γ01 (suprstylj) + u0j
Level 2:  B1j  = γ10 + γ11 (suprstylj) + u1j

Independent
variables

(autonomyi)

Dependent
variable

(satisfactioni)

Independent
variables

(autonomyij)

Dependent
variable

(satisfactionij)

Unit
 variables 

(supervisory stylej)

Figure 1 Comparison of GLM to HLM
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Dependent
variable

           Low High 
Level 1 predictor 

This represents variance in intercepts.
The mean of the intercepts is where
 the bold line crosses the Y axis.   

This represents variance in slopes.
The mean of the slopes is denoted by 

the single bold line. 

Figure 2 Illustration of what random effects for intercepts and slopes really mean

(e.g., autocratic, democratic) also influences satis-
faction? Note employees are nested within super-
visors – a given supervisor may be in charge of
numerous employees, and, therefore, employees who
have a particular supervisor may share some similar-
ities not shared by employees of another supervisor.
This makes it necessary to use HLM. Supervisors
may have independent and direct effects on satisfac-
tion (arrow 2), or moderate the relationship between
autonomy and satisfaction (arrow 1).

Equation (1) is the classic regression model, which
assumes errors are independent and normally dis-
tributed with a mean of zero and constant vari-
ance (see Multiple Linear Regression). The model
assumes that the regression weights are constant
across different supervisors; hence, there are no sub-
scripts for B0 and B1. This exemplifies a fixed effects
model because the weights do not vary across units
(see Fixed and Random Effects). In contrast, the
HLM exemplifies a random effects model because
the regression weights B0 and B1 vary across super-
visors (levels of j ; see (2)) who are assumed to be
randomly selected from a population of supervisors
(see Fixed and Random Effects). Figure 2 illustrates
this visually, where hypothetical regression lines are

shown for 10 subjects. The solid lines represent five
subjects from one unit, the dashed lines represent five
subjects from a different unit. Notice that across both
units there is considerable variability in intercepts and
slopes, with members of the second unit tending to
show negative slops (denoted by dashed lines). The
solid bold line represents the regression line obtained
from a traditional regression – clearly an inappropri-
ate representation of this data.

The real benefit of HLM comes in two forms.
First, because it explicitly models the nonindepen-
dence/heterogeneity in the data, it provides accurate
standard errors and, hence, statistical significance
tests. Second, it allows one to explain between-
unit differences in the regression weights. This can
be seen in (3) and (4). Equations (3) and (4) states
between-unit differences in the intercept (slope) are
explained by supervisory style. Note that in this
model, the supervisory effect is a fixed effect.

Level 2 predictors may either be categorical (e.g.,
experimental condition) or continuous (e.g., indi-
vidual differences). It is important to center the
continuous data to facilitate interpretation of the
lower level effects (see Centering in Linear Mul-
tilevel Models). Often, the most useful centering
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method is to center the Level 2 predictors across
all units (grand mean centering), and then cen-
ter the Level 1 predictors within each unit (unit
mean centering).

The basic HLM assumptions are (a) errors at both
levels have a mean of zero, (b) Level 1 and Level 2
errors are uncorrelated with each other, (c) Level 1
errors (eij ) have a constant variance (sigma-squared),
and (d) Level 2 errors take a known form, but this
form allows heterogeneity (nonconstant variance),
and covariances among the error terms. Note also that
HLM models frequently use restricted maximum like-
lihood (REML) estimation that assumes multivariate
normality (see Maximum Likelihood Estimation;
Catalogue of Probability Density Functions).

Comparing and Interpreting HLM Models

The HLM provides several estimates of model fit.
These frequently include the −2 Residual Log Like-
lihood, Akaike’s Information Criterion (AIC), and

the Bayesian Information Criterion (BIC). Smaller
values for AIC and BIC are better. There are no
statistical significance tests associated with these
indices, so one must conduct a model comparison
approach in which simple models are compared to
more complicated models. The difference between
the simple and complex models is evaluated via the
change in −2 Residual Log Likelihood (distributed
as a chi-square), and/or examining which has the
smaller AIC and BIC values. Table 1 shows a generic
sequence of model comparisons for HLM models.
The model comparison approach permits only the
minimum amount of model complexity to explain the
data.

HLM also provides statistical significance tests
of fixed and random effects. Statistical significance
tests for the fixed effects are interpreted just like
in the usual ordinary least squares (OLS) regres-
sion model. However, the statistical significance tests
for the random effects should be avoided because
they are often erroneous (see [13]). It is better

Table 1 Generic model comparison sequence for HLM

Step Proc mixed command language

1. Determine the amount of nonindependence
(nesting) in the dependent variable via the
Intraclass Correlation Coefficient (ICC).

PROC MIXED COVTEST UPDATE;
CLASS unit;
MODEL dv = /SOLUTION CL DDFM = BW;
RANDOM INTERCEPT / TYPE = UN SUB = unit;
RUN;

2. Add the Level 1 fixed effects. Interpret the
statistical significance values for these effects.

PROC MIXED COVTEST UPDATE;
CLASS UNIT;
MODEL dv = iv /SOLUTION CL DDFM = BW;
RUN;

3. Allow the intercept to be a random effect.
Compare the difference between this model
to the previous model via the change in
loglikelihoods, AIC, and BIC.

PROC MIXED COVTEST UPDATE;
CLASS unit;
MODEL dv = iv /SOLUTION CL DDFM = BW;
RANDOM INTERCEPT / TYPE = UN SUB = unit;
RUN;

4. One at a time, allow the relevant Level 1
predictor variables to become random effects.
Compare the differences between models via
the change in loglikelihoods, AIC, and BIC.

PROC MIXED COVTEST UPDATE;
CLASS unit;
MODEL dv = iv /SOLUTION CL DDFM = BW;
RANDOM INTERCEPT iv / TYPE = UN SUB = unit;
RUN;

5. Attempt to explain the random effects via
Level 2 predictors. Interpret the statistical
significance values for these effects.

PROC MIXED COVTEST UPDATE;
CLASS unit;
MODEL dv = iv|lev2iv /SOLUTION CL DDFM = BW;
RANDOM INTERCEPT iv / TYPE = UN SUB = unit;
RUN;

Note: Capitalized SAS code refers to SAS commands and options; noncapitalized words are variables. iv refers to the Level 1
predictor and lev2iv refers to the Level 2 predictor.



4 Hierarchical Models

to test the random effects using the model com-
parison approach described above and in Table 1
(see [3, 11]).

Example

Let us now illustrate how to model hierarchical data
in SAS. Suppose we have 1567 employees nested
within 168 supervisors. We hypothesize a simple two-
level model identical to that shown in the lower part
of Figure 1.

Following the model testing sequence in Table 1,
we start with determining how much variance in
satisfaction is explainable by differences between
supervisors. This is known as an intraclass correla-
tion coefficient (ICC) and is calculated by taking the
variance in the intercept and dividing it by the sum of
the intercept variance plus residual variance. Generic
SAS notation for running all models is shown in
Table 1. The COVTEST option requests significance
tests of the random effects (although we know not to
put too much faith in these tests), and the UPDATE
option asks the program to keep us informed of
the REML iteration progress. The CLASS statement
identifies the Level 2 variable within which the Level
1 variables are nested (here referred to as ‘unit’).
The statement dv = /SOLUTION CL DDFM = BW
specifies the nature of the fixed effects (‘satisfy’ is
the dependent variable; SOLUTION asks for signif-
icance tests for the fixed effects, CL requests confi-
dence intervals, and DDFM = BW requests denom-
inator degrees of freedom be calculated using the
between-within method, see [9, 13]). The RANDOM
statement is where we specify the random effects.
Because the INTERCEPT is specified, we allow ran-
dom variation among the intercept term. TYPE = UN
specifies the structure of the random effects, where
UN means unstructured (other options include vari-
ance components, etc.). SUB = unit again identifies
the nesting variable. Because no predictor variable
is specified in this model, it is equivalent to a one-
way random effects Analysis of Variance (ANOVA)
with ‘unit’ as the grouping factor. When we run
this analysis, we find a variance component of 0.71
and residual variance of 2.78; therefore the ICC =
0.71/(0.71 + 2.78) = 0.20. This means 20% of the
variance in satisfaction can be explained by higher-
level effects.

Step 2 includes autonomy and the intercept as
fixed effects. This model is identical to the usual

regression model. Table 2 shows the command syntax
and results for this model. The regression weights
for the intercept (6.28) and autonomy (0.41) are
statistically significant.

Step 3 determines whether there are between-unit
differences in the intercept, which would represent
a random effect. We start with the intercept and
compare the fit indices for this model to those
from the fixed-effects model. To conserve space,
I note only that these comparisons supported the
inclusion of the random effect for the intercept. The
fourth step is to examine the regression weight for
autonomy (also a random effect), and compare the
fit of this model to the previous random intercept
model. When we compare the two models, we find
no improvement in model fit by allowing the slope
parameter to be a random effect. This suggests the
relationship between autonomy and satisfaction does
not differ across supervisors. However, the intercept
parameter does show significant variability (0.73)
across units.

The last step is to determine whether supervisory
style differences explain the variability in job satis-
faction. To answer this question, we could include
a measure of supervisory style as a Level 2 fixed
effects predictor. Table 2 shows supervisory style has
a significant effect (0.39).

Thus, one concludes (a) autonomy is positively
related to satisfaction, and (b) this relationship is
not moderated by supervisory style, but (c) there
are between-supervisor differences in job satisfac-
tion, and (d) supervisory style helps explain these
differences.

Conclusion

Many substantive questions in the behavioral sci-
ences must deal with nested and hierarchical data.
Hierarchical models were developed to address these
problems. This entry provided a brief introduction to
such models and illustrated their application using
SAS. But there are many extensions to this basic
model. HLM can also be used to model longitu-
dinal data and growth curves. In such models, the
Level 1 model represents intraindividual change and
the Level 2 model represents individual differences
in intraindividual change (for introductions, see [3,
12]). HLM has many research and real-world applica-
tions and provides researchers with a powerful theory
testing and building methodology.
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High-dimensional
Regression

In regression analysis, there are n observations yi

on a dependent variable (also known as outcome
or criterion) that are related to n corresponding
observations xi on p independent variables (also
known as inputs or predictors). Fitting regression
models of some form or another is by far the
most common uses of statistics in the sciences (see
Multiple Linear Regression).

Statistical theory tells us to assume that the
observed outcomes y

i
are realizations of n random

variables y
i
. We model the conditional expectation

of y
i

given xi , or, to put it differently, we model the
expected value of y

i
as a function of xi

E(y
i
| xi) = F(xi), (1)

where the function F must be estimated from the
data. Often the function F is known except for a
small number of parameters. This defines parametric
regression. Sometimes F is unknown, except for the
fact that we know that has a certain degree of con-
tinuity or smoothness. This defines nonparametric
regression.

In this entry, we are specifically concerned with
the situation in which the number of predictors is
large. Through the years, the meaning of ‘large’ has
changed. In the early 1900s, three was a large num-
ber, in the 1980s 100 was large, and at the moment
we sometimes have to deal with situations in which
there are 10 000 predictors. This means, in the regres-
sion context, that we have to estimate a function F of
10 000 variables. Modern data collection techniques
in, for example, genetics, environmental monitoring,
and consumer research lead to these huge datasets,
and it is becoming clear that classical statistical tech-
niques are useless for such data. Entirely different
methods, sometimes discussed under the labels of
‘data mining’ or ‘machine learning’, are needed [5]
(see Data Mining).

Until recently multiple linear regression, in
which F is linear, was the only practical alternative
to deal with a large number of predictors. Thus, we
specialize our model to

E(y
i
| xi) =

p∑
s=1

βsxis . (2)

It became clear rather soon that linear regression with
a large number of predictors has many problems. The
main ones are multicollinearity, often even singu-
larity, and the resulting numerical instability of the
estimated regression coefficients (see Collinearity).

An early attempt to improve this situation is using
variable selection. We fit the model

E(y
i
| xi) =

p∑
s=1

βsδsxis . (3)

where δs is either zero or one. In fitting this model,
we select a subset of the variables and then do a
linear regression. Although variable selection meth-
ods appeared relatively early in the standard statis-
tical packages, and became quite popular, they have
the major handicap that they must solve the com-
binatorial problem of finding the optimum selection
from among the 2p possible ones. Since this rapidly
becomes unsolvable in any reasonable amount of
time, various heuristics have been devised. Because
of the instability of high-dimensional linear regres-
sion problems, the various heuristics often lead
to very different solutions. Two ways out of the
dilemma, which both stay quite close to linear regres-
sion, have been proposed around 1980. The first is
principal component regression (see Principal Com-
ponent Analysis) or PCR, in which we have

E(y
i
| xi) =

q∑
t=1

βt

[
p∑

s=1

αtsxis

]
. (4)

Here we replace the p predictors by q < p principal
components and then perform the linear regression.
This tackles the multicollinearity problem directly,
but it inherits some of the problems of principal
component analysis. How many components do we
keep? And how do we scale our variables for the
component analysis?

The second, somewhat more radical, solution is
to use the generalized additive model or GAM
discussed by [6]. This means

E(y
i
| xi) =

p∑
s=1

βsφs(xis), (5)

where we optimize the regression fit over both θ and
the functions (transformations) φ. Usually we require
φ ∈ � where � is some finite dimensional subspace
of functions, such as polynomials or splines with a
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given knot sequence. Best fits for such models are
easily computed these days by using alternating least
squares algorithms that iteratively alternate fitting θ

for fixed φ and fitting φ for fixed θ [1]. Although
generalized additive models add a great deal of
flexibility to the regression situation, they do not
directly deal with the instability and multicollinearity
that comes from the very large number of predictors.
They do not address the data reduction problem, they
just add more parameters to obtain a better fit.

A next step is to combine the ideas of PCR and
GAM into projection pursuit regression or PPR [4].
The model now is

E(y
i
| xi) =

q∑
t=1

φt

[
p∑

s=1

αtsxis

]
. (6)

This is very much like GAM, but the transformations
are applied to a presumably small number of linear
combinations of the original variables. PPR regres-
sion models are closely related to neural networks, in
which the linear combinations are the single hidden
layer and the nonlinear transformations are sigmoids
or other squashers (see Neural Networks). PPR mod-
els can be fit by general neural network algorithms.

PPR regression is generalized in Li’s slicing
inverse regression or SIR [7, 8], in which the model
is

E(y
i
| xi) = F

[
p∑

s=1

α1sxis, . . . ,

p∑
s=1

αqsxis

]
. (7)

For details on the SIR and PHD algorithms, we refer
to (see Slicing Inverse Regression).

Another common, and very general approach, is to
use a finite basis of functions hst , with t = 1, . . . , qs ,
for each of the predictors xs . The basis functions can
be polynomials, piecewise polynomials, or splines,
or radical basis functions. We then approximate the
multivariate function F by a sum of products of these
basis functions. Thus we obtain the model

E(y
i
| xi) =

q1∑
t1=1

· · ·
qp∑

tp=1

θt1···tp

× h1t1(xi1) × · · · × hptp (xip) (8)

This approach is used in multivariate adaptive regres-
sion splines, or MARS, by [3]. The basis functions
are splines, and they adapt to the data by locating the
knots of the splines.

A different strategy is to use the fact that any
multivariate function can be approximated by a multi-
variate step function. This fits into the product model,
if we realize that multivariate functions constant on
rectangles are products of univariate functions con-
stant on intervals. In general, we fit

E(y
i
| xi) =

q∑
t=1

θt I (xi ∈ Rt). (9)

Here, the Rt define a partitioning of the p-
dimensional space of predictors, and the I () are
indicator functions of the q regions. In each of the
regions the regression function is a constant. The
problem, of course, is how to define the regions.
The most popular solution is to use a recursive
partitioning algorithm such as Classification and
Regression Trees, or by the algorithm CART [2],
which defines the regions as rectangles in variable
space. Partitionings are refined by splitting along a
variable, and by finding the variable and the split
which minimize the residual sum of squares. If the
variable is categorical, we split into two arbitrary
subsets of categories. If the variable is quantitative,
we split an interval into two pieces. This recursive
partitioning builds up a binary tree, in which leaves
are refined in each stage by splitting the rectangles
into two parts.

It is difficult, at the moment, to suggest a best
technique for high-dimensional regression. Formal
statistical sensitivity analysis, in the form of standard
errors and confidence intervals, is largely missing.
Decision procedures, in the form of tests, are also in
their infancy. The emphasis is on exploration and on
computation. Since the data sets are often enormous,
we do not really have to worry too much about
significance, we just have to worry about predictive
performance and about finding (mining) interesting
aspects of the data.
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Hill’s Criteria of
Causation

The term criteria of causation (often called causal
criteria), applied to Sir Austin Bradford Hill’s widely
cited list [8] of factors to consider before inferring
causation from an observed association, is some-
thing of a misnomer. Hill (1897–1991) [4, 13] never
called these considerations criteria but rather referred
to them as viewpoints, and he did not believe it
useful to elaborate ‘hard-and-fast rules of evidence’
[8, p. 299] for causation. Nevertheless, the publica-
tion of Hill’s landmark address to the Royal Society
of Medicine [8] is frequently cited as the author-
itative source for causal criteria in epidemiologic
practice [23, 24].

Hill singled out nine factors to consider ‘before
we cry causation’ [8, p. 299] when observing a sta-
tistical association: strength; consistency; specificity;
temporality; biological gradient; plausibility; coher-
ence; experiment; analogy (in the order originally
presented). Hill was neither the first nor the last to
propose such a list [21, 23]. It is curious that causal
criteria are so closely associated with Hill’s name,
particularly given that many authors who apply what
they call ‘Bradford Hill criteria’ select idiosyncrati-
cally from his list those items they prefer, producing
subsets that often more closely resemble shorter lists
proposed by others [23, 24]. The attribution to Hill
perhaps reflects his professional stature due to his
contributions to medical statistics and epidemiologic
study design in the early twentieth century [1–5, 19,
22], although his eloquence has also been proposed
as an explanation [7].

Implicit in Hill’s articulation of how to decide
whether an association is causal is the recognition,
dating back to Hume [14], of a fundamental limi-
tation of empirical sciences: cause–effect relations
cannot be observed directly or proven true by logic
and therefore must be inferred by inductive reason-
ing [17, 21]. Hill recognized that statistical associ-
ation does not equate with causation and that all
scientific findings are tentative and subject to being
upset by advancing knowledge. At the same time,
he warned passionately that this limitation of sci-
ence ‘does not confer upon us a freedom to ignore
the knowledge that we already have, or to post-
pone the action it appears to demand at a given

time’ [8, p. 300]. These words reveal Hill’s con-
viction that scientific judgments about causation are
required so that the knowledge can be used to
improve human lives. It is clearly for this purpose
that Hill offered his perspective on how to decide
whether an association observed in data is one of
cause and effect.

Hill’s presentation on inferring causation, though
replete with insight, did not constitute a complete the-
sis on causal inference. Hill did not explicitly define
what he meant by each of the viewpoints, relying
instead on illustrative examples. While qualifying his
approach by stating ‘none of my nine viewpoints
can bring indisputable evidence for or against the
cause-and-effect hypothesis’ [8, p. 299], he offered
no means of deciding whether these aspects hold
when considering a given association, no hierar-
chy of importance among them, and no method for
assessing them to arrive at an inference of causa-
tion. Hill included the list of nine viewpoints in four
editions of his textbook of medical statistics from
1971 through 1991 [9–12], without further elabora-
tion than appeared in the original paper.

History of Causal Criteria in Epidemiology

Discussions of causal criteria arose from the rec-
ognized limitations of the Henle-Koch postulates,
formalized in the late nineteenth century to establish
causation for infectious agents [6]. These postulates
require the causal factor to be necessary and spe-
cific, apply only to a subset of infectious agents,
and conflict with multifactorial causal explanations.
The nonspecificity of causal agents was a particu-
lar concern [18]. Two lists of causal criteria pub-
lished before 1960 did not include specificity (instead
including consistency or replication, strength, dose-
response, experimentation, temporality, and biolog-
ical reasonableness) [23]. In 1964, the year before
Hill’s presentation, the Surgeon General’s Commit-
tee on Smoking and Health elected to use explicit
criteria to determine whether smoking caused the
diseases under review; their list included consis-
tency, strength, specificity, temporality, and biolog-
ical coherence (under which they included biological
mechanism, dose-response, and exclusion of alter-
nate explanations such as bias) [23]. According to
Hamill, one of the committee members, the com-
mittee did not consider the list ‘hewn in stone or
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intended for all time and all occasions, but as a formal
description of how we drew our. . . conclusions. . .’ [7,
p. 527]. Since the 1970s [20], Susser has advocated
the use of causal criteria for discriminating between a
true causal factor and ‘an imposter’ [21, pp. 637–8],
proposing a refined list of criteria in 1991, includ-
ing strength, specificity, consistency (both replicabil-
ity and survivability on diverse tests of the causal
hypothesis), predictive performance, and coherence
(including theoretical, factual, biological, and statis-
tical) [21]. Susser’s historical analysis argues against
ossified causal criteria (‘epidemiologists have modi-
fied their causal concepts as the nature of their tasks
has changed. . .. Indeed, the current set of criteria may
well be displaced as the tasks of the discipline change,
which they are bound to do.’ [21, pp. 646–7]).

Limitations of Criteria for Inferring
Causation

With the exception of temporality, no item on any
proposed list is necessary for causation, and none is
sufficient. More importantly, it is not clear how to
quantify the degree to which each criterion is met, let
alone how to aggregate such results into a judgment
about causation. In their advanced epidemiology
textbook, Rothman and Greenland question the utility
of each item on Hill’s list except temporality [17].
Studies of how epidemiologists apply causal criteria
reveal wide variations in how the criteria are selected,
defined, and judged [24]. Furthermore, there appear
to be no empirical assessments to date of the validity
or usefulness of causal criteria (e.g., retrospective
studies of whether appealing to criteria improves the
conclusions of an analysis). In short, the value of
checklists of criteria for causal inference is severely
limited and has not been tested.

Beyond Causal Criteria

Although modern thinking reveals limitations of
causal criteria, Hill’s landmark paper contains
crucial insights. Hill anticipated modern statistical
approaches to critically analyzing associations, asking
‘Is there any way of explaining the set of facts
before us, is there any other answer equally, or more,
likely than cause and effect?’ [8, p. 299]. Ironically,
although Hill correctly identified this as the
fundamental question, consulting a set of criteria does

little to answer this question. Recent developments in
methods for uncertainty quantification [15], however,
are creating tools for assessing the probability
that an observed association is due to alternative
explanations, which include random error or study
bias rather than a causal relationship. Equally
important, Hill, though described as the greatest
medical statistician of the twentieth century [4], had
his formal academic training in economics rather
than medicine or statistics, and anticipated modern
expected-net-benefit-based decision analysis [16]. He
stated, ‘finally, in passing from association to
causation. . . we shall have to consider what flows
from that decision’ [8, p. 300], and suggested that
the degree of evidence required, in so far as
alternate explanations appear unlikely, depends on
the potential costs and benefits of taking action.
Recognizing the inevitable scientific uncertainty in
establishing cause and effect, for Hill, the bottom line
for causal inference – overlooked in most discussions
of causation or statistical inference – was deciding
whether the evidence was convincing enough to
warrant a particular policy action when considering
expected costs and benefits.
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Histogram

A histogram is perhaps the graphical display that is
used most often in the initial exploration of a set of
measurements. Essentially, it is a simple graphical
representation of a frequency distribution in which
each class interval (category) is represented by a
vertical bar whose base is the class interval and whose
height is proportional to the number of observations
in the class interval. When the class intervals are
unequally spaced, the histogram is drawn in such a
way that the area of each bar is proportional to the
frequency for that class interval. Scott [1] considers
how to choose the optimal number of classes in a
histogram. Figure 1 shows a histogram of the murder
rates (per 100 000) for 30 cities in southern USA
in 1970.

The histogram is generally used for two purposes,
counting and displaying the distribution of a variable,
although it is relatively ineffective for both; stem and
leaf plots are preferred for counting and box plots
are preferred for assessing distributional properties.
A histogram is the continuous data counterpart of the
bar chart.
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Figure 1 Murder rates for 30 cities in the United States
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Historical Controls

Randomized trials (see Clinical Trials and Inter-
vention Studies), in which a single group of units is
randomly allocated to two or more treatment condi-
tions and then studied in parallel over time, is the gold
standard methodology for reducing biases. Yet not
every comparison is amenable to a randomized trial.
For example, one cannot randomize subjects to their
genders or races. This implies that a comparison of
men to women cannot be randomized. Furthermore,
even some comparisons that could theoretically be
amenable to study with a randomized trial would not
be, for ethical reasons. For example, it is possible
to randomly assign subjects to different numbers of
cigarettes to be smoked per day in an effort to quan-
tify the effects smoking would have on heart disease
or lung cancer. Yet for ethical reasons such a study
would be highly unlikely to be approved by an over-
sight committee.

Furthermore, even studies that could be conducted
as randomized trials without much ethical objection
may be conducted instead as historically controlled
trials for financial reasons. For example, Phase II clin-
ical trials often use historical data from the literature
to compare the general response rate of experimental
treatment to that of a standard treatment. The reality,
then, is that some studies are nonrandomized. Non-
randomized studies may still be parallel over time,
in that all treatment groups are treated and studied
over the same time interval. For example, one could
compare two treatments for headaches, both available
over-the-counter, based on self-selected samples, that
is, one would compare the experiences of those sub-
jects who select one treatment against those subjects
who select the other one. Such a design is susceptible
to selection bias because those patients selecting one
treatment may differ systematically from those select-
ing another [2, 5]. But at least such a design would
not also confound treatments with time. Comparing
the experiences of a group of subjects treated one
way now to the experiences of a group of subjects
treated another way at some earlier point in time has
many of the same biases that the aforementioned self-
selection design has, but it also confounds treatments
and time, and hence introduces additional biases.

For example, suppose that a new surgical tech-
nique is compared to an old one by comparing the
experiences of a group of subjects treated now with

the new technique to the experiences of a differ-
ent group of subjects treated 10 years ago with the
older technique. If the current subjects live longer or
respond better in some other way, then one would
want to attribute this to improvements in the surgi-
cal technique, and conclude that progress has been
made. However, it is also possible that any observed
differences are due to improvements not in the sur-
gical technique itself but rather to improvements in
ancillary aspects of patient care and management.
Note that our interest is in comparing the experimen-
tal response rate to its counterfactual, or the response
rate of the same subjects to the standard therapy.
In a randomized trial, we substitute the experiences
of a randomly selected control group for the coun-
terfactual, and in a historically controlled trial, we
substitute the experiences of a previously treated and
nonrandomly selected control group for the counter-
factual.

For a historically controlled trial to provide valid
inference, then, we would need the response rate
of the previously treated cohort to be the same
as the response rate of the present cohort had
they been treated with the standard treatment. One
condition under which this would be true would
be if the control response rate may be treated as
a constant, independent of the cohort to which
it is applied. Otherwise, use of historical controls
may lead to invalid conclusions about experimental
treatments [8]. Suppose, for example, that a new
treatment is no better than a standard one, as each is
associated with a 10% response rate in the population.
One may even suppose that the same 10% of the
population would respond to each treatment, so these
are truly preordained responses, having nothing to
do with which treatment is administered. Suppose
that historical databases reveal this 10% response
rate for the standard treatment, and now the new
treatment is to be studied in a new cohort, using only
the historical control group (no parallel concurrent
control group).

Consider a certain recognizable subset of the
population, based on specific values of measured
covariates having not a 10% response rate but rather
a 50% response rate. Moreover, suppose that this
subgroup comprises 20% of the population, and
none of the other 80% will respond at all. The
overall response rate, then, is 50% of 20%, or the
original 10%. A study of a given cohort would be
representative of the overall population only to the
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extent that it is comprised of roughly 20% potential
responders (those having the 50% response rate)
and 80% nonresponders, following the population
proportions. But if these proportions are distorted
in the cohort, then the response rate in the cohort
will not reflect the response rate in the population. In
the extreme case, if the cohort is comprised entirely
of potential responders, then the response rate will
be 50%.

The key, though, is that if this distortion from
the population is not recognized, then one might be
inclined to attribute the increased response rate, 50%
versus 10%, not to the composition of the sample
but rather to how they were treated. One would
go on to associate the 50% response rate with the
new treatment, and conclude that it is superior to
the standard one. We see that the selection bias
discussed above can render historically controlled
data misleading, so that observed response rates
are not equal to the true response rates. However,
historically controlled data can be used to help
evaluate new treatments if selection bias can be
minimized. The conditions under which selection bias
can be demonstrated to be minimal are generally not
very plausible, and require a uniform prognosis of
untreated patients [3, 7]. An extreme example can
illustrate this point. If a vaccine were able to confer
immortality, or even the ability to survive an event
that currently is uniformly fatal, then it would be
clear, even without randomization, that this vaccine is
effective. But this is not likely, and so it is probably
safe to say that no historically controlled trial can be
known to be free of biases.

Of course, if the evidentiary standard required for
progress in science were an ironclad guarantee of
no biases, then science would probably not make
very much progress, and so it may be unfair to sin-
gle out historically controlled studies as unacceptable
based on the biases they may introduce. If historically
controlled trials tend to be more biased than concur-
rent, or especially randomized trials, then this has
to be a disadvantage that counts against historically
controlled trials. However, it is not the only consid-
eration. Despite the limitations of historical control
data, there are, under certain conditions, advantages
to employing this technique. For example, if the
new treatment turns out to be truly superior to the
control treatment, then finding this out with a histori-
cally controlled trial would not involve exposing any
patients to the less effective control treatment [4].

This is especially important for patients with life-
threatening diseases. Besides potential ethical advan-
tages, studies with historical controls may require a
smaller number of participants and may require less
time than comparable randomized trials [4, 6].

If feasible, then randomized control trials should
be used. However, this is not always the case, and
historical control trials may be used as an alterna-
tive. The limitations of historical controls must be
taken into account in order to prevent false con-
clusions regarding the evaluation of new treatments.
It is probably not prudent to use formal inferential
analyses with any nonrandomized studies, including
historically controlled studies, because without a sam-
ple space of other potential outcomes and known
probabilities for each, the only outcome that can be
considered to have been possible (with a known prob-
ability, for inclusion in a sample space) is the one that
was observed. This means that the only valid P value
is the uninteresting value of 1.00 [1].
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History of Analysis of
Variance

Following its development by Sir R.A. Fisher in
the 1920s, the Analysis of Variance (ANOVA) first
reached a wide behavioral audience via Fisher’s 1935
book, The Design of Experiments [4], a work that
went through many editions and is frequently cited
as the origin of behavioral science’s knowledge of
ANOVA. In fact, ANOVA was first used by an edu-
cational researcher in 1934 [10], based on earlier
publications by Fisher. The incorporation of ANOVA
was initially a gradual one, in which educational
researchers and parapsychologists played the earliest
roles, followed slightly later by experimental psychol-
ogists. Published applications of ANOVA remained
few until after World War II, when its use acceler-
ated rapidly. By the 1960s, it had become a routine
procedure among experimental psychologists and had
been incorporated as a required course in nearly all
doctoral programs in psychology.

The history of ANOVA in the behavioral sci-
ences is also the history of Fisherian ideas and
of small sample statistics generally. Thus, although
Student’s t had been developed much earlier than
ANOVA, its incorporation by behavioral scientists
did not begin until the 1930s and its use grew in
parallel to that of ANOVA [11]. This parallelism has
been attributed to the incorporation of null hypothesis
testing into a broader methodology of experimental
design for which ANOVA techniques were espe-
cially suited.

The initial uses of statistics in the psychological
sciences were primarily correlational and centered on
what Danziger [3] characterized as the ‘Galtonian’
(see Galton, Francis) tradition. Statistical analysis
was prominent, but the emphasis was upon the mea-
surement of interindividual differences. There were
few connections with experimental design methods
during this period. The focus was upon variation,
a key concept for the post-Darwinian functional
approach of the Galtonians. Yet within psychology
(as within eugenics) interest in variation was soon
displaced by interest in the mean value, or central ten-
dency, a change attributed to increasing bureaucratic
pressure to characterize aggregates of people (as in
school systems). During the first third of the twenti-
eth century, the use of descriptive and correlational

statistical techniques thus spread rapidly, especially
in educational psychology.

The dominant psychological use of statistics dur-
ing the first decades of the twentieth century reflected
a statistics ‘without P values’. Such statistical appli-
cations were closely related to those prominent
among sociological and economic users of statistics.
Significance testing, as such, was not used in psy-
chology prior to the adoption of ANOVA, which
happened only after the publication of Fisher’s 1935
book. Nonetheless, there were precursors to signifi-
cance testing, the most common being use of the ‘crit-
ical ratio’ for comparing two means, defined as the
difference between the means divided by the ‘stan-
dard deviation.’ The latter sometimes represented a
pooled value across the two groups, although with N

instead of N − 1 in the denominator. An excellent
early account of the critical ratio, one that antici-
pated later discussions by Fisher of statistical tests,
was given in 1909 by Charles S. Myers in his Text-
Book of Experimental Psychology [8]. Note also that
the critical ratio thus defined is nearly identical to
the currently widely used measure of effect size
Cohen’s d.

The use of inferential statistics such as ANOVA
did not replace the use of correlational statistics in
psychology. Instead, correlational techniques, which
were in use by psychologists almost from the estab-
lishment of the discipline in America, showed no
change in their relative use in American psycholog-
ical journals. Between 1935 and 1952, the use of
correlational techniques remained steady at around
30% of all journal articles; during the same period,
the use of ANOVA increased from 0 to nearly
20% and the use of the t Test increased from 0
to 32% [11]. While the relative use of correlational
techniques did not change as a result of the incor-
poration of ANOVA, there was a decline in the use
of the critical ratio as a test, which vanished com-
pletely by 1960. There was also a decline in the
prominence given to ‘brass and glass’ instruments
in psychological publications after World War II, in
spite of a continuing ideological strength of exper-
imentation. In fact, statistical analysis strengthened
this ideology to a degree that instruments alone had
not been able to do; statistics, including ANOVA,
became the ‘instruments of choice’ among experi-
mentalists.

It is also clear that the incorporation of ANOVA
into psychology was not driven solely by the logical
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need for a method of analyzing complex experimen-
tal designs. Lovie [7] noted that such designs were
used long prior to the appearance of ANOVA tech-
niques and that even factorial and nested designs
were in occasional use in the 1920s and 1930s. He
suggested that the late appearance of ANOVA was
instead due in part to the cognitive complexity of
its use and the relatively limited mathematical back-
grounds of the experimental psychologists who were
its most likely clients. Further, Lovie noted the deeply
theoretical nature of the concept of interaction. Until
the simplistic ‘rule of one variable’ that dominated
experimental methodological thinking could be tran-
scended, there was no proper understanding of the
contribution that ANOVA could make.

In the United States, the demands of war research
during World War II exposed many psychologists to
new problems, new techniques, and a need to face
the limitations of accepted psychological methods.
In contrast to the first war, there was much less of
the ‘measure everyone’ emphasis that characterized
the Yerkes-led mental testing project of World War I.
Instead, a variety of projects used the research abili-
ties of psychologists, often in collaboration with other
disciplinary scientists. War research also affected the
nature of statistical analysis itself, and, in fact, also
provided an opportunity for statisticians to establish
their autonomy as a distinct profession. Many of
the common uses of statistical inference were being
extended by statisticians and mathematicians during
the war, for example studies of bombing and fire
control (Neyman), sequential analysis (Wald and oth-
ers), and quality control statistics (Deming). More
to the point, significance testing began to find its
way into the specific applications that psychologists
were working upon. Rucci & Tweney [11] found
only 17 articles in psychology journals that used
ANOVA between 1934 and 1939, and of these most
of the applications were, as Lovie [7] noted, rather
unimpressive. Yet the wartime experiences of psy-
chologists drove home the utility of these procedures,
led to many more psychologists learning the new
procedures, and provided paradigmatic exemplars of
their use.

After 1945, there was a rapid expansion of gradu-
ate training programs in psychology, driven in large
part by a perceived societal need for more clinical and
counseling services, and also by the needs of ‘Cold
War’ military, corporate, and governmental bureau-
cracies. Experimental psychologists, newly apprised

of Fisherian statistical testing, and measurement-
oriented psychologists who had had their psychome-
tric and statistical skills sharpened by war research,
were thus able to join hands in recommending that
statistical training in both domains, ANOVA and
correlational, be a requirement for doctoral-level
education in psychology. As psychology expanded,
experimental psychologists in the United States were
therefore entrusted with ensuring the scientific cre-
dentials of the training of graduate students (most
of whom had little background in mathematics or
the physical sciences), even in clinical domains. The
adoption of ANOVA training permitted a new gen-
eration of psychologists access to a set of tools of
perceived scientific status and value, without demand-
ing additional training in mathematics or physical
science. As a result, by the 1970s, ANOVA was fre-
quent in all experimental research, and the use of
significance testing had penetrated all areas of the
behavioral sciences, including those that relied upon
correlational and factor-analytic techniques. In spite
of frequent reminders that there were ‘two psycholo-
gies’ [2], one correlational and one ANOVA-based,
the trend was toward the statistical merging of the
two via the common embrace of significance testing.

In the last decades of the twentieth century,
ANOVA techniques displayed a greater sophisti-
cation, including repeated measures designs (see
Repeated Measures Analysis of Variance), mixed
designs, multivariate analysis of variance and other
procedures. Many of these were available long before
their incorporation in psychology and other behav-
ioral sciences. In addition, recent decades have seen
a greater awareness of the formal identity between
ANOVA and multiple linear regression techniques,
both of which are, in effect, applications of a gener-
alized linear model [9].

In spite of this growing sophistication, the use
of ANOVA techniques has not always been seen
as a good thing. In particular, the ease with which
complex statistical procedures can be carried out on
modern desktop computers has led to what many
see as the misuse and overuse of otherwise pow-
erful programs. For example, one prominent recent
critic, Geoffrey Loftus [6], has urged the replacement
of null hypothesis testing by the pictorial display
of experimental effects, together with relevant confi-
dence intervals even for very complex designs.

Many of the criticisms of ANOVA use in the
behavioral sciences are based upon a claim that



History of Analysis of Variance 3

inferential canons are being violated. Some have
criticized the ‘mechanized’ inference practiced by
many in the behavioral sciences, for whom a sig-
nificant effect is a ‘true’ finding and a nonsignificant
effect is a finding of ‘no difference’ [1]. Gigeren-
zer [5] argued that psychologists were using an
incoherent ‘hybrid model’ of inference, one that
inappropriately blended aspects of Neyman/Pearson
approaches with those of Fisher. In effect, the charge
is that a kind of misappropriated Bayesianism (see
Bayesian Statistics) has been at work, one in which
the P value of a significance test, p(D|Ho), was
confused with the posterior probability, p(Ho|D),
and, even more horribly, that p(H1|D) was equated
with 1 − p (D|Ho). Empirical evidence that such
confusions were rampant – even among professional
behavioral scientists – was given by Tversky & Kah-
neman [12].

By the beginning of the twenty-first century, the
ease and availability of sophisticated ANOVA tech-
niques continued to grow, along with increasingly
powerful graphical routines. These hold out the hope
that better uses of ANOVA will appear among behav-
ioral sciences. The concerns over mechanized infer-
ence and inappropriate inferential beliefs will not,
however, be resolved by any amount of computer
software. Instead, these will require better method-
ological training and more careful evaluation by jour-
nal editors of submitted articles.
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History of Behavioral
Statistics

If we follow Ian Hacking [4] and conclude that
modern ideas about probability emerged a little less
than 300 years ago, and that other historians have
pointed to the nineteenth century as the start of
statistics proper, then it is clear that statistical analysis
is a very recent phenomenon indeed. Further, if
one also follows historians like Mackenzie [8] and
Porter [9], then modern statistics began in Britain
and was a feature of the last half of the nineteenth
century only. Of course, the collection of data relating
to social, economic, and political concerns was of
interest to many people of a wide ideological hue
in many countries much earlier on in the nineteenth
century, as did the reduction of such material to
tabular and graphical forms, but there were no
officially blessed attempts to draw conclusions from
these exercises or to establish any causal links
between the material, although there were plenty of
amateur efforts to do so. Indeed, the 1838 motto
of the London Statistical Society: ‘Aliis exterendum’
(‘to be threshed out by others’), together with its
pledge ‘to exclude all opinion’ gives one a feel for
the extreme empiricism of the so-called statists of
the time. However, this rule was not one that sprang
from mere conviction, but was designed to placate
those who argued that drawing conclusions from
such potentially explosive material would create such
dissent that the Society would split asunder. What
seemed to create a change to the more analytical
work of figures such as Francis Galton and Karl
Pearson in the nineteenth century, and R A Fisher in
the twentieth, was the European work on probability
by Laplace toward the end of the eighteenth century,
and the realization by figures such as Quetelet
that it could be applied to social phenomena. In
other words, such developments were spurred on
by the near-simultaneous acceptance that the world
was fundamentally uncertain, and the recognition of
the key role of probability theory in defining and
managing such an unpredictable situation.

Thus, once it is accepted that the world is funda-
mentally uncertain and unpredictable, as was increas-
ingly the case during the nineteenth century, then the
means for confronting the reality that nothing can be
asserted or trusted absolutely or unconditionally had

to be urgently conceived. And this was particularly
true of the nascent field of statistics, since its osten-
sive business was the description and management
of an uncertain world. In practice, this did not turn
out to be an impossible task, although it took a great
deal of time and effort for modern statistical thinking
and action to emerge. I want to argue that this was
achieved by creating a structure for the world which
managed the chaotic devil of uncertainty by both
constraining and directing the actions and effects of
uncertainty. But this could only be achieved through
extensive agreement by the principle players as to
what was a realistic version of the world and how
it’s formal, that is, mathematical, description could be
derived. This also went hand in hand with the devel-
opment of workable models of uncertainty itself, with
the one feeding into the other. And it is also the case
that many of these structural/structuring principles,
for example, the description of the world in terms
of variables with defined (or even predefined) prop-
erties, were taken over by psychology from much
earlier scientific traditions, as was the notion (even
the possibility) of systematic and controlled experi-
mentation.

Let me briefly illustrate some of these ideas
with Adolphe Quetelet’s distinction between a true
average and an arithmetic average, an idea that he
developed in 1846. This was concerned with choosing
not just the correct estimator, but also constraining
the situation so that what was being measured was
in some senses homogeneous, hence any distribution
of readings could be treated as an error distribution
(a concept that Quetelet, who started out as an
astronomer, would have been familiar with from his
earlier scientific work). Thus, collecting an unsorted
set of houses in a town, measuring them once and
then calculating an average height would yield little
information either about the houses themselves or
about the height of a particular house. On the other
hand, repeatedly measuring the height of one house
would, if the measurements were not themselves
subject to systematic bias or error, inevitably lead to
the true average height for that house. In addition,
the set of readings would form a distribution of
error around the true mean, which could itself be
treated as a probability distribution following its own
‘natural law’. Notice the number of hidden but vital
assumptions here: first, that a house will remain the
same height for a reasonable length of time, hence
the measurements are of a homogenous part of the
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world; second, that height is a useful property of a
house that can be expressed as a measurable variable;
third, that the measurements are not biased in any way
during their collection, hence any variation represents
pure error around the true height and not a variation
in the height of the building itself; and finally, that
the estimator of height has certain useful properties,
which commends it to the analyst. Thus, one has a
mixture of consensually achieved background ideas
about the context, how the particular aspect of interest
can be experimentally investigated, and agreement as
to what summary numbers and other representations
of the sample yield the most useful information.
Statistics is about all of these, since all of them affect
how any set of numbers is generated and how they
are interpreted.

When we move on quickly to the middle and latter
parts of the nineteenth century we find that Quetelet’s
precepts have been accepted and well learnt (although
not perhaps his radical social physics, or his empha-
sis on l’homme moyen, or the average man), and that
people are now more than happy to draw conclu-
sions from data, since they are convinced that their
approach warrants them to do so. Thus, Galton is
happy to use the emerging methods of regression
analysis to argue a hereditarian case for all man-
ner of human properties, not just his famous one of
heights. Karl Pearson’s monumental extension and
elaboration of both Galton’s relatively simple ideas
about relationships and his rather plain vanilla ver-
sion of Darwinian evolution marks the triumph of a
more mathematical look to statistics, which is now
increasingly seen as the province of the data modeler
rather than the mere gatherer-in of numbers and their
tabulation. This is also coincident, for example, with
a switch from individual teaching and examining to
mass education and testing in the schools, thus has-
tening the use of statistics in psychology and areas
related to it like education (see [2], for more infor-
mation). One cannot, in addition, ignore the large
amount of data generated by psychophysicists like
Fechner (who was a considerable statistician in his
own right), or his model building in the name of
panpsychism, that is, his philosophy that the whole
universe was linked together by a form of psychic
energy. The 1880s and 1890s also saw the increasing
use of systematic, multifactor experimental designs in
the psychological and pedagogical literature, includ-
ing several on the readability of print. In other words,
there was an unrequited thirst in psychology for more

quantitative analyses that went hand in hand with
how the psychologist and the educational researcher
viewed the complexity of their respective worlds.

The first decade or so of the twentieth century
also saw the start of the serious commitment of
psychology to statistical analysis in so far as this
marks the publication of the first textbooks in the
subject by popular and well-respected authors like
Thorndike. There was also a lively debate pursued
by workers for over 30 years as to the best test
for the difference between a pair of means. This
had been kick started by Yerkes and Thorndike at
the turn of the century and had involved various
measures of variation to scale the difference. This was
gradually subsumed within Student’s t Test, but the
existence of a range of solutions to the problem meant
that, unlike analysis of variance (or ANOVA), the
acceptance of the standard analysis was somewhat
delayed, but notice that the essentially uncertain
nature of the world and any data gathered from it
had been explicitly recognized by psychologists in
this analysis (see [7] for more details). Unfortunately,
the major twentieth-century debates in statistics about
inference seemed to pass psychology by. It was only
in the 1950s, for example, that the Neyman–Pearson
work on Type I and II errors (see Neyman–Pearson
Inference) from the 1930s had begun to seep into
the textbooks (see [7], for a commentary as to why
this might have been). An exception could possibly
be made for Bayesian inference and its vigorous take
up in the 1960s by Ward Edwards [3] and others (see
his 1963 paper, for instance), but even this seemed to
peter out as psychology came to reluctantly embrace
power, sample size, and effects with its obvious line
to a Neyman–Pearson analysis of inference. Again,
such an analysis brings a strong structuring principle
and worldview to the task of choosing between
uncertain outcomes.

The other early significant work on psychological
statistics, which simultaneously both acknowledged
the uncertain nature of the world and sought structur-
ing principles to reduce the effects of this uncertainty
was Charles Spearman’s foray into factor analy-
sis from 1904 onwards. Using an essentially latent
variable approach, Spearman looked for support for
the strongly held nineteenth-century view that human
nature could be accounted for by a single general fac-
tor (sometimes referred to as mental energy) plus an
array of specific factors whose operation would be
determined by the individual demands of the situation
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or task. This meant that a hierarchical structure could
be imposed, a priori, on the intercorrelations between
the various scholastic test results that Spearman had
obtained during 1903. Factor analysis as a deductive
movement lasted until the 1930s when the scepti-
cism of Godfrey Thomson and the risky, inductive
philosophy of Louis Thurstone combined to turn fac-
tor analysis into the exploratory method that it has
become today (see [7], and [1], for more detail). But
notice that the extraction of an uncertainty-taming
structure is still the aim of the enterprise, what-
ever flavor of factor analysis we are looking at.
And this is also the case for all the multivariable
methods, which were originated by Karl Pearson,
from principal component analysis to multiple lin-
ear regression.

My final section is devoted to a brief outline of the
rapid acceptance by psychology of the most widely
employed method in psychological statistics, that is,
ANOVA (see [1, 5, 6, 10] for much more detail). This
was a technique for testing the differences between
more than two samples, which was developed in 1923
by the leading British statistician of this time, R A
Fisher, as part of his work in agricultural research. It
was also a method which crucially depended for its
validity on the source of the data, specifically from
experiments that randomly allocated the experimental
material, for instance, varieties of wheat, to the
experimental plots. Differences over the need for
random allocation was the cause of much bitterness
between Fisher and ‘Student’ (W S Gosset), but
it is really an extension of Quetelet’s rule that
any variation in the measurement of a homogenous
quality such as a single wheat variety should reflect
error and nothing else, a property that only random
allocation could guarantee. In psychology, ANOVA
and its extension to more than one factor were quickly
taken into the discipline after the appearance of
Fisher’s first book introducing the method (in 1935),
and was rapidly applied to the complex, multifactor
experiments, which psychology had been running
for decades. Indeed, so fast was this process that
Garrett and Zubin, in 1943, were able to point to
over 30 papers and books that used ANOVA and

variations, while the earliest example that I could
find of its application to an area close to psychology
was by the statistician Reitz who, in 1934, used
the technique to compare student performance across
schools. Clearly, psychology had long taken people’s
actions, beliefs, and thought to be determined by
many factors. Here at last was a method that allowed
them to quantitatively represent and explore such a
structuring worldview.
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History of the Control
Group

A Special Kind of Group

Currently, anyone with a qualification in social sci-
ence (and also medicine) takes the notion of the
‘control group’ for granted. Yet, when one comes to
think of it, a control group is an exceptional kind
of group. Usually, the notion of a ‘group’ refers to
people sharing a particular identity or aim, having a
sense of oneness, and most likely also a group leader.
Members of control groups, however, do not even
need to know one another. One may run into groups
of tourists, teenagers, hikers, or hooligans, but never
a group of controls. Different from groups in the reg-
ular sense, control groups are merely a number of
people. They do not exist outside the realm of human
science experimentation, and qua group, they exist
only in the minds of the experimenters who com-
pose and study them. Members of control groups are
not supposed to develop group cohesion because that
would entail a contaminating factor in the experiment.
Researchers are interested in the average response of
individual members rather than in their behavior as
a group (see Clinical Trials and Intervention Stud-
ies).

Control groups serve to check the mean effec-
tiveness of an intervention. In order to explain their
need, a methods teacher will first suggest that if
a particular person shows improvement this does
not yet guarantee effectiveness in other people too.
Therefore, a number of people must be studied and
their average response calculated. This, however (the
teacher will proceed), would not be enough. If we
know the average result for one group of people,
it remains unclear whether the intervention caused
the outcome or a simultaneous other factor did. Only
if the mean result of the group differs significantly
from that of an untreated control group is the con-
clusion justified that the treatment caused the effect
(or, more precisely, that the effect produced was
not accidental).

Apart from the idea of comparing group averages,
the notion of the true control group entails one pivotal
extra criterion. The experimental and control groups
must be comparable, that is, the former should not
differ from the latter except through the action of

the independent variable that is to be tested. One
option is to use the technique of ‘matching’, that
is, to pretest people on factors suspected of causing
bias and then create groups with similar test results.
Most contemporary methodologists, however, agree
that random assignment of the participants to the
groups offers a better guarantee of comparability.
Assigning people on the basis of chance ensures
that both known and unknown invalidating factors
are cancelled out, and that this occurs automatically
rather than being dependent on individual judgment
and trustworthiness. In behavioral and social (as well
as clinical) research, the ideal scientific experiment
is a so-called randomized controlled trial, briefly
an RCT.

In view of its self-evident value, and in view of the
extensive nineteenth-century interest in human sci-
ence experimentation, the introduction of the control
group may strike us as being remarkably late. Until
the early 1900s, the word control was not used in
the context of comparative experiments with people,
whereas ensuring comparability by matching dates
back to the 1910s, and composing experimental and
control groups at random was first suggested as late
as the 1920s.

The present history connects the seemingly late
emergence of the control group to its special nature
as a group without a shared extra-individual iden-
tity. Moreover, it explains that such groups were
inconceivable before considerable changes occurred
in society at large. First, however, we need to briefly
explain why famous examples of comparison such
as that of doctor Ignaz Semmelweis, who fought
childbed fever by comparing two maternity clinics in
mid-nineteenth-century Vienna [23], are not included
in the present account.

The Past and the Present

Comparison is ‘a natural thing to do’ to anyone
curious about the effects of a particular action. There-
fore, it should not come as a surprise that instances
of comparison can also be found in the long his-
tory of interventions into human life. In a schol-
arly article on the history of experimentation with
medical treatments, Ted Kaptchuck discussed var-
ious eighteenth-century procedures of comparison
(although not to similar groups) such as the delib-
erately deceptive provision of bread and sugar pills
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to check the claims of homeopathy [24]. And sev-
eral examples of group comparison in the treatment
of illnesses (although without randomization) are
also presented in the electronic James Lind Library
(www.jameslindlibrary.org).

Entertaining, however, as such examples of com-
parison may be, they are hardly surprising, since
checking the effects of ones actions by sometimes
withholding them is a matter of everyday logic.
Moreover, it would be quite artificial to depict these
examples as early, if still incomplete, steps toward
the present-day methodological rule of employing
control groups. Historians of science use derogatory
labels such as ‘presentist history’, ‘finalist history’,
‘justificationary history’, and ‘feel good history’, for
histories applying present-day criteria in selecting
‘predecessors’ who took ‘early steps’ toward our
own viewpoints, whilst also excusing these ‘pioneers’
for the understandable shortcomings still present in
their ideas. Arranging the examples in chronologi-
cal order, as such histories do, suggests a progressive
trajectory from the past to the present, whereas they
actually drew their own line from the present back
into the past. Historian and philosopher of science
Thomas Kuhn discussed the genre under the name of
‘preface history’, referring to the typical historical
introduction in textbooks. Apart from worshipping
the present, Kuhn argued, preface histories convey
a deeply misleading view of scientific development
as a matter of slow, but accumulative, discovery by a
range of mutually unrelated great men [25, pp. 1–10;
136–144].

Rather than lining up unconnected look-alikes
through the ages, the present account asks when, why,
and how employing control groups became a method-
ological condition. The many reputed nineteenth-
century scholars who explicitly rejected experimental
comparison are neither scorned nor excused for their
‘deficiency’. Rather, their views are analyzed as con-
tributions to debates in their own time. Likewise,
the ideas of early twentieth-century scholars who
advanced group comparison are discussed as part of
debates with their own contemporaries.

Nineteenth-century Qualms

If control groups were not recommended before the
early twentieth century, the expression of “social
experimentation” did appear in much earlier method-
ological texts. Eighteenth-century scholars had

already discussed the issue of experimentation as
a suitable method for investigating human life [7].
David Hume’s Treatise of Human Nature, first pub-
lished in 1739, is subtitled: Being an Attempt to
Introduce the Experimental Method of Reasoning into
Moral Subjects. Hume and his Enlightment con-
temporaries, however, borrowed the terminology of
experimentation from natural science as a metaphor
for major events happening without the intervention
of researchers. Observing disturbances of regular life,
they argued, is the human science substitute of natural
science experimentation.

Nineteenth-century views on social experimen-
tation were largely, but not entirely, the same as
those of the eighteenth century. Distinguished schol-
ars such as Adolphe Quetelet (1796–1874) in Bel-
gium, Auguste Comte (1798–1857) in France, and
George Cornwall Lewis (1806–1863) as well as
John Stuart Mill (1806–1873) in Britain used the
terminology of experimentation for incidents such
as natural disasters, famines, economic crises, and
also government interventions. Different, however,
from eighteenth-century scholars and in accordance
with later twentieth-century views, they preserved the
epithet of scientific experimentation for experiments
with active manipulation by researchers. As scien-
tific experimentation entails intentional manipulation
by researchers, they maintained, research with human
beings cannot be scientific.

Roughly speaking, there were two reasons why
they excluded deliberate manipulation from the use-
able methods of research with human beings. One
reason was of a moral nature. When George Cornwall
Lewis in 1852 published his two-volume Treatise
on the Methods of Observation and Reasoning in
Politics, he deliberately omitted the method of exper-
imentation from the title. Experimentation, Lewis
maintained, is ‘inapplicable to man as a sentient, and
also as an intellectual and moral being’. This is not
‘because man lies beyond the reach of our powers’,
but because experiments ‘could not be applied to him
without destroying his life, or wounding his sensi-
bility, or at least subjecting him to annoyance and
restraint’ [26, pp. 160–161].

The second reason was of an epistemological
nature. In 1843, the prominent British philosopher,
economist, and methodologist John Stuart Mill pub-
lished his System of Logic that was to become very
influential in the social sciences. This work exten-
sively discussed Mill’s ‘method of difference’, which
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entailed comparing cases in which an effect does
and does not occur. According to Mill, this ‘most
perfect of the methods of experimental inquiry’ was
not suitable for research with people. He illustrated
this view with the ‘frequent topic of debate in the
present century’, that is, whether or not government
intervention into free enterprise impedes national
wealth. The method of difference is unhelpful in a
case like this, he explained, because comparability
is not achievable: ‘[I]f the two nations differ in this
portion of their institutions, it is from some differ-
ences in their position, and thence in their apparent
interests, or in some portion or the other of their
opinions, habits and tendencies; which opens a view
of further differences without any assignable limit,
capable of operating on their industrial prosperity, as
well as on every other feature of their condition, in
more ways than can be enumerated or imagined’ [31,
pp. 881–882].

Mill raised the objection of incomparability not
only in complex issues such as national economic
policies but in relation to all research with peo-
ple. Even a comparatively simple question such as,
whether or not mercury cures a particular disease,
was ‘quite chimerical’ as it was impossible in med-
ical research to isolate a single factor from all other
factors that might constitute an effect. Although the
efficacy of ‘quinine, colchicum, lime juice, and cod
liver oil’ was shown in so many cases ‘that their
tendency to restore health. . . may be regarded as an
experimental truth’, real experimentation was out of
the question, and ‘[S]till less is this method applica-
ble to a class of phenomena more complicated than
those of physiology, the phenomena of politics and
history’ [31, pp. 451–452].

Organicism and Determinism

How to explain the difference between these nine-
teenth-century objections and the commonness of
experimentation with experimental and control
groups in our own time? How could Lewis be com-
punctious about individual integrity even to the level
of not ‘annoying’ people, whereas, in our time, large
group experiments hardly raised an eyebrow? And
why did a distinguished methodologist like Mill not
promote the solution, so self-evident to present-day
researchers, of simply creating comparable groups if
natural ones did not exist?

The answer is that their qualms were inspired by
the general holism and determinism of their time.
Nineteenth-century scholars regarded communities as
well as individuals as organic systems in which
every element is closely related to all others, and in
which every characteristic is part of an entire pat-
tern of interwoven strands rather than caused by one
or more meticulously isolated factors. In addition,
they ascribed the facts of life to established laws
of God or Nature rather than to human purposes
and plans. According to nineteenth-century determin-
ism, the possibilities of engineering human life were
very limited. Rather than initiating permanent social
change, the role of responsible authorities was to
preserve public stability. Even Mill, for whom the
disadvantages of a laissez-faire economy posed a sig-
nificant problem, nevertheless, held that government
interference should be limited to a small range of
issues and should largely aim at the preservation of
regular social order.

In this context, the common expression of ‘social
experimentation’ could not be more than a metaphor
to express the view that careful observation of severe
disturbances offers an understanding of the right
and balanced state of affairs. The same holistic and
determinist philosophy expressed itself in nineteenth-
century statistics, where indeterminism or chance
had the negative connotation of lack of knowledge
and whimsicality rather than the present-day associ-
ation of something to ‘take’ and as an instrument to
make good use of [33, 22]. Nineteenth-century sur-
vey researchers, for instance, did not draw representa-
tive population samples. This was not because of the
inherent complexity of the idea, nor because of slug-
gishness on the researchers’ part, but because they
investigated groups of people as organic entities and
prototypical communities [17]. To nineteenth-century
researchers, the idea of using chance for deriving pop-
ulation values, or, for that matter, allocating people
to groups, was literally unimaginable.

Even the occasional proponent of active experi-
mentation in clinical research rejected chance as an
instrument of scientific research. In 1865, the illus-
trious French physiologist Claude Bernard (1813–
1878) published a book with the deliberately provoca-
tive title of Introduction à L’étude de la Médecine
Expérimentale [1] translated into English as An
Introduction to the Study of Experimental Medicine.
Staunchly, Bernard stated that ‘philosophic obstacles’
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to experimental medicine ‘arise from vicious meth-
ods, bad mental habits, and certain false ideas’ [2,
p. 196]. For the sake of valid knowledge, he main-
tained, ‘comparative experiments have to be made
at the same time and on as comparable patients as
possible’ [2, p. 194].

Yet, one searches Bernard’s Introduction in vain
for comparison of experimental to control groups. As
ardently as he defended experimentation, he rejected
statistical averages. He sneered about the ‘startling
instance’ of a physiologist who collected urine ‘from
a railroad station urinal where people of all nations
passed’ as if it were possible to analyze ‘the aver-
age European urine!’ (italics and exclamation mark
in original). And he scorned surgeons who published
the success rates of their operations because average
success does not give any certainty on the next oper-
ation to come. Bernard’s expression of ‘comparative
experimentation’ did refer to manipulating animals
and humans for the sake of research. Instead of com-
paring group averages, however, he recommended
that one should present ‘our most perfect experiment
as a type’ [2, pp. 134–135]. To Bernard, the rise of
probabilistic statistics meant ‘literally nothing scien-
tifically’ [2, p. 137].

Impending Changes

The British statistician, biometrician, and eugenicist
Sir Francis Galton (1822–1911) was a crucial figure
in the gradual establishment of probabilism as an
instrument of social and scientific progress. Galton
was inspired by Adolphe Quetelet’s notion of the
statistical mean and the normal curve as a substi-
tute for the ideal of absolute laws. In Quetelet’s
own writings, however, this novelty was not at
odds with determinism. His well-known L’homme
moyen (average man) represented normalcy and dis-
persion from the mean signified abnormality. It was
Galton who gave Quetelet’s mean a progressive
twist.

Combining the evolution theory of his cousin
Charles Darwin with eugenic ideals of human
improvement, Galton held that ‘an average man is
morally and intellectually a very uninteresting being.
The class to which he belongs is bulky, and no doubt
serves to keep the course of social life in action. . .

But the average man is of no direct help towards
evolution, which appears to our dim vision to be the

primary purpose, so to speak, of all living existence’,
whereas ‘[E]volution is an unresting progression,’
Galton added, ‘the nature of the average individual is
essentially unprogressive’ [20, p. 406].

Galton was interested in finding more ways of
employing science for the sake of human progress. In
an 1872 article ‘Statistical Inquiries into the Efficacy
of Prayer’, he questioned the common belief that ‘sick
persons who pray, or are prayed for, recover on the
average more rapidly than others.’ This article opened
with the statement that there were two methods of
studying an issue like the profits of piety. The first
one was ‘to deal with isolated instances’. Anyone,
however, using that method should suspect ‘his own
judgments’ or otherwise would ‘certainly run the
risk of being suspected by others in choosing one-
sided examples’. Galton vigorously broke a lance for
substituting the study of representative types with
statistical comparison. The most reliable method was
‘to examine large classes of cases, and to be guided
by broad averages’ [19, p. 126].

Galton elaborately explained how the latter
method could be applied in finding out the revenues
of praying: ‘We must gather cases for statistical com-
parison, in which the same object is keenly pursued
by two classes similar in their physical but opposite
in their spiritual state; the one class being spiritual,
the other materialistic. Prudent pious people must be
compared with prudent materialistic people and not
with the imprudent nor the vicious. We simply look
for the final result - whether those who pray attain
their objects more frequently than those who do not
pray, but who live in all other respects under similar
conditions’ [19, p. 126].

As it seems, Galton was the first to advocate
comparison of group averages. Yet, his was not an
example of treating one group while withholding the
treatment from a comparison group. The emergence
of the control group in the present-day sense occurred
when his fears of ‘being suspected by others in
choosing one-sided examples’ began to outgrow
anxieties on doing injustice to organic wholes. This
transition took place with the general changeover
from determinism to progressivism in a philosophical
as well as social sense.

Progressivism and Distrust

By the end of the nineteenth century, extreme des-
titution among the working classes led to social
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movements for mitigation of laissez faire capital-
ism. Enlightened members of the upper middle class
pleaded for some State protection of laborers via min-
imum wage bills, child labor bills, and unemployment
insurances. Their appeals for the extension of govern-
ment responsibility met with strong fears that help
would deprive people of their own responsibility and
that administrations would squander public funds. It
was progressivism combined with distrust that con-
stituted a new definition of social experimentation
as statistical comparison of experimental and con-
trol groups. Three interrelated maxims of twentieth-
century economic liberalism were crucial to the grad-
ual emergence of the present-day ideal experiment.

The first maxim was that of individual responsibil-
ity. Social success and failure remained an individual
affair. This implied that ameliorative attempts were
to be directed first and foremost at problematic indi-
viduals rather than on further structural social change.
Helping people implied trying to turn them into inde-
pendent citizens by educating, training, punishing,
and rewarding them. The second maxim was that of
efficiency. Ameliorative actions financed with public
money had to produce instant results with simple eco-
nomical means. The fear that public funds would be
squandered created a strong urge to attribute misery
and backwardness to well-delineated causes rather
than complex patterns of individual and social rela-
tions. And the third maxim was that of impersonal
procedures. Fears of abuse of social services evoked
distrust of people’s own claims of needs, and the con-
sequent search for impersonal techniques to establish
the truth ‘behind’ their stories [38]. In addition, not
only was the self-assessment of the interested recip-
ients of help to be distrusted but also that of the
politicians and administrators providing help. Mea-
surement also had to control administrators’ claims
of efficiency [34].

Academic experts on psychological, sociologi-
cal, political, and economical matters adapted their
questions and approaches to the new demands.
They began to produce technically useful data
collected according to standardized methodological
rules. Moreover, they established a partnership with
statisticians who now began to focus on population
varieties rather than communalities. In this context,
the interpretation of chance as something one must
make good use of replaced the traditional one of
chance as something to defeat [17, 22, 33].

The new social scientists measured people’s abil-
ities, motives, and attitudes, as well as social phe-
nomena such as crime, alcoholism, and illiteracy.
Soon, they arrived at the idea that these instruments
could also be used for establishing the results of
ameliorative interventions. In 1917, the well-reputed
sociologist F. Stuart Chapin lengthily discussed the
issue. Simple, before and after measurement of one
group, he stated, would not suffice for excluding per-
sonal judgement. Yet, Chapin rejected comparison of
treated and untreated groups. Like Mill before him,
he maintained that fundamental differences between
groups would always invalidate the conclusions of
social experiments. Adding a twentieth-century ver-
sion to Lewis’ moral objections, he argued that it
would be immoral to withhold help from needy peo-
ple just for the sake of research [9, 10]. It was psy-
chologists who introduced the key idea to create equal
groups rather than search for them in natural life, and
they did so in a context with few ethical barriers.

Creating Groups

Psychologists had a tradition of psychophysiological
experimentation with small groups of volunteers in
laboratory settings for studying the law-like relation-
ships between physical stimuli and mental sensations.
During the administrative turn of both government
and human science, many of them adapted their
psychophysiological methods to the new demands
of measuring progress rather than just discovering
laws [14, 15]. One of these psychologists was John
Edgar Coover, who studied at Stanford University
in Palo Alto (California) with the psychophysical
experimenter Frank Angell. As a former school prin-
cipal, Coover gave Angell’s academic interests an
instrumental twist. He engaged in a debate among
school administrators on the utility of teaching sub-
jects such as Latin and formal mathematics. Oppo-
nents wanted to abolish such redundant subjects from
the school curriculum, but proponents argued that
‘formal discipline’ strengthens general mental capac-
ities. Coover took part in this debate with laboratory
experiments testing whether or not the training of
one skill improves performance in another ability. In
a 1907 article, published together with Angell, he
explained that in the context of this kind of research
a one-group design does not do. Instead, he com-
pared the achievements of experimental ‘reagents’
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who received training with those of control ‘reagents’
who did not [13]. Coover and Angell’s article seems
to be the first report of an experiment in which one
group of people is treated and tested, while another
one is only tested.

From the 1910s, a vigorous movement started
in American schools for efficiency and scientific
(social) engineering [6]. In the school setting, it was
morally warrantable and practically doable to com-
pare groups. Like the earlier volunteers in laborato-
ries, school children and teachers were comparatively
easy to handle. Whereas historian Edwin Boring
found no control groups in the 1916 volume of
the American Journal of Psychology [3, page 587],
historian Kurt Danziger found 14 to 18% in the
1914–1916 volumes of the Journal of Educational
Psychology [14, pp. 113–115].

Psychological researchers experimented in real
classrooms where they tested the effects of classroom
circumstances such as fresh versus ventilated air,
the sex of the teacher, memorizing methods, and
educational measures such as punishing and praising.
They also sought ways of excluding the possibility
that their effects are due to some other difference
between the groups than the variable that is tested.
During the 1920s, it became customary to handle the
problem by matching. Matching, however, violated
the guiding maxims of efficiency and impersonality.
It was quite time- and money-consuming to test
each child on every factor suspected of creating
bias. And, even worse, determining these factors
depended on the imaginative power and reliability
of the researchers involved. Matching only covered
possibly contaminating factors that the designers of
an experiment were aware of, did not wish to neglect,
and were able to pretest the participants on.

In 1923, William A. McCall at Columbia Uni-
versity in New York, published the methodolog-
ical manual How to Experiment in Education in
which he emphasized the need of comparing simi-
lar groups [30]. In the introduction to this volume,
McCall predicted that enhancing the efficiency of
education could save billions of dollars. Further on,
he proposed to equate the groups on the basis of
chance as ‘an economical substitute’ for matching.
McCall did not take randomization lightly. For exam-
ple, he rejected the method of writing numbers on
pieces of paper because papers with larger numbers
contain more ink and are therefore likely to sink fur-
ther to the bottom of a container. But, he stated, ‘any

device which will make the selection truly random is
satisfactory’ [30, pp.41–42].

Fisher’s Support

In the meantime, educational psychologists were test-
ing various factors simultaneously, which made the
resulting data hard to handle. The methodological
handbook The Design of Experiments published in
1935 by the British biometrician and agricultural
statistician Ronald A. Fisher provided the solu-
tion of analysis of variance (ANOVA). As Fisher
repeatedly stressed, random allocation to groups was
a central condition to the validity of this tech-
nique. When working as a visiting professor at
the agricultural station of Iowa State College, he
met the American statistician George W. Snedecor.
Snedecor published a book based on Fisher’s sta-
tistical methods [37] that was easier to comprehend
than Fisher’s own, rather intricate, writings and
that was widely received by methodologists in biol-
ogy as well as psychology [28, 35]. Subsequently,
Snedecor’s Iowa colleague, the educational psycholo-
gist Everett Lindquist, followed with the book Statis-
tical Analysis in Educational Research which became
a much-cited source in the international educational
community [27].

Fisher’s help was welcomed with open arms by
methodologists, not only because it provided a means
to handle multi factor research but also because
it regulated experimentation from the stage of the
experimental design. As Snedecor expressed it in
1936, the designs researchers employed often ‘baf-
fled’ the statisticians. ‘No more than a decade past,
the statistician was distinctly on the defence’, he
revealed, but ‘[U]nder the leadership of R. A. Fisher,
the statistician has become the aggressor. He has
found that the key to the problem is the intimate
relation between the statistical method and the exper-
imental plan’ [36, p. 690]. This quote confirms the
thesis of historians that the first and foremost motive
to prescribe randomization was not the logic of prob-
abilistic statistics, but the wish to regulate the conduct
of practicing researchers [8, 16, 29, 34]. Cancel-
ing out personal judgment, together with economi-
cal reasons, was the predominant drive to substitute
matching by randomization. Like Galton in 1872,
who warned against eliciting accusations of having
chosen one-sided examples, early twentieth-century
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statisticians and methodologists cautioned against the
danger of selection bias caused by high hopes on par-
ticular outcomes.

Epilogue

It took a while before randomization became more
than a methodological ideal. Practicing physicians
argued that the hopes of a particular outcome are
often a substantial part of the treatment itself. They
also maintained that it is immoral to let chance
determine which patients gets the treatment his doctor
believes in and which patient does not, as well as
keeping it a secret as to which group a patient
has been assigned. Moreover, they put forward the
argument that subjecting patients to standardized tests
rather than examining them in a truly individual way
would harm, rather than enhance, the effectiveness of
diagnoses and treatments.

In social research, there were protests too. After
he learned about the solution of random alloca-
tion, sociologist F. Stuart Chapin unambiguously
rejected it. Allocating people randomly to interven-
tions, he maintained, clashes with the humanitarian
mores of reform [11, 12]. And the Russian-American
anthropologist Alexander Goldenweiser objected that
human reality ‘resents highhanded manipulation’ for
which reason it demands true dictators to ‘reduce
variety by fostering uniformity’ [21, p. 631]. An
extensive search for the actual use of random alloca-
tion in social experiments led to the earliest instance
in a 1932 article on educational counseling of uni-
versity students, whereas the next seven appeared in
research reports dating from the 1940s (all but one in
the field of educational psychology) [18].

Nevertheless, the more twentieth-century welfare
capitalism replaced nineteenth-century laissez-faire
capitalism, the more administrators and researchers
felt that it is both necessary and morally acceptable
to experiment with randomized groups of children as
well as adults. From about the 1960s onward, there-
fore, protesting doctors could easily be accused of
an unwillingness to give up an outdated elitist posi-
tion for the truly scientific attitude. Particularly in the
United States, the majority of behavioral and social
researchers too began to regard experiments with
randomly composed groups as the ideal experiment.
Since President Johnson’s War on Poverty, many
such social experiments have been conducted, some-
times with thousands of people. Apart from school

children and university students, also soldiers, slum
dwellers, spouse beaters, drug abusers, disabled food-
stamp recipients, bad parents, and wild teenagers
have all participated in experiments testing the effects
of special training, social housing programs, mar-
riage courses, safe-sex campaigns, health programs,
income maintenance, employment programs, and the
like, in an impersonal, efficient, and standardized
way [4, 5, 32].
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History of Correlational
Measurement

Shakespeare in Julius Caesar avers, ‘Yond Cassius
has a lean and hungry look; He thinks too much.
Such men are dangerous.’ This and more mundane
generalities, such as, ‘Like father, like son,’ have
been quoted for centuries. They illustrate perceived
relationships between both different and similar vari-
ables, as in those between offspring and parental
characteristics. However, it was not until the nine-
teenth century that attempts began to quantify such
relationships, work that is generally attributed to Sir
Francis Galton (1822–1911) and his disciple and
friend, Karl Pearson (1857–1936).

However, a number of mathematicians had worked
on the measurement of the relationships among
variables. Helen Walker [5] has observed that Plana,
Adrain, Gauss, and Laplace examined probabilities
in the context of the simultaneous occurrence of pairs
of errors, and formulae that included a product term
were suggested. De Forest and Czuber also discussed
the problem. This work took place in the context
of the Law of Frequency of Error, now termed the
normal distribution. It is not too surprising that the
mathematics of error estimation were adopted by
social scientists especially when Quetelet equated
error with the deviations from the mean of many
measured human and characteristics.

But perhaps the best-known writer in the field
was a French mathematician who was examining
the question of error estimation in the context of
astronomy, although it was treated as a mathematical
exercise rather than the development of a practical
statistical tool. Auguste Bravais formulated a math-
ematical theory, and published a lengthy paper on
the matter in 1846, but apparently failed to appre-
ciate that the topic had wider application than in
the fields of astronomy [1]. Also, land surveying,
physics, and gambling problems were recognized as
having relevance to the estimation of errors and pairs
of errors. However, Bravais’ work has been sug-
gested as the natural precursor to Karl Pearson’s
work, at least until as recently as the 1960s and
beyond. What we now commonly refer to as Pear-
son’s product-moment coefficient was called the
Bravais–Pearson coefficient by some researchers.

What is more, in 1896, Pearson himself acknowl-
edged Bravais’ work in the paper that gave us the
product-moment coefficient, but later denied that he
had been helped by his contribution. But, it would
be foolish to reject Bravais’ work for it is cer-
tainly the earliest most complete account of the
mathematical foundations of the correlation coeffi-
cient.

In 1892, Edgeworth examined correlation and
methods of estimating correlation coefficients in a
series of papers. The first of these papers was
Correlated Averages. Edgeworth, an economist who
appears to be a self-taught mathematician, was some-
one who Pearson said that the biometricians might
claim as one of their own. As early as 1885, Edge-
worth was working on calculations related to analysis
of variance. But, as so often was the case, Pearson
fell out with his ingenious and knowledgeable sta-
tistical colleague and denied that Edgeworth’s work
had influenced him.

In modern notation, the product-moment formula
is r = ∑

xy/
√∑

x2 ∑
y2.

This formula is based on x and y, the deviations
of the measurements from the means of the two sets
of measurements. In precomputer days, it was the
formula of choice, and Pearson [3] noted that the for-
mula ‘presents no practical difficulty in calculation,
and therefore we shall adopt it.’ A further requirement
of this correlational procedure is that the variables
that are put into the exercise are linearly related. That
is to say that when graphs of the pairs of variables
are examined they are best shown as a straight line.
A model is produced that is termed the general lin-
ear model, which may be depicted thus, Y = β0 +
β1X1 + β2X2 + β3X3 + · · · + βnXn + e. The inde-
pendent variables are chosen and/or manipulated by
the investigator, Y is the dependent variable and e

is random error. The model is often termed a proba-
bilistic model because it is based on a sample drawn
randomly from the population. The coefficient of
multiple correlation may be calculated from the sep-
arate simple relationships.

For the situation where we have two independent
variables,

R2
Y.XZ = r2

YX + r2
YZ − 2rYXrYZrXZ

1 − r2
XZ

(1)

where the rs are the simple correlations of the
labelled variables. Essentially, what we have here
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is a correlation coefficient that takes into account
the correlation, the overlap between the indepen-
dent variables.

This procedure is just one of the techniques used
in univariate statistical analysis.

It must be appreciated that the model is appli-
cable to cases where the fundamental question is,
‘what goes with what?’ – the correlational study, and
‘How is the dependent variable changed by the inde-
pendent variables that have been chosen or manipu-
lated?’ – the formal experiment. Some workers have
been known to reject the correlational study largely
because the differences in the dependent variable are,
in general, individual differences or ‘errors.’ The true
experiment attempts to reduce error so that the effect
of the independent variables is brought out. More-
over, the independent variables in the correlational
study are most often, but not always, continuous vari-
ables, whereas these variables in, for example, the
analysis of variance are more likely to be categori-
cal. The unnecessary disputes arise from the historical
investigation of variate and categorical data and do
not reflect the mathematical bases of the applications.

Among the earliest of studies that made use of
the idea of correlational measurement in the fields
of the biological and social sciences was the one
carried out in 1877 by an American researcher, Henry
Bowditch, who drew up correlation charts based on
data from a large sample of Massachusetts school
children. Although he did not have a method to
compute measures of correlation, there is no doubt
that he thought that one was necessary, as was
an assessment of partial correlation. It was at this
time that Sir Francis Galton, a founding father of
statistical techniques, was in correspondence with
Bowditch and who was himself working on the
measurement of what he termed correlation and on
the beginnings of regression analysis.

The partial correlation is the correlation of two
variables when a third is held constant. For example,
there is a correlation between height and weight in
children, but the relationship is affected by the fact
that age will influence the variables.

r12.3 = r12 − r13r23√
(1 − r2

13)(1 − r2
23)

(2)

and, for four variables a, b, c, and d, we find that
rac

rad
= rbc

rbd
and therefore rac.rbd − rad .rbc = 0. If there

are two variables a and b and g is a constant, then

rab = rag.rbg, and, when a is set equal to b, the
variance in a would be accounted for by g and
this leads us to what are called the communalities
in a correlation matrix. This approach leads us to
Spearman’s tetrad differences and the beginnings of
what he thought was a mathematical approach to his
two-factor theory of intelligence and the development
of the methods of factor analysis.

The general aim of using correlation to identify
specific and general intelligences began to occupy a
number of researchers, notably Thurstone and Kelley
in the United States, and Thomson and Burt in
Britain. The ongoing problem for many researchers
was the subjective element in the methods. The fact
that they did not produce determinate results reflected
an argument that has not yet totally expired, ‘what
goes into the analysis’ say the critics, ‘reflects what
comes out.’ But increasing attention was given to
developing methods that avoid subjective decisions.
Apart from its beginnings in the study of intelligence
and ability, factor analysis is used by a number
of workers in the field of personality research in
attempts to produce nonsubjective assessments of the
existence of personality traits.

The growing use of factor analytic techniques pro-
duced a burgeoning of interest in the assessment of
the reliability of tests. They were becoming increas-
ingly sophisticated as researchers worried not only
about their validity – and validity had been largely
a matter of subjective face validity – but also of the
respectability of their reliability. A leading scholar in
this field was Cronbach who listed those aspects of
test reliability that are of concern. They are test-retest
reliability – is a test consistent over repeated admin-
istrations?; internal consistency – do the test items
relate to the whole set of items?; alternate or paral-
lel forms reliability – do equivalent forms of the test
show high correlations? Cronbach himself offered a
useful test, Cronbach’s α. A popular early test of
reliability, the Kuder–Richardson estimate of relia-
bility was developed to offset the difficulties of split-
half methods, and the Spearman–Brown formula that
compares the reliabilities of tests with their length.
rnn = nr11/1 + (n − 1)r11, where n is test length and
r11 is the reliability of the test of unit length.

Galton’s view that ability, talent, and intellectual
power are characteristics that are primarily innately
determined – the nature side of the nature-nurture
issue – sparked a series of investigations that exam-
ined the weights and the sizes of sweet pea seeds
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over two generations. Later, he looked at human
characteristics in a similar context, these latter data
being collected by offering prizes for the submis-
sion of family records of physical endowments and
from visitors to an anthropometric laboratory at the
International Health Exhibition, held in 1884. He
pondered on the data and noted (the occasion was
when he was waiting for a train, which shows that
his work was never far from his thoughts) that the
frequency of adult children’s measurements of height
charted against those of the parents (he had devised a
measure that incorporated the heights of both parents)
produced a set of ellipses centred on the mean of all
the measurements. This discovery provided Galton
with a method of describing the relationship between
parents and offspring using the regression slope.

An event of greatest importance led to the investi-
gations that were to lie at the heart of the new science
of biometrics. In his memoirs, [2] Galton noted that,

As these lines are being written, the circumstances
under which I first clearly grasped the important
generalisation that the laws of Heredity were solely
concerned with deviations expressed in statistical
units, are vividly recalled in my memory. It was in
the grounds of Naworth Castle, where an invitation
had been given to ramble freely. A temporary shower
drove me to seek refuge in a reddish recess in the
rock by the side of the pathway. There the idea
flashed across me, and I forgot everything for a
moment in my great delight. (p. 300).

An insight of the utmost utility shows us that if the
characteristics of interest are measured on a scale
that is based on its variability, then the regression
coefficient could be applied to these data.

The formula is, of course, the mean of the products
of what we now call z scores – the standard scores
r = ∑

zxzy/n.
It may be shown that the best estimate of the slope

of the regression line is b = rXY sY /sX, where s is
the sample standard deviation of Y and X, the two
variables of interest.

The multiple linear regression model is given by
Y

′ = bYX.ZX + bYZ.XZ + a, where Y
′

is termed the
dependent or criterion variable and X and Z are the
independent or predictor variables and a is a constant.
The b’s are the constants that represent the weight
given to the independent (predictor) variables in the
estimation (prediction) of Y , the dependent variable.
In other words, the regression model may be used
to predict the value of a dependent variable from

a set of independent variables. When we have just
one dependent and one independent variable, then
the slope of the regression line is equivalent to r . For
the values of b, we have constants that represent the
weights given to the independent variables, and these
are calculated on the basis of the partial regression
coefficients.

The first use of the word correlation in a statistical
context is by Galton in his 1888 paper, Correla-
tions and their measurement, chiefly from anthropo-
metric data. Pearson maintains that Galton had first
approached the idea of correlation via the use of
ranked data before he turned to the measurement of
variates (see Spearman’s Rho). The use of ranks in
these kinds of data is usually attributed to Charles
Spearman, who became the first Professor of Psy-
chology at University College, London. He was, then,
for a time a colleague of Pearson’s in the same
institution, but the two men disliked each other and
were critical of each other’s work so that a col-
laboration, that may have been valuable, was never
entertained. A primary reason was that Pearson did
not relish his approach to correlation that was central
to his espousal of eugenics being sullied by methods
that did not openly acknowledge the use of vari-
ates, essential to the law of ancestral heredity. It can,
in fact, be rather easily shown that the modern for-
mula for correlation using ranked data may be derived
directly from the product-moment formula.

Spearman first offered the formula for the rank
differences. R = 1 − 3Sd/n2 − 1. Here, he uses S

for the sum, rather than the modern version � and d

is the difference in ranks. Later, the formula becomes
rs = 1 − 6

∑
d2/n(n2 − 1). An alternative measure

of correlation using ranks was suggested by Kendall.
This is his tau statistic (see Kendall’s Tau – τ ).

If two people are asked to rank the quality
of service in four restaurants, the data may be
presented thus:

Restaurant a b c d

Judge 1 3 4 2 1
Judge 2 3 1 4 2

Reordered

Restaurant d c a b

Judge 1 1 2 3 4
Judge 2 2 4 3 1
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What is the degree of correspondence between the
judges? We examine the data from Judge 2. Consid-
ering the rank of 2 and comparing it with the other
ranks, 2 precedes 4, 2 precedes 3, but 2 does not pre-
cede 1. These outcomes produce the ‘scores’ +1, +1,
and −1. When they are summed, we obtain +1. We
proceed to examine each of the possible pairs of ranks
and their totals. The maximum possible total obtained
if there was perfect agreement between Judge 1 and
Judge 2 would be 6. τ = (actual total)/(maximum
possible total) = −2/6 = −0.33. This is a measure
of agreement. This index is not identical with that
of Spearman, but they both reflect association in
the population.

George Udny Yule initially trained as an engineer,
but turned to statistics when Pearson offered him a
post at University College, London. Although, at first,
the two maintained a friendly relationship, this soured
when Yule’s own work did not meet with Pearson’s
favor. In particular, Yule’s development of a coeffi-
cient of association in 2 × 2 contingency tables cre-
ated disagreement and bitter controversy between the
two men. In general, X2 = ∑

(f o − f e)2/f e, where
fo is the observed, and fe the expected, frequency of
the observations. In a 2 × 2 table, this becomes

X2 = (fo − fe)
2
∑ 1

fe

. (3)

When two variables, X and Y , have been reduced
to two categories, it is possible to compute the
tetrachoric correlation coefficient. This measure
demands normality of distribution of the continuous
variables and a linear relationship. The basic calcula-
tion is difficult and approximations to the formula are
available. The procedure was just one of a number of
methods provided by Pearson, but it lacks reliability
and is rarely used nowadays.

The contingency coefficient is also an association
method for two sets of attributes (see Measures
of Association). However, it makes no assumptions

about an underlying continuity in the data and is
most suitable for nominal variables. The technique
is usually associated with Yule, and this, together
with Pearson’s insistence that the variables should be
continuous and normally distributed, almost certainly
contributed toward the Pearson–Yule disputes.

The correlation technique of Spearman [4] is well
known, but his legacy must be his early work on what
is now called factor analysis. Factor analyses applied
to matrices of intercorrelations among observed score
variables are techniques that psychology can call its
own for they were developed in that discipline, par-
ticularly in the context of the measurement of ability.

All the developments discussed here have led us
to modern approaches of increasing sophistication.
But these approaches have not supplanted the early
methods, and correlational techniques produced in
the nineteenth century and the later approaches to
regression analysis will be popular in the behavioral
sciences for a good while yet.
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History of Discrimination
and Clustering

There are two types of problems in classification. In
problems of the first type, which are addressed using
discriminant analysis, we are given the existence of
two or more groups and using a sample of individuals
from each, the object is to develop a rule under
which an individual whose group membership is
unknown can be assigned to the correct group. On
the other hand, in problems of the second type, which
are addressed using cluster analysis (see Cluster
Analysis: Overview), the groups themselves are
unknown a priori and must be determined by the
data so that members within the same group are more
similar than those that belong to different groups.

Although discriminant analysis and cluster analy-
sis are distinct procedures, they address complemen-
tary classification problems, and thus, are often used
together. Such is the case in numerical taxonomy.
In numerical taxonomy, the entities to be classified
are different animals, and observations on how dif-
ferent animals differ in their characteristics establish
a notion of similarity (or dissimilarity) between them.
The characteristics chosen by taxonomists vary from
morphological attributes (e.g., weight), genetic (e.g.,
the number of chromosome pairs) to ecological and
geographical data describing the habitat of animals.
Animals are ‘close’ if their respective mean values on
the selected characteristics are similar. Cluster anal-
ysis is useful in dealing with the multivariate data
required to identify categories of similar animals. In
taxonomy, the categories identified by cluster analysis
are thought to correspond to natural taxa in the envi-
ronment, the taxa that comprise the familiar seven-
level hierarchy of kingdoms, phyla, classes, orders,
families, genera, and species. Once the taxonomic
groups have been identified, discriminant analysis can
then be used to place an animal into the correct group
within each level of the hierarchy.

Nonetheless, historically, discriminant analysis
and cluster analysis have been developed indepen-
dently. Initially, the problems addressed by discrimi-
nant analysis were different from what they are today.
In the early work on what was then referred to as
‘discriminatory analysis’, classification problems did
not involve assigning cases to known groups with

the least amount of error; rather, they involved con-
firming the distinctiveness of two or more known
groups by testing the equality of their distributions
[3]. For this reason, statistics for testing the equality

of the distributions played an important role, as exem-
plified by Pearson’s ‘coefficient of racial likeness’
[7]. Problems in numerical taxonomy initiated the

development of discriminant analysis in its contem-
porary form, a development undertaken principally
by Fisher [4]. Fisher was concerned with the uni-
variate classification of observations into one of two
groups. For this problem, he suggested a rule that
classifies the observation x into the ith population
if |x − xi | is the smaller of |x − x1| and |x − x2|.
For a p-variable observation vector (p > 1), Fisher
reduced the problem to the univariate one by con-
sidering an ‘optimum’ linear combination, called the
discriminant function of the p-variables. The criterion
for defining a discriminant function was to maximize
the ratio between the difference in the sample means
and the pooled within-groups variance.

Following Fisher, the probabilistic approaches of
Welch [16], von Mises [14], and Rao [8] pre-
dominated. Summarizing briefly, Welch derived the
forms of Bayes rules and the minimax Bayes rule
when the groups’ distributions were multivariate nor-
mal (see Catalogue of Probability Density Func-
tions) and their covariance matrices were equal; von
Mises specified a rule which maximized the proba-
bility of correct classification; and Rao suggested a
distance measure between observations and groups,
whose minimum value maximized the probability
of correctly assigning observations to groups. Rao’s
generalized distance measure built upon Pearson’s
coefficient of racial likeness and Mahalanobis’ [6].
Wald [15] took a decision theoretic approach to dis-
criminant analysis. Lately, nonparametric approaches
to discriminant analysis have been a popular area of
development [5]. In addition, of historical interest is
a recent review [9] of the largely unknown but sub-
stantial and important work on discriminant analysis
in the former Soviet Union that was initiated by Kol-
mogorov and his colleagues at Moscow University.

Early forms of cluster analysis included Zubin’s
[17] method for sorting a correlation matrix that

would yield clusters, and Stephenson’s [11] use of
inverted (‘Q’) factor analysis to find clusters of
personality types (see R & Q Analysis). However,
the first systematic work was performed by Tryon
[12], who viewed cluster analysis (‘a poor man’s
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factor analysis’ according to Tryon) as an alternative
to using factor analysis for classifying people into
types. Most of the methods develop by Tryon were
in fact variants of multiple factor analysis [13]. Cat-
tell [1], who also emphasized the use of cluster anal-
ysis for classifying types of persons, discussed four
clustering methods: (a) ‘ramifying linkage’, which
was a variation on what is now termed single linkage,
(b) a ‘matrix diagonal method’ which was a graphi-
cal procedure, (c) ‘Tryon’s method’ which is related
to what currently would be described as average
linkage (see Hierarchical Clustering), and (d) the
‘approximate delimitation method’ which was Cat-
tell’s extension of the ramifying linkage method.
Cattell et al. [2] presented an iterative extension of
the ramifying linkage method in order to identify two
general classes of types: ‘homostats’ and ‘segregates.’
A homostat is a group in which every member has a
high degree of resemblance with every other member
in the group. On the other hand, a segregate is a group
in which each member resembles more members of
that group than other groups.

Since the 1960s, interest in cluster analysis has
increased considerably, and a large number of dif-
ferent methods for clustering have been proposed.
The new interest in cluster analysis was primarily
due to two sources: (a) the availability of high-speed
computers, and (b) the advocacy of cluster analy-
sis as a method of numerical taxonomy [10]. The
introduction of high-speed computers permitted the
development of sophisticated cluster analysis meth-
ods, methods nearly impossible to carry out by hand.
Most of the methods available at the time when high-
speed computers first became available required the
computation and analysis of an N × N similarity
matrix, where N refers to the number of observations
to be clustered. For example, if a sample consisted
of 100 observations, this would require the analysis
of a 100 × 100 matrix, which would contain 4950
unique values, hardly an analysis to be untaken with-
out mechanical assistance.

Cluster analysis appears now to be in a stage of
consolidation, in which synthesizing and populariz-
ing currently available methods, rather than intro-
ducing new ones, are emphasized. Consolidation is
important, if for no other reason than to remove
existing discrepancies and ambiguities. For example,
the same methods of cluster analysis are often con-
fusingly called by different names. ‘Single linkage’
is the standard name for a method of hierarchical

agglomerative clustering, but it is also referred to
pseudonymously as ‘nearest neighbor method’, the
‘minimum method’, the ‘space contracting method’,
‘hierarchical analysis’, ‘elementary linkage analysis’,
and the ‘connectedness method’.
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History of Factor
Analysis: A Psychological
Perspective

In 1904, Charles Spearman published two related
papers that have had an immense influence on psy-
chology in general and psychometrics in particular. In
the first, [23] he outlined the classical or true-score
model of reliability, dividing test performance, and
therefore the variance in test scores, into a portion
that was due to the individual’s ‘true’ level on the
trait in question and a portion that was random error
of measurement. This can be represented symboli-
cally as

Xij = Ti + eij (1)

The observed score of individual i on variable X at
occasion j (Xij ) is composed of the true score of
individual i on X (Ti) plus the error made in the
measurement of person i at time j (eij ). If Ti is
constant, variation in a person’s performance on suc-
cessive measurements is due to randomly fluctuating
errors. This distinction has formed the cornerstone
of classical measurement theory (see Measurement:
Overview) and is still highly influential.

By applying (1) to the scores for a sample on N

individuals and finding the variance, we can break
the variance in the observed scores down into two
components, the variance in true scores, and the
variance of the errors of measurement.

σ 2
X = σ 2

T + σ 2
e (2)

The ratio of true-score variance to total variance
yields the reliability coefficient, and the square root
of the error variance is the standard error of measure-
ment, which can be used to determine an interval of
uncertainty for a predicted score.

In his second paper, Spearman [24] enunciated
one of the most influential theories of human cog-
nitive abilities of the twentieth century, his theory
of general intelligence, and laid the foundations for
the method of data analysis that has come to be
known as factor analysis. In this paper, Spearman
divided the score of a person on an observed vari-
able into a portion that represented what that variable
had in common with the other variables in the anal-
ysis, which he called g or general intelligence, and a

portion that was unique to the variable in question,
which he called s or specific performance.

Xij = gi + sij (3)

The score of individual i on variable j (Xij ) is
composed of person i’s score on the general ability
variable g (gi) plus the individual’s score on the
specific part of Xj (sij ). Applying the logic of (2) to
a set of scores yields the conclusion that the variance
of a variable can be decomposed into a portion that
is due to the common factor and another portion that
is due to the specific factor.

σ 2
X = σ 2

g + σ 2
s (4)

Because there were two sources, or factors, contribut-
ing to the variance of each variable, this theory came
to be known as the two-factor theory.

Three years earlier Karl Pearson [20] had derived
what he called the principal component of a set
of variables to account for the largest amount of
variance explainable by a single dimension of the
set (later generalized by Hotelling [10] to provide
the full set of principal components). Because this
procedure was not associated with a psychological
theory and was computationally demanding, it did not
get much attention from psychologists at the time.

There is an important ontological difference bet-
ween component analysis as conceived by Pearson
and Hotelling and factor analysis as conceived by
Spearman. Component analysis is properly viewed as
a data-reduction procedure. It results in an orthogonal
(uncorrelated) representation of the variable space,
but implies nothing about constructs underlying the
variables. Factor analysis, on the other hand, has
been viewed from its inception as a method for
uncovering meaningful causal constructs to account
for the correlations between variables. Some writers,
for example, Velicer and Jackson [38], have argued
that the distinction is unnecessary, and in one sense
they are right. One should get a similar description of
the data from either approach. However, as we shall
see, the common factor approach generally yields
better results in terms of one important index of
the quality of the solution, ability to reproduce the
original data.

Spearman’s initial proposal of a single general
factor of cognitive ability sparked an immediate
trans-Atlantic debate between Spearman and E. L.
Thorndike [27], who argued that there were many
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factors of ‘intellect’ (his preferred term; see [29] for a
description of the debate). In the face of this criticism,
Spearman was forced to develop an analytic method
to support his claim that a single factor was sufficient
to account for the correlations among a set of tests.
He was able to show [8] that a sufficient condition for
the existence of a single factor was that an equation
of the form

rabrcd − racrbd = 0 (5)

be satisfied for all possible sets of four tests. This
criterion, known as the tetrad difference equation,
would not be exactly satisfied for all possible sets of
four tests with real data, but it might be approximated.

Debate over the nature of intelligence continued
as one side produced a set of data satisfying the
tetrad criterion and the other side countered with one
that did not. Then, in 1917, Cyril Burt [2] offered a
method for extracting a factor from a matrix of cor-
relations that approximated Pearson’s principal com-
ponent, but at great computational savings. Because
his method placed the first factor through the average
or geometric center of the set of variables, it became
known as the centroid method for extracting factors
(determining the initial location of a factor is called
factor extraction). The centroid method was compu-
tationally straightforward and yielded useful factors.
In the hands of L. L. Thurstone, it would become the
standard method of factor extraction until computers
became widely available in the late 1950s.

Although Spearman continued to offer his tetrad
criterion as providing evidence of a single general
factor of intelligence [25], the two-factor theory was
dealt a serious blow in 1928 by Truman Kelley [17].
Using the method of partial correlation to remove g

from the matrix of correlations among a set of ability
variables, Kelley showed that additional meaningful
factors could be found in the matrix of residual cor-
relations. He argued that the distribution of residual
correlations after extracting g could be used to test
(and reject) the hypothesis of a single general factor
and that an important goal for psychological mea-
surement should be to construct tests that were pure
measures of the multiple factors that he had found.
Somewhat earlier, Thompson [26] had proposed a
sampling approach to the conceptualization of fac-
tors that resulted logically in a hierarchy of factors
depending on the breadth of the sampling. The con-
cept of a hierarchy was later explicitly developed by

Vernon [39] and Humphreys [11] into general theo-
ries about the organization of human abilities.

Enter L. L. Thurstone, the most important single
contributor to the development of factor analysis after
Spearman himself. In 1931, Thurstone [30] published
an important insight. He recognized that satisfying
the tetrad criterion for any set of four variables
was equivalent to saying that the rank of the 4 × 4
correlation matrix was 1. (We can roughly define
the rank of a matrix as the number of independent
dimensions it represents. More formal definitions
require a knowledge of matrix algebra.) In this
important paper, Thurstone argued that the rank of
a matrix is the equivalent of the number of factors
required to account for the correlations. Unless the
rank of a matrix was 1, it would require more
than one factor to reproduce the correlations (see
below). He also showed how the centroid method
could be used to extract successive factors much
more simply and satisfactorily than Kelley’s partial
correlation procedure.

Through the remainder of the 1930s, Thurstone
continued to expand his conception of common factor
analysis. He undertook a massive study of men-
tal abilities, known as the Primary Mental Abilities
study, in which 240 college-student volunteers took
a 15-hour battery of 56 tests [31–34]. From analysis
of this battery, he identified as many as 12 factors,
seven of which were sufficiently well defined to be
named as scientific constructs of ability. In addition,
he developed the geometric interpretation of factors
as the axes of a multidimensional space defined by the
variables. This insight allowed him to recognize that
the location of any factor is arbitrary. Once the mul-
tidimensional space (whose dimensionality is defined
by the rank of the correlation matrix) is defined by the
variables, centroid factors or principal components
are used to define the nonzero axes of the space by
satisfying certain conditions (see below), but these
initial factors seldom seemed meaningful. Thurstone
argued that one could (and should) move the axes
to new positions that had the greatest psychological
meaning. This process was called factor rotation (see
Factor Analysis: Exploratory).

In his original work, Thurstone rotated the factors
rigidly, maintaining their orthogonal or uncorrelated
character. By 1938, he was advocating allowing the
factors to become correlated or oblique. Geomet-
rically, this means allowing the factors to assume
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positions at other than 90 degrees to each other. Oth-
ers, such as Vernon [39] and Humphreys [11] would
later apply factor analysis to the matrices of corre-
lations among the ‘first-order factors’ to obtain their
hierarchical models.

Thurstone’s insights created three significant prob-
lems. First, the actual rank of any proper correlation
matrix would always be equal to the number of
variables because the diagonal entries in the matrix
included not only common variance (the g-related
variance of Spearman’s two-factor model) but also
the specific variance. Thurstone suggested that the
correlation matrix to be explained by the factors
should not be the original matrix but one in which an
estimate of the common variance of each variable had
been placed in the appropriate location in the diago-
nal. This left investigators with the problem of how
to estimate the common variance (or communality,
as it came to be known).

The problem of estimating the communality was
intimately related to the problem of how many factors
were needed to account for the correlations. More
factors would always result in higher communalities.
In an era of hand computation, one did not want to
extract factors more than once, so good communality
estimates and a correct decision on the number of
factors were crucial. Thurstone himself tended to
favor using the largest correlation that a variable
had with any other variable in the matrix as an
estimate of the communality. Roff [22] argued that
the squared multiple correlation of each variable with
the other variables in the matrix provided the best
estimate of the communality, and this is a starting
point commonly used today. Others suggested an
estimate of the reliability of each variable provided
the best communality estimate.

The third problem resulted from the practice of
rotation. The criteria for factor extraction provided
a defined solution for the factors, but once rotation
was introduced, there were an infinite number of
equally acceptable answers. Thurstone attempted to
solve this problem with the introduction of the
concept of simple structure. In its most rudimentary
form, the principle of simple structure says that
each observed variable should be composed of the
smallest possible number of factors, ideally one. In
his most comprehensive statement on factor analysis,
Thurstone [35, p. 335] offered five criteria that a
pattern of factor loadings should meet to qualify as
satisfying the simple structure principle, but most

attention has been directed to finding a rotation that
produces a small number of nonzero loadings for
any variable.

There are two primary arguments in favor of factor
patterns that satisfy simple structure. First, they are
likely to be the most interpretable and meaningful. A
strong argument can be made that meaningfulness is
really the most important property for the results of
a factor analysis to have. Second, Thurstone argued
that a real simple structure would be robust across
samples and with respect to the exact selection of
variables. He argued convincingly that one could
hardly claim to have discovered a useful scientific
construct unless it would reliably appear in data sets
designed to reveal it.

Thurstone always did his rotations graphically by
inspection of a plot of the variables and a pair of
factors. However, this approach was criticized as
lacking objectivity. With the advent of computers in
the 1950s, several researchers offered objective rota-
tion programs that optimized a numerical function of
the factor loadings [e.g., 3, 19]. The most success-
ful of these in terms of widespread usage has been
the varimax criterion for rotation to an orthogonal
simple structure proposed by Kaiser [14], although
the direct oblimin procedure of Jennrich and Samp-
son [12] is also very popular as a way to obtain an
oblique simple structure.

In addition to making analytic rotation possi-
ble, the rise of computers also sounded the death
knell for centroid extraction. By the late 1960s the
Pearson–Hotelling method of principal axis factor
extraction had replaced all others. Several alterna-
tives had been offered for how to estimate the
communalities, including maximum likelihood [13,
18], alpha [16] and minimum residuals [7], but all
employed the same basic extraction strategy that is
described below.

There was also progress on the number-of-factors
question that can be traced to the availability of com-
puters. Although Hotelling [10] and Bartlett [1] had
provided tests of the statistical significance of prin-
cipal components (Bartlett’s sphericity test is still an
option in SPSS), neither was used until computers
were available because they did not apply to cen-
troid factors. Rippe [21] offered a general test for
the number of factors in large samples, and Law-
ley [18] had provided the foundation of a significance
test for use with maximum likelihood factors. Others,



4 History of Factor Analysis: A Psychological Perspective

notably Kaiser [15] and Cattell [4] offered nonsta-
tistical rules of thumb for the number of principal
components to retain for rotation. Kaiser’s criterion
held that only factors that have eigenvalues (see
below) greater than 1.0 should be considered, and
Cattell suggested that investigators examine the plot
of the eigenvalues to determine where a ‘scree’ (ran-
dom noise factors) began. Kaiser’s criterion became
so popular that it is the default in SPSS and some
other computer programs, and many programs will
output the plot of the eigenvalues as an option.

Statistical criteria for the number of factors were
criticized as being highly sensitive to sample size.
On the other hand, one person’s scree is another
person’s substantive factor, and Kaiser’s criterion,
although objective, could result in keeping a factor
with an eigenvalue of 1.0001 and dropping one at
0.999. To solve these problems, Horn [9] proposed
that in a study with m variables, m × m matrices
of correlations from random data be analyzed and
only factors from the real data with eigenvalues larger
than the paired eigenvalue from random data be kept.
This approach has worked well in simulation studies,
but has not seen widespread application. A method
with similar logic by Velicer [36] based on average
squared partial correlations has also shown promise
but seen little application.

By the early 1970s, the development of common
factor analysis was all but complete. That this is so
can be inferred from the fact that there has not been
a major book devoted to the subject since 1983 [5],
while before that date several important treatments
appeared every decade. This does not mean that the
method has been abandoned. Far from it; unrestricted
(exploratory) factor analysis remains one of the most
popular data analytic methods. Rather, work has
focused on technical issues such as rules for the
number of factors to extract, how large samples need
to be, and how many variables need to be included
to represent each factor. Although many investigators
have contributed to developments on these topics,
Wayne Velicer and his associates have been among
the most frequent and influential contributors [37].

Overview of Factor Analysis

There are two basic ways to conceptualize factor
analysis, an algebraic approach and a graphic or
geometric approach. In this section, we will review

each of these briefly. For a further description, see
the entry on common factor analysis. A thorough
description of both approaches can also be found in
Harman [6] or Gorsuch [5].

Algebraic Approach

Spearman [24] and Thurstone [35] both considered
factors to represent real latent causal variables that
were responsible for individual differences in test
scores. Individuals are viewed as having levels of
ability or personality on whatever traits the factors
represent. The task for factor analysis is to determine
from the correlations among the variables how much
each factor contributes to scores on each variable. We
can therefore think of a series of regression equations
with the factors as predictors and the observed
variables as the criteria. If there are K factors and
p observed variables, we will have p regression
equations, each with the same K predictors, but
the predictors will have different weights in each
equation reflecting their individual contributions to
that variable.

Suppose we have a set of six variables, three
measures of verbal ability and three measures of
quantitative ability. We might expect there to be two
factors in such a set of data. Using a generalization of
Spearman’s two-factor equation, we could then think
of the score of a person (call him i for Ishmael) on
the first test (X1i ) as being composed of some part
of Ishmael’s score on factor 1 plus some part of his
score on factor 2, plus a portion specific to this test.
For convenience, we will put everything in standard
score form.

ZX1i = βX1F1ZF1i + βX1F2ZF2i + UX1i (6)

Ishmael’s score on variable X1 (ZXi i) is composed of
the contribution factor 1 makes to variable X1 (βX1F1)

multiplied by Ishmael’s score on factor 1 (ZF1i )

plus the contribution factor 2 makes to X1 (βX1F2)

times Ishmael’s score on factor 2 (ZF2i ) plus the
residual or unique part of the score, UX1i . U is
whatever is not contributed by the common factors
and is called uniqueness. We shall see shortly that
uniqueness is composed of two additional parts.
Likewise, Ishmael’s scores on each of the other
variables are composed of a contribution from each
of the factors plus a unique part. For example,

ZX2i = βF1X2ZF1i
+ βF2X2ZF2i

+ UX2i
(7)
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If we have scores on variable 1 for a set of people,
we can use (6) to see that factor analysis decomposes
the variance of these scores into contributions by each
of the factors. That is, for each variable Xj we can
develop an expression of the following form

σ 2
Xj

= βXj F1σ
2
F1

+ βXj F2σ
2
F2

+ σ 2
Uj

(8)

The variance of each observed variable is a weighted
combination of the factor variances plus a unique
contribution due to that variable.

The betas are known as factor pattern coeffi-
cients or factor loadings. As is the case in multiple
correlations generally, if the predictors (factor) are
uncorrelated, the regression weights are equal to the
predictor-criterion correlations. That is, for orthog-
onal factors, the pattern coefficients are also the
correlations between the factors and the observed
variables. In factor analysis, the correlations between
the variables and the factors are called factor struc-
ture coefficients. One of the major arguments that has
been made in favor of orthogonal rotations of the fac-
tors is that as long as the factors are orthogonal the
equivalence between the pattern and structure coef-
ficients is maintained, so interpretation of the results
is simplified.

Let us consider an example like the one above.
Table 1 contains hypothetical correlations among
three verbal and three quantitative tests from the
Stanford–Binet Fourth Edition [28]. The matrix was
constructed to be similar to the results obtained with
the actual instrument.

Applying principal axis factor analysis (see the
entry on common factor analysis) to this matrix
yields the factor matrix in Table 2. This matrix is
fairly typical of results from factoring sets of ability
variables. There is a large first factor with all positive
loadings and a smaller second factor with about half
positive and half negative loadings (called a bipolar

Table 1 Hypothetical correlations between six subtests of
the Stanford–Binet, Fourth Edition

Variable 1 2 3 4 5 6

Vocabulary 1.000
Comprehension 0.710 1.000
Absurdities 0.586 0.586 1.000
Equation

building
0.504 0.460 0.330 1.000

Number series 0.562 0.563 0.522 0.630 1.000
Quantitative 0.570 0.567 0.491 0.594 0.634 1.000

Table 2 Initial factor matrix for six Stanford–Binet Tests

Factor

1 2 h2

Vocabulary 0.80 −0.20 0.68
Comprehension 0.79 −0.26 0.69
Absurdities 0.67 −0.26 0.52
Equation building 0.71 0.43 0.69
Number series 0.78 0.18 0.64
Quantitative 0.76 0.14 0.60

Factor variances 3.40 0.41 3.81

factor). The large first factor has often been equated
with Spearman’s g factor.

One interpretation of a correlation is that its square
corresponds to the proportion of variance in one
variable that is accounted for by the other variable.
For orthogonal factors, this means that a squared
factor loading is the proportion of the variable’s
variance contributed by that factor. Summed across
all common factors, the result is the proportion
of the variable’s variance that is accounted for by
the set of common factors (note that uniqueness is
not included). This quantity is called the common
variance of the variable or its communality. For the
case of K factors,

Communality of X1 =
K∑

j=1

β2
X1Fj

= h2
X1

(9)

The communality of each variable is given in the last
column of Table 1. The symbol h2 is often used for
communality and represents a variance term.

The remainder of each variable’s variance, (1 −
h2), is the variance unique to that variable, its
uniqueness (symbolized u2, also a variance term).
The unique variance is composed of two parts,
variance that is due to reliable individual differences
that are not accounted for by the common factors
and random errors of measurement. The first is called
specificity (symbolized s2) and the second is simply
error (e2). Thus, Spearman’s two 1904 papers lead
to the following way to view a person’s score on a
variable

ZXj i = βF1Xj
ZF1i

+ βF2Xj
ZF2i

+ sXj i + eXj i (10)

and link common factor theory with measurement
theory. If we once again think of the scores for N

people on the set of variables, the variance of each
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variable (we are still considering standard scores, so
each variable’s total variance is 1.0) can be viewed
in three interlocking ways (each letter corresponds to
a kind of variance derived from (10)).

Factor theory 1.0 = h2 + u2 u2 = s2 + e2

1.0 = h2 + s2 + e2 r2 = h2 + s2

Measurement 1.0 = r2 + e2

theory

The symbol r2 is used to indicate the reliable
variance in test scores.

We can also consider the factor loading as reveal-
ing the amount of a factor’s variance that is con-
tributed by each variable. Again taking the squared
factor loadings, but this time summing down the col-
umn of each factor, we get the values at the bottom
of Table 2. These values are often referred to, some-
what inappropriately, as eigenvalues. This term is
really only appropriate in the case of principal com-
ponents. In this example, we used squared multiple
correlations as initial communality estimates, so fac-
tor variance is the correct term to use. Note that the
first factor accounts for over half of the variance of
the set of six variables and the two factors combined
account for about 2/3 of the variance.

Now, let us see what happens if we apply varimax
rotation to these factors. What we would expect for
a simple structure is for some of the loadings on
the first factor to become small, while some of the
loadings on the second factor become larger. The
results are shown in Table 3. The first factor now
has large loadings for the three verbal tests and
modest loadings for the three quantitative tests and
the reverse pattern is shown on the second factor.
We would be inclined to call factor 1 a verbal ability
factor and factor 2 a quantitative ability factor. Note

Table 3 Varimax-rotated factor matrix for six Stan-
ford–Binet Tests

Factor

1 2 h2

Vocabulary 0.73 0.38 0.68
Comprehension 0.76 0.34 0.69
Absurdities 0.68 0.26 0.52
Equation building 0.24 0.79 0.69
Number series 0.46 0.66 0.64
Quantitative 0.48 0.61 0.60

Factor variances 2.07 1.76 3.81

that the factors still account for the same amount
of each variable’s variance, but that variance has
been redistributed between the factors. That is, the
communalities are unchanged by rotation, but the
factor variances are now more nearly equal.

There are two things about the varimax factor
matrix that might cause us concern. First, the small
loadings are not that small. The structure is not
that simple. Second, there is no particular reason
why we would or should expect the factors to be
orthogonal in nature. We will allow the data to
speak to us more clearly if we permit the factors to
become correlated. If they remain orthogonal with the
restriction of orthogonality relaxed, so be it, but we
might not want to force this property on them. Table 4
contains the factor pattern matrix after rotation by
direct oblimin.

There are two things to notice about these pattern
coefficients. First, the large or primary coefficients
display the same basic pattern and size as the coef-
ficients in Table 3. Second, the secondary loadings
are quite a lot smaller. This is the usual result of an
oblique rotation. The other important statistic to note
is that the factors in this solution are correlated 0.70.
That is, according to these data, verbal ability and
quantitative ability are quite highly correlated. This
makes sense when we observe that the smallest cor-
relation between a verbal test and a quantitative test
in Table 1 is 0.33 and most are above 0.50. It is also
what Spearman’s theory would have predicted.

We can note one final feature of this analysis,
which addresses the question of whether there is
a difference between principal components analysis
and common factor analysis. The factors provide a
model for the original data and we can ask how
well the model fits the data. We can reproduce the

Table 4 Pattern matrix from a direct oblimin rotation for
six Stanford–Binet Tests

Factora

1 2

Vocabulary 0.76 0.10
Comprehension 0.82 0.02
Absurdities 0.75 −0.04
Equation building −0.09 0.89
Number series 0.27 0.59
Quantitative 0.30 0.53

aFactors correlate +0.70.
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original correlations, as accounted for by the factors,
by multiplying the factor matrix by its transpose
(most factor programs will give you this output if
you ask for it). If the model fits well, the difference
between the original correlations and the correlations
as reproduced from the factor model should be similar
(the difference is called the residual ). Applying this
test to the factors in Table 2, we find that all of
the residuals with the correlations in Table 1 are less
than .05, indicating quite good fit. If we had applied
a principal components analysis to the same data,
over half of the residual correlations would exceed
.05, a much poorer fit. The lack of fit for principal
components is a result of including unique variance
in the correlation matrix; the reproduced correlations
will be inflated.

Geometric Approach

The foundation of the geometric approach to factor
analysis rests on the fact that variables can be
represented by lines in space. The correlation between
any pair of variables is directly related to the cosine
of the angle between the lines representing the two
variables; a right angle means r = 0, and a small
angle means the correlation is large. Thus, highly
correlated variables lie close to each other in space.
Thurstone rotated factors by placing them close to
clusters of variables in such a graphic display.

A proper correlation matrix will require as many
dimensions as there are variables to completely
represent the data. Our small six-variable example
would require a six-dimensional space. However, we
can make a plot showing the model of the data
represented by any pair of factors by simply laying
out the factors as axes of the space and plotting the
variables as lines given by the factor loadings. The
tip of each line is defined by the variable’s factor
loadings. Figure 1 contains the plot of the factor
matrix from Table 2.

The variables form a fan-shaped array around the
positive end of the first factor with the quantitative
variables on the positive side of factor 2 and the
verbal variables on the negative side of this factor.
The factor matrix in Table 2 and the graphic display
in Figure 1 give identical representations of the
relations among the variables. The square of the
length of the line representing each variable is equal
to its communality. (From the Pythagorean theorem,
c2 = a2 + b2. The line representing a variable is c,

4
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Figure 1 Plot of the six variables and first two factors
before rotation. Note that all loadings on the first factor are
positive and the second factor is bipolar
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Figure 2 Plot of the six variables and first two factors
in which the factors have been rotated orthogonally 42
degrees clockwise

and a and b are the factor loadings, so this is the
geometric equivalent of (9).)

Now consider the rotation concept. Factor 1 is a
complex combination of all the variables while factor
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2 contrasts verbal and quantitative tests. If we rotate
the factors clockwise, factor 1 will come to represent
the verbal tests more clearly and factor 2 will align
with the quantitative ones. It looks like a rotation of
about 45 degrees will do the trick.

When we apply the varimax rotation criterion, a
rotation of 42 degrees produces an optimum solution.
The plot of the rotated solution is shown in Figure 2.
Notice that the variables stay in the same place and
the factors rotate to new locations. Now, all of the
variables project toward the positive ends of both
factors, and this fact in reflected by the uniformly
positive loadings in Table 3.

Figure 3 is a plot of the direct oblimin rotation
from Table 4. Here we can see that the two factors
have been placed near the centers of the two clusters
of variables. The verbal cluster is a relatively pure
representation of the verbal factor (1). None of the
variables are far from the factor and all of their
pattern coefficients on factor 2 are essentially zero.
Equation building is a relatively pure measure of
the quantitative factor, but two of the quantitative
variables seem to also involve some elements of
verbal behavior. We can account for this fact in the
case of the Quantitative test because it is composed

R
ot

at
e

Factor 2

Rotate

Factor 1
3

2
1

6
5

4

Figure 3 Plot of the six variables and first two factors
after a direct Oblimin rotation. Note that the positions of the
factors are the same as in Figures 1 and 2, but the factors
have been rotated by different amounts

in part of word problems that might involve a verbal
component. The reason for the nonzero coefficient for
Number Series is not clear from the test content.

The algebraic and graphical representations of the
factors complement each other for factor interpreta-
tion because they provide two different ways to view
exactly the same outcome. Either one allows us to
formulate hypotheses about causal constructs that
underlie and explain a set of observed variables. As
Thurstone [35] pointed out many years ago, however,
this is only a starting point. The scientific value of
the constructs so discovered must be tested in addi-
tional studies to demonstrate both their stability with
respect to the specific selection of variables and their
generality across subject populations. Often they may
be included in studies involving experimental manip-
ulations to test whether they behave as predicted
by theory.
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History of Factor
Analysis: A Statistical
Perspective

Origins

Factor analysis is usually dated from Charles
Spearman’s paper ‘General Intelligence’ Objectively
Determined and Measured published in the American
Journal of Psychology in 1904 [18]. However, like
most innovations, traces of the idea can be found
in earlier work by Karl Pearson [17] and others.
All the same, it was a remarkable idea. Spearman,
of course, did not invent factor analysis in the full
glory of its later development. He actually proposed
what would now be called a one-factor model though
then it was, perversely, called a two-factor model.
It arose in the context of the theory of correlation
and partial correlation, which was one of the few
topics in multivariate statistics that was reasonably
well developed at that time. Technically speaking,
it was not such a great step forward but it proved
enough to unlock the door to a huge field of applica-
tions.

Spearman and most of his immediate followers
were interested in measuring human abilities and, in
particular, general intelligence. There was no inter-
est in developing the general method of multivariate
analysis which factor analysis later became. Fac-
tor analysis is unusual among multivariate statistical
techniques in that it was developed almost entirely
within the discipline of psychology. Its line of devel-
opment was therefore subservient to the needs of
psychological measurement of abilities in particu-
lar. This has had advantages and disadvantages. On
the positive side, it has ‘earthed’ or grounded the
subject, ensuring that it did not wander off into
theoretical irrelevancies. Negatively, it had a dis-
torting effect that emphasized some aspects and
ignored others.

Returning to Spearman and the origins of factor
analysis; the theory quickly grew. Sir Cyril Burt,
see for example [5], was one of the first on the scene
and, with his access to large amounts of data from
the London County Council, was able to press ahead
with practical applications.

The Key Idea

The key idea was that it might be possible to explain
the correlations in sets of observable variables by
the hypothesis that they all had some dependence
on a common factor (or, later, factors). The fact
that, in practice, the correlations were not wholly
accounted for in this way was explained by the influ-
ence of other variables ‘specific’ to each observable
variable. If this hypothesis were correct, then con-
ditioning on the common variables (factors) should
render the variables independent. In that sense, their
correlations were ‘explained’ by the common factors.
It was then but a short step to show that the vari-
ances of each variable could be partitioned into two
parts, one arising from the common factor(s) and the
other from the rest. The importance of each variable
(its ‘saturation’ with the common factor) could be
measured by its correlation with that factor – and
this could be estimated from the observed correla-
tions. In essence, this was achieved by Spearman
in 1904.

In 1904, there was little statistical theory avail-
able to help Spearman but what there was proved
to be enough. Correlation had been a major field of
study. The invention of the product-moment corre-
lation (see Pearson Product Moment Correlation)
had been followed by expressions for partial cor-
relations. A first-order partial correlation gives the
correlation between a pair of variables when a third
is fixed. Second-order coefficients deal with the case
when two other variables are fixed, and so on. The
expressions for the partial correlations presupposed
that the relationships between the variables were
linear. That was because product-moment correla-
tion is a measure of linear correlation. Inspection
of early editions of Yule’s Introduction to the The-
ory of Statistics (starting with [21]) will show how
prominent a place partial correlation occupied in
the early days. Later, the emphasis shifted to mul-
tiple regression (see Multiple Linear Regression),
which offered an alternative way of investigating the
same phenomenon.

The result of Spearman’s idea is that if the
correlation between two variables is due to their
common dependence on a third variable, then one
can deduce that the form of the correlations has a
particularly simple form. It is not entirely clear from
the 1904 paper how Spearman went about this or
what form of the relationship among the correlations
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he actually used, but a simple way of arriving at his
result is as follows.

Suppose we have a set of variables correlated
among themselves. We suspect that these correlations
are induced by their common dependence on a factor
called G (Spearman used G in this context because
he was using it to denote general intelligence). If
that is the case, then conditioning on G should
remove the correlation. Consider two variables i and
j with correlation rij . If our hypothesis is correct,
that correlation should vanish if we condition on G.
That is, the partial correlation rij.G should be zero
(the ‘dot’ is used to denote ‘given’). Now,

rij.G = rij − riGrjG√
1 − r2

iG

√
1 − r2

jG

, (1)

and so the necessary and sufficient condition for r to
vanish is that

rij = riGrjG (i, j = 1, 2, . . . , p) (i �= j). (2)

If we can find values riG (i = 1, 2, . . . , p) to satisfy
these relations (approximately), then we shall have
established that the mutual correlation among the
variables can, indeed, be explained by their common
dependence on the common factor G. This derivation
shows that what came to be called factor loadings are,
in fact, correlations of the manifest variables with
the factor. As we shall see, this idea can easily be
extended to cover additional factors but that was not
part of Spearman’s original discovery.

The Statistical Strand

The first passing contact of statistics with the devel-
oping factor analysis was the publication of Harold
Hotelling’s seminal paper [6] on principal com-
ponent analysis. PCA is quite distinct from factor
analysis but the distinction was, perhaps, less clear
in the 1930s. Hotelling himself was critical of factor
analysis, especially because of its lack of the statisti-
cal paraphernalia of inferential statistics.

Hotelling was followed, quite independently it
seems, by Bartlett, [2–4], whose name is particu-
larly remembered in this field for what are know as
‘Bartlett’ scores. These are ‘factor scores’ and we
shall return to them below (see Factor Score Esti-
mation). He also wrote more widely on the subject

and, through his influence, Whittle [20] made a brief
excursion into the field.

There the matter appears to have rested until the
immediate postwar period. By then, statistics, in a
modern guise, was making great progress. M. G.
Kendall, who was a great systematizer, turned his
attention to factor analysis in [9] and also included
it in taught courses at about the time and in one
of his early monographs on multivariate analysis.
This period also marks D. N. Lawley’s contribution
concerned especially with fitting the factor model,
see, for example, [10]. His one-time colleague, A.
E. Maxwell, who collaborated in the writing of
the book Factor Analysis as a Statistical Method
[11], did practical factor analysis in connection with
his work at the London Institute of Psychiatry. His
expository paper [14], first read at a conference of the
Royal Statistical Society in Durham and subsequently
published in the Journal Series A, is an admirable
summary of the state of play around 1961. In
particular, it highlights the problems of implementing
the methods of fitting the model that had already been
developed – uncertain convergence being prominent
among them.

However, factor analysis did not ‘catch on’ in a big
way within the statistical community and there were
a number of critical voices. These tended to focus on
the alleged arbitrariness of the method that so often
seemed to lead to an unduly subjective treatment.
The range of rotations available, oblique as well as
orthogonal, left the user with a bewildering array of
‘solutions’ one of which, surely, must show what the
analyst desired. Much of this ‘unfriendly fire’ was
occasioned by the fact that, in practice, factor ana-
lysts showed little interest in sampling error. It was
easily possible to demonstrate the pitfalls by simula-
tion studies on the basis of small sample sizes, where
sampling error was often mistaken for arbitrariness.
To many statisticians, the solidity of principal com-
ponents analysis provided a surer foundation even if
it was, basically, only a descriptive technique. How-
ever, to psychologists, ‘meaningfulness’ was as least
as important a criterion in judging solutions as ‘sta-
tistical significance’.

The immediate postwar period, 1950–1960 say,
marks an important watershed in the history of factor
analysis, and of statistics in general. We shall come
to this shortly, but it owed its origin to two important
happenings of this period. One was the introduction
of the electronic computer, which was, ultimately,
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to revolutionize multivariate statistical analysis. The
other was the central place given to probability
models in the specification and analysis of statistical
problems. In a real sense, statistics became a branch
of applied probability in a way that it had not
been earlier.

Prior to this watershed, the theory of factor
analysis was largely about the numerical analysis
of correlation (and related) matrices. In a sense,
this might be called a deterministic or mathematical
theory. This became such a deeply held orthodoxy
that it still has a firm grip in some quarters. The
so-called problem of factor scores, for example, is
sometimes still spoken of as a ‘problem’ even though
its problematic character evaporates once the problem
is formulated in modern terms.

Next Steps

The first main extension was to introduce more than
one common factor. It soon became apparent in
applied work that the original one-factor hypothesis
did not fit much of the data available. It was straight-
forward, in principle, to extend the theory, and Burt
was among the pioneers, though it is doubtful whether
his claim to have invented multifactor analysis can be
substantiated (see [13]).

At about the same time, the methods were taken
up across the Atlantic, most conspicuously by L. L.
Thurstone [19]. He, too, claimed to have invented
multifactor analysis and, for a time at least, his
approach was seen as a rival to Spearman’s. Spear-
man’s work had led him to see a single underlying
factor (G) as being common to, and the major deter-
minant of, measures of human ability. Eventually,
Spearman realized that this dominant factor could not
wholly explain the correlations and that other ‘group’
factors had to be admitted. Nevertheless, he contin-
ued to believe that the one-factor model captured the
essence of the situation.

Thurstone, on the other hand, emphasized that the
evidence could be best explained by supposing that
there were several (7 or 9) primary abilities and,
moreover, that these were correlated among them-
selves. To demonstrate the latter fact, it was necessary
to recognize that once one passed beyond one fac-
tor the solution was not unique. One could move
from one solution to another by simple transfor-
mations, known as rotations, because that is how

they can be regarded when viewed geometrically.
Once that fact was recognized, the question naturally
arose as to whether some rotations were better or
‘more meaningful’ than others. Strong claims may
be advanced for those having what Thurstone called
‘simple’ structure. In such a rotation, each factor
depends only (or largely) on a subset of the observ-
able variables. Such variables are sometimes called
group variables, for obvious reasons.

Two Factors

The question of whether the correlation matrix can
be explained by a single underlying factor therefore
resolved itself into the question of whether it has the
structure (2). If one factor failed to suffice, one could
go on to ask whether two factors or more would do
the job better. The essentials can be made clear if we
first limit ourselves to the case of two factors.

Suppose, then, we introduce two factors G1 and
G2. We then require rij.G1G2 to be zero for all i �= j .
If G1 and G2 are uncorrelated, it turns out that

rij = riG1rjG1 + riG2rjG2 (i �= j) (3)

= λi1λj1 + λi2λj2, say. (4)

Pursuing this line of argument to incorporate further
factors, we find, in the q-factor case, that

rij =
q∑

k=1

λikλjk (i �= j). (5)

In matrix notation,

R = ��′ + �, (6)

where � = {λik} and � is a diagonal matrix whose
elements are chosen to ensure that the diagonal
elements of the matrix on the right add up to 1 and so
match those of R. The complements of the elements
of � are known as the communalities because they
provide a measure of the variance attributable to the
common factor.

The foregoing, of course, is not a complete
account of the basis of factor analysis, even in its
original form but it shows why the structure of the
correlation matrix was the focal point. No ques-
tion of a probability model arose and there was
no discussion, for example, of standard errors of
estimates. Essentially and originally, factor analysis
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was the numerical analysis of a correlation matrix.
This approach dominated the development of factor
analysis before the Second World War and is still
sometimes found today. For this reason, (6) was (and
sometimes still is) spoken of as the factor analy-
sis model.

The Model-based Approach

From about the 1950s onward, a fundamental change
took place in statistics. This was the period when the
‘model’ became the point at which most statistical
analysis began. A statistical model is a specification
of the joint distribution of a set of random variables.
Thus, if we have a set of variables x1, x2, . . . , xn, a
model will say something about their joint distribu-
tion.

Thus, Lawley and Maxwell’s Factor Analysis as
a Statistical Method [11], which appeared in 1963,
places what we would now call the normal linear
factor model at the center. In factor analysis, there
are three kinds of random variable. First, there
are the manifest variables that we observe. We
shall denote them by x1, x2, . . . , xp and make no
distinction between random variables and the values
they take. Then there are the factors, or latent
variables denoted by y1, y2, . . . , yq . The normal
factor model supposes that

xi ∼ N


µi +

q∑
j=1

λijyj , �i




(i = 1, 2, . . . , p) (7)

yj ∼ N(0, 1)

(j = 1, 2, . . . , q) (8)

Or, equivalently,

xi = µi +
q∑

j=1

λijyj + ei (i = 1, 2, . . . , p), (9)

where ei ∼ N (0, �i) and where the ei’s are inde-
pendent of the yj ’s. The e’s are the third kind of
random variable referred to above. Their mutual inde-
pendence expresses the conditional independence of
the x’s given the y’s. The covariance matrix of the
xi’s for this model is

� = ��′ + �, (10)

which is of exactly the same form as (6) and so
justifies us in regarding it as a stochastic version of
the old (Spearman) ‘model’. The difference is that �

is the covariance matrix rather than the correlation
matrix. This is often glossed over by supposing that
the xi’s have unit variance. This, of course, imposes
a further constraint on � and � by requiring that

�i +
q∑

j=1

λ2
ij = 1 (i = 1, 2, . . . , p). (11)

Viewed in a statistical perspective, we would now
go on to fit the model, which amounts to finding
estimates of � and � to optimize some fitting
function. The usual function chosen is the likeli-
hood and the method is that of maximum likeli-
hood (see Maximum Likelihood Estimation). In
essence, the likelihood is a measure of the distance
between �, as given by (10) and the sample covari-
ance matrix. Other measures of distance, such as
weighted or unweighted least squares, have also been
used.

Prior to the 1950s, the problem of fitting the
model was essentially that of finding � and �

in (10) to make it as close as possible to the sample
covariance matrix without regard to the probabilistic
interpretation.

When viewed in the statistical perspective, one can
go on to construct tests of goodness-of-fit or calculate
standard errors of estimates. That perspective also, as
we shall see, provides a natural way of approaching
other, related problems, which under the old approach
were intractable, such as the so-called problem of
factor scores.

Recent History of Factor Analysis

In the last few decades, factor analysis has developed
in two different directions. One is in what is assumed
about the factors and the other in what is assumed
about the observable variables. In both cases, the
scope of the basic factor model is enlarged.

What we have described so far is often known as
exploratory factor analysis. Here, nothing is assumed
a priori about the factor structure. The purpose of
the analysis is simply to uncover whatever is there.
Sometimes, on the other hand, there is prior infor-
mation based either on previous empirical work or
prior knowledge. For example, it may be known,
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or suspected, that only the members of a given
subset are indicators of a particular factor. This
amounts to believing that certain factor loadings are
zero. In cases like these, there is a prior hypoth-
esis about the factor structure and we may then
wish to test whether this is confirmed by a new
data set.

This is called confirmatory factor analysis (see
Factor Analysis: Confirmatory). Confirmatory fac-
tor analysis is a rather special case of a more general
extension known as linear structural relations mod-
eling or structural equation modeling. This orig-
inated with [7] and has developed enormously in
the last 30 years. In general, it supposes that there
are linear relationships among the latent variables.
The object is then to not only determine how many
factors are needed but to estimate the relationships
between them. This is done, as in factor analysis, by
comparing the observed covariance matrix with that
predicted by the model and choosing the parameters
of the latter to minimize the distance between them.
For obvious reasons, this is often called covariance
structure analysis.

Another ‘long-standing’ part of factor analysis can
also be cast into the mold of linear structural relations
modeling. This is what is known as hierarchical
factor analysis, and it has been mainly used in
intelligence testing. When factor analysis is carried
out on several sets of test scores in intelligence
testing, it is common to find that several factors
are needed to account for the covariances – perhaps
as many as 8 or 9. Often, the most meaningful
solution will be obtained using an oblique rotation
in which the resulting factors will themselves be
correlated. It is then natural to enquire whether their
covariances might be explained by factors at a deeper
level, to which they are related. A second stage
analysis would then be carried out to reveal this
deeper factor structure. It might even be possible
to carry the analysis further to successively deeper
levels. In the past, hierarchical analysis has been
carried out in an ad hoc way much as we have just
described it. A more elegant way is to write the
dependence between the first-level factors and the
second level as linear relations to be determined. In
this way, the whole factor structure can be estimated
simultaneously.

The second kind of recent development has been
to extend the range of observed variables that can be
considered. Factor analysis was born in the context

of continuous variables for which correlations are the
appropriate measure of association. It was possible, as
we have seen, because the theory of partial correlation
already existed. At the time, there was no such theory
for categorical variables, whether ordered or not.
This lopsided development reflected much that was
going on elsewhere in statistics. Yet, in practice,
categorical variables are very common, especially
in the behavioral sciences, and are often mixed up
with continuous variables. There is no good reason
why this separation should persist. The logic of the
problem does not depend, essentially, on the type
of variable.

Extension to Variables of Other Types

Attempts to cope with this problem have been made
in a piecemeal fashion, centering, to a large extent, on
the work of Lazarsfeld, much of it conveniently set
out in [12]. He introduced latent structure analysis
to do for categorical – and especially binary vari-
ables – what factor analysis had done for continuous
variables. Although he noted some similarities, he
seemed more interested in the differences that con-
cerned the computational rather than the conceptual
aspects. What was needed was a broader framework
within which a generalized form of factor analysis
could be carried out regardless of the type of variable.
Lazarsfeld’s work also pointed to a second general-
ization that was needed. This concerns the factors,
or latent variables. In traditional factor analysis, the
factors have been treated as continuous variables –
usually normally distributed. There may be circum-
stances in which it would be more appropriate to treat
the factors as categorical variables. This was done by
Lazarsfeld with his latent class and latent profile mod-
els. It may have been partly because the formulae for
models involving categorical variables look so dif-
ferent from those for continuous variables, that their
essential unity was overlooked.

The key to providing a generalized factor analy-
sis was found in the recognition that the exponential
family of distributions provided a sufficient variety of
forms to accommodate most kinds of observed vari-
able. It includes the normal distribution, of course,
but also the Bernoulli and multinomial distributions,
to cover categorical data and many other forms as
well that have not been much considered in latent
variables analysis. A full development on these lines
will be found in [1].
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In this more general approach, the normal lin-
ear factor model is replaced by one in which the
canonical parameter (rather than the mean) of the
distribution is expressed as a linear function of the
factors. Many features of the standard linear model
carry over to this more general framework. Thus, one
can fit the model by maximum likelihood, rotate fac-
tors, and so on. However, in one important respect
it differs. It moves the focus away from correlations
as the basic data about dependencies and toward the
more fundamental conditional dependencies that the
model is designed to express. It also resolves the dis-
putes that have raged for many years about factor
scores. A factor score is an ‘estimate’ or ‘predic-
tion’ of the value of the factor corresponding to a
set of values of the observed variables (see Fac-
tor Score Estimation). Such a value is not uniquely
determined but, within the general framework, is a
random variable. The factor score may then be taken
as the expected value of the factor, given the data. It
is curious that this has been the undisputed practice
in latent class analysis from the beginning where
allocation to classes has been based on posterior
probabilities of class membership. Only recently is
it becoming accepted that this is the obvious way to
proceed in all cases.

Posterior probability analysis also shows that, in
a broad class of cases, all the information about
the latent variables is contained in a single statistic,
which, in the usual statistical sense, is ‘sufficient’
for the factor. It is now possible to have a single
program for fitting virtually any model in this wider
class when the variables are of mixed type. One such
is GENLAT due to Moustaki [15]. A general account
of such models is given in [16].

Computation

Factor analysis is a computer-intensive technique.
This fact made it difficult to implement before the
coming of electronic computers. Various methods
were devised for estimating the factor loadings and
communalities for use with the limited facilities then
available. The commonest of these, known as the
centroid method, was based on geometrical ideas and
it survived long enough to be noted in the first edition
of Lawley and Maxwell [11]. Since then, almost
all methods have involved minimizing the distance
between the observed covariance (or correlation)

matrix S and its theoretical equivalent given by

� = ��′ + �. (12)

These methods include least squares, weighted (or
generalized) least squares, and maximum likelihood.
The latter has been generally favored because it
allows the calculation of standard errors and measures
of goodness-of-fit. It is not immediately obvious
that this involves a minimization of distance but
this becomes apparent when we note that the log
(likelihood) turns out to be

log(likelihood) = constant + n

2
ln det [�−1S]

− n

2
trace[�−1S], (13)

where � is the covariance matrix according to the
model and S is the sample covariance matrix. We
note that �−1S = I if � = S and, otherwise, is
positive. This means that, even if the distributional
assumptions required by the model are not met,
the maximum likelihood method will still be a
reasonable fitting method. There are two principal
approaches to minimizing (13). One, adopted by
Jöreskog and Sörbom [8] uses the Fletcher–Powell
(see Optimization Methods) algorithm. The second
is based on the E-M algorithm. The latter has the
conceptual advantage that it can be developed for the
much wider class of models described in the section
titled Extension to Variables of Other types.

The major software packages that are now avail-
able, also allow for various kinds of rotation, the
calculation of factor scores, and many other details
of the analysis.

In spite of the fact that the main computational
problems of fitting have been solved, there are still
complications inherent in the model itself. Most
noteworthy are what are known as Heywood cases.
These arise from the fact that the elements of
the diagonal matrix � are variances and must,
therefore, be nonnegative. Viewed geometrically, we
are looking for a point in the parameter space (of
� and �) that maximizes the likelihood. It may
then happen that the maximum is a boundary point
at which one or more elements of � is zero. The
problem arises because such a boundary solution can,
and often does, arise when the ‘true’ values of all the
elements of � are strictly positive. There is nothing
inherently impossible about a zero value of a residual
variance but they do seem practically implausible.
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Heywood cases are an inconvenience but their
occurrence emphasizes the inherent uncertainty in
the estimation of the parameters. They are much
more common with small sample sizes and the only
ultimate ‘cure’ is to use very large samples.

What Then is Factor Analysis?

Factor analysis has appeared under so many guises
in its 100-year history that one may legitimately
ask whether it has retained that unitary character
that would justify describing it as a single entity.
Retrospectively, we can discern three, overlapping,
phases that have coexisted. The prominence we give
to each may depend, to some extent, on what vantage
point we adopt – that of psychologist, statistician, or
general social scientist.

At the beginning, and certainly in Spearman’s
view, it was concerned with explaining the pattern
in a correlation matrix. Why, in short, are the vari-
ables correlated in the way they are – it thus became
a technique for explaining the pattern of correlation
coefficients in terms of their dependence on under-
lying variables. It is true that the interpretation of
those correlations depended on the linearity of rela-
tions between the variables but, in essence, it was
the correlation coefficients that contained the relevant
information. Obviously, the technique could only be
used on variables for which correlation coefficients
could be calculated or estimated.

The second approach is to write down a proba-
bility model for the observed (manifest) variables.
Traditionally, these variables have been treated as
continuous and it is then natural to express them as
linear in the latent variables, or factors. In the stan-
dard normal linear factor model, the joint distribution
of the manifest variables is multivariate normal and
thus depends, essentially, on the covariance matrix
of the data. We are thus led to the covariance rather
than the correlation matrix as the basis for fitting.
Formally, we have reached almost the same point as
in the first approach though this is only because of
the particular assumptions we have made. However,
we can now go much further because of the distribu-
tional assumptions we have made. In particular, we
can derive standard errors for the parameter estimates,
devise goodness-of-fit tests, and so forth.

The third and final approach is to drop the specific
assumptions about the kinds of variable and their

distributions. The focus then shifts to the essential
question that has underlain factor analysis from the
beginning. That is, is the interdependence among the
manifest variables indicative of their dependence on
a (small) number of factors (latent variables)? It is
then seen as one tool among many for studying the
dependence structure of a set of random variables.
From that perspective, it is seen to have a much wider
relevance than Spearman could ever have conceived.
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History of Intelligence
Measurement

The history of intelligence measurement can be
roughly divided into three chronological periods: the
first, a period of initial interest in defining intelligence
and the establishment and use of intelligence tests;
the second, a period of repudiation of the hereditar-
ian assumptions underlying the tests; and the third,
a period of resurgence of belief in the connection
between intelligence and heredity. The first period
lasted from about 1870 to the 1920s and is associated
with Francis Galton, Alfred Binet, Charles Spear-
man, Robert Yerkes, and Lewis Terman. The second
period, from the 1930s to the 1960s, is associated
with the critics of intelligence testing such as Otto
Klineberg and Horace Mann Bond. Finally, the period
of resurgence began in 1969 with Arthur Jensen’s
controversial claims that intelligence is largely hered-
itary, claims repeated and enlarged upon by Richard
Herrnstein and Charles Murray in their 1994 work,
The Bell Curve.

Like his first cousin Charles Darwin, Francis Gal-
ton (1822–1911) substituted a belief in evolution
and the power of heredity for religious orthodoxy.
Like Darwin, he assumed that variation of traits in
a population was key to understanding evolution and
that most variation was hereditary. But rather than
analyzing hereditary variation by seeking to under-
stand its physiological cause, Galton chose to treat it
statistically: by examining its distribution in a popu-
lation. He noted that any given trait – height, say,
or weight – was ‘normally’ distributed in a pop-
ulation, along a ‘bell curve’, with most individu-
als in the population displaying moderate height or
weight, and fewer outliers at either extreme. But
Galton did not stop at the measurement of phys-
ical traits: indeed, he believed it was even more
important to measure mental traits, and these too
he thought were normally distributed. In his 1869
work Hereditary Genius: An Inquiry into Its Laws
and Consequences, Galton argued that genius, or tal-
ent, was inborn, that it tended to run in families,
and that one’s reputation was an accurate measure
of one’s inborn ability [5]. During the 1870s, Gal-
ton built up an arsenal of statistical concepts to
treat heredity as a measurable relationship between
generations. These concepts included regression to

the mean (in which certain characteristics revert to
more typical values with each passing generation) and
the coefficient of correlation (the degree to which
one variable depends upon another). Galton’s pas-
sion for measurement and belief in the power of
heredity, combined with his concern for future social
progress and fears about the decline of civilization,
led him to advocate a program of ‘eugenics’ (a term
he coined in 1883): a system of controlled mat-
ing in which those with desirable hereditary traits
were encouraged to marry and produce offspring,
while those deemed unfit were prevented from mat-
ing [9].

Charles Spearman (1863–1945), professor of psy-
chology at University College, London, took up
Galton’s interest in using statistical tools to mea-
sure hereditary mental traits. Using the concept of
the coefficient of correlation, Spearman determined
that an individual’s level of ability tends to hold
steady in many different tasks, whether those be
understanding a literary text or doing a mathemati-
cal calculation. The sameness of these abilities, the
fact of their correlation, could be accounted for by
their dependence on the individual’s general intelli-
gence – which Spearman identified as the ‘g factor’.
General intelligence pervaded all of the individual’s
mental abilities and mental processes, was hereditar-
ily determined, and held constant over an individual’s
lifetime. For Spearman, any given ability depended
on two factors, the g factor and a special factor (s)
that determined facility in a specific task. Spearman
also believed that general intelligence was a real
thing, an actual entity that exists in the brain, and
for which a physiological correlate must ultimately
be found [6]. While debates raged over the reifica-
tion of intelligence, psychologists used Spearman’s
method of factor analysis, by which the variability
of a trait can be reduced to one or more underly-
ing factors or variables, to claim scientific status in
the 1920s and 1930s [12]. Spearman’s student Cyril
Burt (1883–1971) broadened Spearman’s use of fac-
tor analysis from intelligence and in his 1940 work
Factors of the Mind applied it to analyzing emotion
and personality [1].

In France, the psychologist Alfred Binet
(1857–1911) developed an approach to understand-
ing intelligence that was very different from Spear-
man’s. The French government commissioned Binet
in 1904 to produce a test of ability to identify sub-
normal children in school classrooms, so that they
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could be removed and given special education, allow-
ing the other children to progress normally. Binet
had previously been interested in the experimental
study of the highest and most complex mental pro-
cesses, and of individuals of high ability; with his
colleague Theodore Simon (1873–1961), Binet deter-
mined what tasks a normal child, of a given age,
could be expected to do, and then based his test
on a series of 30 tasks of graded difficulty. Binet
and Simon published their results in L’annee Psy-
chologique in 1905, revising their test in 1908 and
again in 1911. Though some identified the general
capacity that such a test seemed to assess with Spear-
man’s general factor of intelligence, Binet and Simon
referred to the ability being tested as ‘judgment’.
They were, unlike Spearman, more interested in the
description of individuals than in developing a the-
ory of general intelligence, and their work did not
have the strong hereditarian overtones that Spear-
man’s did [6].

Binet and Simon’s test for mental ability was
refined and put to use by many other psychologists.
In Germany, the psychologist William Stern argued
in 1912 that the mental age of the child, as deter-
mined by the test, should be divided by the child’s
chronological age, and gave the number that resulted
the name ‘IQ’ for intelligence quotient [9]. But it
was in the United States that the Binet–Simon IQ
test found its most receptive audience, and where it
was put to the hereditarian ends that both Binet and
Stern had renounced. The psychologist Henry Herbert
Goddard (1866–1957), for example, used the test to
classify patients at the New Jersey Training School
for Feebleminded Boys and Girls, a medical institu-
tion housing both children and adults diagnosed with
mental, behavioral, and physical problems. Goddard
subsequently developed, in part on the basis of his
experience at the Training School, a theory that intel-
ligence was unitary and was determined by a single
genetic factor. He also used IQ tests on immigrants
who came to America through the Ellis Island immi-
gration port [13].

At Stanford University, the educational psycholo-
gist Lewis Terman (1877–1956) and his colleagues
used IQ tests to determine the mental level of
normal children, rather than to identify abnormal
ones, an application that represented a significant
departure from Binet’s original intention. Terman
called his elaboration of Binet’s test the ‘Stanford-
Binet’, and it became the predecessor and prototype

of the standardized, multiple-choice tests routinely
taken by American students from the elementary
grades through the college and postgraduate years
[3]. But, psychologists moved the intelligence test
beyond its application to performance in school.
With the entrance of the United States into World
War I in 1917, the comparative psychologist Robert
M. Yerkes, supported by the National Research
Council, proposed to the US Army a system of
mass testing of recruits, which would determine
whether they were fit for army service and, if so,
what tasks best suited them [2]. Mass testing of
thousands of soldiers differed greatly from Binet’s
individualist emphasis, but it raised psychology’s
public profile considerably: after the war, psychol-
ogists could justifiably call themselves experts in
human management [4, 10]. Again, the results of
the army testing were interpreted in hereditarian
ways: psychologists argued that they showed that
blacks and immigrants, especially from southern and
eastern Europe, were less intelligent than native-
born whites. Such arguments lent support to the call
for immigration restriction, which passed into law
in 1924.

Even as the IQ testers achieved these successes,
they began to receive harsh criticism. Otto Klineberg
(1899–1992), a psychologist trained under the
anthropologist Franz Boas, made the best known and
most influential attack. Klineberg argued that the
supposedly neutral intelligence tests were actually
compromised by cultural factors and that the level
of education, experience, and upbringing so affected
a child’s score that it could not be interpreted as
a marker of innate intelligence. Klineberg’s work
drew on that of lesser-known black psychologists,
most notably Horace Mann Bond (1904–1972), an
educator, sociologist, and university administrator.
Bond showed that the scores of blacks from the
northern states of New York, Ohio, and Pennsylvania
were higher than those of southern whites, and
explained the difference in terms of better access to
education on the part of northern blacks. Such an
argument flew in the face of innatist explanations.
Nonetheless, despite his criticisms of hereditarian
interpretations of the tests, Bond never condemned
the tests outright and in fact used them in his work
as a college administrator. Intelligence tests could,
he argued, be used to remedy the subjectivity of
individual teachers’ judgments. If used properly –
that is, for the diagnosis of learning problems –
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and if interpreted in an environmentalist way, Bond
believed that the tests could actually subvert bias. By
the mid-1930s, Bond’s evidence and arguments had
severely damaged the hereditarian interpretation of
IQ test results [11].

By 1930, too, several prominent psychologists had
made public critiques or undergone well-publicized
reversals on testing. E. G. Boring (1886–1968)
expressed skepticism that intelligence tests actu-
ally measured intelligence. And Carl Brigham
(1890–1943), who had in 1923 published a racist
text on intelligence, recanted his views by the end of
that decade [6].

The trend toward environmentalist and cultural
critiques of intelligence testing met a strong opponent
in Arthur Jensen, a psychologist at the University of
California, Berkeley. In 1969, his controversial arti-
cle ‘How Much Can We Boost I.Q. and Scholastic
Achievement’ claimed that ‘compensatory education
has been tried and it apparently has failed’ [8]. Jensen
argued that it was in fact low IQ, not discrimina-
tion, cultural or social disadvantages, or racism that
accounted for minority students’ poor performance in
intelligence tests and in school. His claim relied to an
extent on Cyril Burt’s twin studies, which purported
to show that identical twins separated at birth and
raised in different environments were highly similar
in mental traits and that such similarity meant that
intelligence was largely genetically determined. (In
1974, Leon J. Kamin investigated Burt’s twin stud-
ies and concluded that Burt had fabricated his data.)
Jensen’s argument was in turn echoed by the Har-
vard psychologist Richard Herrnstein (1930–1994),
who argued that because IQ was so highly heritable,
one should expect a growing stratification of society
based on intelligence and that this was in fact happen-
ing in late twentieth-century America. Expanded and
developed, this same argument appeared in The Bell
Curve: Intelligence and Class Structure in American
Life, which Herrnstein published with the political
scientist Charles Murray in 1994 [7]. Both in 1970
and 1994, Herrnstein’s argument met a firestorm
of criticism.

Attempts to define and measure intelligence are
always tied to social and political issues, so the con-
troversy that attends such attempts should come as

no surprise. Just as the post-World War I enthu-
siasm for IQ testing must be understood in the
context of immigration restriction, Jensen’s and Her-
rnstein’s interest in intelligence and heredity arose
against a background of debates over civil rights,
affirmative action, and multiculturalism. From Gal-
ton’s day to the present, IQ testers and their crit-
ics have been key players in the ongoing conver-
sation about the current state and future direction
of society.
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History of Mathematical
Learning Theory

For those psychologists with a sense of their disci-
pline’s past, the best known mathematical learning
theorist has to be Clark L Hull whose Principles of
Behavior [10] and related works appeared to epito-
mize modern formal thinking in the behavioral sci-
ences. Unfortunately, a closer look at the models and
the modeling process shows Hull to be more of a
nineteenth-century figure than one from the twentieth
in that the models were fundamentally determinis-
tic, and had been created by less than transparent or
accepted mathematical means such as least squares.
Consequently, this account of mathematical learning
theory will not start or concern itself with Hull, but
with a small but skillful group of psychologists and
statisticians whose work was considerably more pro-
fessional and more up-to-date than Hull’s, and hence
more worthy of the label ‘modern’. These include
Robert R. Bush, Frederick Mosteller, William K
Estes, and R Duncan Luce. Between them, they cre-
ated what quickly became known as Mathematical
Learning Theory (MLT), although their ideas were
rapidly taken up by workers in many other areas, thus
subsuming MLT into the larger activity of an emerg-
ing mathematical psychology (see the three volumes
of the Handbook of Mathematical Psychology, [14,
15], edited by Luce, Bush, and Galanter, for a detailed
picture of the field’s scope in the early 1960s).

What distinguished the approach of all four work-
ers from the earlier efforts by Hull are their views
about behavior: this was taken to be intrinsically
uncertain and probabilistic. Early on, Estes made this
explicit by referring to his brand of MLT as statisti-
cal learning theory, while Bush and Mosteller titled
their seminal 1955 text Stochastic Models for Learn-
ing [5]. Hull, in comparison, had generated models
which assumed that all behavior could be represented
by a nonprobabilistic process, with any variation
being bolted onto this essentially deterministic frame-
work as error or ‘behavioral oscillation’ (to use Hull’s
phrase), in much the same way as a linear regression
model (see Multiple Linear Regression) consists
of fixed, unvarying components plus a random error
variable. This nineteenth-century Newtonian world-
view had long vanished in physics and related sci-
ences under the onslaught of quantum theory, leaving

Hull (who was often claimed to be psychology’s Isaac
Newton) as a conceptually conservative figure in spite
of the apparent novelty of, say, his use of modern
symbolic logic in formalizing an axiomatic system
for rote learning studies [11]. What the modern advo-
cates of MLT did was to base all their modeling on the
probability of action, with the clear assumption that
this was the only way in which one could approach
behavior. Many also drew on quantum theory for-
mulations, in particular, Markov chains, which had
originally been developed to model the probabilistic
emission of particles from radioactive sources (see
the writings of the MLT guru William Feller: for
example, his 1957 textbook [8]). Thus, the concep-
tual basis of all flavors of these early versions of MLT
was the probability of the event of interest, usually a
response, or the internal processes that generated it,
including the sampling and linking of stimulus and
response elements by some probabilistic conditioning
mechanism. (Notice that in the 1950s, conditioning,
whether of the Pavlovian, Skinnerian, or Guthriean
variety, or mixtures of the three, tended to dominate
empirical and theoretical work in learning.)

Although the honor of publishing the first paper
embodying the new approach has to go to Estes in
1950, the most ambitious early programme into MLT
was undoubtedly the one undertaken by Bush and
Mosteller. This culminated in their 1955 textbook,
which not only laid down a general system of
considerable maturity and sophistication for modeling
behavior, but also applied this to the detailed analysis
of results culled from five areas of human and
animal learning: imitation, avoidance learning, maze
running, free recall verbal learning, and symmetric
choice [5]. However, the claimed generality of this
work, together with its lack of commitment to any
particular theory of learning in that it attempted to
embrace (and model) them all, meant that from the
start there existed a certain distance or conceptual
tension between Estes, on the one hand, and Bush
and Mosteller, on the other. Thus, Estes had early
on explicitly positioned his work within a Guthriean
setting by referring to it as ‘Stimulus Sampling
Theory’ [7], while Bush and Mosteller commented
that ‘Throughout this book we have attempted to
divorce our model from particular psychological
theories’ [4, p. 332].

This tension was somewhat increased by Bush
and Mosteller’s formal claim that Estes’s stimulus
sampling theory could be subsumed under their
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system of linear operators (see their [5, Chapter 2];
also their initial comments that ‘a stimulus model is
not necessary to the operator approach’, [5, p. 46]).
What they were attempting was the development
of a flexible mathematical system which could be
tweaked to model many theoretical approaches in
psychology by varying the range (and meaning) of
allowable parameter values (but not model type)
according to both the theory and the experimental
domain. So ambitious a project was, however, almost
impossible to carry out in practice, particularly as
it also assumed a narrowly defined class of models,
and was eminently mis-understandable by learning
theorist and experimentalist alike. And so it proved.
What now happened to MLT from the late 1950s
was an increasing concentration on technical details
and the fragmentation of the field as a result of
strong creative disagreements, with infighting over
model fit replacing Bush and Mosteller’s 1955 plea
for a cumulative process of model development;
tendencies, which, paradoxically, they did little to
discourage. Indeed, their eight model comparison
in [6] using the 1953 Solomon and Wynne shock
avoidance data could be said to have kick-started the
competitive phase of MLT, a direction hastened by
the work of Bush, Galanter, and Luce in the same
1959 volume, which pitted Luce’s beta model for
individual choice against the linear operator one, in
part using the same Solomon and Wynne summary
numbers [4].

Of course, comparing one model with another
is a legitimate way of developing a field, but the
real lack at the time of any deep or well-worked
out theories of learning meant that success or fail-
ure in model-fitting was never unambiguous, with
the contenders usually having to fall back on infor-
mal claims of how much closer their (unprioritized
and unprioritizable) collective predictions were to
the data than those of their opponents. This also
made the issue of formal tests of goodness of fit,
such as chi-square, problematic for many workers
(see Bower’s careful but ultimately unsatisfactory
trip around this issue in [9, pp. 375–376]). Further-
more, the epistemological deficit meant that MLT
would sooner or later have to face up to the prob-
lem of identifiability, that is, how well do models
need to be substantively and formally specified in
order to uniquely and unambiguously represent a
particular data set. Not to do so opened up the pos-
sibility of finding that MLT’s theories are typically

underdetermined by the data, to quote the standard
postpositivist mantra. (Consult [13, especially Chap-
ter 12], for a carefully drawn instance of how to
handle some problems of identifiability in reaction
time studies originally raised by Townsend in, for
example, [16]; see also [12] for a case study in the
history of factor analysis).

Meanwhile, and seemingly almost oblivious to this
debate, Estes single-mindedly pursued his vision of
MLT as Stimulus Sampling Theory (SST), which
claimed to be closer than most versions of MLT
to psychological theorizing. Increasingly, however,
SST was viewed as a kind of meta-theory in that
its major claim to fame was as a creative resource
rather than its instantiation in a series of detailed and
specific models. Thus, according to Atkinson et al. [1,
p. 372], ‘Much as with any general heuristic device,
stimulus sampling theory should not be thought of as
provable or disprovable, right or wrong. Instead, we
judge the theory by how useful it is in suggesting
specific models that may explain and bring some
degree of orderliness into the data’. Consequently,
from the 1966 edition of their authoritative survey of
learning theory onwards, Hilgard and Bower treated
MLT as if it was SST, pointing to the approach’s
ability to generate testable models in just about every
field of learning, from all varieties of conditioning
to concept identification and two person interactive
games, via signal detection and recognition, and
spontaneous recovery and forgetting. In fact, Bower,
on pages 376 to 377 of his 1966 survey of MLT [9],
lists over 25 distinctive areas of learning and related
fields into which MLT, in the guise of SST, had
infiltrated (see also [1], in which Atkinson et al. take
the same line over SST’s status and success). By
the time of the 1981 survey [3], Bower was happy
to explicitly equate MLT with SST, and to impute
genius to Estes himself (p. 252).

Finally, all these developments, together with the
increasing power of the computer metaphor for the
human cognitive system, also speeded up the recast-
ing and repositioning of the use of mathematics
in psychology. For instance, Atkinson moved away
from a completely analytical and formal approach
by mixing semiformal devices such as flow charts
and box models (used to sketch in the large scale
anatomy of such systems as human memory) with
mathematical models of the process side, for exam-
ple, the operation of the rehearsal buffer linking the
short and long term memory stores (see [2]). Such
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hybrid models or approaches allowed MLT to remain
within, and contribute to, the mainstream of experi-
mental psychology for which a more thoroughgoing
mathematical modeling was a minority taste. Inter-
estingly, a related point was also advanced by Bower
in his survey of MLT [9], where a distinction was
made between rigorous mathematical systems with
only minimal contact with psychology (like the class
of linear models proposed by Bush and Mosteller)
and overall ones like SST, which claimed to represent
well-understood psychological processes and results,
but which made few, if any, specific predictions.
Thus, on page 338 of [9], Bower separates specific-
quantitative from quasi-quantitative approaches to
MLT, but then opts for SST on the pragmatic grounds
that it serves as a persuasive example of both.
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History of Multivariate
Analysis of Variance

Origins of Multivariate Analysis of
Variance (MANOVA)

Building on the work of Karl Pearson, who
derived the chi-square distribution in 1900, and of
‘Student’ W.S. Gossett who derived the t distribution
in 1908, Fisher in 1923 introduced the analysis
of variance (ANOVA) as a useful approach to
studying population differences on a single (p = 1)
dependent variable. The multivariate generalization
of ANOVA – multivariate analysis of variance
(MANOVA) – for studying population differences
on p > 1 dependent variables soon followed.
(NB Although Bartlett [2] and Roy [16–18] used
variations of the term, the term ‘multivariate analysis
of variance’, exactly written as such, is attributable
to Roy [19].)

The MANOVA procedure was originally devel-
oped by Wilks [22] in 1932 on the basis of the
generalized likelihood-ratio (LR), an application of
Fisher’s maximum likelihood principle (see Maxi-
mum Likelihood Estimation). Fisher had introduced
maximum likelihood in germinal form in 1912 [5] but
did not provide a full development until 1922 [6]. The
principle of maximum likelihood provides a statisti-
cal criterion for evaluating the consistency of a set of
data with hypotheses concerning the data. Suppose
we have N independent and identically distributed
random variables denoted

Y = [Y1, Y2, . . . , YN ]′ (1)

in column vector notation, a corresponding column
vector of observed data

y = [y1, y2, . . . , yN ]′ (2)

drawn from Y, and a joint probability density function
(pdf) given by f(y; �) with q unknown
pdf parameters denoted as a column vector

� = [θ1, θ2, . . . , θq]′. (3)

The principle of maximum likelihood recommends
that an estimate for � be found such that it maximizes
the likelihood of observing those data that were

actually observed. In other words, given a sample
of observations y for the random vector Y, find the
solution for � that maximizes the joint probability
density function f(y; �).

Importantly, the likelihood computed for a set of
data is based on a hypothesis concerning that data:
The likelihood will vary under different hypotheses.
That hypothesis which produces the ‘maximum’
likelihood is the most consistent with the distribution
of the data. By examining the ratio of likelihoods
computed under two different hypotheses, we can
determine which likelihood is more consistent with
data. Suppose that the likelihood of the sample on
H0 is L0 and that of H1 is L1. The ratio L0/L1

gives us some measure of the ‘closeness’ of the two
hypotheses. If they are identical the ratio is unity. As
they diverge, the ratio diminishes to zero.

The LR provides a criterion by which we can
compare the two hypotheses typically specified in
MANOVA: (a) a null hypothesis H0 that several k

population centroids µ are equal (µ1 = µ2 = · · · =
µk, ) and (b) a non–null hypothesis H1 that at least
two population centroids are not equal (µ1 �= µ2 �=
· · · �= µk.) Lower ratios suggest less probable null
hypotheses, conversely, higher ratios suggest more
probable null hypotheses. The LR underlies the devel-
opment of the test statistic �, Wilks’s Lambda, for
comparing the means of several dependent variables
between more than two groups. Arguably, it was
not Fisher’s work that was most directly responsi-
ble for Wilks’s development of the generalized LR.
While Fisher emphasized the use of the LR principle
for parameter estimation, Jerzy Neyman and Egon
Pearson focused on the hypothesis testing possibil-
ities of the LR. These authors in a 1928 paper [12]
used the LR for hypothesis testing that was restricted
to comparing any number of k groups on a single
dependent variable.

We briefly describe the derivation of Wilks’s �

from the LR of two hypotheses; considerably greater
detail can be found in [1]. In MANOVA, under the
null hypothesis, we assume that a common multi-
variate normal probability density function (see Cat-
alogue of Probability Density Functions) describes
each group’s data.

Therefore, L0 is

L0 = e
− 1

2 N

(2π)
1
2 Np

• 1

|S| 1
2

, (4)
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where S is the pooled within-groups covariance
matrix. For L1, we need the likelihood of k sepa-
rate multivariate normal distributions; in other words,
each of the k multivariate normal distribution is
described by a different mean and covariance struc-
ture. The likelihood for the non–null hypothesis, of
group inequality, is

L1 = e
− 1

2 N

(2π)
1
2 Np

k∏
t=1

1

|St |
1
2 nt

, (5)

where nt is the sample size of an individual group.
Thus to test the hypothesis that the k samples are
drawn from the same population as against the
alternative that they come from different populations,
we test the ratio L0/L1:

LR = L0

L1
=

e
− 1

2 N

(2π)
1
2 Np

• 1

|S| 1
2 N

e
− 1

2 N

(2π)
1
2 Np

k∏
t=1

1

|St |
1
2 nt

=
∏

|St |
|S| 1

2 N

1
2 nt

=
k∏

t=1

{ |St |
|S|

} 1
2 nt

. (6)

Further simplification of the LR is possible when
we recognize that the numerator represents the
between-groups variance and the denominator rep-
resents the total variance. Therefore, we have

LR =
k∏

t=1

{|St |/|S|} 1
2 nt = |W|

|B + W| = |W|
|T| , (7)

where |W| is the determinant of the within-groups
sum of squares (SS within) and cross-products
(CPwithin) matrix, |B + W| is the determinant of
the sum of the between-groups sum of squares
(SS between) and cross-products (CP between) matrix and
the within-groups SS within, CPwithin matrix, and |T|
is the determinant of the total sample sum of squares
(SS total) and cross-products (CP total) matrix. The ratio
|W|/|T| is Wilks’s �. Note that as |T| increases
relative to |W| the ratio decreases in size with an

accompanying increase in the probability of reject-
ing H0.

Lambda is a family of three-parameter curves,
with parameters based on the number of groups, the
number of subjects, and the number of dependent
variables, and is thus complex. Although � has been
tabled for specific values of its parameters [7, 8, 10,
20], the utility of � depends on its transformation
to either an exact or approximate χ2 or F statistic.
Bartlett [2] proposed an approximation to � in 1939
based on the chi-square distribution:

χ2 = −[(N − 1) − 0.5(p + k)] ln �, (8)

which is evaluated at p(k − 1) degrees of freedom.
Closer asymptotic approximations have been given
by Box [4] and Anderson [1]. Transformations to
exact chi-squared distributions have been given by
Schatzoff [21], Lee [11], and Pillai and Gupta [14].

Rao [15] derived an F statistic in 1952 which
provides better approximations to � cumulative
probability densities compared to approximate chi-
square statistics, especially when sample size is rela-
tively small:

F =
[

1 − �1/s

�1/s

] [
ms − i(j − 1)/2 + 1

i(k − 1)

]
, (9)

where m = N − 1 − (p + k)/2, s = √
[(p2(k − 1)2

− 4/p2 + (k − 1)2 − 5)], and with p(k − 1), ms −
p(k − 1)/2 + 1 degrees of freedom.

In general, the LR principle provides several
optimal properties for reasonably sized samples, and
is convenient for hypotheses formulated in terms
of multivariate normal parameters. In particular, the
attractiveness of the LR presented by Wilks is that
it yields test statistics that reduce to the familiar
univariate F and t statistics when p = 1. If only one
dependent variable is considered, |W| = SS within and
|B + W| = SS between + SS within. Hence, the value of
Wilks’s � is

� = SS within

SS between + SS within
. (10)

Because the F ratio in a traditionally formu-
lated as

F = SS between

SS between + SS within
, (11)
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Wilks’s � can also be written as

� = 1

1 +
[

(k − 1)

(N − k)

]
F

, (12)

where N = the total sample size. This indicates that
the relationship between � and F is somewhat
inverse. The larger the F ratio is, the smaller the
Wilks’s �.

Most computational algorithms for Wilks’s � take
advantage of the fact that � can be expressed as a
function of the eigenvalues of a matrix. Consider
Wilks’s � rewritten as

� = |W|
|B + W| = 1

|BW−1 + I| . (13)

Also consider for any matrix X there are λi

eigenvalues, and for a matrix (X + I) there are
(λi + 1) eigenvalues. In addition, the product of
the eigenvalues of a matrix is always equal to the
determinant of the matrix (i.e.,

∏
λi = |X|). Hence,∏

(λi + 1) = |X + 1|. Based on this information, the
value of Wilks’s � can be written as the product of
the eigenvalues of the matrix BW−1:

� = 1∏
(λi + 1)

. (14)

MANOVA Example

We illustrate MANOVA using as an example one of
its earliest applications [13]. In this study, there were
five samples, each with 12 members, of aluminum
diecastings (k = 5, nk = 12, N = 60). On each spec-
imen p = 2 measurements are taken: tensile strength

(TS , 1000 lb per square inch) and hardness (H , Rock-
well’s E). The data may be summarized as shown in
Table 1.

We wish to test the multivariate null hypothesis
of sample equality with the χ2 approximation to
Wilks’s �. Recall that � = |W|/|B + W|, so W and
B are needed. First we calculate W. Recognizing that
each sample provides an estimate of W, we use a
pooled estimate of the within-sample variability for
the two variables:

W = W1 + W2 + W3 + W4 + W5

=
[

78.95 214.18
214.18 1247.18

]
+

[
223.70 657.62
657.62 2519.31

]

+
[

57.45 190.63
190.63 1241.78

]
+

[
187.62 375.91
375.91 1473.44

]

+
[

88.46 259.18
259.18 1171.73

]

=
[

636.17 1697.52
1697.52 7653.44

]
(15)

The diagonal elements of B are defined as follows:

bii =
k∑

j=1

nj (yij − yi)
2, (16)

where nj is the number of specimens in group j, yij

is the mean for variable i in group j , and yi is the
grand mean for variable i.

The off diagonal elements of B are defined as
follows:

bmi = bim =
k∑

j=1

nj (yij − yi)(ymj − ym). (17)

Table 1 Data from five samples of aluminum diecastings

TS H
TS, H

Sample Mean SS within Mean SS within CPwithin

1 33.40 78.95 68.49 1247.18 214.18
2 28.22 223.70 68.02 2519.31 657.62
3 30.31 57.45 66.57 1241.78 190.63
4 33.15 187.62 76.12 1473.44 375.91
5 34.27 88.46 69.92 1171.73 259.18

T S = 31.87
∑

SS wT S
=636.17 H = 69.82

∑
SS wH

=7653.44
∑

SS wT S,H
=1697.52
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Now we can find the elements of B:

b11 = 12(33.40 − 31.87)2 + 12(28.22 − 31.87)2

+ 12(30.13 − 31.87)2 + 12(33.15 − 31.87)2

+ 12(34.27 − 31.87)2

= 313.08

b22 = 12(68.49 − 69.82)2 + 12(68.02 − 69.82)2

+ 12(66.57 − 69.82)2 + 12(76.12 − 69.82)2

+ 12(69.92 − 69.82)2

= 663.24

b12 = 12(33.40 − 31.87)(68.49 − 69.82)

+ 12(28.22 − 31.87)(68.02 − 69.82)

+ 12(30.13 − 31.87)(66.57 − 69.82)

+ 12(33.15 − 31.87)(76.12 − 69.82)

+ 12(34.27 − 31.87)(69.92 − 69.82)

= 221.88 (18)

Therefore,

B =
[

313.08 221.24
221.24 663.24

]
. (19)

Now we can obtain Wilks’s �:

� = |W|
|B + W|

=

∣∣∣∣ 636.17 1697.52
1697.52 7653.44

∣∣∣∣∣∣∣∣ 313.08 221.24
221.24 663.24

∣∣∣∣ +
∣∣∣∣ 636.17 1697.52
1697.52 7653.44

∣∣∣∣
= 1987314.77

158700.04 + 1987314.77
= 0.93. (20)

Finally, we compute the chi-square approximation
to �:

χ2 = −[(60 − 1) − 0.5(2 + 5)] ln(0.93)

= −55.5(−0.07)

= 4.03, with 2(5 − 1) = 8 df, p = 0.85. (21)

We conclude that the five samples have aluminum
diecastings of equal tensile strength and hardness.

Wilks’s � is the oldest and most widely used cri-
terion for comparing groups, but several others have
been proposed. Of these, the two most widely used
are Hotelling’s [9] trace condition and Roy’s [20]
largest-root criterion. Both of these are functions of
the roots λ1, λ2, . . . , λr of BW−1. Hotelling trace cri-
terion is defined as

T =
∑

r

λr , (22)

and Roy’s largest-root criterion is

θ = (λmax)

(1 + λmax)
. (23)

Multivariate Analysis of Covariance (MANCOVA)

Just as ANOVA can be extended to the analysis of
covariance (ANCOVA), MANOVA can be extended
to testing the equality of group means after their
dependence on other variables has been removed by
regression. In the multivariate analysis of covariance
(MANCOVA), we eliminate the effects of one or
more confounding variables (covariates) by regress-
ing the set of dependent variables on them; group
differences are then evaluated on the set of residual-
ized means.

Bartlett [3] reported the first published example of
a MANCOVA. The paper described an experiment
to examine the effect of fertilizers on grain in which
eight treatments were applied in each of eight blocks.
On each plot of grain two observations were made,
the yield of straw (x1) and the yield of grain (x2).
The results obtained are shown in Table 2.

Differences among the eight blocks were of no
interest and, therefore, variability due to blocks was

Table 2 Results from MANOVA examining the effect of fertilizer treatment on straw and grain yield

Source df SS x1 CPx1x2 SS x2

Blocks 7 86 045.8 56 073.6 75 841.5
Treatments 7 12 496.8 −6786.6 32 985.0
Residual 49 136 972.6 58 549.0 71 496.1
Total 63 235 515.2 107 836.0 180 322.6
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Table 3 Results from MANCOVA examining the effect of fertilizer treatment on straw and grain yield

Source df SS x1 CPx1x2 SS x2

Total 58 149 469.4 51 762.4 104 481.1

removed from the total variability, resulting in a new
total (Table 3).

The multivariate null hypothesis of equality
among the eight fertilizers was tested using
Wilks’s �:

� = |W|
|T| =

∣∣∣∣ 136972.6 58549.0
58549.0 71496.1

∣∣∣∣∣∣∣∣ 149469.4 51762.4
51762.4 104481.1

∣∣∣∣
= 7113660653

7649097476
= 0.49. (24)

Next the chi-square approximation to � was
computed:

χ2 = −[(56 − 1) − 0.5(2 + 8)] ln(0.49)

= −50.0(−0.31)

= 15.5, with 2(8 − 1) = 14 df, p = 0.34. (25)

The conclusion was that the eight fertilizer treat-
ments yielded equal amounts of straw and grain.
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History of Path Analysis

History of Path Analysis and Structural
Equation Modeling

At the end of the 19th Century British empiricism
was the dominant philosophy in Great Britain,
having been developed by such philosophers as John
Locke (1632–1704), George Berkeley (1685–1753),
David Hume (1711, 1776), James Mill (1773–1836)
and his son, John Stuart Mill (1806–1873). Karl
Pearson (1857–1936), trained as a physicist but
renowned today as one of the founders of modern,
multivariate statistics, with the chi-squared goodness
of fit test, the Pearson product moment correlation
coefficient, multiple correlation and regression, and
with G. U. Yule, partial correlation as specific
contributions, was also a highly influential empiricist
philosopher of science. His Grammar of Science [25],
published in a series of editions from 1892 to the
1930s popularized and amplified upon the empiricist
philosophy of the Austrian physicist Ernst Mach,
and was highly influential for a whole generation
of scientists. Pearson held that concepts are not
about an independent reality but rather are ‘ideal
limits’ created by the mind in averaging experience.
Scientific laws are but summaries of average results,
curves fit to scattered data points, and useful fictions
for dealing with experience [20], [22]. Pearson
particularly thought of causation as but association
through time and regarded statistical correlation as
a way of measuring the degree of that association.
Deterministic causation was merely one extreme, that
of a perfect correlation. Zero correlation was a lack of
association and absence of causation. Aware of a shift
in physical thought from determinism to probabilistic
theories, Pearson further thought of correlation as the
proper way to represent probabilistic relationships
in science. Pearson also echoed Mach’s skepticism
about the reality of atoms and even questioned the
new ideas in biology of the gene because these are
not given directly in experience. This view was later
reinforced by the views of the Austrian physicist,
and founding member of the Vienna Circle of logical
empiricists, Morris Schlick, who declared causality
was an outmoded concept in modern physics, a relic
of Newtonian determinism, which was giving way to
a probabilistic quantum theory.

Pearson’s method of doing research was guided
by his belief that this was to be done by
forming associations from data. Correlations between
variables and multiple correlation were ways
of establishing associations between events in
experience (see Partial Correlation Coefficients;
Multiple Linear Regression). Pearson did not begin
with substantive hypotheses and seek to test these,
other than with the assumption that nothing was
associated with anything unless shown to be so.
So, tests of zero correlation, of independence, were
the principal statistical tools, although he could test
whether data conformed to a specific probability
distribution or not. After he had demonstrated an
association in a nonzero correlation, he would then
seek to interpret this, but more in a descriptive
manner, which summarized the results.

So it was in the face of this empiricist skepti-
cal attitude toward causality that Sewell Wright [33],
a young American agricultural geneticist, presented
his new statistical methodology of path analysis for
the study of causation in agriculture and genetics.
He argued that computing correlations between vari-
ables does not represent the actual causal nature of
the relationship between variables. Causes, he said,
are unidirectional, whereas correlations do not rep-
resent direction of influence. On the other hand, he
held that it was possible to understand correlations
between variables in terms of causal relationships
between the variables. He then introduced path dia-
grams to represent these causal relationships. He
effectively developed the graphical conventions still
used today: (observed) variables are represented by
rectangles. Arrows between variables indicate unidi-
rectional causal pathways between them. Curves with
arrows at each end between variables indicate corre-
lation between the variables. He envisaged chains of
causes, and even considered the possibility of inter-
active and nonlinear relationships between variables.
However, he confined path analysis, as he called his
method, to linear causal relationships between vari-
ables, although this did not preclude nonlinear causal
relationships in general. He then showed how correla-
tions between variables could be shown to arise from
common causes between variables. This led to the
consideration of systems of correlated causes. Within
such systems a variable that is the effect of two
causal variables would be represented by an equation
X = M + N .
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Then the variance of X would be given by the
equation σ 2

X = σ 2
M + σ 2

N + 2σMσNrMN , where σ 2
X is

the variance of X, σ 2
M is the variance of M , σ 2

N the
variance of N , σM and σN , the standard deviations
of M and N , respectively, and rMN the correla-
tion between M and N . He then defined σX·M to
be the standard deviation of X when all variables
other than X and M are held constant. Holding
N constant makes its variance and standard devi-
ation go to zero. Hence the variance in X due to
M alone is simply σ 2

M . Hence σX·M = σM in this
case. Next he defined the quantity pX·M = σM/σX.
This is known as a ‘path coefficient’. From the
fact, in this case that σ 2

X/σ 2
X = σ 2

M/σ 2
X + σ 2

N/σ 2
X +

(2 × σM/σX × σN/σX × rMN), we may arrive at the
total variance of X in standardized score form as
1 = p2

X·M + p2
X·N + 2pX·MpX·NrMN .

On the other hand, suppose we have two effect
variables X and Y . Suppose, by way of a simplified
representation of Wright’s exposition, there is an
equation for each effect variable:

X = pX·MM + eX

Y = pY ·NN + eY . (1)

These equations could be represented by the path
diagram:

M

N

X

Y eY

eX

r M
N

pX.M

pY.N

Further, suppose X, Y, M and N have unit vari-
ances and that we observe the correlations rXY , rXM ,
rXN , rYM , rYN , and rMN . From these equations and
assuming eX, eY are mutually uncorrelated and fur-
ther each are uncorrelated with M , and N , then we
can derive the following:

rXY = pX·MpY ·NrMN

rXM = pX·M

rXN = pX·MrMN

rYM = pY ·NrMN

rYN = pY ·N. (2)

Immediately we see that the parameters pX·M =
rXM and pY ·N = rYN are given in terms of observ-
able quantities. Since all other correlations are given
in terms of these same parameters and the observed
rMN , we now have a way to test whether these
equations represent the causal relationships between
the variables by comparing them to the actual
observed correlations. We see, for example, that
rXY = rXMrYNrMN . If this is not so, then something
is wrong with this representation of the causes of X

and Y . Again, we should observe that rXN = rXMrMN

and rYM = rYNrMN . If none of these is the case,
something is wrong with these equations as a causal
model for these variables. Effectively, then, Wright
saw that specifying a causal structure for the vari-
ables determined their intercorrelations, and further
that the causal parameters of the structure could
be estimated from the correlations among the vari-
ables. Finally, if certain correlations between the
variables did not equal the values predicted by the
equations and the parameter estimates, then this was
evidence against the structure. So, his method of path
analysis would allow one to test one’s prior knowl-
edge or beliefs about the causal structure among the
observed variables.

Consider another example involving a simple
chain of causes.

XMA

B

pM.A

pM.B pM.N

pX.M

N

The path diagram shows that B and N are
uncorrelated. Furthermore, A is uncorrelated with B

and M is uncorrelated with N . We will again assume
that the variances of all variables are unity and have
zero means. This gives rise to the equations for the
effect variables:
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X = pX·MM + pX·NN

M = pM·AA + pM·BB. (3)

Wright declared that in this case the effect of the
more remote variable A on X was given by pX·A =
pM·ApX·M , the product of the path coefficients along
the path connecting A to X. We also can see how
this model of the causes could be tested. From the
two equations, we can further derive the hypothetical
correlations among these variables as

rXM = pX·M rAB = 0
rAM = pM·A rAN = 0
rAX = pM·ApX·M rMN = 0
rBM = pM·B rBN = 0
rXN = pX·N rBX = pM·BpX·M

. (4)

We see now that if this model holds, then rAX =
rXMrAM must hold. This provides a test of the model
when observed correlations are used. The variables B

and N may also be unobserved error variables, and
so the only observed correlations are between the
variables A, M , and X. The remaining correlations
are then given only by hypothesis.

Wright also showed remarkable prescience in
considering the analysis of direct and indirect effects,
of common causes, and common effects of several
causes, and the effect of unmeasured ‘relevant’ causes
of an effect variable that were also correlated with its
other causes that were the focus of study.

When Wright’s article was published it was sub-
sequently followed by a critical article by Niles [23]
who quoted extensively Pearson’s The Grammar of
Science (1900). According to Pearson, Niles held,
correlation is causation. To contrast causation with
correlation is unwarranted. There is no philosophi-
cal basis on which to extend to the concept of cause
a wider meaning than partial or absolute association.
Furthermore Niles could not see how you could study
the causes of any specific variables, for, according to
Pearson the causes of any part of the universe lead
inevitably to the history of the universe as a whole. In
addition there is, he held, no way to specify a priori
the true system of causes among variables, that to do
so implied that causation is a necessary connection
between things and further that it is different from
correlation. Furthermore even if a hypothesized sys-
tem conforms to the observed correlations, this did
not imply that it is the true system, for there could be
infinitely many different equivalent systems created
a priori to fit the same variables.

Wright responded with a rebuttal [34], arguing that
his method was not a deduction of causes from corre-
lations, but the other way around. Furthermore, he did
not claim “that ‘finding the logical consequences’ of a
hypothesis in regard to the causal relations depended
on any prior assumption that the hypothesis is cor-
rect” (p. 241). If the hypothesized consequences do
not conform to the observed correlations, then this
allows us to regard the hypothesized system as unten-
able and in need of modification. If the hypothesized
consequences correspond to independently obtained
results, then this demonstrates the ‘truth’ of the
hypothesis ‘in the only sense which can be ascribed
to the truth of a natural law’ (p. 241). Niles followed
with another attempted rebuttal (1923). But Wright
went on to develop the method extensively in study-
ing models of the heredity of traits as gene transfers
between parents and offspring that manifest them-
selves in correlations between parents, offspring, and
relatives [16, 35].

Path analysis at this point was not taken up by
the behavioral or social sciences. Factor analysis at
this point was a competing, well-established method-
ology for working with correlations, and was being
used to study intelligence [29], [30] and personal-
ity. But even though it was a structural model, the
exploratory factor analysis model then in use was
applied in a manner that regarded all correlations
as due just to common factors. But as all begin-
ning statistics students are told, a correlation between
two variables X and Y can be due to X being a
cause of Y, Y being a cause of X, or there being
a third variable Z that is a common cause of both
X and Y . So, factor analysis only considers one of
these as the causal structure for explaining all correla-
tions. And in a purely exploratory mode it was used
often by researchers without much prior considera-
tion of what even the common causes might be. So, it
was closer in research style to Pearson’s descriptive
use of regression, where one automatically applied
the model, and then described and summarized the
results rather than as a model-testing method. But
the path analysis models of Wright could consider
each kind of causation in formulating causal models
of correlations between variables, but these models
were formulated prior to the analysis and the causal
structures were given by hypothesis rather than sum-
maries of results. The important thing was whether
the pattern of correlations predicted by the model
conformed to the observed pattern of correlations
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among the variables. So, path analysis was a model-
testing method.

Another reason that likely retarded the uptake of
path analysis into the behavioral and social sciences
at the outset was that this was a method used in
genetic research, published in genetics and biolog-
ical journals, so the technique was little known to
researchers in the behavioral and social sciences for
many years.

By a different route, the econometricians began
implementing regression models and then extended
these to a method mathematically equivalent to path
analysis known as structural equation modelling. This
was initially stimulated by such mathematical mod-
els of the economy as formulated by John Maynard
Keynes [17], which used sets of simultaneous linear
equations to specify relations between variables in the
economy. The econometricians distinguished exoge-
nous variables (inputs into a system of variables)
from endogenous variables (variables that are depen-
dent on other variables in the system). Econometri-
cians also used matrix algebra to express their model
equations. They sought further to solve several prob-
lems, such as determining the conditions under which
the free parameters of their models would be identi-
fied, that is, determinable uniquely from the observed
data [18]. They showed how the endogenous vari-
ables could ultimately be made to be just effects
of the exogenous variables, given in the ‘reduced
equations’. They developed several new methods
of parameter estimation such as two-stage [32] and
three-stage least squares [36]. They developed both
Full Information Maximum Likelihood (FIML) and
Limited Information Maximum likelihood (LIML)
estimates of unspecified parameters (see Maximum
Likelihood Estimation). However, generally their
models involved only measured observed variables.

Although in the 1950s logical empiricism reigned
still as the dominant philosophy of science and
continued to issue skeptical critiques of the idea of
causation as an out-dated remnant of determinism,
or to be replaced by a form of logical implication,
several philosophers sought to restore causality as a
central idea of science. Bunge [7] issued a significant
book on causality. Simon [26] argued that causality
is to be understood as a functional relation between
variables, not a relation between individual events,
like logical implication. This laid the groundwork for
what followed in sociology and, later, psychology.

Blalock [3], a sociologist who had been originally
trained in mathematics and physics, authored a highly
influential book in sociology that drew upon the
method of path analysis of Wright [35]. Blalock [4]
also edited a collection of key articles in the study of
causation in the social sciences, which was highly
influential in the treatment of causality, its detec-
tion, and in providing research examples. A second
edition [5] also provided newer material. This was
also accompanied by a second volume [6] devoted to
issues of detecting causation with experimental and
panel designs. Duncan [8] wrote an influential intro-
ductory textbook on structural equation models for
sociologists. Heise [10] also authored an important
text on how to study causes with flowgraph analysis,
a variant of path analysis.

A highly important development began in the
latter half of the 1960s in psychology. Bock and
Bargmann [2] described a new way of testing
hypotheses about linear functional relations known
as ‘analysis of covariance structures’. This was
followed up in the work of Karl Jöreskog, a
Swedish mathematical statistician, who came to
Educational Testing Service to work on problems of
factor analysis. After solving the problem of finding
a full information maximum likelihood estimation
method for exploratory common factor analysis [12]
(see Factor Analysis: Exploratory), Jöreskog
turned his attention to solving a similar problem
for confirmatory factor analysis [13] (see Factor
Analysis: Confirmatory), which prior to that time
had received little attention among factor analysts.
This was followed by an even more general model
that he called ‘analysis of covariance structures’ [14].
Collaboration with Arthur S. Goldberger led Karl
Jöreskog to produce an algorithm for estimating
parameters and testing the fit of a structural equation
model with latent variables [15], which combined
concepts from factor analysis with those of structural
equations modeling. He was also able to provide
for a distinction between free, fixed, and constrained
parameters in his models. But of greatest importance
for the diffusion of his methods was his making
available computer programs for implementing the
algorithms described in his papers. By showing that
confirmatory factor analysis, analysis of covariance
structures, and structural equation modeling could all
be accomplished with a single computer program,
this provided researchers with a general, highly
flexible method for studying a great variety of
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linear causal structures. He called this program
‘LISREL’ for ‘linear structural relations’. It has gone
through numerous revisions. But his program was
shortly followed by others, which sought to simplify
the representation of structural equation models,
such as COSAN, [19], EQS [1] and several others
(see Structural Equation Modeling: Software).
Numerous texts, too many to mention here, followed,
based on Jöreskog’s breakthrough. A new journal,
Structural Equation Modeling appeared in 1994.

The availability of easy-to-use computer programs
for doing structural equation modeling in the 1980s
and 1990s produced almost a paradigm shift in cor-
relational psychological research from descriptive
studies to testing causal models and renewed investi-
gations of the concept of causality and the conditions
under which it may be inferred. James, Mulaik, and
Brett [11] sought to remind psychological researchers
that structural equation modeling is not exploratory
research, and that, in designing their studies, they
needed to focus on establishing certain conditions
that facilitated inferences of causation as opposed
to spurious causes. Among these was the need to
make a formal statement of the substantive theory
underlying a model, to provide a theoretical rationale
for causal hypotheses, to specify a causal order of
variables, to establish self-contained systems of struc-
tural equations representing all relevant causes in the
phenomenon, to specify boundaries such as the popu-
lations and environments to which the model applies,
to establish that the phenomenon had reached an equi-
librium condition when measurements were taken,
to properly operationalize the variables in terms of
conditions of measurement, to confirm empirically
support for the functional equations in the model,
and to confirm the model empirically in terms of its
overall fit to data.

Mulaik [21] provided an amplified account first
suggested by Simon in 1953 [28] of how one might
generalize the concept of causation as a functional
relation between variables to the probabilistic case.
Simon had written “. . .we can replace the causal
ordering of the variables in the deterministic model
by the assumption that the realized values of certain
variables at one point or period in time determines
the probability distribution of certain variables at later
points in time” [27, 1977, p. 54]. This allows one to
join linear structural equation modeling with other,
nonlinear forms of probabilistic causation, such as
item-response theory.

Four philosophers of science [9] put forth a
description of a method for discovering causal struc-
ture in correlations based on an artificial intelli-
gence algorithm that implemented heuristic searches
for certain zero partial correlations between vari-
ables and/or zero tetrad differences among correla-
tions [29] that implied certain causal path structures.
Their approach combined graph theory with arti-
ficial intelligence search algorithms and statistical
tests of vanishing partial correlations and vanishing
tetrad differences. They also produced a computer
program for accomplishing these searches known
as Tetrad. In a brief history of heuristic search in
applied statistics, they argued that researchers had
abandoned an optimal approach to testing causal
theories and discovering causal structure first sug-
gested by Spearman’s (1904) use of tetrad differ-
ence tests, by turning to a less optimal approach
in factor analysis. The key idea was that instead of
estimating parameters and then checking the fit of
the reproduced covariance matrix to the observed
covariance matrix, and then, if the fit was poor,
taking another factor with associated loadings to esti-
mate, as in factor analysis, Spearman had identified
constraints implied by a causal model on the ele-
ments of the covariance matrix, and sought to test
these constraints directly. Generalizing from this,
Glymour et al. [9] showed how one could search for
those causal structures having the greatest number
of constraints implying vanishing partial correlations
and vanishing tetrad differences on the population
covariance matrix for the variables that would be
most consistent with the sample covariance matrix.
The aim was to find a causal structure that would
apply regardless of the values of the model parame-
ters.

Spirtes, Glymour, and Scheines [31] followed the
previous work with a book that went into consid-
erable detail to show how probability could be con-
nected with causal graphs. To do this, they considered
that three conditions were needed for this: the Causal
Markov Condition, the Causal Minimality Condition,
and the Faithfulness Condition. Kinship metaphors
were used to identify certain sets of variables. For
example, the parents of a variable V would be all
those variables that are immediate causes of the vari-
able V represented by ‘directed edges’ of a graph
leading from these variables to the variable in ques-
tion. The descendents would be all those variables
that are in directed paths from V . A directed acyclic
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graph for a set of variables V and a probability distri-
bution would be said to satisfy the Markov Condition
if and only if for every variable W in V, W is inde-
pendent of all variables in V that are neither parents
nor descendents of W conditional on the parents of
W . Satisfying the Markov Condition allows one to
specify conditional independence to occur between
certain sets of variables that could be represented
by vanishing partial correlations between the vari-
ables in question, conditional on their parents. This
gives one way to perform tests on the causal struc-
ture without estimating model parameters. Spirtes,
Glymour, and Scheines [31] showed how from these
assumptions one could develop discovery algorithms
for causally sufficient structures. Their book was full
of research examples and advice on how to design
empirical studies. A somewhat similar book by [24],
because Spirtes, Glymour, and Scheines [31] drew
upon many of Pearl’s earlier works, attempted to
restore the study of causation to a prominent place
in scientific thought by laying out the conditions by
which causal relations could be and not be estab-
lished between variables. Both of these works dif-
fer in emphasizing tests of conditional independence
implied by a causal structure rather than tests of
fit of an estimated model to the data in evaluating
the model.
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History of Psychometrics

Introduction

Psychometrics can be described as the science of
measuring psychological abilities, attributes, and
characteristics. Such a ubiquitous and hybridized set
of techniques has been said, not surprisingly, to have
many protoscientific and professional antecedents,
some dating back to antiquity. Modern psychometrics
is embodied by standardized psychological tests.
American psychometrician Lee Cronbach famously
remarked in the 1960s, ‘the general mental test . . .

stands today as the most important single contribution
of psychology to the practical guidance of human
affairs’ [16, p. 113]. However, psychometrics has
come to mean more than just the tests themselves;
it also encompasses the mathematical, statistical, and
professional protocols that underpin tests – how tests
are constructed and used, and indeed, how they
are evaluated.

Early Precedents

Historians have noted the examples of ‘mental test-
ing’ in ancient China and other non-Western civi-
lizations where forms of proficiency assessment were
used to grade or place personnel. However, the most
obvious template for psychometric assessment, with a
more direct lineage to modern scientific manners, was
the university and school examination. Universities in
Europe first started giving formal oral assessments to
students in the thirteenth century. With the invention
of paper, the Jesuits introduced written examinations
during the sixteenth century. In England, competitive
university examinations began in Oxbridge institu-
tions in the early 1800s [14]. By the end of the
nineteenth century, compulsory forms of education
had spread throughout much of the Western world.
Greater social mobility and vocational streaming set
the scene for practical forms of assessment as gov-
ernments, schools, and businesses of industrialized
nations began to replace their reliance in personal
judgment with a trust in the impartial authority of
numbers [12].

Enter Darwin

Darwinian thought was a key example of the chal-
lenge of scientific materialism in the nineteenth cen-
tury. If humans were a part of nature, then they were
subject to natural law. The notion of continuous vari-
ation was central to the new evolutionary thought.
Coupled with an emerging notion of personhood as
a relatively stable, skin-bound entity standing apart
from professional function and social worth, Dar-
win’s ideas paved the way for measurement-based
psychology. Late in the nineteenth century, Dar-
win’s cousin Francis Galton articulated key ideas
for modern psychometrics, particularly the focus on
human variation. The distribution of many physi-
cal attributes (e.g., height) had already been shown
by Quetelet to approximate a Gaussian curve (see
Catalogue of Probability Density Functions). Gal-
ton suggested that many psychological characteristics
would show similar distributional properties. As early
as 1816, Bessel had described ‘personal equations’
of systematic individual differences in astronomical
observations. In contrast, some of the early psychol-
ogists of the modern era chose to ignore these types
of differences. For instance, Wundt focused on com-
mon or fundamental mechanisms by studying a small
number of subjects in-depth. Galton shifted psychol-
ogists’ attention to how individuals differed and by
how much [8, 14].

Mental Testing Pioneers

Galton’s work was motivated by his obsession with
eugenics. Widespread interest in the riddles of hered-
itability provided considerable impetus to the devel-
opment of psychometric testing. If many psychologi-
cal properties were at least partly innate and inherited,
then, arguably, it was even more important and use-
ful to measure them. Galton was especially interested
in intellectual functioning. By the mid-1880s, he had
developed a diverse range of what (today) seem like
primitive measures: tests of physical strength and
swiftness, visual acuity and memory of forms. Gal-
ton was interested in how these measures related to
each other, whether scores taken at an early age might
predict later scientific or professional eminence, and
whether eminence passed from one generation to the
next. These were questions of agreement that were
never going to be perfect. Galton needed an index
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to calibrate the probabilistic rather than the deter-
ministic relationship between two variables. He used
scatterplots and noticed how scores on one vari-
able were useful for predicting the scores on another
and developed a measure of the ‘correlation’ of two
sets of scores. His colleague, the biometric statis-
tician Karl Pearson formalized and extended this
work. Using the terms ‘normal curve’ and ‘stan-
dard deviation’ from the mean, Pearson developed
what would become the statistical building blocks
for modern psychometrics (e.g., the product-moment
correlation (see Pearson Product Moment Corre-
lation), multiple correlation (see Multiple Linear
Regression), biserial correlation (see Point Biserial
Correlation) [8, 13].

By the turn of the twentieth century, James Cat-
tell and a number of American psychologists had
developed a more elaborate set of anthropometric
measures, including tests of reaction time and sen-
sory acuity. Cattell was reluctant to measure higher
mental processes, arguing these were a result of more
basic faculties that could be measured more precisely.
However, Cattell’s tests did not show consistent rela-
tionships with outcomes they were expected to, like
school grades and later professional achievements.
Pearson’s colleague and rival Charles Spearman
argued this may have been due to the inherent unrelia-
bility of the various measures Cattell and others used.
Spearman reasoned that any test would inevitably
contain measurement error, and any correlation with
other equally error-prone tests would underestimate
the true correlation. According to Spearman, one way
of estimating the measurement error of a particular
test was to correlate the results of successive admin-
istrations. Spearman provided a calculation that cor-
rected for this ‘attenuation’ due to ‘accidental error,’
as did William Brown independently, and both gave
proofs they attributed to Yule. Calibrating measure-
ment error in this way proved foundational. Spear-
man’s expression of the correlation of two composite
measures in terms of their variance and covariance
later became known as the ‘index of reliability’ [9].

Practical Measures

The first mental testers lacked effective means for
assessing the qualities they were interested in. In
France in 1905, Binet introduced a scale that provided
a different kind of measurement. Binet did not

attempt to characterize intellectual processes; instead
he assumed that performance on a uniform set of
tasks would constitute a basis for a meaningful
ranking of school children’s ability. Binet thought it
necessary to sample complex mental functions, since
these most resembled the tasks faced at school and
provided for a maximum spread of scores [15].

Binet did not interpret his scale as a measure of
innate intelligence; he insisted it was only a screen-
ing device for children with special needs. However,
Goddard and many other American psychologists
thought Binet’s test reflected a general factor in intel-
lectual functioning and also assumed this was largely
hereditary. Terman revised the Binet test just prior
to World War II, paying attention to relevant cultural
content and documenting the score profiles of vari-
ous American age groups of children. But Terman’s
revision (called the Stanford–Binet) remained an age-
referenced scale, with sets of problems or ‘items’
grouped according to age appropriate difficulty, yield-
ing an intelligence quotient mental age/chronological
age (IQ) score.

Widespread use of Binet-style tests in the US army
during World War I helped streamline the testing
process and standardize its procedures. It was the
first large-scale deployment of group testing and
multiple-choice response formats with standardized
tests [6, 16].

Branching Out

In the 1920s, criticism of interpretation of the Army
test data – that the average mental age of soldiers,
a large sample of the US population, was ‘below
average’ – drew attention to the problem of appro-
priate ‘normative’ samples that gave meaning to test
scores. The innovations of the subsequent Wechsler
intelligence scales – with test results compared to
a representative sample of adult scores – could be
seen as a response to the limitations of younger age-
referenced Binet tests. The interwar period also saw
the gradual emergence of the concept of ‘validity,’
that is, whether the test measured what it was sup-
posed to. Proponents of Binet-style tests wriggled out
of the validity question with a tautology: intelligence
was what intelligence tests measured. However, this
stance was developed more formally as operationism,
a stopgap or creative solution (depending on your
point of view) to the problem of quantitative ontol-
ogy. In the mid-1930s, S. S. Stevens argued that
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the theoretical meaning of a psychological concept
could be defined by the operations used to measure it,
which usually involved the systematic assignment of
number to quality. For many psychologists, the opera-
tions necessary to transform a concept into something
measurable were taken as producing the concept
itself [11, 14, 18].

The practical success of intelligence scales
allowed psychologists to extend operationism to
various interest, attitude, and personality measures.
While pencil-and-paper questionnaires dated back
to at least Galton’s time, the new branch
of testing appearing after World War I took
up the standardization and group comparison
techniques of intelligence scales. Psychologists
took to measuring what were assumed to be
dispositional properties that differed from individual
to individual not so much in quality but in amount.
New tests of personal characteristics contained
short question items sampling seemingly relevant
content. Questions usually had fixed response
formats, with response scores combined to form
additive, linear scales. Scale totals were interpreted
as a quantitative index of the concept being
measured, calibrated through comparisons with the
distribution of scores of normative groups. Unlike
intelligence scales, responses to interest, attitude, or
personality inventory items were not thought of as
unambiguously right or wrong – although different
response options usually reflected an underlying
psychosocial ordering. Ambiguous item content and
poor relationships with other measures saw the first
generation of personality and interest tests replaced
by instruments where definitions of what was to be
measured were largely determined by reference to
external criteria. For example, items on the Minnesota
Multiphasic Personality Inventory were selected by
contrasting the responses of normal and psychiatric
subject groups [3, 4].

Grafting on Theoretical Respectability

In the post World War II era, psychologists sub-
tly modified their operationist approach to mea-
surement. Existing approaches were extended and
given theoretical rationalizations. The factor ana-
lytic techniques (see Factor Analysis: Exploratory)
that Spearman, Thurstone, and others had developed
and refined became a mathematical means to derive

latent concepts (see Latent Variable) from more
directly measured variables [1, 10]. They also played
a role in guaranteeing both the validity and relia-
bility of tests, especially in the construction phase.
Items could be selected that apparently measured
the same underlying variable. Several key person-
ality and attitude scales, such as the R.B. Cattell’s
16 PF and Eysenck’s personality questionnaires, were
developed primarily using factor analysis. Thurstone
used factor analysis to question the unitary concept of
intelligence. New forms of item analyses and scaling
(e.g., indices of item difficulty, discrimination, and
consistency) also served to guide the construction of
reliable and valid tests.

In the mid-1950s, the American Psychological
Association stepped in to upgrade all aspects of
testing, spelling out the empirical requirements of
a ‘good’ test, as well as extending publishing and
distribution regulations. They also introduced the
concept of ‘construct validity,’ the test’s conceptual
integrity borne out by its theoretically expected
relationships with other measures. Stung by damaging
social critiques of cultural or social bias in the 1960s,
testers further revived the importance of theory to
a historically pragmatic field. Representative content
coverage, relevant, and appropriate predictive criteria,
all became keystones for fair and valid tests [5, 14].

The implications of Spearman’s foundational work
were finally formalized by Gulliksen in 1950, who
spelt out the assumptions the classical ‘true score
model’ required. The true score model was given
a probabilistic interpretation by Lord and Novick
in 1968 [17]. More recently, psychometricians have
extended item level analyses to formulate generalized
response models. Proponents of item response theory
claim it enables the estimation of latent aptitudes
or attributes free from the constraints imposed by
particular populations and item sets [2, 7].
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History of Surveys of
Sexual Behavior

My own belief is that there is hardly anyone whose
sexual life, if it were broadcast, would not fill the
world at large with surprise and horror.

Somerset Maugham

Survey research (see Survey Questionnaire Design)
is largely a product of the twentieth century, although
there are some notable exceptions. In the last decade
of the nineteenth century, for example, Charles
Booth, a successful businessman and dedicated
conservative, sought accurate data on the poor of
London after becoming disturbed by a socialist claim
that a third of the people in the city were living in
poverty. But it is only in the past 70 to 80 years
that survey research has become firmly established,
particularly as market research, opinion polling, and
election research. Among the factors that brought
surveys into favour was the change from speculation
to empiricism in social psychology and sociology –
the demand that ‘hunches’ must be backed by
numerical evidence, that is data.

Sample surveys provide a flexible and powerful
approach to gathering information, but careful con-
sideration needs to be given to various aspects of the
survey if the information collected is to be accurate,
particularly when dealing with a sensitive topic such
as sexual behavior. If such surveys are to be taken
seriously as a source of believable material a number
of issues must be addressed, including;

• Having a sample that is truly representative of the
population of interest. Can the sample be regarded
as providing the basis for inferences about the
target population? A biased selection process may
produce deceptive results.

• Having a large enough sample to produce rea-
sonably precise estimates of the prevalence of
possibly relatively rare behaviors,

• Minimizing nonresponse. Nonresponse can be a
thorny problem for survey researchers. After care-
fully designing a study, deciding on an appropri-
ate sampling scheme, and devising an acceptable
questionnaire, researchers often quickly discover
that human beings can be cranky creatures; many
of the potential respondents will not be at home
(even after making an appointment for a specified

time), or will not answer the telephone, or have
moved away, or refuse to reply to mail shots, and
so generally make the researcher’s life difficult.
In many large-scale surveys, it may take consid-
erable effort and resources to achieve a response
rate even as high as 50%. And nonresponse often
leads to biased estimates.

• The questions asked. Do the questions illicit
accurate responses? Asking questions that appear
judgmental can affect the way people answer. The
wording of questions by the interviewer or on
the questionnaire is critical. Everyday English, as
used in colloquial speech, is often ambiguous. For
surveys, definitions of terms need to be precise to
measure phenomena accurately. At the same time,
the terms should be easily understood – technical
terms should be avoided. This is not always easy
because there are few terms that are universally
understood. This is particularly true in surveys
of sexual behavior. The meaning of terms such
as ‘vaginal sex’, ‘oral sex’, ‘penetrative sex’ and
‘heterosexual’, for example, is taken for granted
in much health education literature, but there
is evidence that much misunderstanding of such
terms exists in the general public.

• Are people likely to be truthful in their answers?
Systematic distortion of the respondent’s true sta-
tus clearly jeopardizes the validity of survey mea-
surements. This problem has been shown even
in surveys of relatively innocuous subject matter,
owing in part to a respondent’s perceptions and
needs that emerge during the data collection pro-
cess. Consequently the potential for distortion to
cause problems in surveys of sensitive informa-
tion is likely to be considerable due to heightened
respondent concern over anonymity. Of course, a
person’s sex life is very likely to be a particu-
larly sensitive issue. The respondents need to be
assured about confidentiality and in face-to-face
interviews the behavior of the interviewer might
be critical.

In the end the varying tendencies among respon-
dents to cooperate in surveys (particularly sex sur-
veys), or to under-report/overreport if they respond,
can easily lead to wildly inaccurate estimates of the
extent of sensitive phenomena. There are techniques
to collect sensitive information that largely remove
the problem of under or over reporting by introduc-
ing an element of chance into the responses. These
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techniques disguise the true response yet allow the
researcher sufficient data for analysis. The most com-
mon of these techniques is the randomized response
approach but there is little evidence of its use in
the vast majority of investigations into human sex-
ual behavior.

Surveys of Sexual Behavior

The possibility that women might enjoy sex was not
considered by the majority of our Victorian ancestors.
The general Victorian view was that women should
show no interest in sex and preferably be ignorant of
its existence unless married; then they must submit to
their husbands without giving any sign of pleasure.
A lady was not even supposed to be interested in
sex, much less have a sexual response. (A Victorian
physician, Dr. Acton, even went as far as to claim
‘It is a vile aspersion to say that women were ever
capable of sexual feelings’.) Women were urged to
be shy, blushing, and genteel. As Mary Shelley wrote
in the early 1800s, ‘Coarseness is completely out of
fashion.’ (Such attitudes might, partially at least, help
explain both the increased interest in pornography
amongst Victorian men and the parallel growth in
the scale of prostitution.)

But in a remarkable document written in the
1890s by Clelia Mosher, such generalizations about
the attitudes of Victorian women to matters sexual
are thrown into some doubt, at least for a minority
of women. The document, Study of the Physiology
and Hygiene of Marriage, opens with the following
introduction;

In 1892, while a student in biology at the University
of Wisconsin, I was asked to discuss the marital
relation in a Mother’s Club composed largely of
college women. The discussion was based on replies
given by members to a questionnaire.

Mosher probed the sex lives of 45 Victorian women
by asking them whether they liked intercourse, how
often they had intercourse, and how often they wanted
to have intercourse. She compiled approximately 650
pages of spidery handwritten questionnaires but did
not have the courage to publish, instead depositing the
material in Stanford University Archives. Publication
had to await the heroic efforts of James MaHood
and his colleagues who collated and edited the
questionnaires, leading in 1980 to their book, The
Mosher Survey [9].

Clelia Mosher’s study, whilst not satisfactory from
a sampling point-of-view because the results can in
no way be generalized (the 45 women interviewed
were, after all, mature, married, experienced, largely
college-educated American women) remains a pri-
mary historical document of premodern sex and mar-
riage in America. The reasons are clearly identified
in [9];

. . . it contains statements of great rarity directly from
Victorian women, whose lips previously had been
sealed on the intimate questions of their private lives
and cravings. Although one day it may come to
light, we know of no other sex survey of Victorian
women, in fact no earlier American sex survey of
any kind, and certainly no earlier survey conducted
by a woman sex researcher.

Two of the most dramatic findings of the Mosher
survey are

• The Victorian women interviewed by Mosher
appeared to relish sex, and claimed higher rates
of orgasm than those reported in far more
recent surveys.

• They practised effective birth-control techniques
beyond merely abstinence or withdrawal.

For these experienced, college-educated women at
least, the material collected by Mosher produced little
evidence of Victorian prudery.

Nearly 40 years on from Mosher’s survey,
Katharine Davis studied the sex lives of 2200 upper-
middle class married and single women. The results
of Davis’s survey are described in her book, Factors
in The Sex Life of Twenty Two Hundred Women,
published in 1929 [2]. Her stated aim was to gather
data as to ‘normal experiences of sex on which to
base educational programs’. Davis considered such
normal sexual experiences to be, to a great extent,
scientifically unexplored country. Unfortunately, the
manner in which the eponymous women were
selected for her study probably meant that these
experiences were to remain so for some time to come.

Initially a letter asking for cooperation was sent
to 10000 married women in all parts of the United
States. Half of the addresses were furnished by
a ‘large national organization’ (not identified by
Davis). Recipients were asked to submit names
of normal married women – ‘that is, women of
good standing in the community, with no known
physical, mental, or moral handicap, of sufficient
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intelligence and education to understand and answer
in writing a rather exhaustive set of questions as
to sex experience’. (The questionnaire was eight
pages long.)

Another 5000 names were selected from published
membership lists of clubs belonging to the General
Federation of Women’s Clubs, or from the alumnae
registers of women’s colleges and coeducational
universities.

In each letter was a return card and envelope. The
women were asked to indicate on the card whether
they would cooperate by filling out the question-
naire, which was sent only to women requesting it.
This led to returned questionnaires from 1000 mar-
ried women.

The unmarried women in the study were those five
years out of a college education; again 10000 such
women were sent a letter asking whether or not they
would be willing to fill out, in their case, a 12-page
questionnaire. This resulted in the remaining 1200
women in the study.

Every aspect of the selection of the 2200 women
in Dr Davis’s study is open to statistical criticism.
The respondents were an unrepresentative sample,
of volunteers who were educationally far above
average and only about 10% of those contacted ever
returned a questionnaire. The results are certainly not
generalizable to any recognisable population of more
universal interest. But despite its flaws a number of
the charts and tables in the report retain a degree of
fascination. Part of the questionnaire, for example,
dealt with the use of methods of contraception. At
the time, contraceptive information was categorized
as obscene literature under federal law. Despite this,
730 of the 1000 married women who filled out
questionnaires had used some form of contraceptive
measure. Where did they receive their advice about
these measures? Davis’s report gives the sources
shown in Table 1.

Davis along with most organizers of sex surveys
also compiled figures on frequency of sex; these are
shown in Table 2.

Davis’s rationale for compiling the figures in
Table 2 was to investigate the frequency of inter-
course as a possible factor in sterility and for this
purpose she breaks down the results in a number of
ways. She found no evidence to suggest a relation-
ship between marked frequency of intercourse and
sterility – indeed she suggests that her results indicate
the reverse.

Table 1 Sources of information about contraceptive mea-
sures (from [2])

Physicians 370
Married women friends 174
Husband 139
Mother 42
Friend of husband 39
Books 33
Birth-control circulars 31
‘Common knowledge’ 27
Nurse 15
Medical studies 9
‘Various’ 8
‘Drug-store man’ 6
The Bible 2
A servant 1
A psychoanalyst 1

Table 2 Frequency of intercourse of married women
(from [2])

Answer Number Percent

More than once a day 19 2.0
Once a day 71 7.6
Over twice, less than seven times a

week
305 31.3

Once or twice a week 391 40.0
One to three times a month 125 12.8
‘Often’ or ‘frequently’ 22 2.4
‘Seldom’ or ‘infrequently’ 38 3.9
Total answers to frequency questions 971 100
None in early years 8
Unanswered (No answer) 21
Total group 1000

From a methodological point-of-view, one of the
most interesting aspects of the Davis report is her
attempt to compare the answers of women who
responded by both interview and questionnaire. Only
a relatively small number of women (50) participated
in this comparison but in general there was a con-
siderably higher incidence of ‘sex practices’ reported
on the questionnaire. Davis makes the following argu-
ment as to why she considers the questionnaire results
to be more likely to be closer to the truth;

In the evolutionary process civilization, for its own
protection, has had to build up certain restraints on
sexual instincts which, for the most part, have been
in sense of shame, especially for sex outside of the
legal sanction of marriage. Since sex practices prior
to marriage have not the general approval of society,
and since the desire for social approval is one of the
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fundamental motives in human behavior, admitting
such a practice constitutes a detrimental confession
on the part of the individual and is more likely
to be true than a denial of it. In other words, the
group admitting the larger number of sex practices
is assumed to contain the greater number of honest
replies [2].

The argument is not wholly convincing, and would
certainly not be one that could be made about
the respondents in contemporary surveys of sex-
ual behavior.

Perhaps the most famous sex survey ever con-
ducted was the one by Kinsey and his colleagues in
the 1940s. Alfred Charles Kinsey was undoubtedly
the most famous American student of human sexual
behavior in the first half of the twentieth century. He
was born in 1894 and had a strict Methodist upbring-
ing. Originally a biologist who studied Cynipidae
(gall wasps), Kinsey was a professor of zoology, who
never thought to study human sexuality until 1938,
when he was asked to teach the sexuality section
of a course on marriage. In preparing his lectures,
he discovered that there was almost no informa-
tion on the subject. Initially, and without assistance,
he gathered sex histories on weekend field trips to
nearby cities. Gradually this work involved a number
of research assistants and was supported by grants
from Indiana University and the Rockefeller Founda-
tion.

Until Kinsey’s work (and despite the earlier inves-
tigations of people like Mosher and Davis) most of
what was known about human sexual behavior was
based on what biologists knew about animal sex,
what anthropologists knew about sex among natives
in Non-Western, nonindustrialized societies, or what
Freud and others learnt about sexuality from emo-
tionally disturbed patients. Kinsey and his colleagues
were the first psychological researchers to interview
volunteers in depth about their sexual behavior. The
research was often hampered by political investiga-
tions and threats of legal action. But in spite of such
harassment, the first Kinsey report, Sexual Behavior
in the Human Male, appeared in 1948 [7], and the
second, Sexual Behavior in the Human Female, in
1953 [8]. It is no exaggeration to say that both caused
a sensation and had massive impact. Sexual Behav-
ior in the Human Male, quickly became a bestseller,
despite its apparent drawbacks of stacks of tables,
graphs, bibliography, and a ‘scholarly’ text that it is

kind to label as merely monotonous. The report cer-
tainly does not make for lively reading. Nevertheless,
six months after its publication it still held second
place on the list of nonfiction bestsellers in the USA.
The first report proved of interest not only to the gen-
eral public, but to psychiatrists, clergymen, lawyers,
anthropologists, and even home economists. Reaction
to it ranged all the way from extremely favourable
to extremely unfavourable – here are some examples
of both:

• The Kinsey Report has done for sex what Colum-
bus did for geography,

• . . . a revolutionary scientific classic, ranking
with such pioneer books as Darwin’s Origin
of the Species, Freud’s and Copernicus’ origi-
nal works,

• . . . it is an assault on the family as the basic
unit of society, a negation of moral law, and a
celebration of licentiousness,

• there should be a law against doing research
dealing exclusively with sex.

What made the first Kinsey report the talk of
every town in the USA lies largely in the following
summary of its main findings:

Of American males,

• 86% have premarital intercourse by the age of 30,
• 37%, at some time in their lives, engaged in

homosexual activity climaxed by orgasm,
• 70% have, at some time, intercourse with prosti-

tutes,
• 97% engage in forms of sexual activity, at some

time in their lives, that are punishable as crimes
under the law,

• of American married males, 40% have been
involved in extramarital relations,

• of American farm boys, 16% have sexual contacts
with animals.

These figures shocked because they suggested that
there was much more sex, and much more variety
of sexual behavior amongst American men than
was suspected.

But we need to take only a brief look at some of
the details of Kinsey’s study to see that the figures
above and the many others given in the report hardly
stand up to statistical scrutiny.

Although well aware of the scientific principles
of sampling, Kinsey based all his tables, charts, and
so on, on a total of 5300 interviews with volun-
teers. He knew that the ideal situation would have
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been to select people at random, but he did not
think it possible to coax a randomly selected group
of American males to answer truthfully when asked
deeply personal questions about their sex lives. Kin-
sey sought volunteers from a diversity of sources
so that all types would be sampled. The work was,
for example, carried on in every state of the Union,
and individuals from various educational groups were
interviewed. But the ‘diversification’ was rather hap-
hazard and the proportion of respondents in each
cell did not reflect the United States population data.
So the study begins with the disadvantage of vol-
unteers and without a representative sample in any
sense. The potential for introducing bias seems to
loom large since, for example, those who volunteer
to take part in a sex survey might very well have
different behavior, different experiences, and differ-
ent attitudes towards sex than the general population.
In fact, recent studies show that people who volun-
teer to take part in surveys about sexual behavior
are likely to be more sexually experienced and also
more interested in sexual variety than those who do
not volunteer.

A number of procedures were used by Kinsey to
obtain interviews and to reduce refusals. Contacts
were made through organizations and institutions that
in turn persuaded their members to volunteer. In
addition, public appeals were made and often one
respondent would recommend another. Occasionally,
payments were given as incentives. The investigators
attempted to get an unbiased selection by seeking all
kinds of histories and by long attempts to persuade
those who were initially hostile to come into the sam-
ple. In a two-hour interview, Kinsey’s investigators
covered from 300 to 500 items about the respon-
dent’s sexual history, but no sample questionnaire
is provided in the published report. The definition
of each item in the survey was standard, but the
wording of the questions and the order in which
they were given were varied for each respondent. In
many instances leading questions were asked such as,
‘When did you last . . . .’ or ‘When was the first time
you. . . .’, thereby placing the onus of denial on the
respondent. The use of leading questions is generally
thought to lead to the overreporting of an activity.
Kinsey’s aim was to provide the ideal setting for each
individual interview whilst retaining an equivalence
in the interviews administered to all respondents. So
the objective conditions of the interview were not
uniform and variation in sexual behavior between

individuals might be confounded with differences in
question wording and order.

The interview data in the Kinsey survey were
recorded in the respondent’s presence by a system of
coding that was consigned to memory by all six inter-
viewers during the year-long training that proceeded
data collection. Coding in the field has several advan-
tages such as speed and the possibility of clarifying
ambiguous answers; memory was used in preference
to a written version of the code to preserve the con-
fidence of the interviewee. But the usual code ranged
from six to twenty categories for each of the max-
imum of 521 items that could be covered in the
interview, so prodigious feats of memory were called
for. One can only marvel at the feat. Unfortunately,
although field coding was continually checked, no
specific data on the reliability of coding are presented
and there has to be some suspicion that occasionally,
at least, the interviewer made coding mistakes.

Memory certainly also played a role in the accu-
racy of respondent’s answers to questions about
events which might have happened long ago. It’s
difficult to believe, for example, that many people can
remember details of frequency of orgasm per week,
per five-year period, but this is how these frequencies
are presented. Many of the interviews in the first Kin-
sey report were obtained through the cooperation of
key individuals in a community who recommended
friends and acquaintances, and through the process
of developing a real friendship with the prospective
respondent before starting the interview as the fol-
lowing quotation from the report indicates:

We go with them to dinner, to concerts, to nightclubs,
to the theatre, we become acquainted with them at
community dances and in poolrooms and taverns,
and in other places which they frequent. They in
turn invite us to meet friends in their homes, at teas,
at dinners, at other social events [7, p. 40].

This all sounds very pleasant both for the respondents
and the interviewers but is it good survey research
practice? Probably not, since experience suggests
that the ‘sociological stranger’ gets the more accu-
rate information in a sensitive survey, because the
respondent is wary about revealing his most private
behavior to a friend or acquaintance. And assuming
that all the interviewers were white males the ques-
tion arises as to how this affected interviews with
say, African-American respondents (and in the sec-
ond report, with women)?
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Finally there are some more direct statistical crit-
icisms that can be levelled at the first Kinsey report.
There is, for example, often a peculiar variation in
the number of cases in a given cell, from table to
table. A particular group will be reported on one type
of sexual behavior, and this same group may be of
slightly different size in another table. The most likely
explanation is that the differences are due to loss of
information through ‘Don’t know’ responses or omis-
sions of various items, but the discrepancies are left
unexplained in the report. And Kinsey seems shaky
on the definition of terms such as median although
this statistic is often used to summarize findings.
Likewise he uses the sample range as a measure of
how much particular measurements varied amongst
his respondents rather than the preferable standard
deviation statistic.

Kinsey addressed the possibility of bias in his
study of male sexual behavior and somewhat surpris-
ingly suggested that any lack of validity in the reports
he obtained would be in the direction of concealment
or understatement. Kinsey gives little credence to the
possibility of overstatement:

Cover-up is more easily accomplished than exag-
geration in giving a history [7, p. 54].

Kinsey thought that the interview approach pro-
vided considerable protection against exaggeration
but not so much against understatement. But given
all the points made earlier this claim is not con-
vincing, and it is not borne out by later, better-
designed studies, which generally report lower lev-
els of sexual activity than Kinsey. For example,
the ‘Sex in America’ survey [10] was based on a
representative sample of Americans and it showed
that individuals were more monogamous and more
sexually conservative than had been reported previ-
ously.

Kinsey concludes his first report with the fol-
lowing.

We have performed our function when we have
published the record of what we have found the
human male doing sexually, as far as we have been
able to ascertain the facts.

Unfortunately, the ‘facts’ arrived at by Kinsey
and his colleagues may have been distorted in a
variety of ways because of the many flaws in the
study. But despite the many methodological errors,
Kinsey’s studies remain gallant attempts to survey
the approximate range and norms of sexual behavior.

The Kinsey report did have the very positive
effect of encouraging others to take up the chal-
lenge of investigating human sexual behavior in a
scientific and objective manner. In the United King-
dom, for example, an organization known as Mass-
Observation carried out a sex survey in 1949 that
was directly inspired by Kinsey’s first study. In fact
it became generally known as ‘Little Kinsey’ [3].
Composed of three related surveys, ‘Little Kinsey’
was actually very different methodologically from its
American predecessor. The three components of the
study were as follows:

1. A ‘street sample’ survey of over 2000 people
selected by random sampling methods carried
out in a wide cross section of cities, towns and
villages in Britain.

2. A postal survey of about 1000 each of three
groups of ‘opinion leaders’: clergymen, teachers,
and doctors.

3. A set of interrelated questions sent to members
of Mass-Observation’s National Panel, which
produced responses from around 450 members.

The report’s author, Tom Harrison, was eager to
get to the human content lying behind the line-up of
percentages and numbers central to the Kinsey report
proper, and he suggested that the Mass-Observation
study was both ‘something less and something more
than Kinsey’. It tapped into ‘more of the actuality, the
real life, the personal stuff of the problem’. He tried
to achieve these aims by including in each chapter
some very basic tables of responses, along with large
numbers of comments from respondents to particular
questions. Unfortunately this idiosyncratic approach
meant that the study largely failed to have any
lasting impact, although later authors, for example,
Liz Stanley in Sex Surveyed 1949-1994 [11], claim
it was of pioneering importance and was remarkable
for pinpointing areas of behavioral and attitudinal
change. It does appear to be one of the earliest
surveys of sex that used random sampling. Here are
some of the figures and comments from Chapter 7 of
the report, Sex Outside Marriage.

The percentages who disapproved of extramarital
relations were

• 24% on the National Panel,
• 63% of the street sample,
• 65% of doctors,
• 75% of teachers,
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• 90% of clergymen.

Amongst the street sample the following percent-
ages were given for those opposed to extramari-
tal relations:

• 73% of all weekly churchgoers,
• 54% of all non-churchgoers,
• 64% of people leaving school up to and includ-

ing 15 years,
• 50% of all leaving school after 16,
• 68% of all living in rural areas,
• 50% of all Londoners,
• 67% of all women,
• 57% of all men,
• 64% of all married people over 30,
• 48% of all single people over 30.

The Kinsey report, ‘Little Kinsey2’, and the sur-
veys of Clelia Mosher and Katherine Davis, repre-
sent, despite their flaws, genuine attempts at taking
an objective, scientific approach to information about
sexual behavior. But sex, being such a fascinating
topic also attracts the more sensational commer-
cial ‘pseudosurveys’ like those regularly conducted
amongst the readership of magazines such as Playboy
and Cosmopolitan. Here the questions asked are gen-
erally a distinctly ‘racier’ variety than in more serious
surveys. Here is just one example:

• When making love, which of the following do
you like? (check all that apply)

1. Have your man undress you
2. Pinch, bite, slap him
3. Be pinched, bitten, slapped
4. Have someone beat you
5. Pretend to fight physically with the man or

try to get away.

The aims of these surveys are to show that the
readership of the magazine enjoys sexually exciting
lives, to celebrate their reader’s ‘sexual liberation’
and to make the rest of us green eyed with envy
(or red faced with shame). The results are generally
presented in the form of tabloid type headlines,
for example;

French have more sex than Englishmen.

Such surveys are, essentially, simply sources of fun,
fantasy, and profit and can, of course, be easily
dismissed from serious consideration because of
their obvious biases, clear lack of objectivity, poor
sampling methods and shoddy questionnaire design.

Unfortunately, there have been several surveys of
sexual behavior that demand to be taken seriously,
but to which the same criticisms can be applied, and
where, in addition, attempts to interpret the findings
of the survey may have been colored by the likely a
priori prejudices of the survey’s instigator. One such
example is the basis of that 1976 bestseller, The Hite
Report on Female Sexuality [6].

Shire Hite is a member of the National Organi-
zation of Women and an active feminist. When she
undertook her study in the 1970s, the aim of which
she stated as ‘to define or discover the physical nature
of [women’s] sexuality’, she clearly had a feminist
political axe to grind. – ‘Most sex surveys have been
done by men’ she said and nobody had asked women
the right questions. She wanted ‘women to be experts
and to say what female sexuality was about’. How-
ever, Dr Hite often appeared to have a strong prior
inkling of what her respondents would tell her and
such clear expectations of results are a matter of con-
cern. First, we consider the methodology underlying
the Hite report.

Hite sent questionnaires to ‘consciousness-rais-
ing’, abortion rights, and other women’s groups
and also advertised for respondents in newspapers
and magazines, including Ms., Mademoiselle and
Brides. Of the 100 000 questionnaires distributed,
Hite received somewhat more than 3000 responses,
a response rate, she claimed, that was standard for
surveys of this type. However, most serious survey
researchers would regard 3% as very low. So the
survey begins with an extremely biased sample and
a very low response rate.

A further problem was that the questionnaire
used in the study was hard to complete. Each
question contained multiple subquestions, never a
good idea in any survey. In addition, the survey
began with numerous questions about orgasm rather
than with more innocuous questions. Many questions
called for ‘essay-like’ responses and others asked for
seemingly impossible details from past events. Here
are some examples:

• Do you have orgasms? If not, what do you think
would contribute to your having them?

• Do you always have orgasms during the fol-
lowing (please indicate whether always, usually,
sometimes, rarely, or never):

1. Masturbation,
2. Intercourse (vaginal penetration),
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3. Manual clitoral stimulation by partner,
4. Oral stimulation by a partner,
5. Intercourse plus manual clitoral stimulation,
6. Never have orgasms.

• Also indicate above how many orgasms you
usually have during each activity, and how long
you usually take.

• Please give a graphic description of how your
body could best be stimulated to orgasm.

Hite’s questionnaire began with items about
orgasm and much of her book dwells on her inter-
pretation of the results from these items. She con-
cludes that women can reach orgasm easily through
masturbation but far less easily, if at all, through
intercourse with their male partners. Indeed, one of
her main messages is that intercourse is less satis-
fying to women than masturbation. She goes on to
blame what she sees as the sorry state of female
sexual pleasure in patriarchal societies, such as the
United States, that glorify intercourse. Critics pointed
out that there may be something in all of this, but
that Hite was being less than honest to suppose that
her views were an inescapable conclusion from the
results of her survey. As the historian Linda Gor-
don pointed out [5], the Hite report was orientated
towards young, attractive, autonomous career women,
who were focused on pleasure and unencumbered by
children. These women could purchase vibrators, read
the text, and undergo the self-improvement necessary
for one-person sexual bliss.

The Hite report has severe methodological flaws
and these are compounded by the suspicion that
its writer is hardly objective about the issues under
investigation. The numbers are neither likely to have
accurately reflected the facts, nor to have been value-
free.

(It is not, of course, feminist theory that is at
fault in the Hite report, as the comprehensive study
of sex survey research given in [4], demonstrates;
these two authors combine feminist theory with a
critical analysis of survey research to produce a well-
balanced and informative account.)

If the Hite Report was largely a flash in the media
pan (Sheer Hype perhaps?), the survey on sexual
attitudes and lifestyles undertaken in the UK in the
late 1980s and early 1990s by Kaye Wellings and
her coworkers [12] acts as a model of excellence
for survey research in such a sensitive area. The
impetus for the survey was the emergence of the
HIV pandemic, and the attendant effort to assess and

control its spread. The emergence in the 1980s of
a lethal epidemic of sexually transmitted infection
focused attention on the profound ignorance that still
remained about many aspects of sexual behavior,
despite Kinsey and others. The collaboration of
epidemiologists, statisticians, and survey researchers
produced a plan and a survey about sex in which
all the many problems with such surveys identified
earlier were largely overcome.

A feasibility study assessed the acceptability of the
survey, the extent to which it would produce valid and
reliable results, and the sample size needed to pro-
duce statistically acceptable accuracy in estimates of
minority behavior. The results of the feasibility study
guided the design of the final questionnaire that was
used in obtaining results from a carefully selected
random sample of individuals representative of the
general population. Of the 20 000 planned interviews
18876 were completed. Nonresponse rates were gen-
erally low. The results provided by the survey give
a convincing account of sexual lifestyle in Britain at
the end of the twentieth century. For interest one of
the tables from the survey is reproduced in Table 3.
The impact of AIDS has also been responsible for
an increasing number of surveys about sexual behav-
ior in the developing world, particularly in parts of
Africa. A comprehensive account of such surveys is
given in [1].

Summary

Since 1892 when a biology student, Clelia Mosher,
questioned 45 upper middle-class married Victorian
women about their sex lives, survey researchers have
asked thousands of people about their sexual behav-
ior. According to Julia Ericksen [4] in Kiss and Tell,
‘Sexual behavior is a volatile and sensitive topic, and
surveys designed to reveal it have great power and
great limits’. Their power has been to help change,
radically change in particular aspects, attitudes about
sex compared to 50 years ago. Their limits have often
been their methodological flaws. And, of course,
when it comes to finding out about their sexual behav-
ior, people may not want to tell, and even if they
agree to be interviewed they may not be entirely
truthful. But despite these caveats the information
from many of the surveys of human sexual behavior
has probably helped remove the conspiracy of silence
about sex that existed in society, which condemned
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Table 3 Number and percent of respondents taking part in different sexual practices in the last year and ever, by social
class (from [12])

Vaginal intercourse Oral sex

Men
Last year

(%)
Ever
(%)

Number of
respondents

Last year
(%)

Ever
(%)

Number of
respondents

Social Class
I, II 91.5 97.7 2757 67.9 84.3 2748
III NM 90.3 95.5 1486 67.9 78.2 1475
III M 86.1 95.2 2077 60.4 72.8 2058
IV, V 83.3 91.0 849 57.6 67.3 840
Other 52.9 61.6 693 40.8 50.0 686

Vaginal intercourse Oral sex

Women
Last year

(%)
Ever
(%)

Number of
respondents

Last year
(%)

Ever
(%)

Number of
respondents

Social Class
I, II 91.8 98.2 3460 61.0 76.2 3413
III NM 85.9 94.3 2248 60.3 71.5 2216
III M 90.1 97.2 1857 54.5 65.5 1826
IV, V 81.9 93.6 1007 52.4 64.3 992
Other 56.7 74.5 1212 41.9 54.7 1200

NM = nonmanual workers; M = Manual workers.

many men and women to a miserable and unful-
filling sex life. The results have challenged views
of the past 100 years that sex was not central to a
happy marriage and that sex, as a pleasure for its
own sake, debased the marital relationship. Sex as
pleasure is no longer regarded by most people as
a danger likely to overwhelm the supposedly more
spiritual bond between a man and a woman thought
by some to be achieved when sex occurs solely for
the purposes of reproduction. Overall the informa-
tion about human sexual behavior gathered from sex
surveys has helped to promote, all be it in a mod-
est way, a healthier attitude toward sexual matters
and perhaps a more enjoyable sex life for many
people.
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Hodges–Lehman
Estimator

The Hodges–Lehmann one-sample estimator pro-
vides a valuable alternative to the sample mean or
median as an estimator of the location of the center
of a distribution. While the median is to be pre-
ferred to the mean with nonsymmetric populations,
it requires far more observations than the mean to
obtain the same level of precision. The median’s
asymptotic relative efficiency with respect to the
mean for data from a normal population is only 0.64.
By contrast, while the Hodges–Lehmann estimator
offers the same advantages as the median, its asymp-
totic relative efficiency with respect to the mean is
0.96 for similar data [2].

The one-sample estimator, based on a random
sample of n observations, is linked with the Wilcoxon
signed-rank test [1] and is defined as the median
of the set of [n(n + 1)/2] Walsh averages. Each
Walsh average is the arithmetic average of a pair
of observations, including observations paired with
themselves.

The sample (2, 5, 7, 11), for example, gives rise
to the 10 Walsh averages tabled below (Table 1).

The median of the set of Walsh averages is
the one-sample Hodges–Lehmann estimator. For our
example, with ten Walsh averages, the median esti-
mate is the average of the fifth and sixth smallest
Walsh averages, (6 + 6.5)/2 = 6.25.

The Hodges–Lehmann two-sample estimator pro-
vides an alternative to the difference in sample means
when estimating a shift in location between two pop-
ulation distributions. The location shift model associ-
ated with the Wilcoxon Mann-Whitney test postulates
that, while the two distributions are alike in shape
and variability, the Y distribution is shifted upward
or downward by an amount � relative to the X dis-
tribution [1]. The model is usually stated in terms
of the relation between the cumulative probabilities
for the two distributions: Prob[Y ≤ z] = Prob[X ≤
(z − �)], for all values of z. Positive values of � are
associated with larger values in the Y than in the X

distribution.
Let (x1, x2, . . . , xn) and (y1, y2, . . . , ym) be inde-

pendent random samples from the X and Y distribu-
tions, respectively. The Hodges–Lehmann estimate
of � is the median of the (n × m) pairwise differ-
ences, (yj − xk), j = 1, . . . , m, k = 1, . . . , n.

For the two samples x = (2, 5, 7, 11) and y =
(3, 4, 8, 20), the relevant pairwise differences are
displayed in the table below (Table 2).

The median of the 16 pairwise differences is
the average of the eighth and ninth smallest dif-
ferences. As both of these differences are 1, the
Hodges–Lehmann estimate is 1.0. The difference-in-
means estimate of �, by comparison, is (35/4) −
(25/4) = 2.5. The latter estimator is much more sen-
sitive to outliers.

The author gratefully acknowledges the assistance
of Phillip Good in the preparation of this article.

Table 1 Computation of one-sample Walsh averages

2 5 7 11

2 (2 + 2)/2 = 2 (2 + 5)/2 = 3.5 (2 + 7)/2 = 4.5 (2 + 11)/2 = 6.5
5 (5 + 5)/2 = 5 (5 + 7)/2 = 6 (5 + 11)/2 = 8
7 (7 + 7)/2 = 7 (7 + 11)/2 = 9

11 (11 + 11)/2 = 11

Table 2 Computations of two-sample Walsh averages

x \y 3 4 8 20

2 (3 − 2) = 1 (4 − 2) = 2 (8 − 2) = 6 (20 − 2) = 18
5 (3 − 5) = −2 (4 − 5) = −1 (8 − 5) = 3 (20 − 5) = 15
7 (3 − 7) = −4 (4 − 7) = −3 (8 − 7) = 1 (20 − 7) = 13

11 (3 − 11) = −8 (4 − 11) = −7 (8 − 11) = −3 (20 − 11) = 9
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Horseshoe Pattern

Horseshoe Effect

All forms of multidimensional scaling have as their
aim the low-dimensional representation of a set of
proximity data (see Proximity Measures). A classic
example is the recreation of a map from a matrix of
say intercity road distances in a country. Often, such a
map can be successfully recreated if only the ranking
of the distances is given (see [2]). With such data, the
underlying structure is essentially two-dimensional,
and so can be represented with little distortion in
a two-dimensional scaling solution. But when the
observed data have a one-dimensional structure, for
example, in a chronological study, representing the
observed proximities in a two-dimensional scaling
solution often gives rise to what is commonly referred
to as the horseshoe effect. This effect appears to have
been first identified in [2] and can be illustrated by
the following example:

Consider 51 objects, O1, O2, . . . , O51 assumed to
be arranged along a straight line with the j th object
being located at the point with coordinate j . Define
the similarity, sij , between object i and object j , as,
follows:

sij =




9 if i = j,

8 if 1 ≤ |i − j | ≤ 3,

7 if 4 ≤ |i − j | ≤ 6,...
1 if 22 ≤ |i − j | ≤ 24
0 if |i − j | ≥ 25

. (1)

Next, convert these similarities into dissimilarities,
δij , using δij = (sii + sjj − 2sij )

1/2 and then apply
classical multidimensional scaling (see Multidimen-
sional Scaling) to the resulting dissimilarity matrix.
The two-dimensional solution is shown in Figure 1.
The original order has been reconstructed very well,
but the plot shows the characteristic horseshoe shape,
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Figure 1 An example of the horseshoe effect

which is a consequence of the ‘blurring’ of the large
distances and is characteristic of such situations.

Further discussion of the horseshoe effect is given
in [3] and some examples of its appearance in prac-
tice are described in [1].
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Hotelling, Howard

Born: September 29, 1895, Minnesota, USA.
Died: December 26, 1973, North Carolina, USA.

Although Howard Hotelling was born in Fulda,
Minnesota in 1895, he spent most of his childhood
and young adulthood in Seattle, Washington. He
attended the University of Washington, graduating in
1919 with a bachelor’s degree in journalism. As an
undergraduate student, Hotelling worked for several
local newspapers. While still an undergraduate, he
took a mathematics class taught be Eric Temple
Bell. Bell recognized Hotelling’s unusual analytic
capabilities and encouraged him to do graduate work
in mathematics. Hotelling earned a master’s degree
in mathematics from the University of Washington
in 1921 and a Ph.D. in mathematics from Princeton
University in 1924. In 1925, he published an article,
‘Three-dimensional Manifolds of States of Motion’,
based on his dissertation in the Transactions of the
American Mathematical Society [1].

From 1925 to 1931, Hotelling taught probability
and statistics at Stanford University. During these
years, Hotelling applied newly developed statistical
techniques to areas as diverse as journalism, political
science, and economics. His interests in statistics
led him in 1929 to study with R. A. Fisher at
the Rothamsted Experimental Station, an agricultural
research institute in Hertfordshire, UK.

In 1931, Hotelling went to Columbia University
as a professor of economics, where he stayed until
1946. During the 15 years Hotelling was at Columbia,
the statistical research group he founded lent statisti-
cal assistance to the United States’ military efforts in
WWII. This statistical research group, which counted
Abraham Wald among its many prominent mem-
bers, introduced and developed sequential analysis.
Sequential analysis proved to be so useful to the
US military that the technique itself was consid-
ered to be classified information until the end of
WWII.

In 1946, Hotelling moved from Columbia Univer-
sity to the University of North Carolina at Chapel
Hill, where he founded a department of statistics.
Hotelling remained at the University of North Car-
olina for the remainder of his professional life. He
received a number of honors, including an hon-
orary LL.D. from the University of Chicago, and

an honorary D.Sc. from the University of Rochester.
He was an honorary fellow of the Royal Statistical
Society and a distinguished fellow of the Amer-
ican Economic Association. He was president of
the Econometric Society from 1936 to 1937 and
of the Institute of Mathematical Statistics in 1941.
The National Academy of Sciences elected him as
a member in 1972. In May of 1972, he experienced
a severe stroke; his death following in December of
1973.

Hotelling’s greatest contributions to statistics were
in the general areas of econometrics and multivariate
analysis. In econometrics, Hotelling’s 1929 paper on
the stability of competition introduced the idea of
spatial competition, known as ‘Hotelling’s model’,
when there are only two sellers competing in a mar-
ket [2]. The solution to this problem was an early
statement of the game theory concept of the ‘Sub-
game-pefect equilibrium’, although Hotelling did not
refer to it as such. Hotelling introduced the calcu-
lus of variations to economics in 1931 as a method
of analyzing resource exhaustion [4]. Although Hicks
and Allen are generally credited in 1934 with explain-
ing the downward slope of demand curves, Hotelling,
in fact, also in that year, had independently derived
an identical solution. (The paper describing his solu-
tion did not, however, appear until 1935, [7]). In
1938, Hotelling introduced the concept of ‘marginal
cost pricing’ equilibrium: Economic efficiency is
achieved if every good is produced and priced at
marginal cost. At the same time, he introduced the
‘two-part’ tariff as a solution to situations of natural
monopoly [9].

Hotelling’s contributions to multivariate analysis
were many, among the more important of which was
his multivariate generalization of Student’s t Test in
1931 [5] – now known as Hotelling’s T 2. Hotelling
also proposed the methods of principal compo-
nent analysis [6] and canonical correlations [8].
His paper (cowritten by Working) on the interpre-
tation of trends contains the first example of a
confidence region, as well as multiple comparisons
[11]. His contributions (with Richards) to the the-
ory of rank statistics (see Rank Based Inference)
were also highly influential [10]. This work grew
out of his interest in specifying the precise condi-
tions for the consistency and asymptotic normality of
maximum likelihood estimates [3]. Hotelling was
always clear that he was a statistician first, econome-
trician second.
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Hull, Clark L

Born: May 24, 1884, in New York State.
Died: May 10, 1952, in Connecticut.

Clark L. Hull embraced behaviorism from the start of
his academic career in psychology: his Ph.D. in 1918,
for example, offered a behavioral recasting of con-
cept acquisition as a quantitative form of learning, in
contrast to the heavy emphasis on introspection and
philosophy, which characterized contemporary work
on thinking and reasoning. He also took up classi-
cal conditioning after the American publication of
Pavlov’s Conditioned Reflexes in 1927, followed by
Thorndike’s law of effect, thus melding reinforce-
ment to associationism as the basis of all learning. But
his most important contribution to psychology was
to pioneer mathematical models of learning. It is, of
course, the case that there had been some attempts to
formally model behavior before Hull (see Miller [3],
for an elementary and now classic introduction to the
field), but his was the most ambitious attempt prior
to the advent of today’s more sophisticated forms of
mathematical psychology.

His early days had been very difficult, not only
because of the poverty of his parents and the hard
work involved in helping them run their farm but
also because he had suffered a debilitating bout of
typhoid fever in 1905, having just graduated from
Alma College with the aim of eventually becoming
a mining engineer. Even worse was the attack of
poliomyelitis at the age of 24, which left him with a
paralyzed leg and a lifelong fear both of illness and
that he might not live long enough to accomplish
his goals. Clearly, a career in mining was now
out of question, so Hull opted for a degree in
psychology at the University of Michigan, graduating
after two years study with an A.B. and a Teachers
diploma. After a year teaching at a Normal School in
Kentucky, which had been set up to educate teachers,
Hull was finally accepted for graduate work at the
University of Wisconsin under Joseph Jastrow. An
M.A. was quickly obtained in 1915, followed by a
Ph.D. in 1918, the latter appearing as a monograph
in 1920. Hull’s career was now, after many setbacks,
on an upward trajectory: he became a full professor
at Wisconsin in 1925, for instance, and had published
his first book (on aptitude measurement) in 1928.

More important, however, was his move to Yale’s
Institute of Psychology in 1929 as an expert on
test theory, although he had quickly abandoned this
research area in favor of learning and conditioning,
although not without some internal bickering. The
effective incorporation of the Institute of Psychology
into the much larger and more generously funded
Institute of Human Relations at Yale, together with
a more sympathetic head of the Institute, meant that
Hull could now indulge in his lifelong passion. This
resulted in a flow of experimental and theoretical
papers in the 1930s, which pushed the study of
learning to new heights of sophistication, with Hull
and his occasional rival Edward C. Tolman being
increasingly cited as the only game in town.

What Hull did was essentially to model the so-
called learning curve, that is, the growth in learning
or extinction over trials. The models used to cap-
ture such curves were almost exclusively exponential
in form, although Hull was not averse to employ-
ing more than one exponential function to model a
particular data set. Underlying the models was an
elaborate internal mechanism designed to reflect the
effects of such factors as reinforcement, stimulus and
response generalization, excitation and inhabitation
(of the Pavlovian variety), and behavioral fluctua-
tion or oscillation (to use his term) on learning. This
turned into a considerable program of research that
was supported by a large number of graduate stu-
dents and Institute staff, and was organized on an
almost industrial or military scale. Hull was also
happy to use data produced by other laboratories pro-
vided that the quality of their work satisfied Hull’s
own exacting standards. He also ransacked the jour-
nals for good quality data. Consequently, his magnum
opus of 1943, The Principles of Behavior [1], mixed
mathematics and data not just from the Yale labora-
tory but from an international collection of research
sources. This book had followed a much more indi-
gestible monograph on modeling rote learning that
had appeared in mimeograph form in 1940 and in
which the full rigor of fitting exponential functions
to learning was laid out for the first time.

The two books also revealed the weaknesses in
Hull’s approach in that the fitting process did not use
contemporary statistical methods like least squares,
and the models themselves were historically some-
what antiquated. Thus, Hull fitted the data by eye
and by reiterated fitting alone, after having selected
the exponential function on highly informal grounds.
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The structure of the models was also essentially deter-
ministic in that the only random variable was error,
that is, behavioral oscillation, which was added to
the fixed effects of reinforcement, stimulus general-
ization, and so on, in order to account for the results.

The last years of Hull’s life were dogged by
increasing ill health, and he was only able to publish
the updated and expanded version of the Princi-
ples, A Behavior System [2], in 1962, the year of his
death. Hull fought against considerable personal and
bureaucratic odds to demonstrate that learning, the
most self-consciously scientific area of all experimen-
tal psychology, could be moved that much closer to

respectability through the application of mathematics
to data.
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Identification

A prerequisite for the estimation of the parameters
of any model is to establish whether the parameters
of the model are identified. Identification refers to
whether the parameters of the model can be uniquely
determined from the data. If the parameters of the
model are not identified, estimation of the parameters
is not possible. Although the problem of identifi-
cation is present in almost all parametric statistical
models, the role of identification is perhaps clear-
est in the context of covariance structure models.
Here, we will define the problem of identification
from the covariance structure modeling perspec-
tive. Later, we will introduce the problem of iden-
tification from the simultaneous equation modeling
perspective when considering some simple rules for
establishing identification. As simultaneous equation
modeling can be seen as a special case of covariance
structure modeling, this discussion is quite general.

Definition of Identification

We begin with a definition of identification from
the perspective of covariance structure modeling.
The advantage of this perspective is that covari-
ance structure modeling includes, as a special case,
the simple linear regression model, and, therefore,
we can understand the role of identification even in
this simple case. First, arrange the unknown param-
eters of the model in the vector �. Consider next a
population covariance matrix � whose elements are
population variances and covariances (see Correla-
tion and Covariance Matrices). It is assumed that
a substantive model can be specified to explain the
variances and covariances contained in �. Such a
substantive model can be as simple as a two-variable
linear regression model or as complicated as a simul-
taneous equation model. We know that the variances
and covariances contained in � can be estimated by
their sample counterparts in the sample covariance
matrix S using straightforward formulae for the cal-
culation of sample variances and covariances. Thus,
the parameters in � are identified.

Having established that the elements in � are
identified from their sample counterparts, what we
need to establish in order to permit estimation of the
model parameters is whether the model parameters

are identified. By definition, we say that the elements
in � are identified if they can be expressed uniquely
in terms of the elements of the covariance matrix �.
If all elements in � are identified, we say that the
model is identified.

Some Common Identification Rules

Let us now consider the identification of the param-
eters of a general simultaneous equation model that
can be written as

y = By + �x + ζ, (1)

where y is a vector endogenous variable that the
model is specified to explain, x is a vector exogenous
variable that is purported to explain y but whose
behavior is not explained, ζ is a vector of disturbance
terms, and B and � are coefficient matrices. Note
that when B = 0, we have the multivariate multiple
regression model

y = �x + ζ. (2)

When the vector of endogenous variables contains
only one column (i.e., only one explanatory variable
is considered), then we have the case of simple
linear regression.

To begin, we note that there exists an initial set
of restrictions that must be imposed even for simple
regression models. The first restriction, referred to
as normalization, requires that we set the diagonal
elements of B to zero, such that an endogenous
variable cannot have a direct effect on itself.

The second requirement concerns the vector of
disturbance terms ζ . Note that the disturbances for
each equation are unobserved, and, hence, have no
inherent metric. The most common way to set the
metric of ζ , and the one used in simple regression
modeling, is to fix the coefficient relating the endoge-
nous variables to the disturbance terms to 1.0. An
inspection of (2) reveals that ζ is actually being mul-
tiplied by the scaling factor 1.0. Thus, the disturbance
terms are in the same scale as their relevant endoge-
nous variables.

With the normalization rule in place and the
metric of ζ fixed, we can now discuss some common
rules for the identification of simultaneous equation
model parameters. Recall again that we wish to
know whether the variances and covariances of the
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exogenous variables (contained in �), the variances
and covariances of the disturbance terms (contained
in �), and the regression coefficients (contained in B
and �) can be solved in terms of the variances and
covariances contained in �.

Two classical approaches to identification can be
distinguished in terms of whether identification is
evaluated on the model as a whole, or whether
identification is evaluated on each equation com-
prising the system of simultaneous equations. The
former approach is generally associated with social
science applications of simultaneous equation mod-
eling, while the latter approach appears to be favored
in the econometrics field applied mainly to simulta-
neous (i.e., nonrecursive) models. Nevertheless, they
both provide a consistent picture of identification in
that if any equation is not identified, the model as a
whole is not identified.

The first, and perhaps simplest, method for ascer-
taining the identification of the model parameters is
referred to as the counting rule. Let s = p + q be the
total number of endogenous and exogenous variables,
respectively. Then the number of nonredundant ele-
ments in � is equal to 1/2 s(s + 1). Let t be the total
number of parameters in the model that are to be esti-
mated (i.e., the free parameters). Then, the counting
rule states that a necessary condition for identifica-
tion is that t ≤ 1/2 s(s + 1). If the equality holds,
then we say that the model may be just identified. If
t is strictly less than 1/2 s(s + 1), then we say that
the model may be overidentified. If t is greater than
1/2 s(s + 1), then the model may be not identified.

Clearly, the advantage to the counting rule is its
simplicity. However, the counting rule is a necessary
but not sufficient rule. We can, however, provide
rules for identification that are sufficient, but that
pertain only to recursive models, or special cases of
recursive models. Specifically, a sufficient condition
for identification is that B is triangular and that � is a
diagonal matrix. However, this is the same as saying
that recursive models are identified. Indeed, this is the
case, and [1] refers to this rule as the recursive rule of
identification. In combination with the counting rule
above, recursive models can be either just identified
or overidentified.

A special case of the recursive rule concerns
the situation where B = 0 and � again a diagonal
matrix. Under this condition, the model in (1) reduces
to the model in (2). Here too, we can utilize the

counting rule to show that regression models are also
just identified.

Note that recursive models place restrictions on
the form of B and � and that the identification
conditions stated above are directly related to these
types of restrictions. Nonrecursive models, however,
do not restrict B and � in the same way. Thus, we
need to consider identification rules that are relevant
to nonrecursive models.

As noted above, the approach to identification
arising out of econometrics (see [2]), considers one
equation at a time. The concern is whether a true
simultaneous equation can be distinguished from a
false one formed by a linear combination of the other
equations in the model (see [3]). In complex systems
of equations, trying to determine linear combinations
of equations is a tedious process. One approach would
be to evaluate the rank of a given matrix, because
if a given matrix is not of full rank, then it means
that there exist columns (or rows) that are linear
combinations of each other. This leads to developing
a rank condition for identification.

To motivate the rank and order conditions, con-
sider the simultaneous equation model represented
in path analytic form shown in Figure 1. Let p be
the number of endogenous variables and let q be the
number of exogenous variables. We can write this
model as[

y1

y2

]
=

[
0 β12

β21 0

] [
y1

y2

]

+
[

γ11 γ12 0
0 0 γ23

] [
x1

x2

x3

]
+

[
ζ1

ζ2

]
. (3)

In this example, p = 2 and q = 3. As a useful device
for assessing the rank and order condition, we can

x1

x2

x3

y1

y2

e11

e2

1

Figure 1 Prototype nonrecursive path model
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arrange the structural coefficients in a partitioned
matrix A of dimension p × s as

A = [(I − B)| − �],

=
[

1 −β12 −γ11 −γ12 0
−β21 1 0 0 −γ23

]
, (4)

where s = p + q. Note that the zeros placed in (4)
represent paths that have been excluded (restricted)
from the model based on a priori model specification.
We can represent the restrictions in the first equation
of A, say A1, as A1φ1 = 0, where φ1 is a column
vector whose hth element (h = 1, . . . , s) is unity and
the remaining elements are zero. Thus, φ1 selects the
particular element of A1 for restriction. A similar
equality can be formed for A2, the second equation in
the system. The rank condition states that a necessary
and sufficient condition for the identifiability of the
first equation is that the rank of Aφ1 must be at least
equal to p − 1. Similarly for the second equation.
The proof of the rank condition is given in [2]. If
the rank is less than p − 1, then the parameters of
the equation are not identified. If the rank is exactly
equal to p − 1, then the parameters of the equation
in question are just identified. If the rank is greater
than p − 1, then the parameters of the equation are
overidentified.

The rank condition can be easily implemented
as follows. Delete the columns containing nonzero
elements in the row corresponding to the equation
of interest. Next, check the rank of the resulting
submatrix. If the rank is p − 1, then the equa-
tion is identified. To take the above example, con-
sider the identification status of the first equation.
Recall that for this example, p − 1 = 1. According
to the procedure just described, the resulting subma-
trix is [

0
−γ23

]
.

With the first row zero, the rank of this matrix is one,
and, hence, the first equation is identified. Consider-
ing the second equation, the resulting submatrix is[ −γ11 −γ12

0 0

]
.

Again, because of the zeros in the second row, the
rank of this submatrix is 1 and we conclude that the
second equation is identified.

A corollary of the rank condition is referred to as
the order condition. The order condition states that
the number of variables (exogenous and endogenous)
excluded (restricted) from any of the equations in
the model must be at least p − 1 [2]. Despite the
simplicity of the order condition, it is only a necessary
condition for the identification of an equation of the
model. Thus, the order condition guarantees that there
is a solution to the equation, but it does not guarantee
that the solution is unique. A unique solution is
guaranteed by the rank condition.

As an example of the order condition, we observe
that the first equation has one restriction and the
second equation has two restrictions as required
by the condition that the number of restrictions
must be as least p − 1 (here, equal to one). It
may be of interest to modify the model slightly
to demonstrate how the first equation of the model
would not be identified according to the order con-
dition. Referring to Figure 1, imagine a path from
x3 to y1. Then the zero in the first row of A would
be replaced by −γ13. Using the simple approach
for determining the order condition, we find that
there are no restrictions in the first equation and,
therefore, the first equation is not identified. Simi-
larly, the first equation fails the rank condition of
identification.

This chapter considered identification for recursive
and nonrecursive simultaneous equation models. A
much more detailed exposition of identification can
be found in [2]. It should be pointed out that the
above discussion of identification is model-specific
and the data play no role. Problems of identification
can arise from specific aspects of the data. This
is referred to as empirical identification and the
problem is most closely associated with issues of
colinearity.

Briefly, consider a simple linear regression model

y = β1x1 + β2x2 + ζ. (5)

If x1 and x2 were perfectly collinear, then x1 = x2 =
x, and equation (5) can be rewritten as

y = β1x + β2x + ζ,

= (β1 + β2)x + ζ. (6)

It can be seen from application of the counting rule
that (5) is identified, whereas (6) is not. Therefore,
the problem of colinearity can induce empirical
nonidentification.
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Inbred Strain Study

Genetic contributions in complex trait analyses can
be controlled or removed by the use of inbred strains
as the test subjects. To be regarded as inbred strains,
the mammals concerned must have been subjected
to at least 20 generations of full-sib mating (the
expected inbreeding coefficient will be 98.6% or
greater) [1], resulting in near total genetic similarity
among strain members. Such levels of inbreeding are
most easily achieved with smaller laboratory species
such as the mouse. More than 100 inbred strains
of mouse are commercially available through the
Jackson Laboratories (www.jax.org) alone. Other
species (rat, hamster, guinea pig, rabbit, chicken,
amphibian, and fish) are less widely represented by
commercially available inbred strains.

Variation in the test scores observed within inbred
strains will be of either environmental (treatment)
origin or otherwise caused by random experimental
error, since genetic variation is largely absent. When
the same inbred strain is tested across multiple
environments or treatments, the source and extent of
the environmental effects can be readily ascertained.

The fixed effect of genotype within environment
(treatment) can be measured reliably if there is
replication of inbred strain and gender within strain
when multiple strains are compared.

By combining the resources of strain and treatment
in a model in which other environmental variables are
controlled, the assessment of genotype by treatment
interaction (see Gene-Environment Interaction) is
enabled. The advantage of using different inbred
strains over out-bred individuals in such a study is
that genotype can be rigorously fitted as a fixed
rather than random effect (see Fixed and Random
Effects) in the analysis, and replication within geno-
type is possible leading to reduced random genetic
errors.

Analytical methods commonly applied to the test-
ing of the relative significance of genotypic and
treatment effects on behavioural traits include the
analysis of variance and multivariate analysis of
variance, principal component analysis or principal
factor analysis (see Factor Analysis: Exploratory),
discriminant analysis (which has now been largely
replaced by logistic regression), with ANOVA being
the most commonly employed analytical method.

The genetic stability of the inbred strains
makes them amenable to crossbreeding for Linkage
Analysis.

Ascertainment of genetic distinction in measure-
ment between inbred mouse strains can be used to
localize regions of the genome responsible for the
trait in question using haplotype analysis. Recent
studies have shown that many of the commonly used
inbred mice share common ancestry over around
67% of their genomes in any pairwise comparison
of strains [2]. Should this commonality of ancestry
be generally true and should the ancestral regions
be randomly placed, then, as more inbred strains are
observed for the trait, the genomic regions that fit the
phenotypic results for all strains would be reduced in
size. Simple observation of inbred strain phenotype in
combination with knowledge of ancestral haplotype
might reduce the search space for an inferred genomic
region by a substantial proportion. This method is
most easily applied when a broad region of likeli-
hood of causation is first identified by either linkage
analysis or a genome-wide SNP scan. For accurate
resolution, SNPs need to be ultimately observed at
intervals of 50 kilobases or less. The method is appli-
cable in the inbred mouse because of the nature of
its breeding history and is unlikely to be applicable
to other inbred species at this time.

Example

To ascertain whether behavioral test standardization
was sufficient to prevent inter-laboratory differences
in the results of behavioral testing in mice, Wahlsten
et al. [3], studied the impact of three laboratory
environments on six behavioral test results in the
mouse. Testing four mice from each of eight strains,
two sexes, and two shipping conditions (locally
bred or shipped), 128 mice per laboratory were
tested. Factorial analysis of variance (ANOVA) (see
Factorial Designs) was used in the final analysis of
the data. Degrees of freedom for individual effects are
simply (g–1), where g is the number of genotypes and
(s–1), where s is the number of sites (laboratories)
tested. The interaction (genotype by site) degrees of
freedom is the product of the degrees of freedom for
each contributing main effect.

The Table 1 below gives the omega-squared (ω2)
values (see Effect Size Measures) for three of
treatment effects analyzed (that is, those pertaining
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Table 1 Results of ANOVA for the elevated plus maze

Variable N

Genotype
(df = 7)

Site
(df = 2)

Genotype × site
(df = 14)

Multiple
R2

Time in center 379 0.302 0.180 0.134 0.523
Total arms entries 379 0.389 0.327 0.217 0.660
Percent time in open arms 379 0.050a 0.265 N.S. 0.445

ap < .01; all other effects significant at p < .001. N.S. indicates p > .01.
Values for specific effects are partial omega-squared coefficients.
Source: Table derived from Wahlsten, D., et al. (2003). Different data from different labs: lessons from studies of gene-environment
interaction, Journal of Neurobiology 54(1), 283–311.

to the Elevated Plus Maze). Omega-squared is an
estimate of the dependent variance accounted for by
the independent variable in the population for a fixed
effects model, and so is a measure of the importance
of that treatment effect in relation to all effects in the
model.

ω2 = (SSeffect − (DFeffect)(MSerror))

MSerror + SStotal
(1)

where SS is the Sum of Squares, DF is the degrees
of freedom and MS is the measured Mean Square
(SS/DF).

The multiple R-squared (R2) (see Multiple Linear
Regression) describes the proportion of all variance
accounted for by the corrected model. It is calculated
as the sum of squares for the fitted model divided by
the total sum of squares.

The researchers concluded that, while there
were significant interactions between laboratories
and genotypes for the observed effects, the
magnitude of the interactions depended upon the
measurements in question. The results suggested that
test standardization alone is unlikely to completely
overcome the influences of different laboratory
environments. Most of the larger differences between

inbred strains were able to be successfully replicated
across the labs in the study, though strain differences
of moderate effects size were less likely to be
resolved.
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Incidence

Incidence is defined as the number of new cases of
a disease in a population at a specified interval of
time. For instance, the incidence rate per 1000 is
calculated as:

1000




Number of new cases beginning
during a defined period of time

Averaged number in a defined population
exposed to risk during that time




Cumulative incidence refers to the proportion of
the population becoming diseased during a specified
period of time. Just like prevalence rates, incidence
rates can be studied in general or in clinical pop-
ulations. They are useful morbidity rates that can
be considered as baseline data or base rates in case
they are derived from a general population study. For
instance, one can calculate the incidence of new cases
of influenza, tuberculosis, or AIDS per 100 000 indi-
viduals per year. Studying the incidence of diseases is
a main aim of epidemiology [3, 4]. In psychiatry and
behavioral science, incidence refers to the number of
newly appearing mental disorders (e.g., schizophre-
nia) or behavioral problems (e.g., hyperactivity) dur-
ing a certain time period (e.g., a month, a year). It
is very difficult to compute incidence rates of men-
tal disorders or behavioral problems, since often it is
unclear when symptoms appeared for the first time.
For this reason, most epidemiological studies in psy-
chiatry and behavioral science present period preva-
lence rates – for instance, the studies by Verhulst [6]
on childhood psychopathology in the Netherlands,
and the Epidemiological Catchment Area Study [5]
and the National Comorbidity Survey [1], both con-
ducted in the United States.

There is a dynamic relationship between preva-
lence and incidence. This relationship can be pre-
sented as follows:

Point prevalence rate = Incidence rate

× Average duration (1)

Underlying this formula is the assumption that the
average duration of a disease and the incidence are
both fairly stable over time. If this is not the case,
the relationship becomes much more complex [3, 4].

An incidence study allows the measurement of the
rate at which new cases are added to the population
of individuals with a certain disease. It is also
possible to examine how a disease develops in
a population, to check differences in development
between populations and between time periods, and to
examine the influence of etiological factors. Incidence
studies are to be preferred over prevalence studies
if one is interested to identify individuals at risk
for a disease or risk factors, since prevalence rates
are determined by the incidence and the duration
of a disease [2]. Treatment characteristics, preventive
measures, and factors affecting mortality may affect
the duration of a disease or a problem, and so
indirectly influence prevalence rates.
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Incomplete Contingency
Tables

Whether by design or accident, there may be no
observations in one or more cells of a contingency
table. We refer to such contingency tables as incom-
plete and the data as sparse. We can distinguish
between two situations in which incomplete tables
can be expected [12]:

1. Structural zeros. On the basis of our knowledge
of the population, we do not expect one or more
combinations of the factor levels to be observed
in a sample. By design, we have one or more
empty cells.

2. Sampling zeros. Although in the population all
possible combinations of factor levels occur, we
do not observe one or more of these combinations
in our sample. By accident, we have one or more
empty cells.

While sampling zeros occur from deficient sample
sizes, too many factors, or too many factor levels,
structural zeros occur when it is theoretically impos-
sible for a cell to have any observations. For example,
let us assume we have two factors, sex (male, female)
and breast cancer (yes, no). While it is medically
possible to have observations in the cell represent-
ing males who have breast cancer (male × yes), the
rareness of males who have breast cancer in the pop-
ulation may result in no such cases appearing in our
sample. On the other hand, let us say we sample both
sex and the frequency of different types of cancers.
While the cell representing males who have prostate
cancer will have observations, it is impossible to have
any observations in the cell representing females who
have prostate cancer. Sampling and structural zeros
should not be analytically treated the same. While
sampling zeros should contribute to the estimation of
the model parameters, structural zeros should not.

Invariably, the presence of structural zeros will
directly prevent the estimation of certain parameters.
Thus, one consequence of fitting loglinear mod-
els with structural zeros is the necessity for cor-
recting the model degrees of freedom to accurately
reflect the number of cells contributing to the anal-
ysis and the actual number of parameters estimated

from these cells, not only those representing theo-
retically impossible combinations (e.g., females with
prostate cancer) but also those indirectly preventing
the estimation. Typically, ensuring that the degrees of
freedom of the model is correct is the most serious
problem caused by structural zeros.

In contrast, fitting loglinear models to tables with
sampling zeros can be more problematic, because of
the infinite parameter estimates that may arise if the
tables have margins with zero entries. In addition,
the failure to satisfy the large sample assumptions
may mean that the actual null distributions of the
generalized likelihood ratio (G2) or the chi-squared
(χ2) test approximations to the true chi-squared (X2)

distribution are far from the intended asymptotic
approximations, leading to mistakes in model selec-
tion. Owing to inaccuracies in their approximation,
G2 and χ2 used as goodness-of-fit statistics can mis-
lead as to which of a series of hierarchically nested
models is best. Several investigators (e.g., [2, 3, 5,
6], and [8]) have studied the effects of empty cells
on G2 and χ2. The basic findings may be summarized
as follows: (a) the correctness of the approximations
is largely a function of the ratio n/N , where n = the
number of cells and N = the total sample size, (b) as
n/N becomes smaller, the approximations become
less accurate, and (c) the chi-squared approximation
to χ2 is more valid than G2 for testing models when
n/N is small, particularly when n/N < 5. However,
the maximum value of n/N that is permissible for G2

and χ2 to be accurate approximations undoubtedly
varies from situation to situation.

If in a particular case n/N is judged too large,
there are various strategies available to ameliorate the
situation. If sensible theoretically to do so, a simple
but often effective strategy is to combine categories
together to prevent a cell from having no observa-
tions. Exact methods (see Exact Methods for Cate-
gorical Data) can also be used if the loglinear model
is not too large, obviating the need for approximations
to X2 altogether [7, 11]. When exact methods are not
feasible, resampling methods such as bootstrapping
can provide a good approximation to exact distribu-
tions [10]. In addition, test statistics from asymptotic
approximations that are more accurate when n/N is
small can be used instead of the traditional G2 and χ2

approximations [4]. Some test statistics are based on
refinements to G2 and χ2, whereas others are entirely
new, such as the power divergence statistics (λ) intro-
duced by Read and Cressie [9].
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One strategy that is often used inadvisably is to
add a small constant, such as 1/2, to cells counts –
previously empty cells are no longer empty. The
problem with this strategy is that it tends to increase
the apparent equality of the cells’ frequencies, result-
ing in a loss of power for finding significant effects.
If the strategy of adding a constant is adopted,
an extremely small constant should be used, much
smaller than 1/2. Agresti [1] recommends a constant
on the order of 10−8. He also recommends conduct-
ing a sensitivity analysis in which the analysis is
repeated using different constants, in order to evalu-
ate the relative effects of the constants on parameter
estimation and model testing.
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Incompleteness of
Probability Models

This article concerns the claim that probabilities
cannot take account of everything that could be
relevant to a particular uncertainty. It has implications
for the extent to which probabilities can set standards
for people’s judgments and for theories concerning
the nature of probability. These issues are dealt with
in (see Probability: Foundations of ).

Aristotle held that what we take to be the like-
lihood of an event occurring depends both on the
frequency of occurrence of the type of event we take
it to be, and on how representative it is of that sort
of event. ‘. . . if the thing in question both happens
oftener as we represent it and happens more as we
represent it, the probability is particularly great’ [12,
p. 1402a]. Thus Aristotle supposed that an event’s
likelihood is related to how it is represented. Probabil-
ities operate in the same way. A probability describes
the uncertainty of an occasion where one of a number
of mutually exclusive types of outcome may occur.
Where a probability is assigned a value, someone has
had to define the outcome types and determine the
probability value or at least the means of determin-
ing that value. The assignment may seem obvious in
games of chance, but even here there are possibil-
ities of bias, cheating, or player incompetence that
could be taken into account. However, most uncer-
tainties do not relate to explicit games of chance, and
here the assignment of probabilities is more obvi-
ously subjective.

The inherent subjectivity in the origins of prob-
abilities means that probabilities are less than ideal
because they take no account of self-referential
uncertainty. The problem arises because a proba-
bility is a description of an uncertainty, and there
is always uncertainty about the accuracy of any
description that the description itself does not incor-
porate. Both Fisher [5] and Reichenbach [11] postu-
lated complex systems of hierarchical probabilities
to deal with this problem. However, although the
uncertainty associated with a probability distribu-
tion can be addressed by postulating a higher-order
probability distribution, there is uncertainty associ-
ated with the new characterization of uncertainty, and
so an unlimited number of higher-order probability

distributions could be postulated without the problem
being resolved.

A second limitation of probability models is that
the outcomes they model are either finite or involve
continuous variables that can be approximated by
finite models to whatever accuracy is desired. States
of the world are more complex than this. Cantor
showed that there are many higher-order infinities
of possibilities that can be imagined. In particular,
there is more than a single infinity of points in
a continuum [8]. It follows that probability models
are not complex enough to capture the uncertainty
regarding an outcome that lies at a point on a con-
tinuum, and there is no reason why outcomes should
not be more complex, for example, the shape of an
object (see [10] for the complexities of specifying
the outline of an object). Probability models cannot
conceivably incorporate all the possible distinctions
between what might be regarded as outcomes, let
alone characterize the uncertainties associated with
all distinguishable outcomes [9].

Lest the above comments be seen to be mere
mathematical technicalities that in practice can be
ignored, it is worth thinking about the problem
psychologically. What people perceive as happenings
in the world have more substance and are less
well-defined than the events in probability models.
Consider a murder – what constitutes the event of
the killing? When does it start – with the planning,
the acquiring of the means, the execution of the act
of murder, or when the victim is fatally injured?
Where does it take place – where the murderer is,
where the victim is, or both, and does it move as the
killing takes place, for example, does it follow the
mortally wounded victim until death occurs? There is
even an issue about exactly when a person dies [14].
A little thought shows that events that take place
in people’s lives (births, deaths, marriages, etc.) do
not occur instantaneously. They take place over time
and space and can be incorporated into larger events
or broken down into component events without any
apparent limit. A complete characterization of the
uncertainty associated with a particular happening
would seem to require that the happening itself
be fully specified, yet such a specification seems
inconceivable. To apply a probability model, there
has to be a limit to the distinctions that can be
made between events. Happenings characterized by
probabilities cannot be extended or broken down to
an unlimited extent. Anscombe [2] put it nicely when
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she said that events have to be ‘cut and dried’ in
order to be assigned probabilities. Because of this, a
probability may always be improved by making more
distinctions between events regardless of however
well an associated probability model may appear to
be consistent with the available evidence.

Fisher [4] considered what an ideal probability
model would be like starting with a ‘cut and dried’
outcome. Such a model would classify events into
sets containing no identifiable subsets – that is to say,
sets that could not be further broken down into sub-
sets where the outcome in question was associated
with different probabilities. This involves postulat-
ing sets of equivalent or exchangeable events, which
is how de Finetti conceived of ideal probability
models [3]. Probabilities assigned to events in such
sets could not be improved on by taking additional
variables into account. Such probabilities are impor-
tant as the laws of large numbers ensure that, in this
case, each probability has a ‘correct’ value – the limit
of the relative frequency of equivalent events as n

increases. Betting that one of the equivalent events
will occur taking the odds to be p:(1 − p), where p

is this ‘correct’ probability, will do better than any
other value over the long term (Dutch book theo-
rem: [7]). Unfortunately, one can never know that
any two events are equivalent let alone that any set
of events has no identifiable subsets.

If all the uncertainty concerning happenings in
the world could be captured by a probability, then it
would have a correct value, and optimal solutions to
probability problems regarding real-life events would
exist. As things stand, however, probabilities regard-
ing real-life events are based on analogies between
the uncertainties in the world and models origi-
nating in people’s heads. Furthermore, probability
models do not explain how these analogies come to
be formed [13]. As Aristotle foresaw around 2000
years before probability was invented, what probabil-
ity should be assigned to an event depends on how
it is characterized, and that is a matter for reasoned
argument. Inferences from probabilities, be they rel-
ative frequencies, estimates of people’s beliefs, the
P values in statistical tests, or posterior probabili-
ties in Bayesian statistics are necessarily subject to
revision when it is argued that the events being mod-
eled should be characterized in more detail or that

the probability models should be modified to take
account of possibilities their inventors had not fore-
seen. Unforeseen occurrences can also pose problems
for theories that suppose that probabilities are the
limits of relative frequencies because the relative fre-
quency of events that have never occurred is zero, but
clearly novel events occur [6]. Probabilities and their
interpretation should be seen as matters for debate
rather than as the necessary consequences of applying
the correct analysis to a particular problem [1].
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Independence: Chi-square
and Likelihood Ratio
Tests

The simplest and most common test of independence
is the chi-square test. It is a nonparametric test
of significance that is used to analyze categorical
variables. Categorical variables can often be on a
nominal scale, indicating that the categories may have
no ordering. Chi-square tests of independence can
therefore be applied to a very broad range of data,
qualitative as well as quantitative, anything that one
can categorize and count (see Contingency Tables;
Goodness of Fit for Categorical Variables).

Suppose that occupational data and musical pref-
erence data are gathered from a random sample of
1292 citizens of an Alaskan community. For each
respondent, the data will consist of two qualitative
categories, one for occupation and one for musical
preference data. The primary qualitative data could
look like this:

Respondent 1: lumberjack, preference for The Eagles
Respondent 2: merchant, preference for Led Zeppelin
Respondent 3: lumberjack, preference for Led Zep-
pelin
Respondent 4: fisherman, preference for Jethro Tull
Respondent 5: fisherman, preference for Led Zep-
pelin.

Data of this kind for all 1292 respondents can be
collected into a contingency table, as shown below
in Table 1:

These data are frequency data – they indicate
how frequently each combination of categories in
the 3 × 3 table occurs. The chi-square test of inde-
pendence may be used to analyze this contingency
table to determine whether there is a relationship
between occupation and musical preference. The null

hypothesis holds that the two are not related – that
they are independent.

The Chi-square Test of Independence

The 3 × 3 contingency table given above for the
occupation and musical preference study (minus the
row and column marginal totals) is the observed
frequency matrix, symbolized as O:

O =
[ 230 246 9

130 478 47
15 83 54

]
(1)

The matrix of expected values (the frequency
values that would be expected if the two variables of
occupation and musical preference were independent)
is found by obtaining the product of the row marginal
total and the column marginal total corresponding to
each cell, and dividing this product by the grand total.
This is done for each cell as shown below:

E =




(
485×375

1292

)(
485×807

1292

)(
485×110

1292

)
(

655×375

1292

)(
655×807

1292

)(
655×110

1292

)
(

152×375

1292

)(
152×807

1292

)(
152×110

1292

)




=
[ 140.77 302.94 41.29

190.11 409.12 55.77
44.12 94.94 12.94

]
(2)

The observed minus expected matrix is

O − E =
[ 89.23 −56.94 −32.29

−60.11 68.88 −8.77
−29.12 −11.94 41.06

]
(3)

The fundamental equation for chi-square is to
obtain the squared difference between the observed
value (O) and the corresponding expected value (E),

Table 1 Contingency table relating musical preference to occupation

The Eagles Led Zeppelin Jethro Tull Row totals

Lumberjacks 230 246 9 485
Fishermen 130 478 47 655
Merchants 15 83 54 152
Column totals 375 807 110 1292
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divided by the expected value (E) for each cell, and
then to sum all of these:

χ2 =
∑ (O − E)2

E

= 89.232

140.77
+ (−56.94)2

302.94
+ (−32.29)2

41.29

+ (−60.11)2

190.11
+ 68.882

409.12
+ (−8.77)2

55.77

+ (−29.12)2

44.12
+ (−11.94)2

94.94
+ 41.062

12.94
= 275.48 (4)

The degrees of freedom value for this chi-square
test is the product (R − 1) × (C − 1), where R is the
number of rows in the contingency table and C is the
number of columns. For this 3 × 3 contingency table
(R − 1) × (C − 1) = (3 − 1) × (3 − 1) = 4 df. In a
table of critical values for the chi-square distribution,
the value needed to reject the null hypothesis at the
0.001 level for 4 degrees of freedom is found to be
18.467. The obtained value of 275.48 exceeds this, so
the null hypothesis of independence can be rejected
at the 0.001 level. That is, these data give substantial
evidence that occupation and musical preference are
systematically related, and therefore not independent.
Although this example is for a 3 × 3 contingency
table, the chi-square test of independence may be
used for two-way tables with any number of rows
and any number of columns.

Expanding Chi-square to Other Kinds
of Hypotheses

Other chi-square tests are possible besides the test
of independence. Suppose in the example just given
that the 1292 respondents were a random sample of
workers in a particular Alaskan city, and that you
wish to test workers’ relative preferences for these
three musical groups. In other words, you wish to
test the null hypothesis that workers in the population
from which this random sample is obtained are
equally distributed in their preferences for the three
musical groups. The observed (O) matrix is the
column marginal totals:

O = [ 375 807 110 ] (5)

The null hypothesis in this case is that the three
column categories have equal frequencies in the
population, so the expected (E) matrix consists of
the total 1292 divided by 3 (which gives 430.67),
with this entry in each of the three positions. The
O − E matrix is therefore

O − E = [ 375 807 110 ] − [ 430.67 430.67 430.67 ]

= [ −55.67 376.33 −320.67 ] (6)

The obtained chi-square statistic is

χ2
columns =

∑ (O − E)2

E
= 574.81 (7)

This chi-square test has 2 degrees of freedom,
three columns minus one (C − 1), for which the
critical ratio at the 0.001 level is 13.816. The null
hypothesis of equal preferences for the three groups
can therefore be rejected at the 0.001 level.

So far, two chi-square statistics have been cal-
culated on this set of data, a test of independence
and a test of equality of proportions across columns
(musical preference). The third chi-square test to be
computed is the test for row effects (occupation). The
observed (O) matrix is the row marginal totals:

O =
[ 485

655
152

]
(8)

The null hypothesis in this case is that the three
row categories (occupations) have equal frequencies
within the population. Therefore, the expected (E)

matrix consists of the total 1292 divided by 3 (which
gives 430.67), with this same entry in each of the
three positions. The obtained chi-square statistic is

χ2
rows =

∑ (O − E)2

E
= 304.01 (9)

With 2 degrees of freedom, the critical ratio for
significance at the 0.001 level is 13.816, so the null
hypothesis of equal occupational distribution can be
rejected at the 0.001 level.

The fourth and final chi-square statistic to be
computed is that for the total matrix. The observed
(O) matrix is again the 3 × 3 matrix of observed
frequencies, just as it was for the R × C test of
independence given above. However, even though
the observed matrix is the same, the null hypothesis
(and therefore the expected matrix) is very different.
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This test is an omnibus test of whether there is any
significance in the matrix considered as a whole
(row, column, or R × C interaction), and the null
hypothesis is therefore the hypothesis that all of the
cells are equal. All nine entries in the expected (E)

matrix are 143.56, which is one-ninth of 1292. The
O − E matrix is therefore

O − E =
[ 230 246 9

130 478 47
15 83 54

]

−
[ 143.56 143.56 143.56

143.56 143.56 143.56
143.56 143.56 143.56

]

=
[ 86.44 102.44 −134.56

−13.56 334.44 −96.56
−128.56 −60.56 −89.56

]
(10)

The obtained chi-square statistic is

χ2
total =

∑ (O − E)2

E
= 1293.20 (11)

This chi-square has 8 degrees of freedom, the
total number of cells minus one (RC − 1), with a
critical ratio, at the 0.001 level, of 26.125. The null
hypothesis of no differences of any kind within the
entire data matrix can therefore be rejected at the
0.001 level.

These four kinds of information can be obtained
from a contingency table using chi-square. However,
there is a problem in using chi-square in this way.
The total analysis should have a value that is equal
to the sum of the other three analyses that make it
up. The values should be additive, but this is not the
case as shown with the example data:

χ2
total = 1293.20 �= 1154.30

= 304.01 + 574.81 + 275.48

= χ2
rows + χ2

columns + χ2
R×C (12)

As will be shown in the next section, this addi-
tivity property does hold for the likelihood ratio G2

statistic of log-linear analysis. Log-linear analysis is
supported by a more coherent mathematical theory
than chi-square that enables this additivity property
to hold, and also enables one to use the full power of
linear models applied to categorical data (see Log-
linear Models).

Multiplicative Models, Additive Models,
and the Rationale for Log-linear

The procedure given above for obtaining the matrix
of expected frequencies is a direct application of the
multiplication rule of probabilities for independent
joint events:

P(A and B) = P(A) × P(B) (13)

For example, for the Alaskan sample described
above, the probability of a respondent being a lum-
berjack is

P(A) = frequency of lumberjacks

total frequency
= 485

1292
= 0.375

(14)

Similarly, the probability of a respondent prefer-
ring Jethro Tull music is

P(B) = frequency of Jethro Tull preference

total frequency

= 110

1292
= 0.085 (15)

If these two characteristics were independent of
one another, the joint probability of a respondent
being a lumberjack and also preferring Jethro Tull
music would (by the multiplication rule for joint
events) be

P(A and B) = P(A) × P(B)

= (0.375) · (0.085) = 0.032 (16)

Multiplying this probability by 1292, the number
in the sample, gives 41.3, which is (to one decimal
place) the value of the expected frequency of the
lumberjack/Jethro Tull cell.

Interaction terms in analysis of variance
(ANOVA) use a similar kind of ‘observed minus
expected’ logic and an analogous method for
obtaining expected values. The simple definitional
formula for the sum of squares of a two-way
interaction is

SS(AB) = n
∑∑

(Xab − Xa· − X·b + X··)
2

= n
∑∑

(Xab − Eab)
2

(17)

This sum can be decomposed as the multiplicative
factor n (cell frequency) times the ‘sum of squared
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deviations from additivity’, where ‘deviations from
additivity’ refers to the deviations of the observed
means (O) from the expected means (E), those that
would be expected if an additive model were true.
This is because the additive model for creating means
is given by

Eab = Xa· + X·b − X·· (18)

The two processes are analogous. To obtain the
expected cell means for ANOVA, one sums the
marginal row mean and the marginal column mean
and subtracts the grand mean. To obtain expected
cell frequencies in a contingency table, one multi-
plies marginal row frequencies by marginal column
frequencies and divides by the total frequency. By
taking logarithms of the frequency values, one con-
verts the multiplicative computations of contingency
table expected values into the additive computations
of ANOVA, thus making frequency data amenable
to linear models analysis. This log-linear approach
comes with a number of advantages: it enables one
to test three-way and higher contingency tables, to
additively decompose test statistics, and in general
to apply powerful general linear models analysis to
categorical data. The log-linear model will be briefly
demonstrated for two-way tables.

Log-linear Models

The observed and expected matrices for each of the
four tests demonstrated above are the same for log-
linear analysis as for the chi-square analysis. All that
differs is the formula for calculating the likelihood
ratio statistic G2. It is given as two times the sum over
all the cells of the following quantity: the observed
value times the natural logarithm of the ratio of the
observed value to the expected value.

G2
total = 2

∑
O loge

(
O

E

)
(19)

Four likelihood ratio statistics will be demon-
strated, corresponding to the four chi-square statistics
just calculated. The first is the test of the row by col-
umn interaction. This is called the likelihood ratio
test for independence. The likelihood ratio statistic
for this test (using O and E values obtained above)
is calculated as

G2
RC = 2

∑
O loge

(
O

E

)

= 2 ×




230 × loge

(
230

140.77

)

+246 × loge

(
246

302.94

)

+9 × loge

(
9

41.29

)

+130 × loge

(
130

190.11

)

+478 × loge

(
478

409.12

)

+47 × loge

(
47

55.77

)

+15 × loge

(
15

44.12

)

+83 × loge

(
83

94.94

)

+54 × loge

(
54

12.94

)




= 229.45 (20)

This likelihood ratio has the same degrees of
freedom as the corresponding chi-square, (R − 1) ×
(C − 1) = 4, and it is also looked up in an ordinary
chi-square table. The critical ratio for significance at
the 0.001 level with 4 degrees of freedom is 18.467.
The null hypothesis of independence can therefore be
rejected at the 0.001 level.

The likelihood ratio statistic for rows is

G2
rows = 2

∑
O loge

(
O

E

)

= 2 ×
[

485 × loge

(
485

430.67

)

+ 655 × loge

(
655

430.67

)

+152 × loge

(
152

430.67

)]
= 347.93 (21)

This test has a 0.001 critical ratio of 13.816 with
2 (R − 1) degrees of freedom, so the null hypothesis
can be rejected at the 0.001 level.

The third likelihood ratio statistic to be calculated
is that for columns:

G2
columns = 2

∑
O loge

(
O

E

)
= 609.50 (22)
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which is also significant at the 0.001 level.
The likelihood ratio for the total matrix is

G2
total = 2

∑
O loge

(
O

E

)
= 1186.88 (23)

With 8 degrees of freedom and a critical ratio of
26.125, this test is also significant at the 0.001 level.

The additivity property holds with these four
likelihood ratio statistics. That is, the sum of the
obtained G2 values for rows, columns, and R × C

interaction is equal to the obtained G2 value for the
total matrix:

G2
total = 1186.88 = 347.93 + 609.50 + 229.45

= G2
rows + G2

columns + G2
R×C (24)

The history of log-linear models for categori-
cal data is given by Imrey, Koch, and Stokes [3],
and detailed accounts of the mathematical develop-
ment are given by Agresti [1], and by Imrey, Koch,
and Stokes [4]. Marascuilo and Levin [6] give a
particularly readable account of how the logarithmic
transformation enables one to analyze categorical
data with the general linear model, and Brown, Hen-
drix, and Hendrix [2] demonstrate the convergence
of chi-square and ANOVA through log-linear models
with simplest case data.

The calculations involved in both the chi-square
analysis and also the log-linear analysis are simple
enough to be easily accomplished using a spread-
sheet, such as Microsoft Excel, Quattro Pro, Clar-
isWorks, and so on. They can also be accomplished

using computer statistical packages such as SPSS and
SAS. Chi-square analysis can be accomplished using
the FREQ procedure of SAS, and log-linear anal-
ysis can be accomplished in SAS using CATMOD
(see Software for Statistical Analyses). Landau and
Everitt [5] demonstrates (in Chapter 3) how to use
SPSS to do chi-square analysis and also how to do
cross-tabulation of categorical and continuous data.
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Independent Component
Analysis

Introduction

‘I shouldn’t be surprised if it hailed a good deal
tomorrow’, Eeyore was saying . . . ‘Being fine to-
day doesn’t Mean Anything. It has no sig – what’s
that word? Well, it has none of that.’

– The House at Pooh Corner, AA Milne, 1928.

Most measured quantities are actually mixtures of
other quantities. Typical examples are (a) sound
signals in a room with several people talking
simultaneously, (b) an electroencephalogram (EEG)
signal, which contains contributions from many dif-
ferent brain regions, and (c) a person’s height,
which is determined by contributions from many
different genetic and environmental factors. Sci-
ence is, to a large extent, concerned with estab-
lishing the precise nature of the component pro-
cesses responsible for a given set of measured
quantities, whether these involve height, EEG sig-
nals, or even IQ. Under certain conditions, the sig-
nals underlying measured quantities can be recov-
ered by making use of ICA. ICA is a mem-
ber of a class of blind source separation (BSS)
methods.

The success of ICA depends on one key assump-
tion regarding the nature of the physical world. This
assumption is that independent variables or signals1

are generated by different underlying physical pro-
cesses. If two signals are independent, then the value
of one signal cannot be used to predict anything
about the corresponding value of the other signal.
As it is not usually possible to measure the output
of a single physical process, it follows that most
measured signals must be mixtures of independent
signals. Given such a set of measured signals (i.e.,
mixtures), ICA works by finding a transformation of
those mixtures, which produces independent signal
components, on the assumption that each of these
independent component signals is associated with a
different physical process. In the language of ICA,
the measured signals are known as signal mixtures,
and the required independent signals are known as
source signals.

ICA has been applied to separation of different
speech signals [1]2, analysis of EEG data [6], func-
tional magnetic resonance imaging (fMRI) data [7],
image processing [2], and as a model of biological
image processing [10].

Before embarking on an account of the mathe-
matical details of ICA, a simple, intuitive example of
how ICA could separate two speech signals is given.
However, it should be noted that this example could
equally well apply to any physically measured set of
signals, and to any number of signals (e.g., images,
biomedical data, or stock prices).

Applying ICA to Speech Data

Consider two people speaking at the same time in
a room containing two microphones, as depicted in
Figure 1. If each voice signal is examined at a fine
time scale, then it is apparent that the amplitude of
one voice at any given point in time is unrelated to
the amplitude of the other voice at that time. The
reason that the amplitudes of two voices are unrelated
is that they are generated by two unrelated physical
processes (i.e., by two different people). If we know
that the voices are unrelated, then one key strategy for

Source 1
Source 1

Mixture 1

Mixture 2

Source 2

Source 2

ICA

Figure 1 ICA in a nutshell: If two people speak at the
same time in a room containing two microphones, then the
output of each microphone is a mixture of two voice signals.
Given these two signal mixtures, ICA can recover the two
original voices or source signals. This example uses speech,
but ICA can extract source signals from any set of two or
more measured signal mixtures, where each signal mixture
is assumed to consist of a linear mixture of source signals
(see section ‘Mixing Signals’)
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separating voice mixtures (e.g., microphone outputs)
into their constituent voice components is to extract
unrelated time-varying signals from these mixtures.
The property of being unrelated is of fundamental
importance.

While it is true that two voice signals are unre-
lated, this informal notion can be captured in terms of
statistical independence (see Probability: An Intro-
duction), which is often truncated to independence.
If two or more signals are statistically independent
of each other, then the value of one signal pro-
vides no information regarding the value of the other
signals.

The Number of Sources and Mixtures

One important fact about ICA is often not appreci-
ated. Basically, there must usually be at least as many
different mixtures of a set of source signals as there
are source signals (but see [9]). For the example of
speech signals, this implies that there must be at least
as many microphones (different voice mixtures) as
there are voices (source signals).

Effects of Mixing Signals

When a set of two or more independent source
signals are mixed to make a corresponding set of
signal mixtures, as shown in Figure 1, three effects
follow.

• Independence. Whereas source signals are inde-
pendent, their signal mixtures are not. This is
because each source signal contributes to every
mixture, and the mixtures cannot, therefore, be
independent.

• Normality. The central limit theorem ensures
that a signal mixture that is the sum of almost
any signals yields a bell-shaped, normal or
Gaussian histogram. In contrast, the histogram
of a typical source signal has a non-Gaussian
structure (see Figure 2).

• Complexity. The complexity of any mixture is
greater than (or equal to) that of its simplest
(i.e., least complex) constituent source signal.
This ensures that extracting the least complex
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Figure 2 Signal mixtures have Gaussian or normal histograms. Signals (top row) and corresponding histograms of signal
values (bottom row), where each histogram approximates the probability density function (pdf ) of one signal. The top
panels display only a small segment of the signals used to construct displayed histograms. A speech source signal (a), and
a histogram of amplitude values in that signal (d). A sawtooth source signal (b), and its histogram (e). A signal mixture
(c), which is the sum of the source signals on the left and middle, and its bell-shaped histogram (f )
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signal from a set of signal mixtures yields a
source signal [9].

These three effects can be used either on their own
or in combination to extract source signals from
signal mixtures. The effects labeled normality and
complexity are used in projection pursuit [5] and
complexity pursuit [4, 8], respectively, and the effects
labeled independence and normality are used together
in ICA (also see [9]).

Representing Multiple Signals

A speech source signal s1 is represented as s1 =
(s1

1 , s2
1 , . . . , sN

1 ), where s1 adopts amplitudes s1
1 , then

s2
1 , and so on; superscripts specify time and subscripts

specify signal identity (e.g., speaker identity). We will
be considering how to mix and unmix a set of two or
more signals, and we define a specific set of two time-
varying speech signals s1 and s2 in order to provide
a concrete example. Now, the amplitudes of both
signals can be written as a vector variable s, which
can be rewritten in one of several mathematically
equivalent forms:

s =
(

s1

s2

)
(1)

=
(

(s1
1 , s2

1 , . . . , sN
1 )

(s1
2 , s2

2 , . . . , sN
2 )

)
. (2)

We introduce the transpose operator, which simply
transforms rows into columns (or vice versa), and is
defined by s = (s1, s2)

T .

Mixing Signals

The different distance of each source (i.e., person)
from a microphone ensures that each source con-
tributes a different amount to the microphone’s out-
put. The microphone’s output is, therefore, a linear
mixture x1 that consists of a weighted sum of the
two source signals x1 = as1 + bs2, where the mixing
coefficients a and b are determined by the distance
of each source from each microphone. As we are
concerned here with unmixing a set of two signal
mixtures (see Figure 1), we need another microphone
in a different location from the first. In this case, the
microphone’s output x2 is x2 = cs1 + ds2, where the
mixing coefficients are c and d.

Unmixing Signals

Generating mixtures from source signals in this linear
manner ensures that each source signal can be recov-
ered by a linearly recombining signal mixtures. The
precise nature of this recombination is determined
by a set of unmixing coefficients (α, β, γ, δ), such
that s1 = αx1 + βx2 and s2 = γ x1 + δx2. Thus, the
problem solved by ICA, and by all other BSS meth-
ods, consists of finding values for these unmixing
coefficients.

The Mixing and Unmixing Matrices

The set of mixtures defines a vector variable x =
(x1, x2)

T , and the transformation from s to x defines
a mixing matrix A:

x =
(

a b

c d

) (
s1

1 , s2
1 , . . . , sN

1

s1
2 , s2

2 , . . . , sN
2

)
= As. (3)

The mapping from x to s = (s1, s2)
T defines an

optimal unmixing matrix W∗ = (w1, w2)
T with (row)

weight vectors wT
1 = (α, β) and wT

2 = (γ, δ)

s =
(

α β

γ δ

)(
x1

1 , x2
1 , . . . , xN

1
x1

2 , x2
2 , . . . , xN

2

)

= (w1, w2)
T (x1, x2) (4)

= W∗x. (5)

It can be seen that W∗ reverses, or inverts, the
effects of A, and indeed, W∗ could be estimated from
the matrix inverse W∗ = A−1, if A were known3.
However, as we are ultimately concerned with finding
W∗ when A is not known, we cannot, therefore,
use A−1 to estimate W∗. For arbitrary values of
the unmixing coefficients, the unmixing matrix is
suboptimal and is denoted W. In this case, the signals
extracted by W are not necessarily source signals, and
are denoted y = Wx.

Maximum Likelihood ICA

In practice, it is extremely difficult to measure the
independence of a set of extracted signals unless we
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have some general knowledge about those signals.
In fact, the observations above suggest that we do
often have some knowledge of the source signals.
Specifically, we know that they are non-Gaussian,
and that they are independent. This knowledge can
be specified in terms of a formal model, and we can
then extract signals that conform to this model. More
specifically, we can search for an unmixing matrix
that maximizes the agreement between the model and
the signals extracted by that unmixing matrix.

One common interpretation of ICA is as a max-
imum likelihood (ML) method for estimating the
optimal unmixing matrix W∗. Maximum likelihood
estimation (MLE) is a standard statistical tool for
finding parameter values (e.g., the unmixing matrix
W) that provide the best fit of some data (e.g., the sig-
nals y extracted by W) to a given a model. The ICA
ML ‘model’ includes the adjustable parameters in W,
and a (usually fixed) model of the source signals.
However, this source signal model is quite vague
because it is specified only in terms of the general
shape of the histogram of source signals. The fact
that the model is vague means that we do not have
to know very much about the source signals.

As noted above, mixtures of source signals are
almost always Gaussian (see Figure 2), and it is fairly
safe to assume that non-Gaussian signals must, there-
fore, be source signals. The amount of ‘Gaussian-
ness’ of a signal can be specified in terms of its
histogram, which is an approximation to a probability
density function (pdf) (see Figure 2). A pdf ps(s) is
essentially a histogram in which bin widths �s are
extremely small. The value of the function ps(s

t ) is
the probability density of the signal s at the value
st , which is the probability that the signal s lies
within a small range around the value4 st . As a pure
speech signal contains a high proportion of silence,
its pdf is highly ‘peaky’ or leptokurtotic, with a peak
around zero (see Figure 3). It, therefore, makes sense
to specify a leptokurtotic function (see Kurtosis) as
our model pdf for speech source signals.

As we know the source signals are independent,
we need to incorporate this knowledge into our
model. The degree of mutual independence between
signals can be specified in terms of their joint pdf (see
Figure 3). By analogy, with the pdf of a scalar signal,
a joint pdf defines the probability that the values
of a set of signals s = (s1, s2)

T fall within a small
range around a specific set of values st = (st

1, st
2)

T .
Crucially, if these signals are mutually independent,

1

0.5
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Figure 3 Marginal and joint probability density function
(pdfs) of two high-kurtosis independent variables (e.g.,
speech signals). Given a set of signals s = (s1, s2)

T , the
pdf of each signal is essentially a histogram of values in
that signal, as indicated by the two curves plotted along the
horizontal axes. Similarly, the joint pdf ps of two signals
is essentially a two-dimensional histogram of pairs of
signal values st = (st

1, s
t
2) at time t . Accordingly, the joint

probability of observing values st = (st
1, s

t
2) is indicated by

the local density of plotted points on the horizontal plane.
This local density is an approximation to the joint pdf ps ,
which is indicated by the height of the solid surface. The
pdfs ps1 and ps2 of the signals s1 and s2 are the marginal
pdfs of the joint pdf ps

then the joint pdf ps of s can be expressed as the
product of the pdfs (ps1 , ps2 ) of its constituent signals
s1 and s2. That is, ps = ps1 × ps2 , where the pdfs ps1

and ps2 of the signals s1 and s2 (respectively) are
known as the marginal pdfs of the joint pdf ps.

Using ML ICA, the objective is to find an unmix-
ing matrix W that yields extracted signals y = Wx,
which have a joint pdf as similar as possible to the
model joint pdf ps of the unknown source signals s.
This model incorporates the assumptions that source
signals are non-Gaussian (leptokurtotic, in the case
of speech) and independent. Fortunately, ICA seems
to be very robust with respect to differences between
model pdfs and the pdfs of source signals [3]. Note
that, as A and W are inverses of each other5, it
does not matter whether the model parameters are
expressed in terms of A or W.

Somewhat perversely, we can consider the prob-
ability of obtaining the observed mixtures x in the
context of such a model, where this probability is
known as the likelihood of the mixtures. We can then
pose the question: given that the source signals have
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a joint pdf ps, which particular mixing matrix A (and,
therefore, which unmixing matrix W = A−1) is most
likely to have generated the observed signal mix-
tures x? In other words, if the likelihood of obtain-
ing the observed mixtures (from some unknown
source signals with joint pdf ps) were to vary with
A, then which particular A would maximize this
likelihood?

MLE is based on the assumption that if the
model joint pdf ps and the model parameters A
are correct, then a high probability (i.e., likelihood)
should be obtained for the mixtures x that were
actually observed. Conversely, if A is far from
the correct parameter values, then a low probabil-
ity of the observed mixtures would be expected.
We will assume that all source signals have the
same (leptokurtotic) pdf ps . This may not seem
much to go on, but it turns out to be perfectly
adequate for extracting source signals from signal
mixtures.

The Nuts and Bolts of ML ICA

Consider a (mixture) vector variable x with joint pdf
px, and a (source) vector variable s with joint pdf
ps, such that s = W∗x, where W∗ is the optimal
unmixing matrix. As noted above, the number of
source signals and mixtures must be equal, which
ensures that W∗ is square. In general, the relation
between the joint pdfs of x and s is

px(x) = ps(s)
∣∣W∗∣∣ , (6)

where |W∗| = |∂s/∂x| is the Jacobian of s with
respect to x. Equation (6) defines the likelihood of
the observed mixtures x, which is the probability of
x given W∗.

For any nonoptimal unmixing matrix W, the
extracted signals are y = Wx. Making the depen-
dence on W explicit, the likelihood px(x|W) of the
signal mixtures x given W is

px(x|W) = ps(Wx) |W| . (7)

We would naturally expect px(x|W) to be maximal
if W = W∗. Thus, (7) can be used to evaluate
the quality of any putative unmixing matrix W
in order to find that particular W that maximizes
px(x|W). By convention, (7) defines a likelihood

function L(W) of W, and its logarithm defines the log
likelihood function ln L(W). If the M source signals
are mutually independent, so that the joint pdf ps is
the product of its M marginal pdfs, then (7) can be
written

ln L(W) =
M∑
i

N∑
t

ln ps(wT
i xt ) + N ln |W|. (8)

Note that the likelihood L(W) is the joint pdf
px(x|W) for x, but using MLE, it is treated as if it
were a function of the parameter W. If we substitute
a commonly used leptokurtotic model joint pdf for
the source signals ps(y) = (1 − tanh(y)2), then

ln L(W) =
M∑
i

N∑
t

ln(1 − tanh(wT
i xt )2) + N ln |W|.

(9)

The matrix W that maximizes this function is the
maximum likelihood estimate of the optimal unmixing
matrix W∗. Equation (9) provides a measure of
similarity between the joint pdf of the extracted
signals y = Wx and the joint model pdf of the
source signals s. Having such a measure permits us
to use standard optimization methods to iteratively
update the unmixing matrix in order to maximize this
measure of similarity.

ICA, Principal Component Analysis
and Factor Analysis

ICA is related to conventional methods for analyzing
large data sets such as principal component analysis
(PCA) and factor analysis (FA). Whereas ICA
finds a set of source signals that are mutually
independent, PCA and FA find a set of signals that
are mutually decorrelated (consequently, neither PCA
nor FA could extract speech signals, for example).
The ‘forward’ assumption that signals from different
physical processes are uncorrelated still holds, but
the ‘reverse’ assumption that uncorrelated signals are
from different physical processes does not. This is
because lack of correlation is a weaker property than
independence. In summary, independence implies a
lack of correlation, but a lack of correlation does not
imply independence.
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Notes

1. We use the term signal and variable interchangeably
here.

2. This is a seminal paper, which initiated the recent
interest in ICA.

3. The matrix inverse is analogous to the more familiar
inverse for scalar variables, such as x−1 = 1/x.

4. For brevity, we will abuse this technically correct,
but lengthy, definition by stating that ps(s

t ) is simply
the probability that s adopts the value st .

5. Up to an irrelevant permutation of rows.
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Independent Pathway
Model

The independent pathway model, as applied to genet-
ically sensitive data, is a multivariate model in which
the relationship between a group of variables is con-
trolled by genetic and environmental common latent
factors [3]. The common factors each have their own
free paths to the observed variables and account
for the between trait covariance. In addition, a set
of specific genetic and environmental factors are
specified accounting for variance that is not shared
with the other variables in the model (residual or
unique variance).

For twin data, two identical pathway models are
modeled for each twin’s set of variables with the
genetic and environmental factors across twins (both
common and specific) connected by the expected
correlations. For the genetic factors, these correla-
tions are unity for MZ twins and 0.5 for DZ twins.

For twins reared together, correlations for the shared
(family) environmental effects are 1. Unshared envi-
ronmental factors are uncorrelated cross twins (see
Figure 1). For the specific factors to all have free
loadings, the minimal number of variables in this
model is three. For example, for two variables, the
independent pathway model would have specific fac-
tors which are constrained to be equal, which is then
equivalent to a Cholesky decomposition.

Similar to the univariate genetic model, the MZ
and DZ ratio of the cross-twin within variable corre-
lations (e.g., Twin 1 variable 1 and Twin 2 variable
1) will indicate the relative importance of genetic and
environmental variance components for each vari-
able. On the other hand, the MZ and DZ ratio of
the cross-twin cross-trait correlations (e.g., Twin 1
variable 1 and Twin 2 variable 2) will determine the
relative importance of genetic and environmental fac-
tors in the covariance between variables (i.e., genetic
and environmental correlations). In addition, for any
two variables it is possible to derive part of the
phenotypic correlation determined by common genes

Var1 Var2 Var3 Var3 Var2 Var1

1 (MZ) or .5 (DZ)

Var1

Esp1
Asp1

Var2 Var3

Ac Cc Ec

Var3

Esp3

Asp3
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Var1

Esp1
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Ec Cc Ac

1 (MZ) or .5 (DZ)

1 

Esp2
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Esp3
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Figure 1 Independent Pathway Model for a Twin Pair: Ac, Cc, and Ec are the common additive, genetic, common shared,
and common nonshared environmental factors, respectively. The factors at the bottom are estimating the variable specific
A and E influences. For simplicity the specific C factors were omitted from the diagram
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(which will be a function of both their h2 (see Her-
itability) and genetic correlation) and by common
shared and unique environmental effects (which will
be a function of their c2 and e2 and the C and E cor-
relation [see ACE Model]). For more information on
genetic and environmental correlations between vari-
ables, see the general section on multivariate genetic
analysis. Parameter estimates are estimated from the
observed variances and covariances by structural
equation modeling.

So what is the meaning and interpretation of this
factor model? An obvious one is to examine the eti-
ology of comorbidity. One of the first applications in
this sense was by Kendler et al. [1], who illustrated
that the tendency of self-report symptoms of anxiety
and depression to form separate symptom clusters
was mainly due to shared genetic influences. This
means that genes act largely in a nonspecific way
to influence the overall level of psychiatric symp-
toms. The effects of the environment were mainly
specific. The conclusion was that separable anxiety
and depression symptom clusters in the general pop-
ulation are largely the result of environmental factors.

Independent pathway models with more than one
set of common genetic and environmental factors
are also possible. Multivariate genetic analyses of

schizotypal personality data indicated that at least
two latent factor (see Latent Variable) structures
are required to account for the genetic covariation
between the various components of schizotypy. The
positive components (reality distortion, such as mag-
ical ideas, unusual perceptions, and referential ideas)
and negative components (anhedonia, social isola-
tion, and restricted affect) are relatively genetically
independent, although each in turn may be related to
cognitive disorganization [2].
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Index Plots

An index plot is a scatterplot of data plotted seri-
ally against the observation (case) number within the
sample. The data could consist of original observa-
tions or some derived measure, such as residuals or
predicted values.

An index plot is a useful exploratory tool for two
different situations and purposes. If the data are in
serial order, for instance, because they were collected
over time or systematically over a demographic
area, the index plot can be an effective way of
detecting patterns or trends; this version is sometimes
known as a sequence plot. Furthermore, an index plot
yields information about anomalous values (potential
outliers) irrespective of whether the cases are in
arbitrary or serial order.

As a simple illustration, consider the following 10
observations which are the times (in milliseconds)
between reported reversals of orientation of a Necker
cube obtained from a study on visual illusions: 302,
274, 334, 430, 489, 1697, 703, 978, 2745, 1656.
Suppose that these represent 10 consecutive inter-
reversal times for one person in a single experimental
session. From Figure 1 we can see that times between
reversals tend to increase the longer the person
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Figure 1 Index plot of times (in msecs) between reported
reversals of a Necker cube

viewed the cube, and also that cases 6 and 9
are unusually large and so are possibly outliers.
Interestingly, observation 10, though almost the same
time as observation 6, does not seem out of line with
the general trend. On the other hand, if each of these
10 observations had represented an inter-reversal time
for a different person, then we would certainly have
reported all three cases as anomalous.
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Industrial/Organizational
Psychology

The field of industrial and organizational (IO) psy-
chology has a long, rich statistical tradition. At the
beginning of the twentieth century, experimental psy-
chologists Walter Dill Scott and Hugo Münsterberg
began applying psychological principles to the study
of organizations, giving birth to the field of IO [2].
Around the same time, Frederick Taylor, an engineer,
proposed principles of Scientific Management, which
were designed to guide the selection, training, and
reward of production workers [2]. From the time of
Münsterberg, Scott, and Taylor, quantitative method-
ologies and statistical techniques have played a cen-
tral role in the IO field of inquiry. This tradition con-
tinues as IO researchers apply sophisticated statistical
procedures such as quantitative meta-analysis, struc-
tural equation modeling, and multilevel techniques
(see Linear Multilevel Models). In addition, IO
scholars contribute meaningfully to the improvement
of existing techniques and the development of novel
methodologies.

This entry, which is divided into four sections,
provides a summary and description of statistical
methods used in IO psychology. The first section
lists the statistical techniques reported in two leading
journals in the field. The second section summarizes
the reasons that IO psychologists use several popular
techniques. The third section illustrates contributions
made by IO psychologists to the statistical analysis
literature and the fourth notes the importance of
statistics in IO theory development.

Statistical Methods Appearing in Two
Leading IO Journals

Several reviews [1, 3, 4] of the research methods and
statistical techniques used in IO and related fields
appeared in the past decade or so. The purpose of
this entry is to focus on statistical techniques rather
than broader research design elements.

In a recent chapter, Austin et al. [1] reviewed the
use of various research methods in IO for the 80-
year period from 1920 to 2000 using articles from
every tenth volume of Journal of Applied Psychology
(JAP ), which were coded for measurement, design,

and analytic issues. Our methodology was similar, but
with three important differences. First, we used stud-
ies in two IO journals, JAP and Personnel Psychol-
ogy (PP ), in order to determine whether differences
in statistical methods exist between publications. Sec-
ond, we coded all studies in both journals for the
nine-year period from 1995 to 2003 rather than sam-
pling representative articles. Finally, we coded only
statistical methods and not measurement or design
issues. Our intention was to provide a thorough pic-
ture of the specific statistical methods currently used
in the IO literature.

Results for JAP and PP are presented in Tables 1
and 2, respectively. These tables display the yearly
percent and nine-year average for 10 techniques from
1995 to 2003. Because studies often used several sta-
tistical analyses, the percentages in each year sum to
more than 100%. These data reveal that basic corre-
lational statistics (see Correlation Studies), multi-
ple linear regression, and analysis of variance
(ANOVA)-based methods appear with the greatest
frequency, while more sophisticated techniques such
as meta-analysis, structural equation modeling, and
hierarchical linear modeling (see Hierarchical Mod-
els) appear less often.

Two other notable features are prominent in
Tables 1 and 2. First, there is consistency in the
recent use of the techniques across time. Despite
the fact that absolute percentage use varies across
the time for particular methods (e.g., in JAP the
percent use of multiple regression varied between 31
and 62%), the relative use appears quite stable over
time. If techniques are treated as cases, the correlation
between percentage use in JAP between 1995 and
1996 is quite large (r = 0.96). In fact, the average
correlation of adjacent years was quite high (JAP,
r̄ = 0.97, PP, r̄ = 0.93, Overall r̄ = 0.95).

Second, there has also been remarkable consis-
tency between the journals. For example, if tech-
niques are treated as cases, the correlation between
percentage use in JAP and PP in 1995 was quite
high (r = 0.94) with a similarly large average corre-
lation (r̄ = 0.94) across journal within year. In short,
the relative use of statistical techniques is similar
across the two journals. One noticeable absolute dif-
ference, however, is exploratory factor analysis (see
Factor Analysis: Exploratory). On average, 14% of
studies that appeared in JAP reported exploratory fac-
tor analytic results compared with 24% of studies
in PP. Given that this difference is not extremely
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Table 1 Percentage of studies in Journal of Applied Psychology that used 10 statistical techniques – 1995–2003

Type of analysis 1995 1996 1997 1998 1999 2000 2001 2002 2003 Ave SD

ANOVA 53 58 41 50 41 35 59 61 47 49.44 9.14
CFA 14 14 16 15 11 24 29 16 27 18.44 6.46
CHISQ 4 11 11 5 8 6 8 10 4 7.44 2.83
CORR 76 72 66 78 72 78 86 84 78 76.67 6.16
EFA 8 13 8 5 15 9 30 12 23 13.67 8.06
HLM 0 1 0 0 1 2 4 5 8 2.33 2.78
LOGR 5 3 3 4 1 5 3 4 0 3.11 1.69
MA 7 10 8 11 9 5 7 11 1 7.67 3.20
MR 46 28 32 45 40 38 57 48 43 41.89 8.68
SEM 7 11 11 9 17 8 17 14 13 11.89 3.66

Notes: Values rounded to the nearest whole number. Studies associated with nontraditional IO research topics such as eyewitness
testimony, jury selection, and suspect lineup studies were not included. ANOVA = t Tests, analysis of variance, analysis of
covariance, multivariate analysis of variance, and multivariate analysis of covariance; CFA = confirmatory factor analysis;
CHISQ = chi-square; CORR = bivariate correlations; EFA = exploratory factor analysis; HLM = hierarchical linear modeling;
LOGR = logistic regression; MA = meta-analysis; MR = multiple regression analysis, and SEM = structural equation modeling.

Table 2 Percentage of studies in Personnel Psychology that used 10 statistical techniques – 1995–2003

Type of analysis 1995 1996 1997 1998 1999 2000 2001 2002 2003 Ave SD

ANOVA 56 36 59 54 36 34 46 62 40 47.00 10.95
CFA 0 7 19 14 32 7 15 8 27 14.33 10.30
CHISQ 9 11 7 8 0 5 13 8 7 7.56 3.68
CORR 66 71 72 86 82 66 73 77 80 74.78 6.98
EFA 25 29 25 29 18 24 15 15 33 23.67 6.42
HLM 0 4 0 0 0 0 4 0 0 0.89 1.76
LOGR 4 0 7 4 9 5 4 4 0 4.11 2.89
MA 13 7 9 0 14 7 4 0 27 9.00 8.37
MR 41 39 41 57 54 52 46 38 67 48.33 9.85
SEM 9 7 6 11 7 3 15 4 7 7.67 3.64

Notes: Values rounded to the nearest whole number. Studies associated with nontraditional IO research topics such as eyewitness
testimony, jury selection, and suspect lineup studies were not included. ANOVA = t Tests, analysis of variance, analysis of
covariance, multivariate analysis of variance, and multivariate analysis of covariance; CFA = confirmatory factor analysis;
CHISQ = chi-square; CORR = bivariate correlations; EFA = exploratory factor analysis; HLM = hierarchical linear modeling;
LOGR = logistic regression; MA = meta-analysis; MR = multiple regression analysis, and SEM = structural equation modeling.

pronounced and that no other techniques show sim-
ilar differences, we can conclude that technique use
does not vary as a function of publication outlet in
the two leading journals in the IO field.

Owing to the consistency of the observed results,
data were collapsed across year and journal to pro-
duce an overall ranking of statistics use (see Table 3).
Rankings are based on the percentage of all studies
that report each statistical technique.

Table 3 makes clear the use of statistics in
IO psychology. Correlations are the statistics most
frequently used, appearing in approximately 78%
of empirical research in JAP and PP during

the nine years. In a second tier, ANOVA-based
statistics and multiple regression appeared in 49%
and 43% of studies, respectively. Confirmatory
factor analysis (see Factor Analysis: Confirmatory)
(18%), exploratory factor analysis (17%), and
structural equation modeling (11%) comprised a
third tier. Meta-analysis (9%), chi-square analysis
(see Contingency Tables) (8%), logistic regression
(3%), and hierarchical linear modeling (2%) appeared
in the fewest coded studies.

These techniques do not exhaust the statistical
‘toolbox’ used by IO psychologists. For example,
statistical techniques such as canonical correlation
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Table 3 ‘Top ten’ statistical techniques in IO psychology

Rank Type of analysis Overall percent

1 Correlation 78
2 Analysis of Variance 49
3 Multiple Regression 43
4 Confirmatory Factor Analysis 18
5 Exploratory Factor Analysis 17
6 Structural Equation Modeling 11
7 Meta-Analysis 9
8 Chi-square 8
9 Logistic Regression 3

10 Hierarchical Linear Modeling 2

and discriminant function analysis also appear in
IO-related articles. Table 3 simply provides a ‘Top
10’ of the most widely used techniques.

Information not included in the tabled data, but
especially striking, is the percentage of articles in
which the primary focus was some aspect of statis-
tics or research methodology. In JAP, 4.8% of the
articles fell into this category, whereas 15.6% of the
articles in PP addressed a primarily psychometric,
methodological, or statistical issue. Although the
nature of these articles varied widely, many reported
results of statistical simulations, especially simula-
tions of the consequences of certain statistical con-
siderations (e.g., violations of assumptions). Others
detailed the development or refinement of a given
technique or analytic procedure.

Types of Analyses used in IO Research

Although the distinction between industrial and orga-
nizational psychology may be perceived as somewhat
nebulous, treating the two areas as unique is a useful
heuristic. Industrial psychologists traditionally study
issues related to worker performance, productivity,
motivation, and efficiency. To understand and pre-
dict these criterion variables, researchers explore how
concepts such as individual differences (e.g., cogni-
tive ability), workplace interventions (e.g., training
programs), and methods of employee selection (e.g.,
job interviews) impact job-related outcomes. The sta-
tistical orientation of industrial psychology is largely
a function of both the need to quantify abstract
psychological constructs (e.g., cognitive ability, per-
sonality traits, job performance) and the practical
difficulties faced in organizational settings (e.g., lack

of random assignment, measuring change due to a
specific intervention).

Organizational psychologists generally study a
broader range of topics including job attitudes, work-
er well-being, motivation, careers, and leadership.
Addressing such issues presents a number of spe-
cial statistical considerations. Measurement issues
and practical considerations of data collection simi-
larly confront organizational researchers. In addition,
the hierarchical nature of organizations (i.e., individ-
uals nested within groups nested within companies)
presents unique methodological challenges for orga-
nizational psychologists. To address such factors,
researchers often employ a variety of methodologi-
cal and statistical techniques in order to draw strong
conclusions.

Bivariate Correlation

As Table 3 illustrates, simple correlational analyses
appear with the most frequency in IO research. For
present purposes, correlational analyses include those
that involve Pearson correlations, phi coefficients,
biserial correlations, point-biserial correlations, and
terachoric correlations methods that assess relation-
ships between two variables. Simple correlations are
reported in studies related to nearly every subarea
(e.g., selection, training, job performance, work atti-
tudes, organizational climate, and motivation).

One factor responsible for the ubiquity of correla-
tions in IO research is the field’s interest in reliability
information. Whether discussing predictor tests, cri-
terion ratings, attitude scales, or various self-report
measures, IO psychologists are typically concerned
about the consistency of the observed data. Types of
reliability reported include test-retest, alternate forms,
internal consistency (most frequently operationalized
through coefficient alpha), and interrater reliability.

Analysis of Variance

Statistics such as t Tests, analysis of variance,
analysis of covariance (ANCOVA), multivariate
analysis of variance (MANOVA), and multivariate
analysis of covariance (MANCOVA) appear in
studies that involve comparisons of known or
manipulated groups. In addition, researchers often
utilize t Tests and ANOVA prior to conducting
other analyses to ensure that different groups do
not differ significantly from one another on the
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primary variables of interest. ANCOVA allows one
to statistically control for confounding variables,
or covariates, that potentially distort results and
conclusions. Because organizational reality often
precludes true experimentation, ANCOVA is quite
popular among IO psychologists, especially those in
organizations. MANOVA and MANCOVA are useful
when dealing with either multiple criteria and/or
repeated measurements (see Repeated Measures
Analysis of Variance) For example, evaluating
separate training outcomes or evaluating one or more
outcomes repeatedly would warrant one of these
techniques.

Multiple Regression

Multiple regression (MR) analysis is used in
three situations: (1) identifying the combination of
predictors that can most accurately forecast a criterion
variable, (2) testing for mediated relationships (see
Mediation), and (3) testing for the presence of
statistical interactions (see Interaction Effects).
The first situation occurs, for example, when IO
psychologists attempt to identify the optimal set of
predictor variables that an organization should utilize
in selecting employees. Using MR in this manner
yields potential practical and financial benefits to
organizations by enabling them to eliminate useless or
redundant selection tests while maintaining optimal
prediction.

Utilizing MR for mediated relationships is increas-
ingly common in IO and has led to both theoretical
and practical advances. For example, researchers uti-
lize MR when attempting to identify the intervening
variables and processes that explain bivariate rela-
tionships between predictor variables (e.g., cognitive
ability, personality traits) and relevant criteria (e.g.,
job performance). Moderated MR (see Moderation)
is also encountered in IO, both to uncover complex
relationships that main effects fail to capture and to
identify important boundary conditions that limit the
generalizability of conclusions. In addition, organiza-
tions use moderated MR to ensure that the empirical
relationship between a given selection measure and
the criterion is constant across subgroups and pro-
tected classes. Any evidence to the contrary, revealed
by a significant interaction between predictor and
group, necessitates that the organization abandon the
procedure.

Confirmatory & Exploratory Factor Analysis

Exploratory factor analysis is used by IO psycholo-
gists to provide construct validity evidence in many
substantive interest areas. In particular, exploratory
factor analysis is used in situations that involve newly
created or revised measures. Often, but not always,
those using exploratory factor analysis for this pur-
pose hope to find that all of the items load on a single
factor, suggesting that the measure is unidimensional.

Confirmatory factor analysis has become increas-
ingly popular in recent years, largely due to the
increasing availability of computer packages such
as LISREL and EQS (see Structural Equation
Modeling: Software). Unlike exploratory techniques,
confirmatory approaches allow one to specify an a
priori factor structure, indicating which items are
expected to load on which factors. Confirmatory
factor analysis is also useful for investigating the
presence of method variance, often through multi-
trait–multimethod data, as well as ensuring that
factor structures are similar, or invariant, across dif-
ferent subgroups.

Structural Equation Modeling

Because path analysis using ordinary least squares
regression does not allow for the inclusion of mea-
surement error, structural equation modeling is used
to test hypothesized measurement and structural rela-
tionships between variables. Although the use of
structural equation modeling in IO remains relatively
infrequent (see Tables 1 and 2), this approach holds
great promise, especially given the increasing sophis-
tication of IO theories and models. As IO psycholo-
gists become more familiar with structural equation
modeling and the associated software, its frequency
should increase.

Meta-analysis

The use of meta-analytic techniques has led to sev-
eral ‘truths’ in IO psychology. From the selection
literature, meta-analytic results reveal that the best
predictor of job performance across all jobs is cogni-
tive ability and the best personality-related predictor
is conscientiousness. More generally, meta-analysis
led to the insight that disparities in results between
studies are due largely to artifacts inherent in the mea-
surement process. This conclusion has the potential
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to change the ways that IO psychologists undertake
applied and academic research questions. In addition
to reducing the necessity of conducting local vali-
dation studies in organizations, academic researchers
may choose meta-analytic methodologies rather than
individual studies.

Logistic Regression

Logistic regression is useful for predicting dichoto-
mous outcomes, especially when fundamental assum-
ptions underlying linear regression are violated. This
technique is especially common among IO psycholo-
gists examining issues related to employee turnover,
workplace health and safety, and critical performance
behaviors because the relevant criteria are dichoto-
mous. For example, a researcher might use logis-
tic regression to investigate the variables that are
predictive of whether one is involved in a driving
accident or whether a work team performs a critical
behavior.

Contributions of IO Psychologists
to the Statistics Literature

In addition to extensively utilizing existing analytical
techniques, IO psychologists also conduct research
in which they examine, refine, and create statistical
tools. Largely driving these endeavors is the com-
plex nature of organizational phenomena that IO
psychologists address. Often, however, these statis-
tical advances not only enable researchers and prac-
titioners to answer their questions but also propagate
new insights and questions. In addition, other areas
both within and outside of the organizational realm
often benefit by applying IO psychologists’ statistical
advances. In the following paragraphs, we list several
statistical topics to which IO researchers made espe-
cially novel and significant contributions. This listing
is not exhaustive with respect to topics or results but
is presented for illustrative purposes.

IO researchers have made contributions in quan-
titative meta-analysis, especially in terms of validity
generalization. Until the late 1970s, IO psychologists
believed that to identify those variables that best pre-
dicted job performance, practitioners must conduct a
validation study for each job within each organiza-
tion. This notion, however, was radically altered by
demonstrating that predictor-criterion validity often

‘generalizes’ across organizations, thereby suggesting
that local validation studies are not always essential.
Specifically, early meta-analytic work revealed that
validity estimates from different organizations and
situations often differed from each other primarily
as a function of statistical artifacts inherent in the
measurement process (e.g., sampling error, low relia-
bility, range restriction) and not as a result of specific
contextual factors. These insights led to several lines
of statistical research on how best to conceptualize
and correct for these artifacts, especially when the
primary studies do not contain the necessary infor-
mation (e.g., reliability estimates).

Beginning in the early 1980s, IO psychologists
also made strides in examining and developing vari-
ous aspects of structural equation modeling. Some of
these advances were related to the operationalization
of continuous moderators, procedures for evaluat-
ing the influence of method variance, techniques for
assessing model invariance across groups, the use of
formative versus reflective manifest variables, and the
impact of item parceling on model fit. Notably, some
developments engendered novel research questions
that, prior to these advances, IO psychologists may
not have considered. For example, recent develop-
ments in latent growth modeling allowed IO psy-
chologists to study how individuals’ changes over
time on a given construct impact or are impacted by
their standing on another variable. Thus, to study how
changes in workers’ job satisfaction influence their
subsequent job performance, the researcher can now
measure how intra individual changes in satisfaction
affect performance, instead of relying on a design in
which Time 1 satisfaction simply is correlated with
Time 2 performance.

Yet another statistical area that IO psychologists
contributed to is difference scores. Organizational
researchers traditionally utilized difference scores to
examine issues such as the degree of ‘fit’ between
a person and a job or a person and an organization.
Throughout the 1990s, however, a series of articles
highlighted several problematic aspects of difference
scores and advanced the use of an alternative tech-
nique, polynomial regression, to study questions of
fit and congruence.

The preceding discussion covers only a few of
IO psychology’s contributions to statistical methods.
Given the continuing advances in computer technol-
ogy as well as the ever-increasing complexity of man-
agement and organizational theory, IO psychologists
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probably will continue their research work on statis-
tical issues in the future.

The Role of Statistics in Theory
Development

This entry illustrates the interest that IO psychologists
have in quantitative methods. Although IO psycholo-
gists pride themselves on the relative methodological
rigor and statistical sophistication of the field, our
focus on these issues is not without criticism. For
example, IO psychologists may be viewed as overly
concerned with psychometric and statistical issues
at the expense of underlying constructs and theory.
To be sure, this criticism may once have possessed
some merit. Recently, however, IO psychologists
have made significant theoretical advancements as
evidenced by recent efforts to understand, instead of
simply predict, job performance and other important
criteria. Without our embrace of sophisticated statis-
tical analyses, this theoretical focus might not have
emerged. Procedures such as structural equation mod-
eling, hierarchical linear modeling, and meta-analysis
have enabled researchers to assess complex theoreti-
cal formulations, and have allowed practitioners to
better serve organizations and workers. Moreover,
many other areas of psychology often benefit from
the statistical skills of IO psychologists, especially

in terms of the availability of new or refined tech-
niques. Thus, IO psychologists continue embracing
statistics both as an instrumental tool to address the-
oretical research questions and as an area of study and
application worthy of addressing in its own right.
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Influential Observations

Introduction

An influential observation is one that has a large
effect on our inferences. To measure the influence of
an observation, we often compare the inferences we
would make with all the data to those made excluding
one observation at a time.

One of the earliest influence diagnostics, which is
still widely used, is due to Cook [4]. In the context
of a linear model y = Xβ + ε, where X is the n × p

design matrix, he defined the influence of the ith
observation on the estimate of β as

Di = (β̂ − β̂(i))
T X T X (β̂ − β̂(i))

ps2
, (1)

where β̂ is the usual least squares estimate of β, β̂(i) is
the least squares estimate omitting the ith observation
and s2 is the residual mean square. This can also be
written as

Di = t2
i

p

vi

(1 − vi)
, (2)

where

ti = (yi − xT
i β̂)

s

is the standardized residual and vi = xi (X T X )−1xT
i is

the leverage, a measure of how unusual the regressor
values are. Thus, an influential observation can be a
gross outlier (large |ti |), have a very unusual set of
regressor values (large vi), or a combination of the
two.

Consider Figure 1, an example of a simple lin-
ear regression (see Multiple Linear Regression).
The observations labelled ∗ on their own satisfy a
simple linear regression model. Observation A is an
outlier but has low leverage and is not very influential
because β̂ will not be affected much by it. Observa-
tion B has a high leverage but has a small residual
and is not influential. Observation C is influential, has
high leverage, and a large residual.

At about the time that Cook’s paper was published,
a number of other case deletion diagnostics were
proposed, which are similarly functions of ti and vi .

∗ ∗
∗

∗ ∗
∗ ∗

∗
∗

6.0

5.0

4.0

3.0

2.0

1.0

0.5 1.0 1.5 2.0 2.5

C
A

B

Figure 1 A simple linear regression with added outliers
and influential observations

Writing Fi = t2
i (n − p − 1)

n − p − t2
i

, we have

(
n − p

p
Fi

)(
vi

1 − vi

)
, [17]

(
1 − t2

i

n − p

)
(1 − vi), [1]

(
t2
i

p

)
vi,

(
Fi

p

)
vi, [5] (3)

Others, for example Atkinson [2], proposed similar
measures but using s2

(i). In general, the same obser-
vations are detected as influential by these different
measures and many analysts would look at ti , vi as
well as their preferred influence diagnostic.

Theoretical work on influence has often been
based on the influence curve [9].

Suppose X1, X2, . . . , Xn are a random sample of
observations on X and a statistic of interest, T , can
be written as a functional T (Fn) of the empirical
distribution function F̂ of X1, X2, . . . , Xn. If X has
cdf F , then the influence curve of T evaluated at
X = x is

ICT,F (x) = lim
ε→0+

T [(1 − ε)F + εδx] − T (F )

ε
(4)
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It gives a measure of the influence on T of adding
an observation at x as n → ∞.

Several finite sample versions of the influence
curve have been suggested. The empirical influence
curve (EIC) is obtained by substituting the sample cdf
F̂ for F in the influence curve. For linear models,

EIC(x , y) = n(X T X )−1x(y − xT β̂)

EICi = EIC(xi , yi) = n(X T X )−1xiei, (5)

where ei is the crude residual.
The sample influence curve (SIC) is obtained by

taking F = F̂ and ε = −1/(n − 1) in the definition
of the influence curve. This leads to

SICi = −(n − 1)(T (F̂(i)) − T (F̂ ), (6)

which in the case of the linear model gives

SICi = (n − 1)(β̂ − β̂(i))

= (n − 1)(X T X )−1xiei

1 − vi

.

See [6] for more details and relationships between
these measures.

A complicating factor in considering influence
is that, in general, it is not ‘additive’. A pair of
observations may not be individually influential but
if both are deleted they may be jointly influential.
With large data sets it is not clear what size sets of
observations should be considered and computation
may be a problem.

Bayesian case deletion diagnostics, looking at the
effect on the posterior or predictive distribution, were
considered by for example, Johnson and Geisser [10]
and Pettit and Smith [15]. They used symmetric
Kullback Leibler distance, for example,

I (i) =
∫

log
p(θ |y)

p(θ |y(i))
[p(θ |y) − p(θ |y(i))] dθ,

(7)

where θ represents the parameters of interest. For
vague prior information, the Bayesian diagnostic due
to Pettit and Smith can be written as

I (i) = 1

2

vi

1 − vi

(vi + (2 − vi)t
2
i ). (8)

Note that unlike most of the frequentist diagnostics it
is not zero if ti is. This is because I (i) measures the
effect on the whole posterior. Deleting an observation
with ti = 0 would not affect β̂ but may affect its
variance if vi is large.

The idea of using case deletion or a sample influ-
ence curve to measure influence has been extended
to many situations, for example,

• Principal component analysis [7, 14]
• Time series [3]
• Measures of skewness [8]
• Correspondence analysis [13]
• Cluster analysis [11]

These may show rather different characteristics
to the linear model case. For example, in princi-
pal component analysis, Pack et al. [14] show that
influence is approximately additive. They also show
that one influential observation, in their case caused
by two measurements being swapped, can have a
surprisingly large effect with the second principal
component being due to this one observation.

Although influence of observations on a parameter
estimate is of importance, another class of problems,
model choice, has received less attention. Pettit and
Young [16] and Young [18] discussed the influence
of one or more observations on a Bayes factor. They
defined the effect of observation d on a Bayes factor
comparing models M0 and M1 as the difference in
log Bayes factors based on all the data and omitting
observation d,

kd = log10

(
p(y |M0)

p(y |M1)

)
− log10

(
p(y(d)|M0)

p(y(d)|M1)

)
.

(9)

The diagnostic kd can also be written as the
difference in log conditional predictive ordinates
(CPO) under the two models. CPO is an outlier
measure. In general, an observation will have a large
influence if it is an outlier under one model but not
the other.

For example, when testing a mean, consider a
normal sample with one observation contaminated
by adding δ. Typical behavior of |kd | is to slowly
increase to a maximum as δ increases and then
to fall. For small δ, the contaminant is an outlier
under M0 but not M1. As δ increases, it becomes
an outlier under both models and loses its influence.
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Jolliffe and Lukudu [12] find similar behavior when
looking at the effect of a contaminant on the T

statistic.
The question remains as to what an analyst should

do when they find an observation is influential.
It should certainly be reported. Sometimes, as in
the Pack et al. [14] example, it is a sign of a
recording error that can be corrected. If a designed
experiment results in an influential observation, it
suggests that taking some more observations in
that part of the design space would be a good
idea. Another possibility is to use a more robust
procedure that automatically down weights such
observations. It may also suggest that a hypothesized
model does not hold for the whole of the space of
regressors.
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Information Matrix

Fisher information is a key concept in the theory of
statistical inference [4, 7] and essentially describes
the amount of information data provide about an
unknown parameter. It has applications in finding
the variance of an estimator, in the asymptotic
behavior of maximum likelihood estimates, and
in Bayesian inference (see Bayesian Statistics). To
define Fisher information, let X = (X1, . . . , Xn) be a
random sample, and let f (X |θ) denote the probability
density function for some model of the data, which
has parameter vector θ = (θ1, . . . θk). Then the Fisher
information matrix In(θ) of sample size n is given
by the k × k symmetric matrix whose ij th element
is given by the covariance between first partial
derivatives of the log-likelihood,

In(θ)i,j = Cov

[
∂ ln f (X |θ)

∂θi

,
∂ ln f (X |θ)

∂θj

]
. (1)

An alternative, but equivalent, definition for the
Fisher information matrix is based on the expected
values of the second partial derivatives, and is
given by

In(θ)i,j = −E

[
∂2 ln f (X |θ)

∂θi∂θj

]
. (2)

Strictly, this definition corresponds to the expected
Fisher information. If no expectation is taken, we
obtain a data-dependent quantity that is called the
observed Fisher information. As a simple example,
consider a normal distribution with mean µ and
variance σ 2, where θ = (µ, σ 2). The Fisher infor-
mation matrix for this situation is given by In(θ) =(

n/σ 2 0
0 n/2σ 4

)
.

It is worth noting two useful properties of the
Fisher information matrix. Firstly, In(θ) = nI1(θ),
meaning that the expected Fisher information for a
sample of n independent observations is equivalent
to n times the Fisher information for a single obser-
vation. Secondly, it is dependent on the choice of
parameterization, that is, how the parameters of a
model are combined in the model’s equation to define
the probability density function. If the parameters
are changed into new parameters by describing the
latter as a function of the former, then the informa-
tion matrix of the revised parameters can be found

analytically from the information matrix of the old
parameters and the function that transforms the old
parameters to the new ones [6].

The Cramer–Rao Inequality

Perhaps the most important application of the Fisher
information matrix in statistics is in determining an
absolute lower bound for the variance of an arbitrary
unbiased estimator. Let T(X) be any statistic and let
ψ(θ) be its expectation such that ψ(θ) = E[T (X )].
Under some regularity conditions, it follows that for
all θ ,

Var (T (X )) ≥

(
dψ(θ)

dθ

)2

In(θ)
. (3)

This is called the Cramer–Rao inequality or the
information inequality, and the value of the right-
hand side of (3) is known as the famous Cramer–Rao
lower bound [5]. In particular, if T(X) is an unbiased
estimator for θ , then the numerator becomes 1,
and the lower bound is simply 1/In(θ). Note that
this explains why In(θ) is called the ‘information’
matrix: The larger the value of In(θ) is, the smaller
the variance becomes, and therefore, we would be
more certain about the location of the unknown
parameter value. It is straightforward to generalize
the Cramer–Rao inequality to the multiparameter
case [6].

Asymptotic Theory

The maximum likelihood estimator has many useful
properties, including reparametrization-invariance,
consistency, and sufficiency. Another remarkable
property of the estimator is that it achieves the
Cramer–Rao minimum variance asymptotically; that
is, it follows under some regularity conditions that
the sampling distribution of a maximum likelihood
estimator θ̂ML is asymptotically unbiased and also
asymptotically normal with its variance–covariance
matrix obtained from the inverse Fisher informa-
tion matrix of sample size 1, that is, θ̂ML →
N(θ, I1(θ)−1/n) as n goes to infinity.

Bayesian Statistics

Fisher information also arises in Bayesian inference
(see Bayesian Statistics). The information matrix
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is used to define a noninformative prior that gen-
eralizes the notion of ‘uniform’. This is called Jef-
freys’ prior [3] defined as πJ (θ) ∝ √|I1(θ)| where
|I1(θ)| is the determinant of the information matrix.
This prior can be useful for three reasons. First, it
is reparametrization-invariant so the same prior is
obtained under all reparameterizations. Second, Jef-
freys’ prior is a uniform density on the space of prob-
ability distributions in the sense that it assigns equal
mass to each ‘different’ distribution [1]. In compar-
ison, the uniform prior defined as πU(θ) = c for
some constant c assigns equal mass to each different
value of the parameter and is not reparametrization-
invariant. Third, Jeffrey’s prior is the one that max-
imizes the amount of information about θ , in the
Kullback–Leibler sense, that the data are expected
to provide [2].
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Information Theory

The first approach to formulating information the-
ory was the communication model by Shannon and
Weaver. Both authors worked at the Bell Laborato-
ries. The aim of this research was the development
of theoretical tools for the optimization of telephone
engineering. The goal was the identification of the
quickest and most efficient way to get a message from
one location to another. The crucial questions were:
(a) How can communication messages be converted
into electronic signals most efficiently, and (b) how
can signals be transmitted with a minimum of error?
The results of this research culminated in the classic
‘The mathematical theory of communication’ [4].

The term communication can be used in a very
broad sense. It includes all cases in which ideas
can influence each other. Examples of such cases
include words, writings, music, paintings, theater,
opera, or, in brief, any human behavior. Because
of the breadth of the definition, various problems
of communication need to be considered. Shannon
and Weaver [4] propose a three-level classification
of communication problems:

1. Level A: technical problems;
2. Level B: semantic problems; and
3. Level C: effectiveness problems.

Level A is the one that is most accessible to analy-
sis and engineering. Technical problems concern the
accuracy of transmissions from sender (source) to
receiver. Such a transmission can be an order of
signs (written language), signals that change contin-
uously (phone conversations, wireless connections),
or two-dimensional patterns that change continuously
(television). Semantic problems concern the inter-
pretation of a message that the source sent to the
receiver. Finally, effectiveness problems concern the
success of the transmission: does a message lead to
the intended response at the receiver’s end?

Levels B and C use the degree of accuracy deter-
mined by Level A. This implies that any restriction
made on Level A has effects on Levels B and C. Thus,
a mathematical description of technical problems is
also of use at Levels B and C. These levels cover
the philosophical issues of information theory. In the
next section, we discuss some of the mathematical
and technical issues of Level A.

Mathematical and Technical Issues
of Information Theory

Shannon and Weaver [4] defined information as a
measure of one’s freedom of choice when selecting
a message. In this sense, information is equivalent
to meaning. In different words, information refers to
what could have been said instead of what has been
said. As a system, communication can be represented
as in Figure 1.

This communication model includes an informa-
tion source and a receiver. Typically, the source
encodes a message by translating it using a code in
the form of bits. The word bit was proposed for the
first time by John W. Tukey. It stands for binary
digit, 0 and 1. To understand a message, the receiver
must be able to decode the message. Thus, a code is
a language or another set of symbols that can be used
to transmit an idea through one or more channels.

An additional element in the communication
model in Figure 1 is the noise. During a transmission,
it can occur that undesirable bits of code are added
to a message. Such disturbances, unintended by the
source of the original information are, for instance,
atmospheric disturbances, distortions of image and
sound, or transmission errors.

Another reason for distortion of transmissions is
channel overload. More information is fed into a
channel than the channel can possibly transmit (see
channel capacity, below). Because of the overload,
information will be lost, and the received information
will be different than the sent information.

A key question concerns the measurement of the
amount of information in a message. There are two
types of messages, coded as 0 and 1. The amount of
information is defined as the logarithm of the number
of possible choices. By convention, the logarithm
with base 2 is used. If a message contains only one
element of information, the amount of information
transmitted is the logarithm of 2, base 2, that is, 1.
This number is also called one bit. When a message
contains four elements, there are 24 alternatives, and
the amount of information contained in this message
is log2 16 = 4.

To illustrate, consider a message with three ele-
ments. This message can contain the following eight
strings of zeros and ones: 000, 001, 010, 011, 100,
101, 110, and 111. The amount of information carried
by this message is log2 8 = 3, or 3 bits. In general,
the amount of information contained in a message
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Message
source Encoder Channel Decoder Destination

Noise

Figure 1 The communication system

with N elements is

H = log2 N, (1)

which is known as the Hartley formula [2].
These first examples illustrate the theoretical con-

structs. An example of a practical application of the
concept of information is the following: consider
a person speaking. Let the elementary unit of this
activity be the individual word. Thus, the speaker
can select words and produce a sentence using these
words. Let this sentence be the message. From an
information theory perspective, it seems clear that
after a particular word, it is more or less likely that
another particular word will follow. For example, the
probability that a noun follows after the word ‘the’
is higher than the probability that an adverb follows.

Some Background

The mathematical background of the study of
sequences of words or other messages is given
by Stochastic Processes and by Markov Chains
If a speaker builds a message word by word, the
probability of the next word is considered given
only by the immediately preceding word, but not
by the words used before. This is the concept of
a first-order Markov Chain. The mathematical and
statistical terminology used in this context is that of
an Ergodic Markov Chain, the most important case
of Markov chains. In more technical terms, let Pi be
the probability of state i, and pi(j) the probability
of arriving at state j coming from state i. This
probability is also called the transition probability.
For a stationary process, the following constraint
holds:

Pj =
∑

i

Pipi(j). (2)

In the ergodic case, it can be shown that the proba-
bility Pj (N), that is, the probability of reaching state
j after N signs converges to the equilibrium values

for N → ∞. This statement holds for any starting
distribution.

The term that takes all of the above concepts
into account is entropy. Entropy is a function of
the occurring probabilities of reaching a state in a
transmission generating process, and the probability
of transition from one state to another. Entropy
displays the logarithm of these probabilities. Thus,
the entropy can be viewed as a generalization of
the logarithmic measure defined above for the simple
cases. In other words, the entropy H is equivalent to
information, and is, according to the Hartley formula,
defined as

H = −
N∑

i=1

pi log pi, (3)

where p1, . . . , pn are the probabilities of particular
messages from a set of N independent messages.

The opposite of information is redundancy.
Redundant messages add nothing or only little
information to a message. This concept is important
because it helps track down and minimize noise, for
example, in the form of repeating a message, in a
communicating system.

The aim of the original theory of information [3]
was to find out how many calls can be transmitted
in one phone transmission. This number is called the
channel capacity. To determine channel capacity, it
is essential to take the length of signs into account.
In general, the channel capacity C is

C = lim
T →∞

log N(T )

T
, (4)

where N(T ) is the number of permitted signals of
length T . Based on these considerations, the follow-
ing fundamental theorem of Shannon and Weaver can
be derived: Using an appropriate coding scheme, a
source is able to transmit messages via the transmis-
sion channel at an average transmission rate of almost
C/H , where C is the channel capacity in bits per sec-
ond and H is the entropy, measured in bits per sign.
The exact value of C/H is never reached, regardless
of which coding scheme is used.
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Applications

Applications of information theory can be found, for
instance, in electronics and in the social sciences. In
electronics, information theory refers to engineering
principles of transmission and perception. When, for
instance, a person speaks into a telephone, the phone
translates the sound waves into electrical impulses.
The electrical impulses are then turned back into
sound waves by the phone at the receiving end. In the
social sciences, it is of interest how people are able
or unable to communicate based on their different
experiences and attitudes. An example of the use of
information theory is given by Aylett [1].

The author presents a statistical model of the
variation of clarity of speech. Clarity refers to
the articulation of a word in various situations;
for instance, spontaneous speech or reading words.
He then investigated the degree to which a model
formed for carefully articulated speech accounts for
data from natural speech. Aylett states that the
clarity of individual syllables is a direct consequence
of a transmission process, and that a statistical
model of clarity change provides insight into how
such a process works. Results suggest that, if the
speaker is in a noisy environment, the information
content of the message should be increased in order
to maximize the probability that the message is
received.

Statistically, Aylett described the model of clarity
variation using a density function that is composed
of a mixture of Gaussians (see Finite Mixture
Distributions)

Clarity = 1

n

n∑
i=1

log(p(xi |M)), (5)

where M is a clear speech model and n is a set of
acoustic observations. The method for modeling clear
speech and for comparing this model to actual speech
is described in more detail in [1].

The first step of Aylett’s data analysis concerned
the relationship between the model and the psy-
cholinguistic measures. Results indicate only a weak
relationship between loss of intelligibility and clarity.

However, there was a stronger relationship between
the speaker’s average intelligibility in running speech
and the average clarity of the speaker’s running
speech. In addition, the less intelligible a speaker’s
speech is, the poorer the fit of the final statistical
model becomes.

In a second analytic step, the relationships between
redundancy, articulation, and recognition were exam-
ined. Results suggest that clear speech is easier
to recognize and to understand. Syllables that are
pronounced with an emphasis are clearer than syl-
lables with no emphasis. Aylett’s model supports
the assumption that out-of-context, high redundancy
items in poorly articulated language are difficult to
recognize. In addition, the model explains why speak-
ers control levels of redundancy to improve the trans-
mission process.

Aylett’s study is an example of applying basic
principles of information theory to modern psycho-
logical concepts. It is obvious that the main con-
cepts defined by Shannon and Weaver [4] are not
restricted to be used for modeling telephone trans-
mission, but can be employed to answer a number of
questions in the social and behavioral sciences, and
statistics [5].
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Instrumental Variable

The errors-in-variables model differs from the classi-
cal linear regression model in that the ‘true’ explana-
tory variables are not observed directly, but are
masked by measurement error. For such models,

additional information is required to obtain consis-
tent estimators of the parameters. A variable that
is correlated with the true explanatory variable but
uncorrelated with the measurement errors is one type
of additional information. Variables meeting these
two requirements are called instrumental variables.
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Intention-to-Treat

A key type of intervention study is the so-called ran-
domized clinical trial (RCT) [2–4, 9, 10]. In its basic
form, a sample of volunteers is randomly split over
two or more treatment groups. In doing so, baseline
and other patient characteristics are ensured to be, on
average, equal across groups, and, hence, differences
in response on a clinical outcome can be ascribed
solely and entirely to differences in treatment alloca-
tion. This is a powerful paradigm, since observed dif-
ferences or, equivalently, associations between treat-
ment assignment and differences in relevant outcome
variables can then be given a causal interpretation.
Apart from simple randomization, a number of vari-
ations to the randomization theme are in common use,
such as blocked randomization and stratified ran-
domization (see Stratification), to reduce the impact
of chance, and, hence, to increase precision. But,
whichever form is chosen, the goal is the same: to
retain the interpretation of the average difference in
response between the treatment groups as stemming
from the treatment allocation itself, and not coming
from other nuisance or confounding characteristics.
The ability to reach an unbiased conclusion is a pow-
erful asset of such a study, not shared by, for example,
epidemiological or other observational studies.

However, in practice, this paradigm is jeopardized
in two important ways, both of which stem from
the fact that clinical trials are conducted in human
subjects having a free will and, rightly so, care-
fully protected rights. First, some patients may not
receive the treatment as planned in the study protocol,
because they are sloppy with, for example, a rigorous
treatment schedule, and, hence, may take less med-
ication. Some may take more than planned at their
own initiative. In rare cases, patients may even gain
access to medication allocated to the other treatment
arm(s). Hence, while patients remain on study, they
do not follow the treatment regimen. Note that this is
in line with actual practice, also outside of the clini-
cal trial setting. Second, some patients may leave the
study, some rather early after their enrollment in the
trial, some at a later stage. In such cases, virtually no
data or, at best, only partial data are available. This
is bound to happen in studies that run over a rela-
tively long period of time and/or when the treatment
protocol is highly demanding. Again, this is in line

with the patient’s rights. Having witnessed the terri-
ble experiments conducted on humans during World
War II, the Convention of Helsinki was passed. Ever
since, clinical trial participation requires the patient to
be given a clear and understandable statement about
risks and benefits. This should be done by a quali-
fied medical professional, and in the presence of an
impartial witness. All have to sign the informed con-
sent form. Then, still, the patient retains the right to
withdraw from the study at any point in time, without
the need to defend his or her decision.

Thus, after data have been collected, the researcher
is faced with an incomplete sample, consisting of
patients some having incomplete follow-up informa-
tion, and some having followed a deviating treat-
ment regimen.

It would then be tempting to adjust statistical anal-
ysis for discrepancies between the actual data and
the way the study had been planned (see Missing
Data). Such an approach is termed as treated. How-
ever, there is a key problem with such an analysis.
Since dropout rates and/or deviations between the
planned and the actual treatment regimen may be
different between different treatment arms, the jus-
tification arising from randomization is undermined.
Put differently, analyzing the data ‘as treated’ is likely
to introduce confounding and, hence, bias.

As an answer to this, the so-called ‘intention-to-
treat’ (ITT) principle has been introduced. It refers
to an analysis that includes all randomized patients
in the group to which they were randomly assigned,
regardless of their adherence to the entry criteria,
regardless of the treatment they actually received, and
regardless of subsequent withdrawal from treatment
or deviation from the protocol. While this may
look strange and even offending to the novice in
the clinical trial field, the principle is statistically
widely accepted as providing valid tests about the
null hypothesis of no treatment effect. It also refers
to actual practice, where it is even more difficult
to ensure patients follow the treatment as planned.
The term ‘intention to treat’ appears to have been
coined by Hill [5]. An early but clear account can be
found in [11]. Careful recent accounts are given by
Armitage [1] and McMahon [7].

If one is interested in the true efficacy of a
medicinal product or an intervention beyond simply
testing the null hypothesis, an ITT analysis is not
the right tool. However, because of the bias referred
to earlier, an analysis ‘as treated’ is not appropriate
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either since it is vulnerable to bias. A large part of the
recent incomplete data and so-called noncompliance
literature is devoted to ways of dealing with this
question [12]. This issue is nontrivial since the only
definitive way to settle it would be to dispose of the
unavailable data, which, by definition, is impossible.
Whatever assumptions made to progress with the
analysis, they will always be unverifiable, at least in
part, which typically results in sensitivity to model
assumptions.

The translation of the ITT principle to longitudinal
clinical studies (see Longitudinal Data Analysis),
that is, studies where patient data are collected
at multiple measurement occasions throughout the
study period, is a controversy in its own right.
For a long time, the view has prevailed that only
carrying the last measurement (also termed last
value) actually obtained on a given patient forward
throughout the remainder of the follow-up period is
a sensible approach in this respect. (This is known
as last observation carried forward (LOCF).) With
the advent of modern likelihood-based longitudinal
data analysis tools, flexible modeling approaches that
avoid the need for both imputation and deletion of
data have come within reach. Part of this discussion
can be found in [6, 8].
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Interaction Effects

In statistical analysis, we often examine the simul-
taneous effect of two or more variables on some
outcome. Interaction effects refer to the effects of
particular unique combinations of variables on an out-
come that would not be expected from their average
effects. Consider a statistics professor who is trying to
increase performance in her graduate statistics course.
She uses two study aids: a detailed study guide and
a comprehensive review session. In an experiment,
she tries all four combinations of providing or not
providing the study guide with providing or not pro-
viding the review session. Suppose the result is as
shown in Figure 1(a). When there is a study guide
(left-hand pair of bars), the review session adds 30
points to performance; the same is true when there is
no study guide (right-hand pair of bars). Looked at
the other way, with no review session (black bars),
the study guide adds 20 points to performance; with
a review session (striped bars), the study guide adds
the same 20 points. There is no interaction between
the study guide and the review session; each has
a constant effect on test performance regardless of
the other.

Now, consider an alternative outcome given in
Figure 1(b). When there is no study guide (right-hand
pair of bars), the review session adds 30 points to
performance, just as before. But, when there is a study
guide (left-hand pair of bars), the review session
lowers scores 10 points, perhaps due to information
overload! Looked at the other way, with no review
session (black bars), the study guide adds 50 points
(from 40 to 90). Yet, with the review session (striped
bars), the study guide adds only 10 points (from 70
to 80). The effect of each study aid depends on the
other study aid; there is an interaction between the
study guide and the review session.

Three Characterizations of Interactions

There are three interrelated characterizations of inter-
actions, as (a) conditional effects, (b) nonadditive
effects (see Additive Models), and (c) as residual
effects over and above the individual effects of each
variable. These are best explained with reference
to the table of arithmetic means associated with
Figure 1, given in Table 1. In the table, a cell mean
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Figure 1 Effects of a study guide and a review session
on statistics examination performance. In Figure 1(a), there
is no interaction. In Figure 1(b), study guide and review
session interact

refers to the mean at one combination of study guide
(yes/no) and review session (yes/no), for example, the
cell mean of 70 in Table 1(a) for the cell, ‘No Study
Guide/Review Session’. The column means are aver-
age effects of the study guide variable collapsed over
review session; the row means are average effects of
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Table 1 Cell means, marginal means (row and column means), and grand mean for performance on a statistics examination
as a function of study guide and review session

Table 1(a): No interaction Table 1(b): Interaction

Study guide Study guide
Yes No Row mean Yes No Row mean

Review Session
Yes 90 70 80 80 70 75
No 60 40 50 90 40 65
Column Mean 75 55 65 85 55 70

review session collapsed over study guide. The grand
mean (65 in Table 1(a)) is average performance over
all four cells.

Interactions as Conditional Effects

Conditional effects are the effects of one variable at a
particular level of another variable. The effect of the
review session when a study guide is also given is one
conditional effect; effect of review session without a
study guide is a second conditional effect. When there
is no interaction, as in Table 1(a), the conditional
effects of a variable are constant over all levels of
the other variable (here the constant 30-point gain
from the review session). If there is an interaction,
the conditional effects of one variable differ across
values of the other variable. As we have already seen
in Table 1(b), the effect of the review session changes
dramatically, depending on whether a study guide has
been given: a 30-point gain when there is no study
guide versus a 10-point loss in the presence of a study
guide. One variable is said to be a moderator of the
effect of the other variable or to moderate the effect
of the other variable; here we say that study guide
moderates the effect of review session.

Interactions as Nonadditive Effects

Nonadditive effects signify that the combination of
two or more variables does not produce an outcome
that is the sum of their individual effects. First,
consider Table 1(a), associated with Figure 1(a) (no
interaction); here, the cell means are additive effects
of the two variables. In Table 1(a), the row means
tell us that the average effect of study guide is a 30-
point gain, from 50 to 80; the column means tell us
that the average effect of review session is 20 points,
from 55 to 75. With neither study guide nor review

session, the cell mean is 40; introducing the study
guide yields a 30-point gain to a cell mean of 70; then,
introducing the review session yields another 20-
point gain to a cell mean of 90. Table 1(b), associated
with Figure 1(b) (interaction) contains nonadditive
effects. The row mean shows a 10 point average gain
from the study guide, from 65 to 75. The column
mean shows as a 30-point gain from the review
session, from 55 to 85. However, the cell means
do not follow the pattern of the marginal means.
With neither study guide nor review session, the cell
mean is 40. Introducing the study guide yields a 50-
point gain to 90, and not the 30-point gain expected
from the marginal mean; then, introducing the review
session on top of the study guide yields a loss of
10 points, rather than the gain of 10 points expected
from the marginal means. The unique combinations
of effects represented by the cells do not follow the
marginal means.

Interactions as Cell Residuals

The characterization of interactions as cell residuals
[8] follows from the analysis of variance frame-
work [5, 6]. By cell residual is meant the discrepancy
between the cell mean and the grand mean that would
not be expected from the additive effects of each vari-
able. When there is an interaction between variables,
the cell residuals are nonzero and are pure measures
of the amount of interaction. When there is no interac-
tion between variables, the cell residuals are all zero.

Types of Interactions by Variable
(Categorical and Continuous)

Categorical by Categorical Interactions

Thus far, our discussion of interactions is in terms
of variables that take on discrete values, categorical
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by categorical interactions, as in the factors in the
analysis of variance (ANOVA) framework. In the
ANOVA framework, the conditional effects of one
variable at a value of another variable, for example,
the effect of review session when there is no study
guide, is referred to as a simple main effect. See [5]
and [6] for complete treatments of interactions in the
ANOVA framework.

Categorical by Continuous Variable Interactions

We can also characterize interactions between cat-
egorical and continuous variables. To continue our
example, suppose we measure the mathematics abil-
ity of each student on a continuous scale. We can
examine whether mathematics ability interacts with
having a review session in producing performance
on a statistics examination. Figure 2(a) illustrates an
interaction between these variables. For students who
do not receive the review session, there is a strong
positive relationship between mathematics ability and
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Figure 2 Interactions involving continuous variables.
(a) Categorical by continuous variable interaction. (b) Con-
tinuous by continuous variable interaction

performance on the statistics examination. However,
the review session has a compensatory effect for
weaker students. When students receive a review ses-
sion, there is a much-reduced relationship between
mathematics ability and performance; the weaker
students ‘catch up’ with the stronger students. Put
another way, the effect of mathematics ability on
performance is conditional on whether or not the
instructor provides a review session. An introduc-
tion to the categorical by continuous variable inter-
action is given in [1] with an extensive treatment
in [10].

Continuous by Continuous Variable Interactions

Finally, two or more continuous variables may inter-
act. Suppose we have a continuous measure of
motivation to succeed. Motivation may interact with
mathematics ability, as shown in Figure 2(b). The
relationship of ability to performance is illustrated for
three values of motivation along a motivation contin-
uum. The effect of ability becomes increasingly more
positive as motivation increases – with low motiva-
tion, ability does not matter. The effect of ability is
conditional on the strength of motivation; put another
way, motivation moderates the relationship of ability
to performance.

Both continuous by continuous and continuous by
categorical interactions are specified and tested in
the multiple linear regression (MR) framework. In
MR, the regression of performance on mathematics
ability at one value of motivation is referred to as
a simple regression, analogous to a simple main
effect in ANOVA. In Figure 2(b), we have three
simple regression lines for the effects of ability on
performance, each at a different value of motivation.
A complete treatment of interactions in the multiple
regression framework, with prescriptions for probing
and interpreting interactions involving continuous
variables, is given in [1]; see also [2, 4].

Types of Interactions by Pattern

Patterns of interactions are characterized in a variety
of ways, regardless of the combination of categorical
and continuous variables comprising the interaction.
We consider two such categorizations: (a) crossover
versus noncrossover interactions, and (b) synergistic
versus buffering interactions versus compensatory
interactions.
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Crossover versus Noncrossover Interactions

Crossover interactions (or disordinal interactions) are
ones in which the direction of effect of one variable
reverses as a function of the variable with which it
interacts. Figure 1(b) illustrates a crossover interac-
tion. With no study guide, performance is superior
with the review session; with a study guide, perfor-
mance is superior without a review session. Non-
crossover interactions (or ordinal interactions) are
ones in which the direction of effect of one variable
is constant across the values of the other variable
with which it interacts. Both interactions in Figure 2
are noncrossover interactions. In Figure 2(b), perfor-
mance is always higher for higher motivation across
the range of ability.

Synergistic versus Buffering Interactions versus
Compensatory Interactions

Synergistic interactions are ones in which two vari-
ables combine to have a joint effect that is even
greater than the sum of the effects of the variables.
In Figure 2(b), performance increases with ability; it
increases with motivation. There is a synergy between
ability and motivation – being high on both produces
superb performance. Buffering interactions are ones
in which variables are working in opposite direc-
tions, and the interaction is such that the effect of
one variable weakens the effect of the other vari-
able. Suppose we assess the number of other demands
on students when they are studying for an exam. As
other demands increase, performance is expected to
decrease due to lack of study time. However, the
study guide buffers or weakens the impact of other
demands on performance by making studying much
more focused and efficient. We would say that the
use of the study guide buffers the negative effect of
other demands. Compensatory (or interference) inter-
actions are those in which both variables have an
effect in the same direction, but in which one variable
compensates for the other, an ‘either-or’ situation.
Figure 2(a) illustrates such an interaction. Both abil-
ity and the review session have a positive effect on

performance; however, the review session weakens
the positive effect of ability.

Interactions Beyond the ANOVA and
Multiple Regression Frameworks

The specification and testing of interactions extends
to the generalized linear model, including logistic
regression [3], to hierarchical linear models [7] (see
Linear Multilevel Models), and to structural equa-
tion modeling [9].
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Interaction Plot

An interaction plot is a graphical tool for examining
the interactions or dependencies between variables
(factors) in designed experiments. Its most common
role is to help with the interpretation of results from
an analysis of variance (ANOVA), but it can also
be used as an exploratory device for determining
whether an additive or interaction model is appro-
priate (see Interaction Effects).

An interaction plot for, say, a two-factor exper-
imental design is an x−y line plot of cell (level
combination) means on the response variable for each
level of one factor over all the levels of a second fac-
tor. Thus, if the lines or profiles corresponding to the
separate factor levels are parallel, that is, no differ-
ential effect over different combinations of the levels
of the factors is revealed, then there is no interaction.
If they are not parallel, then an interaction is present.
Of course, since the cell means are sample means,
we have to exert a degree of commonsense in what
we declare as parallel and nonparallel.

Figures 1(a–c) illustrate some possible patterns
for a two-factor design in which Factor A has three
levels and Factor B has two levels. In Figure 1(a)
we have parallel lines because the distance between
the cell means for levels B1 and B2 of Factor B
is essentially the same whichever level of Factor A
we are looking at, that is, there is no interaction.
By contrast, in Figures 1(b) and 1(c) the differences
between the means vary over the levels of A, so
the lines are not parallel and we conclude that there
is an interaction. However, note that in Figure 1(b)
the means for B1 are always greater than for B2;
an interaction of this type is sometimes described as
‘ordinal’. On the other hand, in Figure 1(c), we have
a crossover at A1 indicating a ‘disordinal’ interaction.

When there are three or more factors in the
design, the number of graphs required becomes more
unwieldy and the interpretation correspondingly more
difficult. For instance, to investigate the first- and
second-order interactions in a three-factor design, we
would need a plot for each of the three pairs of
factors, and then a sequence of plots for two of the
factors at each level of the third.

Statistical packages such as SPSS and Minitab
offer interaction plots as options for their ANOVA
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Figure 1 (a) No interaction; (b) ordinal interaction; (c)
disordinal interaction

or generalized linear model (GLM) (see Software
for Statistical Analyses) procedures.

PAT LOVIE



Internal Consistency

NEAL SCHMITT

Volume 2, pp. 934–936

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Internal Consistency

Internal consistency usually refers to the degree to
which a set of items or measures are all indicators of
a single construct or concept. Arithmetically, internal
consistency is usually evaluated by assessing the
degree to which the items in a measure correlate or
covary highly with each other or with the total of the
scores or responses in the remainder of the measure.
Related notions are that of test homogeneity, again
the degree to which items in a measure are indices
of the same construct and unidimensionality, which
also refers to the degree to which items measure a
single construct.

Internal consistency, homogeneity, and unidimen-
sionality are often used interchangeably when refer-
ring to a test and the interrelationships between
the items comprising the test. Hattie [1] provided
a review of 30 different methods of determining
or assessing unidimensionality. Those investigators
who focus on unidimensionality have usually pro-
posed an index on the basis of factor analysis or
principal component analysis. In these cases, a per-
fectly internally consistent measure would be that
in which the first factor or component accounts for
all the covariation between items. Those who focus
on the reliability of items will usually focus on
some version of coefficient alpha (see below) or
the average correlation or covariance between items
designed to measure a single construct. Still others
will examine the pattern of responses across items.
Obviously, the manner in which internal consistency
or unidimensionality is operationalized varies with
the investigator. Not often discussed in quantita-
tive treatments of internal consistency is the obvious
requirement that all items measure conceptually sim-
ilar content.

Coefficient alpha is perhaps most often considered
an index of internal consistency, though technically
many would hold that its calculation involves an
assumption of unidimensionality rather an index of
it. Coefficient alpha is the ratio of the product of the
squared number of items in a measure and the average
covariance between items in it to the total variance
in the measure. Formally,

Alpha = n2(average covij )

σ 2
, (1)

where n is the number of items in the measure, covij

is the covariance between items i and j , and σ 2

is the variance of the test. In standardized terms,
this index is the ratio of the product of the squared
number of items in the measure and the average
correlation among items in it divided by the sum of
the correlations among all items in the test including
the correlations of items with themselves. Formally,
this is similar to the unstandardized version of alpha:

Standardized alpha = n2(average corij )

R
, (2)

where n is the number of items in the measure,
corij is the correlation between items i and j , and
R is the sum of the correlations among the items
including elements above and below the diagonal as
well as the diagonal 1.00s. Theoretically, this ratio is
based on the notion that if items in a measure are all
indices of the same construct, they should correlate
perfectly. Correlations between items are usually less
than 1 (likewise, covariances between items do not
approach the variances of the items involved), and
the difference between diagonal elements and off-
diagonal elements in an item intercorrelation matrix
is treated as error or lack of internal consistency
reliability.

The problem with considering coefficient alpha
as an index of internal consistency is that with a
large number of items, the ratio referred to above
can yield a relatively high value even though there
is evidence that items measure more than one con-
struct. This would be the case when there are
clusters of items that are relatively highly corre-
lated with each other but not highly correlated with
items in other clusters in the test [2]. In this case,
coefficient alpha might indicate high internal con-
sistency, while an observation of the correlations
among the items or a factor analysis of the items
would lead a researcher to conclude that more than
one construct is accounting for the between-item
covariances.

So internal consistency should be indicated by
relatively high intercorrelations between items with
little or no variability in the intercorrelations or item
covariances. Any variability (apart from variability
that can be accounted for by sampling error) in item
covariances or item intercorrelations is evidence that
more than one construct is being measured. Also,
the very obvious, but often ignored, condition is
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that all items in the measure address conceptually
similar content.
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Internal Validity

Campbell and Stanley [1] made a two-part distinction
between internal validity, which referred to the ques-
tion of whether the data for a particular study justified
drawing the conclusion that there was a relation-
ship between the independent and dependent variable,
and whether it was causal, and external validity,
which referred to the degree to which the results
of this experiment would generalize to other popula-
tions, settings, and variables. Cook and Campbell [2]
and Shadish et al. [3] carried these distinctions fur-
ther. They added statistical conclusion validity, which
referred to whether the statistical conclusions were
appropriate to establish that the variables covaried,
and separated that from internal validity, which dealt
with whether this covariance could be given a causal
interpretation.

Suppose, for example, that an experimental and
control group were found to differ with respect to a
measure of self-esteem. If the difference between the
groups was significant, but the data strongly violated
the assumption of normal distribution of errors, then
the statistical conclusion validity of the experiment
could be compromised. If we subsequently learn that
the experimental group consisted of all girls, and
the control group contained all boys, we would be
forced to admit that any difference that resulted could
as easily be attributed to gender differences as to
the experimental treatment. Such a study would be
lacking in internal validity. Campbell and Stanley
referred to internal validity as the sine qua non of
interpretability of experimental design.

Campbell and Stanley [1] popularized eight differ-
ent classes of extraneous variable that can jeopardize
internal validity. Others have added additional classes
over time. The following list is based on the nine
different classes proposed by Shadish et al. [[3]].
Shadish et al. presented experimental designs that
address threats from each of these sources of inva-
lidity; those designs are given only slight reference
here. Additional information can be obtained from
the references and from several excellent sites on
the Internet.

Threats to Internal Validity

There are at least 14 sources of threat to internal
validity. They include the following:

• Ambiguous temporal precedence
– A basic foundation of imputing a causal effect

is that the cause must precede the effect (see
Hill’s Criteria of Causation). When data
are collected in such a way that temporal
priority cannot be established (e.g., in a cross-
sectional study), our ability to indicate the
direction of cause is compromised, and the
internal validity of the study is compromised.

• Selection
– This threat refers to differences between the

two groups in terms of participant assign-
ment. Unless participants are assigned at ran-
dom to conditions, any resulting differences
might be attributable to preexisting group dif-
ferences rather than to the treatment itself.

• History
– Differences between pre- and posttesting

could be attributable to any event that
occurred between the two treatments in
addition to an experimental intervention. This
threat can often be addressed by including
a randomly assigned control group that is
assessed for pre- and posttest measures, but
does not receive the treatment. Presumably,
that group is as likely as the experimental
group to be affected by historical events, and
any additional effect in the treatment group
would represent the introduction of treatment.

• Maturation
– Maturation refers to any changes in the par-

ticipants as a result of the passage of time.
If, for example, participants judged the desir-
ability of cookies before and after a lecture
on nutrition, the passage of time, and the
resulting increase in hunger, might have an
important effect on the outcome, indepen-
dent of any effect of the lecture. Appropriate
compensatory designs include a group that
experiences the same maturation opportunity
but not the intervention.

• Regression to the Mean
– When groups are selected on the basis of

extreme scores, differences on a subsequent
measure could reflect statistical regression to
the mean. For example, if we select the worst
students in the class and provide additional
tutoring, later scores may show an improve-
ment that cannot be unequivocally attributed
to our intervention. Someone scoring very



2 Internal Validity

poorly on one test is much more likely to
score better, rather than worse, on a subse-
quent test. Here again pre- and posttest scores
from an untreated control group provide an
opportunity to partial out change attributable
to regression to the mean.

• Attrition or Experimental Mortality
– Differential participant attrition for two or

more groups can produce differences between
treatments that are attributable to the attri-
tion rather than to the treatments. Suppose
that after an initial test, participants are
split into two groups, one receiving special
tutoring and the other assigned to watch a
video. Some of those watching the video may
become bored because of a short attention
span and as a result, engage in behavior that
results in their being expelled from the study.
Any subsequent differences between treat-
ment groups may be due to higher average
attention span in the remaining members of
the control group.

• Repeated Testing
– The effect of having taken one test on the

scores that result from a subsequent test. For
example, the common belief that repeated
practice with the SAT exam leads to better
test-taking skills would suggest that a second
administration of the SAT would lead to
higher scores, independent of any gain in
actual knowledge.

• Instrumentation
– Instrumentation refers to the change in cali-

bration of an instrument over time. While we
normally think of this as applying to instru-
ments taking physical measurement, such as a
scale or meter, it applies as well to paper and
pencil tests or human scorers who no longer
measure the same thing that they measured
when the test was developed.

• Interaction of threats
– Each of the preceding threats may interact

with any of the other preceding threats.
Suppose, for example, that the control group
is comprised of mostly preadolescent males,
while participants in the experimental group
have just entered adolescence. We might
anticipate a greater maturational change
between the pretest and posttesting in the
experimental group than we would in the
control group. This makes it impossible to
clearly assign any differences we observe to
the effect of our treatment.

For other threats to invalidity, see Reac-
tivity, Expectancy Effect by Experimenters,
Demand Characteristics, and Hawthorne Effect.
For approaches to dealing with these threats, see
Nonequivalent Group Design, Regression Discon-
tinuity Design, and, particularly, Quasi-experimen-
tal Designs.
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Internet Research
Methods

The Internet and the World Wide Web have dra-
matically changed the ways in which research is
conducted. New tools, such as on-line information
directories and search engines, have made finding
information faster and more efficient than browsing
library stacks that once characterized much research.
Networked computers and related software provide a
means for presenting stimuli and questions to respon-
dents in many different places, often in real time. The
Internet has reduced the spatial and temporal bound-
aries that once limited both the ready availability
of extant information and the ability to gather new
information. Information is posted and maintained
on the Internet by government organizations, com-
mercial businesses, universities, news organizations,
research laboratories, and individuals, among others.
Part of the power of the World Wide Web is that it
makes such information readily accessible in a com-
mon format to any user. Text, images, audio, and
video are all available on the Web.

The power of the Internet is not without its costs,
however. The amount of information that is available
on the Internet is daunting. A simple search can
produce thousands of ‘hits’ that appear to be relevant.
Links from one information site to another can greatly
expand the scope of information searches. Distilling
and integrating the volumes of information produced
in a search is a significant task. Ideally, a researcher
would attempt to narrow a search to only the most
relevant sources, but the relevance of information
is not always obvious. Even when information is
narrowed in scope, there are questions about the
credibility and reliability of the information. Thus,
while it may appear that the Internet has taken much
of the work out of finding information, the reality
is not so simple. Finding information is easier and
faster on the Internet, but the real work of evaluating,
interpreting, and integrating such information, which
is the goal of research, is as difficult as ever.

This article provides an introduction to the use of
the Internet as a research tool and a brief overview of
research tools and sources. The article also provides
references for further exploration of information on
the Internet, and for discussion of the evaluation

and use of information and data obtained from the
Internet.

Two Types of Research

Secondary Research

Secondary research uses data and information
collected by others and archived in some form. Such
information includes government records and reports,
industry studies, archived data, and specialized
information services, as well as digitized versions
of books and journals found in libraries. Much of
the information that is accessible on the Internet is
secondary information. Secondary information takes
a variety of forms and offers relatively quick and
inexpensive answers to many questions. It may be
little more than a copy of a published report or
it may involve a reanalysis of original data. For
example, a number of syndicated research providers
obtain government data, such as that obtained by
the Census Bureau, and develop specialized reports,
provide data access capabilities, or combine data
from multiple sources. Several syndicated research
providers obtain electronic scanner information
from retailers and provide reports on the sales,
prices, and other features of retail products. Other
syndicated research providers collect information
about product awareness, product preference, and
customer satisfaction for entire industries. Similarly,
some organizations offer reports of large-scale
tracking studies of political trends, media usage
habits, lifestyles, and purchasing habits. Table 1
provides a listing of representative Web sites that
provide secondary information and data.

Secondary research generally offers a faster and
less expensive means for obtaining information than
collecting new data. Data and reports are already
available, so they often can be obtained immedi-
ately. However, secondary research may not provide
the specific information required for a researcher’s
purpose, and it may not be as up-to-date as would
be desirable.

Much of the research that takes place on the
Internet involves the use of tools, such as direc-
tories and search engines, to identify secondary
sources of information. Directories are lists of
resources arranged by subject that have been cre-
ated for the specific purpose of organizing infor-
mation content. Much like the table of contents
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Table 1 Useful secondary sources of information on the internet

Census Bureau (http://www.census.gov) Economist Intelligence Unit (http://store.eiu.com)
Site of the United States Census Bureau with

links to comparable sites in other countries.
Source of international information provided by the

publisher of The Economist.

STAT-USA – Commerce Department
(http://www.stat-usa.gov)

Commerce Department Commercial Service
(http://www.usatrade.gov)

Useful government data on business and
commerce.

Provides information related to exporting and guides to
specific international markets.

FedWorld (http://www.fedworld.gov) Fed Stats (http://www.fedstats.gov)
A great place to find information from many

different government sources.
A gateway to data collected by virtually every federal

agency. Includes a link to Statistical Abstracts.

Edgar (http://www.sec.gov/edaux) C. A. C. I. (http://demographics.caci.com)
The place to find information about companies.

This site includes 10 K and 10 Q filings of
U. S. public companies.

Provides very detailed profiles of markets and geographic
areas.

American Demographics
(http://www.marketingtools.com)

Claritas (http://www.connect.claritas.com)

Home page of American Demographics magazine.
Provides basic demographic and economic data.

Similar to C.A.C.I. Provides market and geographic
information at various levels of aggregation down to the
zip-code level.

of a book, a directory provides a list of topics
contained within a data source. Perhaps the best
known and largest directory on the Internet is Yahoo
(http://www.yahoo.com). Other common direc-
tories include Hotbot (http://www.lycos.hot
bot.com), Looksmart (http://www.looksmart.
com), Galaxy (http://www.Galaxy.com) and the
Librarians’ Index to the Internet (http://www.
lii.org). Directories are especially useful research
tools when the researcher has identified a general
area of interest and wishes to take advantage of the
organizational structure provided by a directory. Also,
use of a directory narrows the content, and that can
make finding information more efficient. In contrast
to directories, search engines provide a means for
doing keyword searches across the Internet. They
are most useful when the researcher needs specific
information found in many sources and across many
different directories. Search engines differ in the way
they search the Internet and the way they organize the
results of the search. Among the better known search
engines are Google (http://www.google.com),
All the Web (http://www.alltheweb.com),
Alta Vista (http://www.altavista.com), and
Lycos (http://www.lycos.com). Sometimes, a
researcher will find it useful to search multiple
directories and/or search engines simultaneously.
Metasearch tools such as Proteus Internet Search

(http://www.thrall.org/proteus.html), Ix-
quick (http://www.ixquick.com), Metacrawler
(http://www.metacrawler.com), and Dogpile
(http://www.dogpile.com) are useful for such
broad searches.

The use of directories and search engines can
produce quick results. Such searches may also
produce many irrelevant or out-of-date sources.
For this reason, experienced researchers tend to
identify and bookmark those Web sites that they
find most useful and to which they return again
and again.

Primary Research

The Internet also can be used for conducting pri-
mary research, that is, for obtaining data in the first
instance. Primary research involves the design of
research and the collection and analysis of data that
address specific issues identified by the researcher.
While there are many different types of primary
research, most primary research can be classified
as either qualitative or quantitative. Qualitative
research is most useful for generating ideas, for
generating diagnostic information, and for answering
questions about why something is happening. Indi-
vidual interviews and focus groups are two of the
more common qualitative research techniques, and
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Table 2 Representative tools for conducting research on the internet

SurveyMonkey (http://www.surveymonkey.com)
A tool for designing and conducting on-line survey research. Free for surveys involving up to 10 items and 100

respondents.

Zoomerang (http://info.zoomerang.com)
Another on-line survey research tool. Provides templates for more than a 100 common types of surveys and

preconstructed panels of potential respondents with known characteristics.

SurveySite (http://www.surveysite.com)
Web site for a commercial provider of on-line focus groups and other on-line research tools.

E-Prime (http://www.pstnet.com)
A software package published by Psychology Software Tools, Inc. that enables the design and administration of

behavioral experiments on-line.

both are now routinely conducted via the Internet.
The interactive nature of the Internet with threaded
discussions, chatrooms, and bulletin boards provides
an ideal venue for the dialog that characterizes qual-
itative research. Quantitative tools, which include
surveys, are most useful for obtaining numeric sum-
maries that can be used to characterize larger popu-
lations. On-line surveys have become ubiquitous on
the Web and provide a means for obtaining current
information from survey respondents.

The Internet provides a powerful means for
conducting primary behavioral research. The Internet
can be used to present stimulus materials to respon-
dents ranging from text to audio to streaming video.
The respondents can be asked to respond immedi-
ately. Stimulus materials are easily customized with
a computer. Hence, it easy to construct alternative
treatment conditions and scenarios for the conduct of
on-line experiments. Specialized software has been
developed to facilitate the conduct of both qualita-
tive and quantitative research on the Internet. Table 2
provides a brief description of representative types of
such software.

Evaluating Research on the Internet

Not all information on the Internet is equally reliable
or valid. Information must be evaluated carefully and
weighted according to its recency and credibility. The
same questions that arise in the evaluation of sec-
ondary sources also arise in the context of primary
research. The only difference is that these ques-
tions must be addressed retrospectively for secondary
research, while they must be addressed prospectively
for primary research. When evaluating information,
six questions must be answered: (a) What was (is) the

purpose of the study? (b) Who collected (or will col-
lect) the information? (c) What information was (will
be) collected? (d) When was (will) the information
(be) collected? (e) How was (will) the information
(be) obtained? (f ) How consistent is the information
with other sources? In answering these basic ques-
tions, other more specific questions will arise. These
more specific questions include the source(s) of the
data, measures used, the time of data collection, and
the appropriateness of analyses and conclusions.

Summary

The Internet provides powerful tools for obtaining
data. However, it is always necessary to carefully
evaluate the information. There are numerous com-
prehensive treatments of the use of the Internet as a
research tool [1–3]. It is important to recognize that
the Internet has brought with it some unique chal-
lenges, including concerns about its intrusiveness,
invasion of individuals’ privacy, and its appropriate
use with children [4]. The Internet is a tool for effi-
ciently obtaining information but its power assures
that it will yield a great deal of irrelevant and unre-
liable information. The researcher’s task is to deter-
mine how to best use the information.
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Interquartile Range

The interquartile range (IQR) is a measure of spread
defined as the range of the middle 50% of scores in
an ordered set of data, that is, the difference between
the upper quartile (Q3) and the lower quartile (Q1).
For example, if Q3 were 25 and Q1 were 5, then the
IQR would be 20.

As with other measures that are based on quartiles,
such as the median, the IQR has the advantage that
it is little affected by the presence of extreme scores.
In a box plot, it is represented by the length of the
box and is sometimes referred to as the H-range [1]
or the midspread.

As an example, assume data from a normal
distribution on the number of arithmetic problems
solved by 12 children. These data are 11 10 12 12
12 14 14 15 17 17 18 19, and have a mean of 14.17,
and a standard deviation of 3.07. Q1 = 12 and Q3 =
17, so the interquartile range is 5.0.

If the data had been slightly more spread in the
tails, we might have 6 8 12 12 12 14 14 15 17

19 21 23 Here the mean is still 14.17, the standard
deviation has increased by nearly 2/3 to 5.0, and the
interquartile range has increased only slightly to 6.0.

Finally, if we have one extreme score, giving us
data values of 6 8 12 12 12 14 14 15 17 19 21 33, The
mean will increase to 15.25 (the median would have
remained constant), the standard deviation would
increase to 7.0, while the interquartile range would
remain at 6.0.

Dividing the IQR by 2 produces the semi-
interquartile range (sometimes known as the quar-
tile deviation). The semi-interquartile range is an
appropriate measure of spread to quote when report-
ing medians.
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Interrupted Time Series
Design

The interrupted time-series design [2] provides a
method for researchers to examine the effect of an
intervention on a single case, where the case may be
a group or an individual. The basic interrupted time-
series design is diagrammed in Figure 1, which shows
there are multiple observations both prior to and
after the intervention. A graph, showing an example
of the kind of data obtained from an interrupted
time-series design is also provided in Figure 1. The
points represent observations, the solid lines are
trend lines, and the dotted line is a projection from
baseline. The difference between the dotted line and
the post intervention solid line provides an estimate
of treatment effect.

Discussion of the interrupted time-series design
occurs both in the literature dealing with quasi-
experimental designs [6] and the literature deal-
ing with single-case designs [5]. In the single-case
design literature, the basic interrupted time-series
design is often referred to as an AB design, where the
time prior to the intervention makes up the baseline
phase (A) and the time after the intervention makes
up the treatment phase (B). Although the form of
the design remains the same, the applications used to
characterize the design differ considerably between
the quasi-experimental and single-case literatures.

Applications

Applications of interrupted time-series designs used
to illustrate quasi-experiments often focus on archival

data that contain an aggregate value for a group
across a large number of time points – for instance,
research examining the frequency of behavior before
and after a policy implementation. Specifically, one
might be interested in the frequency of fatal motor-
cycle accidents before and after a mandatory helmet
law was implemented. Another example would be to
examine the frequency of behaviors before and after
a major event. Specifically, one might be interested
in teacher morale before and after the introduction of
a new principal at their school.

Applications of interrupted time-series designs
in the single-case literature tend to focus on the
behavior of a single participant in a context where
the researcher has some level of control over the
measurement process, the observational context, and
decisions about when to intervene – for example,
research examining the effects of the introduction of
some kind of treatment. In particular, one might be
interested in measuring the aggressive behavior of
a child before and after the introduction of therapy.
Similarly, one might be interested in measuring the
drug behavior of someone before and after treatment
in a drug facility.

Types of Treatment Effects

Treatment effects can vary greatly from applica-
tion to application in both their magnitude and
their form. Figure 1 shows a treatment effect that
remains constant over time, which is characterized
by an immediate (or abrupt) upward shift in level
but no change in slope. Figure 2 illustrates a vari-
ety of different treatment effects. Figures 2(a, c, e,
and f ), all show immediate effects, or discontinu-
ities in the time series at the time of intervention.
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Figure 1 Diagram of an interrupted time-series design where Os represent observations and the X represents the
intervention (left panel), and graphical display of interrupted time-series data (right panel)
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Figure 2 Illustration of different types of effects that may be found using an interrupted time-series design: immediate
change in level (a), change in slope (b), a change in both level and slope (c), a delayed change in level (d), a transitory
effect (e), and an effect that diminishes over time (f )

Figure 2(a), like Figure 1, shows a constant effect,
while Figures 2(c, e, and f ) show effects that change
over time. In Figure 2(c) the effect becomes larger
over time, whereas in Figures 2(e and f ) the effect
diminishes over time. In Figure 2(e), the effect may
be referred to as transitory because there appears
to be no effect by the end of the time series. For
Figures 2(b and d), there is no immediate shift and
thus it takes longer before a treatment effect is
observed. In Figure 2(b) the treatment effect grad-
ually increases over time, while in Figure 2(d) the
treatment effect is delayed.

Design Issues

Number of Observations

The number of observations within a time series
varies greatly across applications. While some studies
have over 100 observations, others contain fewer than
10. Generally speaking, greater numbers of obser-
vations lead to stronger statements about treatment
effects, and allow for more flexibility in analyzing
the data. The number of observations needed, how-
ever, depends greatly on the application. A researcher
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facing substantial variation around the trend lines
will need a large number of observations to make
a precise inference about the size of the treat-
ment effect. In contrast, a researcher who encounters
no variation in the baseline data may be able to
infer a positive treatment effect with relatively few
observations.

Baseline Variability

In the single-case literature, where the number of
observations tends to be smaller, researchers often
work to actively reduce the variability around their
trend lines. For example, the researcher may notice
a baseline variation that is associated with the time
of day the observation is made, the particular activ-
ity being observed, and the people present dur-
ing the observation. Under these circumstances, the
researcher could reduce variation by moving toward
greater commonality in the experimental conditions.
There may also be inconsistencies in how the obser-
vations are rated, stemming from the use of dif-
ferent observers on different days or an observer
who has ratings that tend to drift over time. In
these circumstances, it may be possible to provide
training to reduce the variability. In situations in
which the researcher has control over the study, it
is often possible to reduce variability, making it pos-
sible to make effect inferences from relatively short
interrupted time-series studies. In situations in which
the researchers do not have this much control, they
may still work to identify and measure variables
associated with the variability. This additional infor-
mation can then be taken into account during the
analysis.

Threats to Validity

When effect inferences are made, researchers often
consider alternative explanations for why there may
have been a change in the time series. Put another
way, they consider threats to the validity of their
inferences (see Validity Theory and Applications;
Internal Validity; External Validity). It is possible,
for example, that some other event occurred around
the same time as the intervention and this other
event is responsible for the change. It is also possible
that a child happened to reach a new developmental
stage, and this natural maturation led to the observed

changes in behavior; or that the instrumentation
changed, leading to the observed change. Researchers
may choose to add design elements to the basic inter-
rupted time-series design to reduce the plausibility
of alternative explanations. Doing so leads to more
complex interrupted time-series designs.

More Complex Interrupted Time-series
Designs

One option would be to remove the treatment from
the participants, which is referred to as a reversal
design (or withdrawal design). The simplest reversal
design, which is diagrammed in Figure 3, has multi-
ple observations during an initial baseline phase (A),
multiple observations in the treatment phase (B), and
then multiple observations in a second baseline phase
(A). If the series reverses back to baseline levels when
the treatment is removed, it becomes more obvious
that the treatment led to the changes. Put another way,
history and maturation effects become less plausi-
ble as explanations for the observed change. It is
also possible to extend the ABA design to include
more phases, creating more complex designs like the
ABAB or the ABABAB design.

Another common extension of the interrupted
time-series design is the multiple baseline design.
In the multiple baseline design, a baseline phase
(A) and treatment phase (B) are established for mul-
tiple participants, multiple behaviors, or multiple
settings. The initiation of the treatment phases is
staggered across time, creating baselines of different
lengths for the different participants, behaviors, or
settings. A diagram for the two-baseline version of
the design and a corresponding graphical display
are presented in Figure 3. As the number of base-
lines increases, it becomes less likely that history or
maturational effects would stagger themselves across
time in a manner that coincided with the staggered
interventions.

A third variation, Figure 3(c), is obtained by
including a comparison series. The comparison series
could come from a control group that does not
receive the treatment, or it could include data from a
nonequivalent dependent variable. It is also possible
to combine several of these additional elements.
For example, one could combine elements from the
reversal and multiple baseline design.
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Multiple baseline design
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Figure 3 Design diagram and graphical display of interrupted time-series designs incorporating a withdrawal of the
treatment (a), multiple baselines (b), and a comparison series (c). The Os represent observations, X represents the
implementation of the intervention, and the X− represents removal of the intervention

Analysis of Interrupted Time-series Data

Researchers typically start by visually analyzing a
graph of the data. Additional analyses depend on the
goals of the researcher, the variability in the data,
and the amount of data available. Those interested
in making inferences about the size and form of
the treatment effect may consider selecting from
a variety of statistical models for time-series data.
Different models allow estimation of different types
of treatment effects. For example, a model could
contain one parameter for the level before treatment
and one parameter for the change in level that occurs
with the intervention. Such a model makes sense
for a treatment effect that leads to an immediate
shift in level, like the effect shown in Figure 1.
As the effects become more complicated, additional

parameters need to be included to fully describe the
treatment effect [4].

Statistical models for time-series data also dif-
fer in how the errors are modeled, where errors are
the deviations of the observations from the trend
lines that best fit the time-series data. The sim-
plest model would result from assuming the errors
were independent, which is what is assumed if one
uses a standard regression model. There is reason,
however, to suspect that the errors will often not
be independent in time-series data. We often antic-
ipate that unaccounted for factors may influence
multiple consecutive observations. For example, a
child’s behavior may be affected by being sick, and
being sick could be an unaccounted for factor that
influenced observations across multiple days in the
study. Under these circumstances, we expect that
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errors that are closer in time will be more simi-
lar than errors further apart in time. Consequently,
researchers often turn to statistical models that allow
for dependencies, or autocorrelation, in the error
structure [1].

Dependent error models differ in complexity.
A researcher with relatively few observations will
often have to assume a relatively simple model for
the errors, while researchers with larger numbers
of observations may use the data to help select
from a wide range of possible models. Uncertainties
that arise about the appropriateness of assuming a
statistical model for the time-series data can lead to
consideration of alternative approaches for analyzing
the data.

Randomization tests [3] provide an alternative
for researchers who wish to test the no-treatment-
effect hypothesis without assuming a model for
the data. The logic of randomization tests requires
researchers to incorporate randomization in their
designs. For example, they could randomly select the
intervention point from among possible intervention
points. A variety of randomization schemes and tests
have been developed, and generally more statistical
power is obtained for more complex designs.
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Intervention Analysis

When a time series is recorded over an extended time
interval {1, 2, . . . , n}, it frequently happens that, at
some known time T in the interval, an event occurs
that causes long-term or short-term changes in level
of the series. For example, a change in the tax laws
may have a long-term effect on stock returns, or the
introduction of seat-belt legislation may have a long-
term effect on the rate of occurrence of serious traffic
injuries, while a severe storm in a particular city is
likely to increase the number of insurance claims for
a short period following the storm.

To account for the possible patterns of change in
level of a time series {Yt }, Box and Tiao [4] intro-
duced the following model, in which it is assumed
that the time T at which the change (or “interven-
tion”) occurs is known:

Yt =
∞∑

j=0

τj xt−j + Nt, (1)

where {Nt } is the undisturbed time series (that can
very often be modeled as an ARMA or ARIMA
process), {τj } is a sequence of weights, and the
“input” sequence {xt } is a deterministic sequence,
usually representing a unit impulse at time T or
possibly a sequence of impulses at times T , T +
1, T + 2, . . . , that is,

xt =
{

1, if t = T ,
0 otherwise,

(2)

or

xt =
{

1, if t ≥ T ,
0 otherwise,

(3)

respectively. (Other deterministic input functions {xt }
can also be used, representing for example impulses
at times T1 and T2.) By selecting an appropriate
input sequence and a parametric family of weights,
τj (ω), j = 0, 1, 2, . . . , where ω is a finite-dimen-
sional parameter vector, the problem of fitting the
model (1) becomes that of estimating ω and finding
an appropriate ARMA or ARIMA model for the
series {Nt} (see Time Series Analysis).

For example, if it is believed that the effect
on the number of insurance claims following a
major storm at time T − 1 will be the addition
of new claims at times T , T + 1, T + 2, . . . , with

the numbers declining geometrically as time goes
by, then the intervention term

∑∞
j=0 τj xt−j with

xt defined by (2) and τj = cθj for some c > 0
and θ ∈ (0, 1) is appropriate. The contribution of
the intervention term at time T + j is then equal
to cθj , j = 0, 1, 2, . . . and the problem of fitting
the intervention model (1) is that of estimating the
parameters c and θ , while simultaneously finding a
suitable model for {Nt }. The weights in this case are
members of a two-parameter family indexed by c

and θ .
By allowing the weights to belong to a larger

parametric family than the two-parameter family of
the preceding paragraph, it is possible to achieve an
extremely wide range of possible intervention effects.
Box and Tiao proposed the use of weights τj that are
the coefficients of zj in the power series expansion
of the ratio of polynomials zbw(z)/v(z), where b is
a nonnegative integer (the delay parameter), and the
zeroes of the polynomial v(z) in the complex plane all
have absolute values greater than 1. The intervention
term can then be expressed as

∞∑
j=0

τjxt−j =
∞∑

j=0

τjB
jxt = Bbw(B)

v(B)
xt , (4)

where B is the backward shift operator and Bbw(B)/

v(B) is referred to as the transfer function of the filter
with weights τj , j = 0, 1, 2, . . . . The geometrically
decreasing weights of the preceding paragraph corre-
spond to the special case in which the ratio of polyno-
mials is c/(1 − θz). The intervention model (1) with
intervention term (4) is very closely related to the
transfer function model of Box and Jenkins [3]. In
the transfer function model, the deterministic input
sequence {xt} is replaced by an observed random
input sequence. In intervention modeling, the input
sequence is chosen to provide a parametric fam-
ily of interventions of the type expected. Having
selected the function {xt } and the parametric fam-
ily for the weights {τj }, the problem of fitting the
model (1) reduces to a nonlinear regression prob-
lem in which the errors {Nt } constitute an ARMA or
ARIMA process whose parameters must also be esti-
mated. Estimation is by minimization of the sums of
squares of the estimated white noise sequence driving
{Nt}. For details, see, for example, [3], [4], or [5].

The goals of intervention analysis are to estimate
the effect of the intervention as indicated by the
term

∑∞
j=0 τj xt−j and to use the resulting model (1)
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for forecasting. For example, in [9], intervention
analysis was used to investigate the effect of the
American Dental Association’s endorsement of Crest
toothpaste on Crest’s market share. Other applications
of intervention analysis can be found in [1], [2],
and [3]. A more general approach can also be found
in [6], [7], and [8].

Example Figure 1 shows the number of monthly
deaths and serious injuries on UK roads for 10 years
beginning in January 1975. (Taking one month as
our unit of time we shall write these as Dt, t =
1, . . . , 120. The data are from [7].) Seat-belt legis-
lation was introduced in the UK in February, 1983
(t = 98), in the hope of reducing the mean of the
series from that time onwards. In order to assess the
effect of the legislation, we can estimate the coeffi-
cient θ in the model,

Dt =
∞∑

j=0

θxt−j + Wt, t = 1, . . . , 120, (5)

where xt is defined by (3) with T = 98 and Dt =
Wt is the model for the data prior to the intervention.
The intervention term in (5) can be expressed more
simply as θft where ft = 0 for t ≤ 97 and ft = 1
for t ≥ 98. Figure 1 clearly indicates (as expected)
the presence of seasonality with period 12 in {Wt }.
If, therefore, we apply the differencing operator (1 −
B12) to each side of (5), we might hope to obtain a
model for the differenced data, Yt = Dt − Dt−12, t =
13, . . . , 120, in which the noise {Nt = Wt − Wt−12}
is representable as an ARMA process. Carrying out
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Figure 2 The differenced deaths and serious injuries on
UK roads, showing the fitted intervention term

the differencing of the data, this does indeed appear
to be the case. Our model for {Yt } is thus

Yt = θ

∞∑
j=0

x ′
t−j + Nt, t = 13, . . . , 120, (6)

where {x ′
t } is the differenced sequence {(1 − B12)xt },

that is,

x ′
t =

{
1, if 98 ≤ t < 110,
0 otherwise.

(7)

The model (6) is now of the form (1) with {Nt }
representable as an ARMA process. For details of
the least squares fitting of the model (6) to the
differenced data, see [5], where it is found that the
estimated value of θ is −362.5 (highly significantly
different from zero) and a moving average model
of order 12 is selected for {Nt }. Figure 2 shows
the differenced data {Yt } together with the fitted
intervention term in the model (6). The corresponding
intervention term in the model (5) for the original
data is a permanent level-shift of −362.5.
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Intraclass Correlation

Commonly used correlations such as the Pearson
product moment correlation measure the bivariate
relation between variables of different measurement
classes. These are known as interclass correlations.
By ‘different measurement classes’, we really just
mean variables measuring different things. For exam-
ple, we might look at the relation between attractive-
ness and career success; clearly one of these variables
represents a class of measures of how good looking
a person is, whereas the other represents the class
of measurements of something quite different: how
much someone achieves in their career. However,
there are often cases in which it is interesting to
look at relations between variables within classes of
measurement. In its simplest form, we might com-
pare only two variables. For example, we might be
interested in whether anxiety runs in families, and
we could look at this by measuring anxiety within
pairs of twins (see [1]). In this case, the objects being
measured are twins, and both twins are measured
on some index of anxiety. As such, there is a pair
of variables, which both measure anxiety and are,
therefore, from the same class. In such cases, an intr-
aclass correlation (ICC) is used and is commonly
extended beyond just two variables to look at the
consistency between judges. For example, in gymnas-
tics, ice-skating, diving, and other Olympic sports, the
contestant’s performance is often assessed by a panel
of judges. There might be 10 judges, all of whom
rate performances out of 10; therefore, the resulting
measures are from the same class (they measure the
same thing). The objects being rated are the competi-
tors. This again is a perfect scenario for an intraclass
correlation.

Models of Intraclass Correlations

There are a variety of different intraclass correlations
(see [4] and [5]) and the first step in calculating one is
to determine a model for your sample data. All of the
various forms of the intraclass correlation are based
on estimates of mean variability from a one-way
repeated measures Analysis of Variance (ANOVA).

All situations in which an intraclass correlation is
desirable will involve multiple measures on different
entities (be they twins, Olympic competitors, pictures,

sea slugs etc.). The objects measured constitute a
random factor (see Fixed and Random Effects) in
the design (they are assumed to be random exemplars
of the population of objects). The measures taken
can be included as factors in the design if they have
a meaningful order, or can be excluded if they are
unordered as we shall now see.

One-way Random Effects Model

In the simplest case, we might have only two mea-
sures (refer to our twin study on anxiety). When the
order of these variables is irrelevant (for example,
with our twin study it is arbitrary whether we treat the
data from the first twin as being anxiety measure 1
or anxiety measure 2), the only systematic source of
variation is the random variable representing the dif-
ferent objects. In this case, the only systematic source
of variation is the random variable representing the
different objects. As such, we can use a one-way
ANOVA of the form:

xij = µ + ri + eij , (1)

in which ri is the effect of object i (known as the row
effects), j is the measure being considered, and eij

is an error term (the residual effects). The row and
residual effects are random, independent, and nor-
mally distributed. Because the effect of the measure
is ignored, the resulting intraclass correlation is based
on the overall effect of the objects being measured
(the mean between-object variability MS Rows) and the
mean within-object variability (MS W). Both of these
will be formally defined later.

Two-way Random Effects Model

When the order of measures is important, then
the effect of the measures becomes important also.
The most common case of this is when measures
come from different judges or raters. Hodgins and
Makarchuk [3], for example, show two such uses;
in their study they took multiple measures of the
same class of behavior (gambling) and also measures
from different sources. They measured gambling both
in terms of days spent gambling and money spent
gambling. Clearly these measures generate different
data so it is important to which measure a datum
belongs (it is not arbitrary to which measure a datum
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is assigned). This is one scenario in which a two-
way model is used. However, they also took measures
of gambling both from the gambler and a collateral
(e.g., spouse). Again, it is important that we attribute
data to the correct source. So, this is a second
illustration of where a two-way model is useful.
In such situations, the intraclass correlation can be
used to check the consistency or agreement between
measures or raters.

In this situation a two-way model can be used as
follows:

xij = µ + ri + cj + rcij + eij , (2)

where cj is the effect of the measure (i.e., the effect
of different raters, or different measures), and rcij is
the interaction between the measures taken and the
objects being measured. The effect of the measure
(cj ) can be treated as either a fixed effect or a random
effect. How it is treated does not affect the calculation
of the intraclass correlation, but it does affect the
interpretation (as we shall see). It is also possible to
exclude the interaction term and use the model:

xij = µ + ri + cj + eij . (3)

We shall now turn our attention to calculating the
sources of variance needed to calculate the intraclass
correlation.

Sources of Variance: An Example

Field [2] uses an example relating to student concerns
about the consistency of marking between lecturers. It
is common that lecturers obtain reputations for being
‘hard’ or ‘light’ markers, which can lead students to
believe that their marks are not based solely on the

intrinsic merit of the work, but can be influenced by
who marked the work. To test this, we could calculate
an intraclass correlation. First, we could submit the
same eight essays to four different lecturers and
record the mark they gave each essay. Table 1 shows
the data, and you should note that it looks the same as
a one-way repeated measures ANOVA in which the
four lecturers represent four levels of an ‘independent
variable’, and the outcome or dependent variable is
the mark given (in fact, these data are used as an
example of a one-way repeated measures ANOVA).

Three different sources of variance are needed to
calculate an intraclass correlation. These sources of
variance are the same as those calculated in one-way
repeated measures ANOVA (see [2] for the identical
set of calculations!).

The Between-object Variance (MS Rows)

The first source of variance is the variance between
the objects being rated (in this case the between-
essay variance). Essays will naturally vary in their
quality for all sorts of reasons (the natural ability of
the author, the time spent writing the essay, etc.). This
variance is calculated by looking at the average mark
for each essay and seeing how much it deviates from
the average mark for all essays. These deviations are
squared because some will be positive and others
negative, and so would cancel out when summed.
The squared errors for each essay are weighted by
the number of values that contribute to the mean (in
this case, the number of different markers, k). So, in
general terms we write this as:

SS Rows =
n∑

i=1

ki(X̄Row i − X̄all rows)
2. (4)

Table 1 Marks on eight essays by four lecturers

Essay Dr Field Dr Smith Dr Scrote Dr Death Mean S2 S2(k − 1)

1 62 58 63 64 61.75 6.92 20.75
2 63 60 68 65 64.00 11.33 34.00
3 65 61 72 65 65.75 20.92 62.75
4 68 64 58 61 62.75 18.25 54.75
5 69 65 54 59 61.75 43.58 130.75
6 71 67 65 50 63.25 84.25 252.75
7 78 66 67 50 65.25 132.92 398.75
8 75 73 75 45 67.00 216.00 648.00
Mean: 68.88 64.25 65.25 57.38 63.94 Total: 1602.50
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Or, for our example we could write it as:

SS Essays =
n∑

i=1

ki(X̄Essay i − X̄all essays)
2. (5)

This would give us:

SS Rows = 4(61.75 − 63.94)2 + 4(64.00 − 63.94)2

+ 4(65.75 − 63.94)2 + 4(62.75 − 63.94)2

+ 4(61.75 − 63.94)2

+ 4(63.25 − 63.94)2 + 4(65.25 − 63.94)2

+ 4(67.00 − 63.94)2

= 19.18 + 0.014 + 13.10 + 5.66

+ 19.18 + 1.90 + 6.86 + 37.45

= 103.34. (6)

This sum of squares is based on the total vari-
ability and so its size depends on how many objects
(essays in this case) have been rated. Therefore, we
convert this total to an average known as the mean
squared error (MS ) by dividing by the number of
essays (or in general terms the number of rows) minus
1. This value is known as the degrees of freedom.

MS Rows = SS Rows

dfRows
= 103.34

n − 1
= 103.34

7
= 14.76.

(7)

The mean squared error for the rows in Table 1
is our estimate of the natural variability between the
objects being rated.

The Within-judge Variability (MS W)

The second variability in which we are interested is
the variability within measures/judges. To calculate
this, we look at the deviation of each judge from the
average of all judges on a particular essay. We use
an equation with the same structure as before, but for
each essay separately:

SS Essay =
p∑

k=1

(X̄Column k − X̄all columns)
2. (8)

For essay 1, for example, this would be:

SS Essay = (62 − 61.75)2 + (58 − 61.75)2

+ (63 − 61.75)2 + (64 − 61.75)2 = 20.75.

(9)

The degrees of freedom for this calculation is
again one less than the number of scores used in
the calculation. In other words, it is the number of
judges, k, minus 1.

We calculate this for each of the essays in turn and
then add these values up to get the total variability
within judges. An alternative way to do this is to
use the variance within each essay. The equation
mentioned above is equivalent to the variance for
each essay multiplied by the number of values on
which that variance is based (in this case the number
of Judges, k) minus 1. As such we get:

SS W = s2
essay1(k1 − 1) + s2

essay2(k2 − 1)

+ s2
essay3(k3 − 1) + · · · + s2

essayn(kn − 1).

(10)

Table 1 shows the values for each essay in the last
column. When we sum these values we get 1602.50.
As before, this value is a total and so depends on the
number essays (and the number of judges). Therefore,
we convert it to an average by dividing by the degrees
of freedom. For each essay, we calculated a sum of
squares that we saw was based on k − 1 degrees
of freedom. Therefore, the degrees of freedom for
the total within-judge variability are the sum of the
degrees of freedom for each essay dfW = n(k − 1),
where n is the number of essays and k is the number
of judges. In this case, it will be 8(4 − 1) = 24.

The resulting mean squared error is, therefore:

MS W = SSW

dfW
= 1602.50

n(k − 1)
= 1602.50

24
= 66.77.

(11)

The Between-judge Variability (MS Columns)

The within-judge or within-measure variability is
made up of two components. The first is the vari-
ability created by differences between judges. The
second is the unexplained variability (error for want
of a better word). The variability between judges is
again calculated using a variant of the same equa-
tion that we have used all along, only this time we
are interested in the deviation of each judge’s mean
from the mean of all judges:

SS Columns =
p∑

k=1

ni(X̄Column i − X̄all columns)
2 (12)
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or

SSJudges =
p∑

k=1

ni(X̄Judge i − X̄all Judges)
2, (13)

where n is the number of things that each judge rated.
For our data we would get:

SSColumns = 8(68.88 − 63.94)2 + 8(64.25 − 63.94)2

+ 8(65.25 − 63.94)2 + 8(57.38 − 63.94)2

= 554. (14)

The degrees of freedom for this effect are the
number of judges, k, minus 1. As before, the sum
of squares is converted to a mean squared error by
dividing by the degrees of freedom:

MS Columns = SSColumns

dfColumns
= 554

k − 1
= 554

3
= 184.67.

(15)

The Error Variability (MS E)

The final variability is the variability that cannot
be explained by known factors such as variability
between essays or judges/measures. This can be
easily calculated using subtraction because we know
that the within-judges variability is made up of the
between-judges variability and this error:

SSW = SSColumns + SSE

SSE = SSW − SSColumns. (16)

The same is true of the degrees of freedom:

dfW = dfColumns + dfE

dfE = dfW − dfColumns. (17)

So, for these data we obtain:

SSE = SSW − SSColumns

= 1602.50 − 554

= 1048.50 (18)

and

dfE = dfW − dfColumns

= 24 − 3

= 21. (19)

The average error variance is obtained in the usual
way:

MS E = SSE

dfE
= 1048.50

21
= 49.93. (20)

Calculating Intraclass Correlations

Having computed the necessary variance compo-
nents, we shall now look at how the ICC is calculated.
Before we do so, however, there are two important
decisions to be made.

Single Measures or Average Measures?

So far we have talked about situations in which
the measures we have used produce single values.
However, it is possible that we might have measures
that produce an average score. For example, we might
get judges to rate paintings in a competition on the
basis of style, content, originality, and technical skill.
For each judge, their ratings are averaged. The end
result is still the ratings from a set of judges, but these
ratings are an average of many ratings. Intraclass
correlations can be computed for such data, but the
computation is somewhat different.

Consistency or Agreement?

The next decision involves whether we want a mea-
sure of overall consistency between measures/judges.
The best way to explain this distinction is to return
to our example of lecturers and essay marking. It
is possible that particular lecturers are harsh (or
lenient) in their ratings. A consistency definition
views these differences as an irrelevant source of vari-
ance. As such the between-judge variability described
above (MS Columns) is ignored in the calculation (see
Table 2). In ignoring this source of variance, we are
getting a measure of whether judges agree about the
relative merits of the essays without worrying about
whether the judges anchor their marks around the
same point. So, if all the judges agree that essay 1 is
the best and essay 5 is the worst (or their rank order
of essays is roughly the same), then agreement will
be high: it does not matter that Dr. Field’s marks are
all 10% higher than Dr. Death’s. This is a consistency
definition of agreement.
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Table 2 Intraclass correlation (ICC) equations and calculations

Model Interpretation Equation ICC for example data

ICC for Single Scores

One-way Absolute
agreement

MS R − MS W

MS R + (k − 1)MS W

14.76 − 66.77

14.76 + (4 − 1)66.77
= −0.24

Two-way Consistency
MS R − MS E

MS R + (k − 1)MS E

14.76 − 49.93

14.76 + (4 − 1)49.93
= −0.21

Absolute
agreement

MS R − MS E

MS R + (k − 1)MS E + k

n
(MS C − MS E)

14.76 − 49.93

14.76 + (4 − 1)49.93 + 4

8
(184.67 − 49.93)

= −0.15

ICC for Average Scores

One-way Absolute
agreement

MS R − MS W

MS R

14.76 − 66.77

14.76
= −3.52

Two-way Consistency
MS R − MS E

MS R

14.76 − 49.93

14.76
= −2.38

Absolute
agreement

MS R − MS E

MS R + (MS C − MS E/n)

14.76 − 49.93

14.76 + (184.67 − 49.93/8)
= −1.11

The alternative is to treat relative differences
between judges as an important source of disagree-
ment. That is, the between-judge variability described
above (MS Columns) is treated as an important source
of variation and is included in the calculation (see
Table 2). In this scenario, disagreements between the
relative magnitude of judge’s ratings matters (so, the
fact that Dr Death’s marks differ from Dr Field’s
will matter even if their rank order of marks is in
agreement). This is an absolute agreement definition.
By definition, the one-way model ignores the effect
of the measures and so can have only this kind of
interpretation.

Equations for ICCs

Table 2 shows the equations for calculating ICC on
the basis of whether a one-way or two-way model
is assumed and whether a consistency or absolute
agreement definition is preferred. For illustrative
purposes, the ICC is calculated in each case for the
example used in this article. This should enable the
reader to identify how to calculate the various sources
of variance. In this table, MS Columns is abbreviated to
MS C, and MS Rows is abbreviated to MS R.

Significance Testing

The calculated intraclass correlation can be tested
against a value under the null hypothesis using a

standard F test (see Analysis of Variance). McGraw
and Wong [4] describe these tests for the various
intraclass correlations we have discussed; Table 3
summarizes their work. In this table, ICC is the
observed intraclass correlation whereas ρ0 is the
value of the intraclass correlation under the null
hypothesis. That is, it is the value against which we
wish to compare the observed intraclass correlation.
So, replace this value with 0 to test the hypothesis
that the observed ICC is greater than zero, but
replace it with other values such as 0.1, 0.3, or
0.5 to test that the observed ICC is greater than
known values of small, medium, and large-effect
sizes respectively.

Fixed versus Random Effects

I mentioned earlier that the effect of the mea-
sure/judges can be conceptualized as a fixed or ran-
dom effect. Although it makes no difference to the
calculation, it does affect the interpretation. Essen-
tially, this variable should be regarded as random
when the judges or measures represent a sample
of a larger population of measures or judges that
could have been used. In other words, the partic-
ular judges or measures chosen are not important
and do not change the research question that is
being addressed. However, the effect of measures
should be treated as fixed when changing one of
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Table 3 Significance test for intraclass correlations (Adapted from McGraw, K.O. & Wong, S.P. (1996). Forming
inferences about some intraclass correlation coefficients, Psychological Methods 1(1), 30–46.)

Model Interpretation F-ratio Df 1 Df 2

ICC for Single Scores

One-way Absolute
agreement

MS R

MS W
× 1 − ρ0

1 + (k − 1)ρ0
n − 1 n(k − 1)

Two-way Consistency
MS R

MS E
× 1 − ρ0

1 + (k − 1)ρ0
n − 1 (n − 1)(k − 1)

Absolute
agreement

MS R

aMS C + bMS E

In which;

a = kρ0

n(1 − ρ0)

b = 1 + kρ0(n − 1)

n(1 − ρ0)

n − 1
(aMS C + bMS E)2

(aMS C)2

k − 1
+ (bMS E)2

(n − 1)(k − 1)

ICC for Average Scores

One-way Absolute
agreement

1 − ρ0

1 − ICC
n − 1 n(k − 1)

Two-way Consistency
1 − ρ0

1 − ICC
n − 1 (n − 1)(k − 1)

Absolute
agreement

MS R

cMS C + dMS E

In which;

c = ρ0

n(1 − ρ0)

b = 1 + ρ0(n − 1)

n(1 − ρ0)

n − 1
(cMS C + dMS E)2

(cMS C)2

k − 1
+ (dMS E)2

(n − 1)(k − 1)

the judges or measures would significantly affect the
research question (see Fixed and Random Effects).
For example, in the gambling study mentioned ear-
lier it would make a difference if the ratings of the
gambler were replaced: the fact the gamblers gave
ratings was intrinsic to the research question being
addressed (i.e., do gamblers give accurate informa-
tion about their gambling?). However, in our example
of lecturers’ marks, it should not make any differ-
ence if we substitute one lecturer with a different
one: we can still answer the same research ques-
tion (i.e., do lecturers, in general, give inconsis-
tent marks?). In terms of interpretation, when the
effect of the measures is a random factor then the

results can be generalized beyond the sample; how-
ever, when they are a fixed effect, any conclusions
apply only to the sample on which the ICC is based
(see [4]).
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Intrinsic Linearity

When a response variable is related to one or
more predictor variables in a nonlinear model (see
Nonlinear Models), parameter estimation must be
accomplished through a complicated, iterative pro-
cess. In some cases, a transformation can be used to
change the model to a linear one, thereby permitting
analysis using the highly developed, efficient meth-
ods of linear models (see Least Squares Estimation;
Multiple Linear Regression). In the classic linear
model Y = Xβ + ε, parameter estimates are found
through the familiar closed-form solution

β̂ = (X′X)−1X′Y. (1)

Some examples and the appropriate linearizing
transformations are given below.

(1) Y = eβ0+β1X1+β2X2 is a nonlinear model, because
it is not linear in the parameters. However, one
can apply the natural logarithm (ln) transfor-
mation to both sides of the equation to obtain
ln Y = β0 + β1X1 + β2X2, which is a linear
model with ln Y as the new response variable.
One could say, then, that the model was intrinsi-
cally linear, but it appeared nonlinear because of
an unfortunate choice of the response variable
Y . Using ln(Y ) instead makes all the difference.

(2) Y = θ1X/(θ2 + X), the so-called Michaelis–
Menten model, is also a nonlinear model. One
can apply the reciprocal transformation to both
sides of the equation to obtain

1

Y
= θ2 + X

θ1X
= 1

θ1
+ θ2

θ1

1

X
. (2)

For clarity, this can be seen to be the form of a
linear model Z = β0 + β1V , with Z = 1/Y ,

β0 = 1

θ1
, β1 = θ2

θ1
, and V = 1

X
. (3)

(3) Y = αXβe−νX. Take natural logs of both sides
of the equation to obtain

ln Y = ln α + β ln X − νX. (4)

This is of the form Z = β0 + β1V1 + β2V2, with
Z = ln Y , β0 = ln α, β1 = β, V1 = ln X, β2 =
−ν, and V2 = X.

The Error Term

The above examples demonstrate how transforma-
tions can change nonlinear models into models of
linear form. An important caveat, however, is that
for the correct application of linear estimation theory,
the random error term ε must appear as an addi-
tive term in the resulting (transformed) linear model
and exhibit what may be called normal sphericity ;
that is, the errors for different observations in the
linear model must be independent and identically
distributed as normal variates from a Gaussian distri-
bution of mean 0 and variance σ 2. More succinctly,
ε ∼ N(0, σ 2).

Thus, for example, in the original nonlinear model
(1) above, the error should appear in the exponent:
Y = eβ0+β1X1+β2X2+ε , as opposed to being added on
to the exponentiated expression so that after the ln
transformation, the error appears properly in the lin-
ear model ln Y = β0 + β1X1 + β2X2 + ε. Further-
more, of course, the error term must have the nor-
mal sphericity properties. Similarly, for model (3),
ε should appear in the exponent Y = αXβe−νX+ε of
the original model, suitably distributed, for the trans-
formed linear model to be a candidate for application
of linear model least squares theory for analysis.
Note, however, that needing the error term to sat-
isfy a certain condition does not constitute a valid
reason for assuming this to be the case. The error
term actually does satisfy this required condition, or
it does not. If it does not, then the model that assumes
it does should not be used. The more realistic model
should be used, even if this means that it will remain
nonlinear even after the transformation.

For example, Model (2), above, the Michaelis–
Menten model, usually does not exhibit the correct
error structure after transformation and is usually
analyzed as a nonlinear model to avoid bias in the
analysis, even though the reciprocal transformation
yields a tempting linear form. Standard regression
residual analysis, including scatterplots and quartile
plots, can be used to substantiate appropriate error
term behavior in transformed linear models. There are
some excellent texts dealing with nonlinear regres-
sion models, including material on transforming them
to linear models [1–4].
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INUS Conditions

The term ‘INUS condition’ was introduced in 1965
by philosopher John Mackie, in the context of his
attempt to provide a logical analysis of the relation
of causality in terms of necessary and sufficient
conditions [5, 6]. His theory of causation can be seen
as a refinement of the theories of D. Hume and of
J.S. Mill.

We will start with a rough and provisional state-
ment of Mackie’s theory of causality, which we will
then look at in some detail. In the course of this,
we will have occasion to slightly modify and qual-
ify the rough provisional explication with which we
have started until we reach a more detailed and more
accurate account. To conclude, the notion of an INUS
condition will be related to the methodology of the
behavioral sciences.

A Rough Sketch of Mackie’s Theory
of Causality

C is a cause of E if and only if

1. C and E are both actual
2. C occurs before E
3. C is an INUS condition of E

Here, the notion of an INUS condition is spelled out
as follows:

C is an INUS condition of E if and only if C is
an Insufficient but Nonredundant part of a Condition,
which is itself Unnecessary but exclusively Sufficient
for E in the circumstances.

The notion of INUS condition is thus the central
component of Mackie’s theory of causation. We will
now explain Mackie’s theory of causation in some
more detail.

We start with an illustration of what it means for
one event to cause another. If we say that a particular
flash of lightning was a cause of a forest fire, then
both the lightning flash and the forest fire must have
occurred, and the occurrence of the lightning flash
must have temporally preceded the occurrence of
the forest fire. The particular lightning flash is a
component of a complex condition, which was, in
the circumstances, sufficient for the forest fire to
start. This complex condition might, for instance, also
contain the dryness of the grass and the fact that when

lightning struck, there was no fire truck driving by. So
the lightning flash was not by itself sufficient to start
the fire, but conjoined with these other components, it
was. Now this complex condition (lightning flash, dry
grass, no fire truck) need not be a necessary condition
for the forest fire to start. For instance, if there was
no lightning flash, but someone had thrown a lighted
match in the grass, that might also have set the forest
on fire.

This gives us a way to depict the logical struc-
ture of the relation of causality. The full cause C of
an effect E is a disjunction of complex conditions
C1, . . . , Cn, where each Ci is a conjunction of posi-
tive and negative conditions (¬)pi

1, . . . , (¬)pi
k. So the

logical form of a typical full cause C of an effect E
could be:

(A ∧ B ∧ ¬D) ∨ (G ∧ B ∧ ¬D)

We can apply this to the example above by setting

1. A = lightning flash
2. B = grass is dry
3. D = there is a fire truck passing
4. G = a lighted match is thrown

The disjuncts of the full cause must contain no
nonredundant components. The individual conjuncts
of the disjuncts out of which the full cause C of
E consists are called the INUS conditions of E. So
in our example, {A, B, ¬D, G} is the collection of
INUS conditions of E. The INUS conditions of E
can be seen as possible causes of E in the ordinary
sense of the word, for ordinarily, when asked what
caused E, we do not give what Mackie calls the
full cause of E. The actual causes in the ordinary
sense of the word are the components of the disjuncts
of the full cause that actually obtain. Suppose the
disjunct (A ∧ B ∧ ¬D) has occurred. What are called
the actual causes of E are then the components A,
B, ¬D of the disjunct of C that has obtained.

This is the approximate core of Mackie’s theory
of causality.

Qualifications and Complications

First, Mackie stresses that the account given up
to now needs to be put into the perspective of a
background context which is assumed to obtain, and
which Mackie calls the causal field F. To come back
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to our example, without oxygen, the forest would
not have burned. But it would be strange to call the
presence of oxygen a cause of the forest fire, since
forests in fact always contain oxygen. So it may be
taken to be a part of the causal field that the part of
the atmosphere where the forest is located contains
enough oxygen to allow the burning of the forest. If
we take this into account, then the logical form of
our example of causality will be:

F → [((A ∧ B ∧ ¬D) ∨ (G ∧ B ∧ ¬D)) ↔ E] (1)

Second, it needs to be stressed that → and ↔ in
(1) are not merely material implications, but must be
assumed to have counterfactual strength. When →
and ↔ are read as material implications, (1) only
makes a claim about the actual world. But the
implicative relations expressed by the formula above
are intended to hold also in counterfactual situations.
So formula (1) implies, for instance, that in a counter-
factual situation in which not the first but the second
disjunct G ∧ B ∧ ¬D obtains, E must also obtain.

Let us pause here for a moment to notice a con-
sequence of this. The fact that (1) is assumed to hold
in all counterfactual circumstances implies that irre-
ducibly indeterministic causation cannot be modeled
by Mackie’s theory, for an indeterministic cause is
not required to produce the effect in all counterfactual
circumstances (see [7, Chapter 7]). Mackie’s theory
can, therefore, be no more than a theory of determin-
istic causation. Also, Mackie’s account presupposes
that we have a theoretical grip on counterfactual con-
ditionals. However, it has proved to be difficult to
construct a satisfactory theory of the logic of coun-
terfactual conditionals. A description and defense of
one of the leading theories of counterfactuals is given
in [3, 4].

Third, there is a fourth condition, which, in
addition to the three conditions mentioned in the
provisional description of Mackie’s account, has to
be satisfied for C to be a cause of E. Mackie requires
that the disjunct of the full cause of E to which
C belongs is the only disjunct which is true. The
reason for this requirement is that Mackie wants to
exclude the possibility of causal overdetermination.
To come back to our example, imagine the situation
in which both lightning struck the grass (A) and a
lighted match was thrown in the grass (G) (and the
grass was dry and no fire truck was driving by).
In this imagined situation, the fourth condition that
we have just sketched is violated. Mackie would say

that neither A nor G would count as a cause of E.
Many have found this an unwelcome consequence of
Mackie’s theory. They would say that in the imagined
situation, both the lighted match and the lightning
flash are causes of the forest fire. In other words,
many authors find causal overdetermination a genuine
possibility. (For this reason, we have not included
this requirement in the provisional account.) See, for
instance, [8].

Fourth, in the provisional statement of Mackie’s
explication of the causal relation between C and E,
we required C to temporarily precede E. Mackie
objects to this requirement as we have formulated
it since it rules out by fiat the possibility that a cause
is simultaneous with its effect, and a fortiori that
an effect precedes its cause (backwards causation).
Mackie wants to leave simultaneous and backwards
causation open as a possibility. For this reason, he
tries to ensure the asymmetry of the relation of
causality by a weaker requirement. For C to cause
E, Mackie requires that C is causally prior to E. And
C is causally prior to E if C is fixed earlier than E
is fixed, where a condition C is fixed at a moment t
if it is determined at t that C will occur. This leaves
open the possibility that a condition C at t2 causes a
condition E at t1 even if t1 < t2. For, it is possible
that it is fixed (or determined) that C will occur
before it is fixed that E will occur. In this way, the
requirement of temporal precedence must be replaced
by Mackie’s more complicated requirement of causal
priority. Note, however, that even in the amended
account of Mackie’s theory, it is some relation of
temporal precedence that ensures the asymmetry of
causality. A good reference on problems related to
backward causation is [2].

Mackie’s Theory and Experimental
Methods

In most situations, the full cause of an event E
that has happened is not known. What we usually
have is a list of conditions that may be causally
relevant, and the information that one (or some) of
them, call this condition A, has occurred immediately
before event E. From this information, we can, using
Mill’s method of difference, try to derive that A must
be an actual cause of E. Suppose that we have a
list A1, . . . , An of factors that are thought to be
causally relevant. Then we can investigate which
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factors are present whenever the event E occurs and
which factors are absent whenever E occurs. This
information can then be gathered into disjunction of
conjunctions of conditions, which may give us the
full cause of E. Even if it does not, this information
may tell us that A is an INUS condition of E. And,
even if that is not the case, the information obtained
from the method of difference may strengthen our
belief that A is an INUS condition of E.

Mackie’s theory can also be related to statistical
testing procedures (see Classical Statistical Infer-
ence: Practice versus Presentation). Suppose we do
the following experiment (see also [1, p. 210 ff]). A
random sample of laboratory rats is randomly divided
into an experimental group and a control group. The
experimental group is put on a diet that contains
5% saccharin. The control group receives the same
diet, minus the saccharin. When a rat dies, we check
whether it has developed bladder cancer. After two
years, the remaining rats are killed and examined.
We observe that the fraction of animals with blad-
der cancer is higher in the experimental group. The
difference is statistically significant, so we conclude
that saccharin consumption is positively causally rel-
evant for bladder cancer in populations of laboratory
rats. In other words, we conclude that, in a popu-
lation where all rats would consume saccharin (this
hypothetical population is represented in the exper-
iment by the experimental group), there would be
more bladder cancers than in a population without
saccharin consumption.

If we claim that smoking is positively causally
relevant for lung cancer in the Belgian population,
we make a similar counterfactual claim. In Belgium,
some people smoke, others do not. Positive causal
relevance means that, if every Belgian would smoke
(while their other characteristics remained the same),
there would be more instances of lung cancer than in
the hypothetical population where no Belgian smokes
(while their other characteristics are preserved). INUS
conditions provide a framework for interpreting such
claims about causal relevance in populations. Since
not all rats that consume saccharin develop bladder
cancer, it is plausible to assume that there is at least
one set of properties X such that all rats which
have X and consume saccharin develop bladder
cancer. In fact, there may be several such properties,
which we denote as X1, . . . , Xm. This means that
experiments like the one described above can be

seen as methods for establishing that something (e.g.,
saccharin consumption) is an INUS condition without
having to spell out what the other components of
the conjunct are. We show that there is at least one
X such that X ∧ C is a sufficient cause of E, but
we do not know (and do not need to know) what
this X is.

We have been cautions in our formulations in
the previous paragraph (‘it is plausible’ and ‘can
be seen’). The reason for this is that interpreting
causal hypotheses about populations in the indicated
way assumes that the individuals that constitute the
populations are deterministic systems. It is equally
plausible to assume that there is also indeterminism
at the individual level. But as was mentioned above,
Mackie’s theory of causation is a conceptual frame-
work for developing deterministic interpretations of
experimental results. This means that it is incomplete:
we need a complementary framework for developing
genuinely indeterministic interpretations.

Finally, a brief remark on the notion of a causal
field. The causal hypotheses we considered were
hypotheses about populations. If we interpret the
claim along the lines of Mackie, the characteristics
of the population (e.g., the properties that all rats
have in common) constitute the causal field. So also
the notion of a causal field has its counterpart in
experimental practice.
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Item Analysis

Item analysis is a fundamental psychometric activ-
ity that impacts both test construction and scoring.1

Within the test construction process, it supplements
the qualitative evaluation of item content and pre-
sentation format that item writers and test editors
carry out, providing a focused, quantitative analysis
of every test item to determine whether each is at
an appropriate level of difficulty and exhibits ade-
quate information to distinguish among examinees
at different proficiency levels. As part of the test
scoring process, item analysis can statistically ver-
ify the correctness off answer keys and scoring rules,
aid in identifying flawed or ambiguous items, and
help to determine if any items are potentially biased
or otherwise problematic for certain subgroups in
the population.

This entry has two sections. The first section cov-
ers the primary components used in scoring test
items and highlights some similarities and differences
between different item types. The second section
illustrates some of the common statistics and presen-
tation formats used in item analysis.

Scoring Expressions and Scoring
Evaluators

Item analysis for paper-and-pencil multiple-choice
(MC) tests is covered in most textbooks about testing
and measurement theory (e.g., see references [1, 2,
6, 7] and [13]). However, traditional MC item anal-
ysis methods have not been readily extended to the
growing variety of item types used on modern tests.
The intent in this section is to present a structured
framework, based on modern database concepts, for
understanding scoring mechanisms applicable to a
wide variety of item types. The framework provides
the basis for discussing item analysis methods in the
final section.

Classes of Item Types

In developing a framework for item analysis, it is
almost imperative to consider some of the similarities
among the different item types. Most item types actu-
ally fall into one of two broad classes: (a) selected-
response items and (b) constructed-response items.

These item type classes do share some common data
components than can be exploited.

Selected-response (SR) items include binary res-
ponse items such as true-false or alternate-choice
items, multiple-choice (MC) items with one-best
answer, multiple-choice items with two or more best
answers, and matching items that require the test taker
to match the elements of two or more lists (see [8]
and [13]). Computer based testing (CBT) has fur-
ther expanded the array of selected-response item
types, adding functional descriptions like hot-spot
items, drag-and-drop items, build-list-and-reorder
items, and create-a-tree items (e.g., [12]). Despite
some of their apparent surface differences, virtually
all SR item types have two common features: (a) a
fixed list of alternative answer choices – often called
the answer options or distractors and (b) a response-
capturing mechanism that determines how the test
taker must select his or her response(s) from the list
of choices (e.g., filling in a ‘bubble’ on an answer
sheet, using a computer mouse to click on a ‘radio
button’ option, using the a computer mouse to drag a
line connector to indicate a relationship between two
network objects).

Constructed-response (CR) items provide the
examinee with prompts or sets of task directives.
The examinees must respond using some type of
response-capturing mechanism that can range from
fill-in-the-blank fields on a answer sheet or in
a test booklet to a large collection of computer
software controls such as input boxes, text editors,
spreadsheets, and interactive applications that record
what the examinee does or that yield a complex
performance-based work-sample. The prompts or
task directives and the response-capturing mechanism
may constrain the nature of the responses. However,
unlike SR items, CR items do not incorporate fixed
lists of alternatives from which the examinee chooses
his or her answer. Therefore, examinees can produce
an enormous number of possible responses.

A Framework for Scoring and Analysis of SR
and CR Items

Both SR and CR items can be scored and analyzed
under a broad item analysis framework by developing
a system that includes three components: (a) scoring
expressions; (b) scoring evaluators; and (c) a scor-
ing expression database. These components readily
generalize to most item types.
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A scoring expression is a type of scoring rule
that converts the test taker’s response(s) into a point
value – usually zero or one. A scoring evaluator
is a computer software procedure that performs
a specific comparative or evaluative task. Scoring
evaluators can range from simple pattern matching
algorithms to complex analytical algorithms capable
of evaluating essays and constructed responses.2 A
scoring database is where the answers and other
score-related data are stored until needed by the
scoring evaluator.

A scoring expression used by a scoring evaluator
takes the form

yi = f (ri, ai) (1)

where ri is the response set provided by the exam-
inee and ai is an answer key or set of answer
keys. Selected-response items can directly use this
type of scoring expression. For example, a con-
ventional MC item has three to five distractors,
a response-capturing mechanism that allows the
examinee to select only one answer from the list
of available distractors. Consider a multiple-choice
item with five options, ‘A’ to ‘E’. The examinee
selects option ‘B’, which happens to be the cor-
rect answer. Using (1) to represent a simple pat-
tern matching algorithm, the scoring rule would
resolve to y = 1 if r = a or y = 0 otherwise. In
this example, r = ‘B’ (the examinee selected ‘B’)
and a = ‘B’ (the answer key), so the item score
resolves to y = 1 (correct). If r is any other value,
y = 0 (incorrect). More complicated scoring rules
may require more sophisticated scoring evaluators
that are capable of resolving complex logical com-
parisons involving conjunctive rules such as a =
‘A AND NOT(B OR C)’, or response ordering
sequences such as a = ‘Object 7 before Object 4’.
As Luecht [12] noted, when the examinee’s response
involves multiple selections from the list of options,
the number of potential scoring expressions can
grow extremely large. That is, given m choices
with k response selections allowed for a given item,
there are

Cm
k = m!

k!(m − k)!
(2)

possible combinations of responses, ri , of which, only
a subset will comprise the correct answers.

There are numerous types of scoring mecha-
nisms and scoring rubrics employed with CR items.
The scoring evaluators can employ simple matching

algorithms that compare the test taker’s response to
an idealized answer set of responses. Analytical scor-
ing evaluators – sometimes called automated scoring
when applied to essays or performance assessments
(e.g., see references [3, 4] and [5]) – typically break-
down and reformat the test taker’s responses into
a set of data components that can be automati-
cally scored by a computer algorithm. The scoring
algorithms are applied to the reformatted responses
and may range from weighted functions of the
scorable data components, based upon Boolean logic,
to self-learning neural nets. Holistic scoring rubrics,
typically used by trained human raters evaluating
essays or written communications, outline specific
aspects of performance at ordered levels of profi-
ciency and may state specific rules for assigning
points.

A scoring function for CR items is

yi = f [g(ri), h(ai, ri−1)] (3)

where g(ri) denotes a transformation of the original
examinee’s responses into a scorable format (e.g.,
extracting the entry in a spreadsheet cell or con-
verting a parsed segment of text into a given gram-
matical or semantic structure), and where h(ai, ri−1)

is an embedded answer processing function that
may involve consideration of prior responses. For
example, suppose that we wish to allow the exam-
inee’s computations or decisions to be used resolv-
ing subsequent answers.3 In that case, h(ai, ri−1)

might involve some auxiliary computations using
the prior responses, ri−1, provided by the exami-
nee, along with the computational formulas and other
values embodied in ai . When no prior responses
are considered, the scoring expression (3) simpli-
fies to

yi = f [g(ri), ai]. (4)

When no transformation of the examinee’s respon-
ses is performed, the scoring expression simplifies
to (1).

As noted earlier, the scoring expressions must
be stored in a scoring expression database. Each
item may have one or more scoring expression
records in the database. The scoring records iden-
tify the item associated with each scoring expres-
sion, the scoring answers, arguments, rules, or other
data needed to evaluate responses, and finally, ref-
erence to a scoring evaluator (explained below).
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ItemID ExpressionID

EXPR000001

EXPR000005

EXPR000011

ITM001

ITM002

ITM003

Answers Evaluator Value

1

1

1

SPM

CPM

SMC

ANS = "B"

ANS = "A" AND ANS = "E"

ANS = "945.3"; TOLER = "0.01"

Figure 1 A scoring expression database for three items

In special cases, programmed scripts can be incor-
porated as part of the data. In general, it is
preferable to store as much scoring information
as possible in a structured database to facilitate
changes.

Figure 1 presents a simple database table for three
items: ITM0001, ITM002, and ITM003. ITM001 is
a one-best answer MC item where ‘B’ is the correct
answer. ITM002 is a multiple-selection SR item with
two correct answers, ‘A’ and ‘E’. Finally, ITM003 is
a CR item that requires the examinee to enter a value
that is compared to a target answer, 945.3 within a
prescribed numerical tolerance, ±0.01. Three scoring
evaluators are referenced in Figure 1: (a) a simple
pattern-match (SPM) evaluator for performing exact
text matches such as ri = ai ; (b) a complex pattern-
match (CPM) evaluator that compares a vector of
responses, ri , to a vector of answers, ai , using
Boolean logic; and (c) a simple math compare (SMC)
evaluator that numerically compares ri , to ai , within
the prescribed tolerance (TOLER). More advanced
scoring evaluator might compare the ordering of
selected objects or perform very complex analyses
of the responses using customized scripts to process

the data. A thorough discussion of scoring evaluators
is beyond the scope of this entry.

A special class of scoring expressions is auxiliary-
scoring expressions (ASE). Their primary use is to
facilitate the item analysis. For SR items, auxiliary-
scoring expressions represent all possible response
options other than the primary answer key(s). The
item analysis procedures evaluate whether the exami-
nee’s response ‘hits’ on one of these auxiliary-scoring
expressions (i.e., the ASE Boolean logic is true). For
example, the four incorrect response options associ-
ated with a five-choice, one-best answer MC item
would each constitute an auxiliary-scoring expres-
sion. Anytime an examinee selects or enters data
that matches the conditions of the scoring expression,
there is a ‘hit’ on that scoring expression. An analy-
sis of the ‘hits’ on the auxiliary-scoring expressions
for each item is identical to conducting a distrac-
tor analysis. These auxiliary expressions can sug-
gest alternative correct answers or might hint at the
actual correct answer for a miskeyed MC item. The
auxiliary-scoring expressions can be predetermined
for SR items since the list of alternative responses
is known in advance. For CR items, they may need

ItemID Status Answers Evaluator Value

PAK SPM 1

0

0

0

0

1

1

0

0

0

0

0

SPM

SPM

SPM

SPM

CPM

CPM

CPM

CPM

CPM

CPM
SMC

ANS = "B"

ANS = "A"

ANS = "A" AND ANS = "E"

ANS = "A" AND NOT (ANS = "E")

ANS = "E" AND NOT (ANS = "A")

ANS = "B" 

ANS = "C" 

ANS = "D" 
ANS = "945.3"; TOLER = "0.01" 

ANS = "C"

ANS = "D"

ANS = "E"

ASE

ASE

ASE

ASE

PAK

PAK

ASE

ASE

ASE

ASE

ASE

ExpressionID

ITM001 EXPR000000

EXPR000001

EXPR000002

EXPR000003

EXPR000004

EXPR000005

EXPR000006

EXPR000007

EXPR000008

EXPR000009

EXPR000010

EXPR000011

ITM001

ITM001

ITM001

ITM001

ITM002

ITM002

ITM002

ITM002

ITM002

ITM002

ITM003

Figure 2 A scoring expression database for three items with primary answer keys (PAK) and auxiliary-scoring
expressions (ASE)
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to be generated from the examinees’ responses and
reviewed by subject matter experts.

Figure 2 presents an elaborated scoring expression
database table that incorporates the auxiliary-scoring
expressions for the three items shown in Figure 1. A
new database field has been added called ‘Status’,
where PAK refers to the primary answer key and
ASE denotes a auxiliary-scoring expression. The
point values of the ASE records are set to zero.
If any of those auxiliary-scoring expressions were
subsequently judged to provide valid information, the
database field could easily be set to a nonzero point
value and the batch of response records rescored. This
approach can incorporate fractional or even negative
scoring weights.

Using this framework, item analysis becomes a
set of prescribed statistical procedures for operat-
ing on stored scoring expression records. This simple
database structure easily accommodates a wide vari-
ety of scoring expressions and scoring evaluators,
making it relatively straightforward to generalize a
common set of item analysis methods to a wide vari-
ety of item types. For example, some of the same
techniques used for multiple-choice items can eas-
ily be adapted for use with complex, computer-based
performance exercises.

Statistical Analysis Methods for
Evaluating Scoring Expressions

There are many types of statistical analyses we
might employ in an item analysis. This section
highlights some of the more common ones, including
tabular and graphical methods of presenting the item
analysis results.

As noted earlier, traditional item analysis methods
have primarily been devised for MC items. These
include descriptive statistics such as frequency dis-
tributions, means, variances, tabular, and graphical
presentations of score-group performance, and vari-
ous discrimination indices that denote the degree to
which an item or scoring expression differentiates
between examinees at various levels of apparent pro-
ficiency. This section highlights four broad classes
of item analysis statistics: (a) unconditional descrip-
tive statistics; (b) conditional descriptive statistics;
(c) discrimination indices; and (d) IRT misfit statis-
tics and nonconvergence.

Unconditional Descriptive Statistics

Perhaps the most obvious descriptive statistics to
use in an item are the count or percentage of
total examinees that hit on a particular scoring
expression, the mean score, and the variance. The
count or percentage of hits on a scoring expression
can highlight problems such as scoring expressions
that no one ever chooses. The mean provides an
indication of difficulty and the variance indicates
whether the full range of possible scores is being
adequately used.

Means and variances can also be computed con-
ditionally, as discussed in the next section. The point
values can also be aggregated over multiple scoring
expressions that belong to the same unit (e.g., an SR
item with multiple correct answers as unique scoring
expressions). Provided that an appropriate database
field exists for grouping together multiple scoring
expressions (e.g., an item identifier), it is relatively
straightforward to add this aggregation functionality
to the item analysis system.

Conditional Descriptive Statistics

The capability of scoring expressions to distinguish
between individuals at different levels of proficiency
is referred to as discrimination. Scoring expressions
that discriminate well between the examinees at dif-
ferent proficiency levels are usually considered to
be better than expressions that fail to differenti-
ate between the examinees. Discrimination can be
evaluated by computing and reporting descriptive
statistics conditionally for two or more score groups,
k = 1, . . . , G, usually based on total test performance
or some other criterion score. Conditional descriptive
statistics include frequencies, means, and standard
deviations that are computed and reported in tabular
or graphical form for each score group.

The criterion test score is essential for creating
the score groups used in computing the conditional
statistics. The raw total test score is usually used
as the criterion score for paper-and-pencil tests.
Even then, the total test score, Tj = ∑

yij , must be
systematically adjusted by subtracting yij for each
examinee, j = 1, . . . , N . The raw total test score also
fails as the optimal choice as the criterion test score
when adaptive testing algorithms are used, or when
the test forms seen by individual examinees may
differ in average difficulty. For example, a very able
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examinee and a less-able examinee can have the same
raw score on an adaptive test simply because the more
able examinee was administered more difficult items.

A useful alternative to the total test score is an
IRT (see Item Response Theory (IRT) Models for
Dichotomous Data) ability score4 computed from
operational test items, using a set of stable item
parameter estimates from an item bank. Assuming
that all of the IRT item parameters in the item
bank have been calibrated to a common metric,
the estimated criterion score, Tj , j = 1, . . . , N , will
be on a common scale, regardless of which test
form a particular examinee took. Tj can then be
computed once for each examinee and then used in a
simultaneous item analysis of all scoring expressions.

Given the criterion scores obtained for all exami-
nees in the item analysis sample, two or more score
groups can formed, k = 1, . . . , G. Item analyses typ-
ically form the score groups to have approximately
equal numbers of examinees in each group – that is,
F1 = F2 = · · · = FG – versus using equally spaced
intervals on the score scale.

One of the most common conditional item analysis
methods is a high–low table of conditional frequen-
cies or relative frequency percentages. This type of
table provides a convenient way to simultaneously
evaluate the correct answers and incorrect options
(distractors) for MC items. The same technique can
easily be extended to other types of SR and CR
item. First, two contrasting score groups are formed,
based on the criterion test scores. Kelley [11] rec-
ommended that the two score groups be formed by
taking the upper and lower 27% of the examinees as
the high and low groups – optionally, other percent-
ages, up to a 50 : 50 split of the sample, have been
effectively used.

Figure 3 shows a distractor analysis for a sin-
gle MC item with five response options. The correct

answer is ‘B’ (i.e., the scoring evaluator returns yi =
1 if ri = ‘B’). The remaining four response options
are auxiliary-scoring expressions. The distractor anal-
ysis indicates that 91% of the examinees in the high
score group selected the correct response. In con-
trast, only 26% of the low-score group examinees
selected the correct answer. All of the other response
options were attractive to the examinees in the lower
score group.

A multi-line plot can also be used to simulta-
neously evaluate a number of scoring expressions
when more than two score groups are used. For
example, suppose that we compute criterion scores
and categorize the examinees into five equal-sized
groups or quintiles (i.e., 0–20% of the examinees
are placed in Group 1, 21–40% in Group 2, etc.).
The multi-line plot shows the proportion of exam-
inees within each group who selected each of the
scoring expressions. Figure 4 shows the simultane-
ous percentages of examinees within five equal-sized
score groups, labeled 1 to 5 along the horizontal axis.
There is one line for each of the six scoring expres-
sions for ITM002, shown earlier in Figure 2. Scor-
ing expression EXPR000005 is the primary answer
key. The remaining expressions are auxiliary scor-
ing expressions. The multi-line plot shows that the
majority of the candidates in score groups 4 and
5 properly selected both options ‘A’ and ‘E’. The
remaining lines are fairly flat. This type of plot
provides two types of useful information for eval-
uating the scoring expressions. First, if the line
for a primary answer key is decreasing across the
low-to-high score groups, there may be a serious
problem with that particular key. Second, if any
auxiliary-scoring expression demonstrates an increas-
ing trend across the low-to-high score groups, that
expression might be a valid secondary answer key
(or the correct key, if line for the primary answer

Response options

High score group (NH)

High score group %

Low score group (NL)

Low score group %

Total group (N)

Total group %

C

7

37
75

4%
19%
10%

D

5

47
83

3%
24%
11%

E

0

5
27

0%
3%
4%

0

2
3

0%
1%
0%

197

197
741

100%
100%
100%

B*

179
52

448
91%
26%
60%

A

6

54
105
3%

27%
14%

Omits total

* Primary answer key

Figure 3 High-low group distractor analysis for a five-option MC item
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70%

60%

50%

40%

30%

20%

10%

0%

1 2 3 4 5

Score categories (Quintiles)

EXPR000005

EXPR000006

EXPR000007

EXPR000008

EXPR000009

EXPR000010

Figure 4 A multi-line for six scoring expressions with five score groups

Mean

0.65

−0.26

−0.13

−0.38

−0.22

Count

448

105

75

83

27

SD

0.23

0.35

0.41

0.59

0.60

Min.

−0.15

−2.16

−1.88

−2.43

−1.93

0.30

0.78

0.69

0.51

Max.

2.58

Answer

ANS = "B"
ANS = "A"

ANS = "C"

ANS = "D"

ANS = "E"

Status

PAK
ASE

ASE

ASE

ASE

ExpressionID

EXPR000000
EXPR000001

EXPR000002

EXPR000003

EXPR000004

ItemID

ITM001

ITM001

ITM001

ITM001

ITM001

Figure 5 A summary of conditional descriptive statistics for the criterion test for five scoring expressions associated with
an MC item

key is simultaneously decreasing across the score
groups).

A third way to indicate how well the scor-
ing expressions discriminate is to compute the
means and standard deviations of the criterion
test values conditional for examinees who ‘hit’
on each of the scoring expressions. Examinees
whose responses match the primary answer keys
should have higher mean scores than those whose
responses match the auxiliary answer keys. This
method is particularly useful with computer-adaptive
tests if IRT scoring is used to compute the criterion
scores.

Figure 5 presents a table of conditional descrip-
tive statistics for the criterion scores associated with
the five expressions for ITM001 shown earlier in
Figure 2. The criterion scores reported are IRT pro-
ficiency scores computed for each examinee. There-
fore, all of the proficiency scores are on the same
scale. As we might hope, the mean score on the crite-
rion test is higher for the primary answer key than for
any of the other options. Similar to the distractor anal-
ysis, the implication is that higher scoring examinees
tend to select the correct response more frequently
than lower scoring examinees.

Figure 6 presents the same information as
Figure 5, but in graphical form. The symbols
distinguish between the primary answer key (PAK)
and the auxiliary-scoring expressions (ASI). The error
bars denote the standard deviations of the proficiency
scores about the mean proficiency score for each
expression. If the PAK were incorrect, the mean
might be lower than some or all of the ASE means.
A possible valid auxiliary-scoring expression would
appear with a higher mean than the other ASE
values. If the PAK versus ASE means are similar
in magnitude, or if the standard error bars overlap a
great deal, we might look to change one or more
scoring expressions to extract more discriminating
information.

Discrimination Indices

There are three discrimination indexes typically used
in an item analysis: the U-L index, the point-biserial
correlation, and the biserial correlation. These tend to
augment some of the descriptive conditional statisti-
cal methods.

The U-L index of discrimination, sometimes called
D, (see references [7] and [11]) is the simple dif-
ference between the mean scores for the examinees
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Figure 6 Plot of conditional means and standard deviations for the criterion test for five scoring expressions associated
with an MC item

in the upper (U) 27% and the lower 27% of the
distribution of total test scores. That is,

D = ȲUi − ȲLi

mi

(5)

where mi denotes the total possible points for the
item. When applied to dichotomous items, D is
the simple difference between the P values (item
means). The upper bound of D is +1.0; the lower
bound is −1.0. D ≥ 0.4 is generally considered
to be satisfactorily. Values in the range 0.2 ≤ D ≤
0.39 indicate possible problems, but nothing serious.
Valued of D ≤ 0.19 are considered to be unacceptable
and indicate a scoring expression that should be
eliminated or that requires serious revision.

Point-biserial and biserial correlations can be used
to denote the relative strength of the association
between getting a ‘hit’ on a particular scoring expres-
sion and the criterion test score. When the expression-
criterion score is positive and reasonably high, it
indicates that higher performance on the total test
is associated with correspondingly higher perfor-
mance on the item or scoring expression. Low values

indicate nondiscriminating items and negative val-
ues usually signal a potential serious flaw in the
scoring expression. When scoring expression repre-
sents a dichotomously score, we use a point-biserial
correlation.

A point-biserial correlation is the Pearson
product-moment correlation between a dichoto-
mous and a continuous variable,

rpbis(i ) = T̄i+ − T̄

sT

√
pi

(1 − pi)
(6)

where T̄i+ is the mean criterion test score for exami-
nees who correctly answered item i, T̄ is the mean for
the entire sample, sT is the sample standard deviation,
and pi is the item P value.

If we assume that there is an underlying normal
distribution of ability that is artificially dichotomized
for the primary answer key score, as well as for
hits on the auxiliary-scoring expressions, we can
use a biserial correlation. The biserial correlation is
computed as

rbis(i ) = T̄i+ − T̄

sT

√
pi

h
(7)
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where T̄i+, T̄ , sT , and pi are defined the same as
for the point-biserial correlation. The variable h

represents the ordinate of the standard normal curve
at a z-value corresponding to pi .

The point-biserial is easier to compute than the
biserial correlation, but that is no longer a major con-
sideration for computerized item analysis. However,
the biserial correlation is about one-fifth greater in
magnitude in the mid-range of P values. The rela-
tionship between rpbis and rbis is

rbis(i ) = rpbis(i )

√
piqi

h
. (8)

Some test developers prefer the biserial as an
overall discrimination indicator – perhaps because is
it is systematically higher than the point biserial.
However, the point-biserial correlation tends to be
more useful in item analysis and test construction.

As part of an item analysis, point-biserial corre-
lations can be presented in much the same way as
graphics or tables computed using conditional statis-
tics. Primary answer keys with positive values of the
point biserial – usually at least 0.3 or higher – are
considered to be acceptable. Primary answer keys
within the range 0.1 ≤ rpbis ≤ 0.29 typically warrant
serious scrutiny, but may still be associated with a
useful item. The utility of keeping primary answer
keys where rpbis ≤ 0.1 is highly questionable.

If each hit on a secondary scoring expression is
treated as a dichotomous score (i.e., yij = 1, regard-
less of the point values for the scoring expres-
sion) point-biserial correlations can also be computed
for the auxiliary-scoring expressions. Plausible sec-
ondary answer keys can sometimes be detected by
finding ASEs with moderate-to-high rpbis values. If
the rpbis value associated with an ASE is higher than
the PAK rpbis , the analysis may indicate that the
primary answer key is a miskey and simultaneously
suggest what the appropriate primary key should be.

IRT Misfit Analysis and Convergence

Item response theory (IRT) can also be used to
evaluate the quality of each scoring key (e.g., [9]
and [10]). There are two broad classes of analyses
that deserve mention here. The first is IRT misfit anal-
ysis. IRT misfit analyses can be employed to evaluate
how well the empirical response data match a prob-
ability function curve produced by a particular IRT

model. Primary answer key scoring expressions that
fail to fit a given IRT model may signal serious scal-
ing problems if the item is retained for operational
scoring. IRT model misfit can further be evaluated to
uncover dependencies among various scoring expres-
sions, to detect differential functioning of the items
for different population subgroups, or even to suggest
possible multidimensionality problems – especially
when a test is assumed to measure one primary trait
or a composite of primary traits.

A second type of IRT analysis involves a review
of convergence problems with respect to particular
item types. Some of these problems may be due
to nondiscriminating scoring expression, violations
of IRT model assumptions that lead to statistical
identifiability problems, or messy data that can be
traced to faulty instructions to the examinees or an
overly complex user interface used with a new CBT
item type.

A thorough discussion of IRT or these issues is
far beyond the scope of this entry. Nonetheless, as
testing organizations move more toward using IRT –
especially with CBT and some of the new item
types – it is essential to find ways to discover prob-
lems with the scoring expressions, before the items
are used operationally. As noted in the previous two
sections, item analysis using conditional descriptive
statistics or scoring expression-criterion test correla-
tions, where the latter is based on an IRT proficiency
score, is also an approach that combines IRT and
classical test item analysis methods.

Notes

1. The focus in this entry is on large-scale testing appli-
cations. In classroom settings, item analysis can be
employed to help teachers evaluate their assessments
and to use the results to improve instruction. How-
ever, this assumes that the teachers have proper
training in interpreting item analysis results and are
provided with convenient and easy-to-use software
tools [10].

2. Human raters can be considered to be scoring
evaluators and incorporated into this framework.

3. Introducing obvious dependencies among the scored
responses is typically frowned upon as an item
writing practice. Nonetheless, it can be argued that
the scoring and item analysis system should be
capable of handling those types of responses.

4. The three most common estimators used for IRT
scoring are a maximum likelihood estimator, a Bayes
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mean estimator, or a Bayes mode estimator. Hamble-
ton and Swaminathan [9] provide details about IRT
estimation and scoring.
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Item Bias Detection:
Classical Approaches

In the 1960s, concern was raised on the fairness
of educational and psychological tests. The test
performance of American minority group members
stayed behind the performance of Whites, and tests
were blamed for being biased against minorities [2].
Methods were developed to detect biased items, but
these methods did not clearly distinguish between
impact and item bias. Impact means that between-
group item performance differences are explained
by between-group ability distribution differences,
whereas item bias means that between-group item
performance differences exist for examinees of equal
ability from different groups [10].

Classical test theory (CTT) applies to the observed
test score [11]. The observed test score is used as an
estimate of an examinee’s true test score. Scheune-
man [16] proposed to study item bias conditional on
the test score: She considered an item to be biased
between different (e.g., ethnic, sex, cultural) groups
when item performance differs between examinees
from different groups who have the same test score.
Her proposal founded CTT-based item bias detection
methods that do not confuse item bias and impact.

The classical concept of item bias had a rather
limited scope. It applied to achievement and ability
tests that consist of dichotomously scored items.
The concept was broadened into several directions.
The term ‘item bias’ was replaced by the more
neutral term differential item functioning (DIF),
and DIF was extended from achievement and ability
tests to attitude and personality questionnaires, and
from dichotomously scored item responses to item
response scales that have more than two answer
categories.

The situation is considered of a test that pre-
dominantly measures one latent variable, such as a
cognitive ability, attitude, or personality trait. The test
consists of n items; the observed test score, X, is the
unweighted or weighted sum of the n item scores. It is
studied whether an item is differentially functioning
with respect to a violator variable V [14]. Usually,
V is an observed group membership variable, where
the focal group (V = f ) is the particular group of
interest (e.g., a minority group) and the reference
group (V = r) is the group with whom the focal

group is compared (e.g., the majority group). An item
is differentially functioning between focal and refer-
ence group when the item responses of equal ability
(trait level) examinees (respondents) differ between
the two groups.

Dichotomous Item Responses

The items of the test are dichotomously scored: I = 1
for a correct (affirmative) answer and I = 0 for an
incorrect (negative) answer. Pir(x) and Pif (x) are
the probabilities of giving the correct (affirmative)
answer to the ith item, given the test score, in the
reference and focal group, respectively. Pir(x) and
Pif (x) are the regression functions of the item score
on the test score, that is Pir(x) = E(Ii |X = x, V = r)

and Pif (x) = E(Ii |X = x, V = f ). Under CTT, item
i is considered to be free of DIF if

Pir(x) = Pif (x) = Pi(x) for all values xofX.

(1)

The Logistic Regression, Logit, and Mantel–Ha-
enszel Methods for DIF detection use similar specifi-
cations of (1). The regression function of the Logistic
Regression Method [18] is

Pi(x) = eβi0+βi1x

1 + eβi0+βi1x
, (2)

where βi0 is the difficulty (attractiveness) parameter
and βi1 the discrimination parameter of the ith item.
Under Model (2), the CTT definition is satisfied if the
parameters of the reference and focal group are equal,
that is, βi0r = βi0f and βi1r = βi1f . If βi1r �= βi1f ,
DIF is said to be nonuniform; and if βi0r �= βi0f and
βi1r = βi1f , DIF is said to be uniform because the
regression functions of reference and focal group only
differ in location (difficulty or attractiveness) and not
in discrimination. Likelihood ratio tests are used for
testing the null hypotheses of equal item parameters
across groups.

The Logistic Regression Method treats the test
score as a quantitative covariate. In contrast, the
Logit Method [13] treats the test score as a nominal
variable. The studied item i is deleted from the test,
and for each of the examinees (respondents) the rest
score, that is, the score on the remaining n − 1 items
is computed. The sample size per rest score may be
too small, and mostly the rest scores are classified
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into a smaller number (three to seven) categories.
The Logit Method adapts (2) to the situation of a
nominal rest score for matching reference and focal
group members. Technically, this adaptation is done
by using dummy coding (see Dummy Variables)
of the rest score categories and substituting dummy
variables for the rest score into (2). Likelihood
ratio tests for the equality of item parameters across
groups are used for the study of nonuniform and
uniform DIF.

The Mantel–Haenszel Method [9] uses the test
score itself for matching reference and focal group
members. The Mantel–Haenszel Method adapts (2)
to the situation of a nominal test score by using
dummy coding of the test scores and substituting
dummy variables for the test score into (2). Moreover,
the Mantel–Haenszel Method assumes that DIF is
uniform, that is, it sets βi1r equal to βi1f [1]. The
Mantel–Haenszel statistic is used for testing the
null hypothesis of uniform DIF (βi0r = βi0f ). This
statistic has some advantages above the likelihood
ratio test for uniform DIF. First, the Mantel–Haenszel
test is less affected by test scores that have small
sample sizes [1]. Second, the test has the largest
power for testing the null hypothesis βi0r = βi0f

under the assumption βi1r = βi1f . Therefore, the
Mantel–Haenszel test is the best test for DIF when it
can be assumed that DIF is uniform [5]. However, the
test is less appropriate when DIF is nonuniform. The
Mantel–Haenszel Method was adapted to a procedure
that can detect nonuniform DIF by [12].

The Standardization and SIBTEST methods use
the test score for matching reference and focal group
members, but they do not use parametric regression
functions. The Standardization Method [6] defines
the standardization index as

SIi =
∑

x

Nxf

Nf

{Pif (x) − Pir(x)}, (3)

where
∑

x means that the summation is over all
observed test scores, Nxf is the number of focal
group members who have test score x and Nf is
the total number of focal group members. Estimates
of the index and its variance can be used to test the
null hypothesis that the index is 0. The value of SI
can be near 0 when positive and negative differences
cancel out in (3). Therefore, SI is appropriate when
all differences have the same sign across the test
scores, which was called unidirectional DIF [17].
Unidirectional DIF means that the item is always

biased against the same group at each of the test
scores. However, the SI is less appropriate when
{Pif (x) − Pir(x)} is positive at some test scores and
negative at other scores. It is remarked that a uniform
DIF item is always a unidirectional DIF item, but a
unidirectional DIF item does not need to be a uniform
DIF item [8].

The SIBTEST Method for the detection of a DIF
item splits the test into a subtest of n − 1 items
that is used for matching and a single studied item.
A modified version of SI is used that compares
the probabilities of giving the correct (affirmative)
answer of reference and focal group members, given
the examinees’ (respondents’) estimated true scores,
where the true scores are estimated separately for the
reference and focal group using the CTT regression
of true score on observed score.

Ordinal-polytomous Item Responses

The item response variable has C (C > 2) ordered
categories, for example, a five-point Likert scale
(C = 5). Picr (x) and Picf (x) are the probabilities
of responding in the cth category of the ith item,
given the test score, in the reference and focal
group, respectively. Under CTT, item i is considered
to be free of DIF if these probabilities are equal
across all values of the test score, which means that
C − 1 probabilities must be equal because the C

probabilities sum to 1:

Picr (x) = Picf (x) = Pic(x), c = 1, 2, . . . , C − 1,

for all values x of X. (4)

The previously discussed methods for DIF detec-
tion of dichotomous items were extended to polyto-
mous items; a framework is given by [15].

The Logit Method was described as a special
case of the Loglinear Method for polytomous
items (see Log-linear Models) [13]. The Logistic
Regression Method was extended to the Multiple-
Group Logistic Regression Method, which subsumes
the Proportional Odds Method as a special case [20].
The Mantel–Haenszel Method was extended to
the Generalized Mantel–Haenszel and Mantel
Methods [21]. These extended methods treat the
test score in the same way as their corresponding
methods for dichotomous items: The Loglinear,
Generalized Mantel–Haenszel, and Mantel Methods
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use the test score as a nominal matching variable,
whereas the Multiple-Group Logistic Regression and
Proportional Odds Methods use the test score as
a quantitative covariate. Moreover, the extended
methods differ in the way the categories of the
response variable are handled: The Loglinear and
Generalized Mantel–Haenszel Methods treat them
as nominal categories, the Multiple-Group Logistic
Regression and Proportional Odds Methods treat
them as ordered categories, and the Mantel Method
assigns quantitative values to the ordered categories.

The Standardization and SIBTEST Methods were
extended to the Standardized Mean Differences [7,
22] and POLYSIBTEST Methods [3], respectively.
Both methods assign quantitative values to the item
response categories. The Standardized Mean Dif-
ferences Method treats the test score as a nomi-
nal matching variable, whereas the POLYSIBTEST
Method uses the estimated true score per group for
matching reference and focal group members.

Comments

The test score is used to correct for ability (trait)
differences between reference and focal group. There-
fore, the test must predominantly measure one latent
construct. Psychometric methods can be used to study
the dimensionality of a test, but DIF yields a con-
ceptual problem. A differentially functioning item is
by definition multidimensional, for example, a mathe-
matics item may be differentially functioning between
native and nonnative speakers because nonnative
speakers have difficulty to understand the content of
the item. A pragmatic approach to the multidimen-
sionality problem is a stepwise application of DIF
detection methods to purify the test [10, 19].

The statistics of the different DIF detection meth-
ods are sensitive to different types of DIF, and test
different types of null hypotheses. The Logit and
Logistic Regression Methods and their extensions
are sensitive to both uniform and nonuniform DIF,
the Mantel–Haenszel Method and its extensions to
uniform DIF, and the Standardization and SIBTEST
Methods and their extensions to unidirectional DIF.

From a theoretical point of view, each of the CTT-
based methods is flawed. The test score is handled
as a nominal matching variable or as a quantitative
covariate, but it can better be considered as an ordinal
variable [4]. From the CTT perspective, the per group

estimated true score must be preferred for correction
of ability (trait) differences, but most of the methods
use the test score. Usually, the response categories of
a polytomous item are ordinal, but only the Multiple-
Group Regression and Proportional Odds Methods
treat them correctly as ordered. Theoretically, IRT-
based methods (see Item Bias Detection: Modern
Approaches) should be preferred. However, the
application of IRT-based methods requires that a
number of conditions are fulfilled. Therefore, CTT-
based methods are frequently preferred in practice.
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Wijn, M. (1984). An iterative item bias detection
method, Journal of Educational Measurement 21,
131–145.

[20] Wellkenhuysen-Gijbels, J. (2003). The detection of dif-
ferential item functioning in Likert score items, Unpub-
lished doctoral dissertation, Catholic University of Leu-
ven, Belgium.

[21] Zwick, R., Donoghue, J.R. & Grima, A. (1993).
Assessment of differential item functioning for perfor-
mance tasks, Journal of Educational Measurement 30,
233–251.

[22] Zwick, R. & Thayer, D.T. (1996). Evaluating the mag-
nitude of differential item functioning in polytomous
items, Journal of Educational and Behavioral Statistics
21, 187–201.

(See also Classical Test Models)

GIDEON J. MELLENBERGH



Item Bias Detection: Modern Approaches

GIDEON J. MELLENBERGH

Volume 2, pp. 970–974

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Item Bias Detection:
Modern Approaches

In the 1960s, concern was raised on the fairness
of educational and psychological tests. It was found
that the test performance of American minority group
members stayed behind the performance of Whites,
and tests were claimed to be biased against minori-
ties [1]. Methods were developed to detect test items
that put minority group members at a disadvantage.
These methods did not clearly distinguish between
impact and item bias. Impact means that between-
group item performance differences are explained
by between-group ability distribution differences,
whereas item bias means that between-group item
performance differences exist for examinees of equal
ability from different groups. Lord [9] described an
item response theory (IRT) based item bias detec-
tion method, which does not confuse item bias
and impact.

The concept of item bias had a rather limited
scope. It applied to achievement and ability tests,
which consist of dichotomously scored items, and to
ethnic, sex, and cultural groups. The concept was
broadened into several directions. The term ‘item
bias’ was replaced by the more neutral term ‘dif-
ferential item functioning’ (DIF); DIF was extended
from achievement and ability tests to attitude and per-
sonality questionnaires, from dichotomously scored
item responses to other response scales, and from a
group membership variable to other types of vari-
ables that may affect item responses; and DIF was
subsumed under the general concept of ‘measurement
invariance’ (MI) [13, 14].

DIF Definition

Mellenbergh [11] gave a definition of an unbiased
item, which subsumes item bias under the more
general MI definition. This definition is adapted to
the situation of a unidimensional test (questionnaire),
which is intended to measure one latent variable �.
The observed item response variable is indicated by
I , and the unintended variable which may affect the
item responses is called the violator V [18]. The
definition of a non-DIF item is:

Item i for the measurement of the latent variable
� is not differentially functioning with respect to the
potential violator V , if and only if

f (Ii |� = θ, V = v) = f (Ii |� = θ) (1)

for all values θ of � and v of V , where f (Ii |� =
θ, V = v) is the conditional distribution of the
responses to the ith item given the latent variable and
the violator and f (Ii |� = θ) is the conditional dis-
tribution of the responses to the ith item given only
the latent variable; otherwise, item i is differentially
functioning with respect to V .

Equation (1) means that, given the intended latent
variable, the item responses and the potential violator
are independently distributed. This definition is very
general. It is assumed that I is intended to measure
one latent variable �, but it does not make any other
assumption on I, �, and V , for example, V can be
an observed or a latent variable [8].

Modern (IRT) DIF detection methods are based
on this definition. The general strategy is to check
whether (1) applies to observed item responses. In
practice, specifications must be made. Some well-
known DIF situations are discussed. For each of
these specifications, the latent variable is a continuous
variable, that is, a latent trait; and the violator, a
nominal (group membership) variable; a group of
special interest (e.g., Blacks) is called the focal group
(V = f ) and the group with whom the focal group is
compared (e.g., Whites) is called the reference group
(V = r). For this situation, (1) converts into:

f (Ii |� = θ, V = r) = f (Ii |� = θ, V = f )

= f (Ii |� = θ). (2)

Dichotomous Item Responses

The item response is dichotomously scored: I = 1
for a correct (affirmative) answer and I = 0 for
an incorrect (negative) answer. It is assumed that
the item responses are, conditionally on the latent
trait, Bernoulli distributed with parameters Pir (θ) and
Pif (θ) of giving the correct (affirmative) answer to the
ith item in the reference and focal group, respectively.
The Pir (θ) and Pif (θ) are the regression functions
of the observed item response on the latent trait,
that is, Pir (θ) = E(Ii |� = θ, V = r) and Pif (θ) =
E(Ii |� = θ, V = f ), and are called item response
functions (IRFs).



2 Item Bias Detection: Modern Approaches

1

0

P
(q

)

1

0

P
(q

)

q q

(a) (b)

Figure 1 Examples of (a) unidirectional and (b) bidirectional DIF

A Bernoulli distribution (see Catalogue of Prob-
ability Density Functions) is completely determined
by its parameters. Therefore, (2) is equivalent to:

Pir (θ) = Pif (θ) = Pi(θ). (3)

Equation (3) states that the IRFs of the reference and
focal group are equal. The general strategy of DIF
detection is to check whether (3) holds across the
values of the latent trait.

If (3) does not hold, item i is differentially func-
tioning between reference and focal group. Equa-
tion (3) can be violated in different ways, and dif-
ferent types of DIF can be distinguished [4, 5], for
example unidirectional and bidirectional DIF [22].
Unidirectional DIF means that the IRFs of the ref-
erence and focal group do not intersect (Figure 1(a)),
whereas bidirectional DIF means that the two IRFs
intersect at least once (Figure 1(b)).

Unidirectional DIF implies that any bias of the
item is always against the same group, whereas
bidirectional DIF implies that the item is biased
against one group for some values of the latent trait
and biased against the other group for other values
of the latent trait.

Nonparametric Item Response Theory mod-
els do not use parameters to characterize the IRF.
Mokken’s [15, 16] nonparametric double monotonic-
ity model (DMM) can be used to study between-
group DIF. The DMM assumes that the IRF is a
nonparametric monotonically nondecreasing function
of the latent trait, and that the IRFs of the n items of
a test (questionnaire) do not intersect; an example is
shown in Figure 1(a). Methods to detect DIF under
the DMM are described by [23].

Parametric IRT models specify IRFs that are
characterized by parameters; models that specify a
normal ogive or logistic IRF are discussed by [3]
and [10]. These IRFs are characterized by one-, two-,
or three-item parameters; DIF is studied by testing
null hypotheses on these parameters. An example of
a parametric IRF is Birnbaum’s [2] two-parameter
logistic model (2PLM):

Pi(θ) = eai(θ – bi )

1 + eai (θ – bi )
, (4)

where ai is the item discrimination parameter and bi

is the item difficulty (attractiveness) parameter.
Under the 2PLM, the definition of a non-DIF item

(3) is satisfied if the item parameters of the reference
and focal group are equal, that is, air = aif and bir =
bif . Lord [10] developed a chi-square test for the null
hypothesis of equal item parameters across groups,
and a likelihood ratio test for this null hypothesis is
given by [24]. An overview of statistics for testing the
null hypothesis of equal item parameters under IRT
models for free-answer and multiple-choice items is
given by [26].

The rejection of the null hypothesis of equal
item parameters means that the item is differentially
functioning between reference and focal group, but it
does not show the amount of DIF. Three different
types of DIF-size measures were described in the
literature. The first type quantifies the amount of DIF
at the item level [19, 20]. The signed area measure is
the difference between the two IRFs across the latent
trait:

SAi =
∫ ∞

−∞
{Pif (θ) − Pir (θ)}dθ. (5)
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Under some IRT models (e.g., the 2PLM), DIF can
be bidirectional. The SA measure can be near 0
for intersecting IRFs when positive and negative
differences cancel each other out; the unsigned area
measure is the distance (area) between the two IRFs:

UAi =
∫ ∞

−∞
|Pif (θ) − Pir (θ)|dθ. (6)

The SA and UA measures assess DIF size at the item
level, but they do not show the effect of DIF at the
examinees’ (respondents’) level. The second type of
DIF-size measures [28] combines DIF at the item
level with the latent trait distribution of the focal
group. Some of the items of a test (questionnaire)
can be biased against the focal group, whereas other
items can be biased against the reference group,
which means that bias can compensate within a test
(questionnaire). Therefore, a DIF-size measure that
is compensatory within a test (questionnaire) was
developed by [21].

Ordinal-polytomous Item Responses

The item response variable has C (C > 2) ordered
categories, for example, a five-point Likert scale
(C = 5). It is assumed that the item responses are,
conditionally on the latent trait, multinomially dis-
tributed with probabilities Picr (θ) and Picf (θ) of
answering in the cth category (c = 1, 2, . . . , C) in
the reference and focal group, respectively.

A C-category multinomial distribution is com-
pletely determined by C − 1 probabilities because the
C probabilities sum to 1. Therefore, the definition of
a non-DIF item (2) is equivalent to

Picr (θ) = Picf (θ) = Pic(θ), c = 1, 2, . . . , C − 1.

(7)

Parametric IRT models were defined for these prob-
abilities under the constraint that the ordered nature
of the C categories is preserved [27]. DIF detection
proceeds by testing the null hypothesis of equal item
parameters across the reference and focal group.

Continuous Item Responses

The item response is on a continuous scale, for
example, the distance to a mark on a line. It is

assumed that the item responses are, conditionally on
the latent trait, normally distributed. This assumption
may be violated in practical applications because
response scales are usually bounded (e.g., a 4-inch
line segment).

A normal distribution is completely determined by
its mean and variance. Therefore, (2) is equivalent to:

E(Ii |� = θ, V = r) = E(Ii |� = θ, V = f )

= E(Ii |� = θ), (8a)

V ar(Ii |� = θ, V = r) = V ar(Ii |� = θ, V = f )

= V ar(Ii |� = θ), (8b)

where Var denotes variance. A unidimensional
latent trait model for continuous item responses
is the model for congeneric measurements [6],
which is Spearman’s one-factor model applied to
item responses [12]. The one-factor model specifies
three item parameters: the intercept (difficulty or
attractiveness), loading (discrimination), and residual
variance. The definition of a non-DIF item (8) is
satisfied if the parameters of the reference and focal
group are equal; null hypotheses on the equality of
item parameters can be tested using multiple group
structural equation modeling (SEM) methods [7].

The Underlying Variable Approach

The previously mentioned DIF detection methods
are based on IRT models that directly apply to
the observed item responses. However, within the
SEM context, an indirect approach to dichotomous
and ordinal-polytomous variables is known [7]. It
is assumed that a continuous variable underlies a
discrete variable and that this continuous variable is
divided into two or more categories. Spearman’s one-
factor model is applied to the underlying response
variables, and the equality of the factor model item
parameters across the reference and focal group is
tested [17].

Test Purification

The null hypothesis of equal item parameters is tested
for an item that is studied for DIF. However, the item
parameters of the other n − 1 test (questionnaire)
items are constrained to be equal across the two
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groups. A conceptual problem of DIF detection is
that the constraints may be incorrect for one or more
of the n − 1 other items. This problem is handled
by using a stepwise or anchor test method. The
stepwise procedure purifies the test (questionnaire)
by removing DIF items in steps [10]. The anchor test
method allocates a part of the n items to an anchor
test, which is free of DIF [25]. The bottleneck of the
anchor test method is the choice of the anchor items
because these items must be free of DIF. Classical
(test theory–based) DIF detection methods can be
used to select non-DIF anchor items (Mellenbergh,
this volume).
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Item Exposure

Major professional organizations [1, 3] clearly stress
in their guidelines that, to ensure the validity of test
scores, it is critical that all aspects of test security be
taken into account as tests are developed and deliv-
ered. According to these guidelines, three principal
aspects of test security need to be addressed. First,
test materials (e.g., test booklets and their associated
keys stored in paper or electronic form) must be kept
secure throughout test development and administra-
tions, until they are released to the public. Second,
cheating must be prevented during test administra-
tion. And third, the possibility for examinees to gain
specific knowledge about items to be used in future
administrations, through past administrations (and
possibly pretesting), must be minimized. The focus
of this entry is on this third aspect of test security.

Consider item exposure (or simply exposure),
which reflects the extent to which an item has been
used in past administrations, as an indicator of how
much risk there is that it has been compromised for
future administrations. That risk depends on future
examinees’ ability, individually through past test-
ing experience or collectively through organized or
informal networks, to recollect and gather detailed
information on items used or reused in past admin-
istrations. It also depends on the extent to which
future exposure is predictable, allowing examinees to
focus their preparation on items identified as likely
to appear in the test and even memorize answers
keys, and as a result, obtaining scores significantly
different from the ones they would have obtained
under the standardized conditions test users expect.
Worse, coaching organizations or dedicated internet
web sites may actually engage in concerted efforts to
gain and disseminate highly accurate information to
their clients and distort testing outcomes for small or
large subpopulations.

Of course, the most effective way to avoid this
problem is not to reuse items at all. However, increas-
ingly, testing clients are demanding greater schedul-
ing flexibility and shorter testing time, which are gen-
erally attainable only though higher administration
frequency and more efficient tests designs. Unfortu-
nately, for many testing programs, this strategy is
not viable. Given that the amount of work and the
costs involved in developing new items are largely

incompressible, increasing testing frequency (result-
ing in fewer examinees per administration to share
the costs) quickly results in resource requirements
far exceeding what an organization or its clients can
afford. And, although shorter test length could in prin-
ciple decrease item needs, in practice this has not
happened because to maintain measurement accuracy
tests have to rely more heavily on highly informative
items that have to be ‘cherry picked.’

When item reuse is necessary, maintaining test
security requires: (a) the establishment of accept-
able item exposure limits, (b) the implementation
of effective test design and development procedures
to maintain exposure below the acceptable limits,
(c) the monitoring of item-measurement properties
and examinee scores over administrations, and (d) the
monitoring of examinee information networks (e.g.,
internet websites) for evidence of security breach.

Although no firm guideline exists for determining
acceptable exposure limits, values used by existing
programs may be considered [5] and item memoriza-
tion or ‘coachability’ studies may be conducted. Once
in operation, these limits may be further established
as monitoring information becomes available.

This entry provides a brief description of measures
useful for monitoring item exposure and evaluating
test security. Then it discusses alternative traditional
linear (TL), multistage (MST) or computerized
adaptive testing (CAT) test design choices as they
relate to exposure. And finally, it outlines the
methodologies that can be employed to maintain
acceptable item exposure rates.

Evaluation and Monitoring of Item
Exposure

The most obvious way to measure item exposure is
to keep track of the total number of times an item
has been administered. However, this measure alone
may not be a sufficient indicator of the security risk
an item presents for future test administrations. Addi-
tional measures, including exposure rate, conditional
exposure rate and test overlap, are also useful for
deciding if an item can be safely included in new
test forms, if it should be set aside or ‘docked’ for
a period of time before it is made available for test-
ing again, or if it is time to retire it. On the basis
of these measures, operational item-screening rules
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and algorithms can be devised to effectively man-
age the operational item bank and assemble new test
forms [8].

Let’s call X the total number of times an item has
been administered. If XM represents the maximum
acceptable number of exposures, then item j should
be retired whenever Xj > XM .

Furthermore, an item that tends to be seen by
larger proportions of examinees is more likely to
become known in greater detail even before it reaches
XM than another one seen by only few of the
examinees taking the test. Considering nj the number
of examinees who have seen item j and N the total
number of examinees who have been tested during a
given time period, the item’s exposure rate for that
time period is simply: xj = nj/N . If xM represents
the maximum acceptable exposure rate over the last
time period, then item j should be docked whenever
xj > xM .

To illustrate how these measures and criteria may
be applied, let us imagine three items and follow
their exposure over six administration cycles, during
each of which tests are drawn from a new item pool
following a typical CAT design. Figure 1 displays
the three-item exposure rates and the maximum
acceptable limit xM . It shows that during the first
administration cycle, item 3 was highly exposed at a
0.6 rate, coming close to the maximum acceptable
exposure, say XM = 7000, as a result of 10 000
administrations. Because of that, the item was retired.
Item 2 was exposed at a much lower rate: first below
xM = 0.3, then slightly above xM and consequently
docked for the next cycle, then still slightly above xM

reaching XM to be finally retired. Item 1, exposed at
an even lower rate, was used throughout.
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Figure 1 Exposure rates and maximum acceptable limit
for three items

Conditional exposure and test-overlap measures
may also be needed in order to effectively manage
test security [5]. Conditional measures in particular
may be necessary for programs using adaptive testing
(CAT or MST). Because adaptive testing seeks to
match item difficulty with examinee performance
(oftentimes through maximizing item information),
for some items, exposure can become very high
among examinees of similar ability while their overall
exposure is below the acceptable limit or even quite
low. Moreover, the security risk associated with high
conditional exposure amongst, for example, the most
able examinees may not be limited to that group
as information sharing is likely to go across ability
groups. Although there is the added complexity of
having to evaluate exposure across multiple groups,
conditional exposures can be evaluated essentially the
same way overall measures are.

Concerning test overlap, if the proportion of items
shared between any two test forms is large, then
examinees who retake the test may be unduly advan-
taged as they may have already experienced a large
proportion of the test items. However, overlap can
be tedious and difficult to keep track of. Fortunately,
Chen and Ankenmann [2] have shown that there is a
very strong relationship between the easy-to-measure
exposure rates and test overlap and they have pro-
vided an easy way to estimate overall or conditional
test overlap based on overall or conditional exposure
rates. From a practical point of view, it might be
more meaningful to set item test overlap rather than
item exposure limits. Therefore, overlap may be used
instead of, or as a complement to, exposure for eval-
uating, implementing, and monitoring test security.

Test Design and Item Exposure

Options for test design are numerous. Choosing
an appropriate test design involves evaluating
alternatives and making trade-offs between many
competing goals, one of which is maintaining test
security through exposure control. The purpose of
this section is to briefly review various aspects of
test design as they may facilitate or impede exposure
control.

From this point of view, the most important
aspects of test design include its administration
schedule, length, and degree of adaptation to exami-
nees. The administration schedule may be defined by
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its frequency and by the number of alternative forms
used during each administration occasion or cycle.
On the one end, occasional administration of a single
test form (at say a couple of dates per year) may not
require any item reuse. On the other end, continu-
ous administration with as many forms as examinees
assembled from the same item pool is only possible
with item reuse. However, it is worth noticing that
higher administration frequency, in addition to pro-
viding scheduling flexibility, may also allow for more
effective exposure management as items use may be
spread across many more forms and their future ren-
dered less predictable. This is discussed further in the
next section.

The situation with test length is less intuitive.
A priori a smaller test length would ease item
demand and reduce the need for item reuse. But,
experience has shown that significant length reduc-
tion tends to greatly increase the demand on the
most informative items (in order to maintain test-
reliability requirements) and practically disqualify
large numbers of medium- to low-information items
from being usable. Unchecked, this can lead to
both the overexposure and depletion of the most
sought after items, jeopardizing not only the secu-
rity but also the psychometric quality of the tests
produced.

Test adaptation is another important aspect of
test design. By tailoring tests to examinees, there is
some potential for more secure and more efficient
testing. Indeed, with the traditional linear design
(nonadaptive), test forms have to include items that
cover a wide range of abilities, including items that
after the fact will be of little value for the estimation
of the examinee’s score. With CAT, the increasingly
precise ability estimations that can be made as testing
progresses can be used to make more judicious item
selections. By avoiding items too easy or too difficult,
items for one examinee but useful to other examinees,
CAT and to a certain extent MST may in fact provide
greater testing flexibility and reduce testing time
without the need for more item development.

Methods for Controlling Item Exposure

For any given design, test development can be
viewed as a three-step process, with exposure control
measure taking part in each one of these steps. In
the first step, newly developed items are added to

the operational bank and existing items are screened
through the application of the docking and retirement
rules (as discussed earlier). With the TL test design,
in the second step, a specified number of parallel
forms are assembled. And finally, the assembled
forms are randomly administered to examinees until
the next test development cycle. In that case, either
or both more stringent bank-screening rules and
larger number of forms will lead to reduced item
exposures. Also, because forms are assembled in
advance of administration, there is no interaction
between examinee performance and test assembly;
thus, conditional exposure is not an issue.

With adaptive testing, in the second step, instead
of test forms, one or more item pools are assem-
bled. And, finally from each randomly assigned pool
tests are assembled and administered (generally on-
demand but not necessarily) to examinees. As with
linear testing, exposure can be controlled primarily
through bank management (first step) and through
the use of multiple parallel pools. However, because
pools generally need to be large, the number of
parallel pools that can be used within the same admin-
istration cycle is often very limited. An additional
challenge with adaptive testing may also arise from
its emphasis on shortening test length and maximiz-
ing measurement efficiency. Many of the adaptive
test assembly algorithms that have been developed
tend to rely heavily on the most informative items
available resulting in only a small proportion of any
pool being used (exposed) at a high rate overall and
at very high rates conditionally.

In assembling tests from an item pool, two main
approaches have been developed in order to strike
a balance between the need for exposure control
and the desire for measurement efficiency. The first
approach is to partition (stratify) the pool to create
subsets of items with similar characteristics that can
be selected interchangeably (e.g., through a purely
random process). In that way, exposure is spread
evenly among all the items available within each
subgroup and exposure rates are determined by the
subgroup size and the number of times, within each
test assembly, items are selected from the subgroup.
However, effective implementation may require a
relatively complex partitioning of the pool (e.g.,
based on item discrimination and difficulty as well
as item content). Yi and Chang [9] provide further
discussion and an example of implementation of
this approach.
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The second approach is based on a probabilistic
control of the item selection during test assembly.
With that approach, the selection algorithm first
determines the best items available to maximize
measurement efficiency. Then, starting with the best
item, a random number is drawn and compared with
the item probability parameter resulting in either its
rejection (without replacement) and the trial selection
of the next best item or its selection; the selection
being done with the first accepted item. Before
operational use, this approach requires the repeated
simulations of large number of tests in order to find,
by successive adjustment, the item exposure control
parameters that will result in exposures below the
desired limits. Stocking and Lewis [5] and van der
Linden [7] provide further discussions and examples
of implementation of this approach.

Conclusion

For most testing programs, ensuring appropriate ex-
posure control without compromising measurement
requires choices of appropriate test design and expo-
sure control mechanisms as well as significant test
development efforts renewed over each test adminis-
tration cycle. For further information, the two recent
and complementary books, ‘Computerized Adaptive
Testing: Theory and Practice’ [6] and ‘Computer-
based Testing: Building the Foundation for Future
Assessment’ [4], are primary sources to be consulted
as they provide broad and practical as well as in-
depth treatment of test development and exposure
control issues.
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Item Response Theory
(IRT): Cognitive Models

That item response theory (IRT) was called latent
trait theory into the 1980s reflects its origins in trait
psychology. By modeling response probabilities at
the level of items rather than test scores, IRT provided
practical solutions to thorny problems in classical test
theory, including item banking, adaptive testing, and
linking tests of different lengths or difficulties. But
operationally, the person parameter in IRT models
(usually denoted θ) was essentially the same as
that of true score in classical test theory, namely, a
propensity to perform well in some domain of tasks.
The meaning of that propensity lay outside IRT, and
was inferred from the content of the tasks.

The ‘cognitive revolution’ of the 1960s and 1970s,
exemplified by Newell and Simon’s Human Informa-
tion Processing [20], called attention to the nature of
knowledge, and the ways in which people acquire and
use it. How do people represent the information in a
situation? What operations and strategies do they use
to solve problems? What aspects of problems make
them difficult, or call for various kinds of knowl-
edge or processes? Researchers such as Carroll [4]
and Sternberg [27] studied test items as psychologi-
cal tasks. Others, including Whitely [29]1 and Klein
et al. [15] designed aptitude and achievement test
items around features motivated by theories of knowl-
edge and performance in a given domain.

Several psychometric models have been intro-
duced to handle claims cast in information-processing
terms, explicitly modeling performance in terms of
theory-based predictions of performance. Cognitively
based IRT models incorporate features of items that
influence persons’ responses, and relate these fea-
tures, through θ , to response probabilities. Examples
of IRT models that incorporate cognitively motivated
structures concerning task performance are presented
below (see [13] for a more detailed discussion of
building and estimating such models).

Measurement Models

In a basic IRT model for dichotomous items, θ

represents person proficiency in the domain, and the
observable variables (X1, . . . , Xn) are responses to

n test items. Possibly vector-valued item parameters
(β1, . . . , βn) determine the conditional probabilities
of the Xs given θ . Under the usual IRT assumption
of conditional independence,

P(x1, . . . , xn|θ, β1, . . . , βn) =
n∏

j=1

P(xj |θ, βj ). (1)

Under the Rasch model [22] for dichotomous
items, for example,

P(xj |θ, βj ) =
{

�(θ − bj ) if xj = 1
1 − �(θ − bj ) if xj = 0

, (2)

where �(·) ≡ exp(·)/[1 + exp(·)] is the cumula-
tive logistic probability distribution, θ is a one-
dimensional measure of proficiency, bj is the diffi-
culty of item j , and xj is 1 if right and 0 if wrong.
This formulation does not address the nature of θ , the
rationale for the difficulty of item j , or the connection
between the two.

Linear Logistic Test Model (LLTM)

In the Linear Logistic Test Model (LLTM; [6, 25]),
cognitively based features of items and persons’
probabilities of response are related through a Q-
matrix [28], where qjk indicates the degree to which
feature k applies to item j . In simple cases, qjk is
1 if feature k is present in item j and 0 if not. The
LLTM extends the Rasch model by positing a linear
structure for the bj s:

bj =
∑

k

qjkηk = q ′
j η, (3)

where ηk is a contribution to item difficulty entailed
by feature k. Features can refer to a requirement for
applying a particular skill, using a particular element
of information, carrying out a procedure, or some
surface feature of an item.

Fischer [6] used the LLTM to model the difficulty
of multistep calculus items, as a function of how
many times each of seven differentiation formulas
had to be applied. Hornke and Habon [9] generated
progressive matrix items in accordance with the rules
of the patterns across stimuli, and modeled item
difficulty in these terms. Sheehan and Mislevy [26]
fit an LLTM-like model with random item effects,
using features based on Mosenthal and Kirsch’s [17]
cognitive analysis of the difficulty of document
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literacy tasks. The features concerned the structure
of a document and the complexity of the task to
be performed. In each of these applications, any
given value of θ can be described in terms of
expected performance in situations described by their
theoretically relevant features.

Multidimensional Cognitive IRT Models

Providing theoretically derived multidimensional
characterizations of persons’ knowledge and skills
is called cognitive diagnosis [21]. Most cognitively
based multidimensional item response theory (IRT)
models posit either compensatory or conjunctive
(‘noncompensatory’) combinations of proficiencies.

Compensatory Models. In compensatory models,
proficiencies combine linearly, so a lack in one profi-
ciency can be made up with an excess in another pro-
ficiency, that is, a′

j θ = aj1θ1 + · · · + ajDθD , where
θ is a D-dimensional vector. The ajds indicate the
extent to which proficiency d is required to suc-
ceed on item j . The A-matrix is analogous in this
way to the Q-matrix decomposition of examinee pro-
ficiencies. A is estimated in some models [1], but
in applications more strongly grounded in cognitive
theory they are treated as known, their values depend-
ing on the knowledge and skill requirements that
have been designed into each item. For example,
Adams et al.’s [2] Multidimensional Random Coeffi-
cients Multinomial Logit Model (MRCMLM) posits
known adks and qjks. The probability of a correct
response for a dichotomous item is

Pr(Xj = 1|θ, η, a′
j , q ′

j ) = �(a′
j θ + q ′

j η). (4)

When the MRCMLM is applied to polytomous
responses, each response category has its own a and
q vectors to indicate which aspects of proficiency
are evidenced in that response and which features
of the category context contribute to its occurrence.
Different aspects of proficiency may be involved in
different responses to a given item, and different
item features can be associated with different com-
binations of proficiencies. Adams et al. provide an
example with a mathematical problem-solving test
using the structure of learning outcome (SOLO) tax-
onomy; constructed responses are scored according to
an increasing scale of cognitive complexity, and the
θs indicate persons’ propensities to give explanations

that reflect these increasing levels of understanding.
De Boeck and his students (e.g., [10, 12, 23]) have
carried out an active program of research using such
models to investigate hypotheses about the psycho-
logical processes underlying item performance.

Conjunctive Models. In conjunctive models, an
observable response is the (stochastic) outcome of
sub processes that follow unidimensional IRT mod-
els. Embretson [5] describes a multicomponent latent
trait model (MLTM) and a general component latent
trait model (GLTM) in which distinct subtasks are
required to solve a problem, and the probability of
a success in each depends on a component of θ

associated with that subtask. An ‘executive process’
parameter e represents the probability that correct
subtask solutions are combined appropriately to pro-
duce an overall success, and a ‘guessing’ parameter c

is the probability of a correct response even if not all
subtasks have been completed correctly. An example
of the MLTM with e = 1 and g = 0 models the prob-
ability that an examinee will solve an analogy item
as the product of succeeding on Rule Construction
and Response Evaluation subtasks, each modeled by
a dichotomous Rasch model:

P(xjT = 1|θ1, θ2, βj1, βj2) =
2∏

m=1

�(θm − βjm),

(5)

where xjT is the overall response, θ1 and βj1 are
examinee proficiency and Item j ’s difficulty with
respect to Rule Construction, and θ2 and βj2 are
proficiency and difficulty with respect to Response
Evaluation. Under the GLTM, both subtask difficulty
parameters βj1 and βj2 can be further modeled in
terms of item features as in the LLTM.

Hybrids of IRT and Latent Class Models

Latent class models are not strictly IRT models
because their latent variables are discrete rather
than continuous. But some cognitively based IRT
models incorporate a particular latent class model
called ‘binary skills’ models [7, 16]. In a binary skills
model, there is a one-to-one correspondence between
the features of items specified in a Q-matrix and
elements of peoples’ knowledge or skill, or ‘cogni-
tive attributes’. A person is likely to answer item j
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correctly if she possesses all the attributes an item
demands and incorrectly if she lacks some. Junker
and Sijtsma [14] describe two ways to model these
probabilities: DINA (Deterministic Inputs, Noisy
And) and NIDA (Noisy Inputs, Deterministic And).
Under DINA, the stochastic model comes after the
combination of the attributes; a person with all nec-
essary attributes responds correctly with probability
πj1, and a person lacking some attributes responds
correctly with probability πj0:

Pr(Xij = 1|θi, qj , πj1, πj0)

= πj0 + (πj1 − πj0)
∏
k

θ
qjk

ik , (6)

where θik is 1 if person i possesses attribute k

and 0 if not. Under NIDA, there is a stochastic
mechanism associated with each attribute; if attribute
k is required by item j (i.e., qjk = 1), the contribution
to person i being able to solve the item will require
either her having attribute k or, if not, circumventing
the requirement with probability rjk:

Pr(Xij = 1|θi , qj , rj ) =
∏
k

r
(1−θik)qjk

jk . (7)

Latent variable models for cognitive diagnosis
such as DINA and NIDA models have the aim
of diagnosing the presence or absence of multiple
fine-grained skills required for solving problems. In
other words, does the examinee show ‘mastery’ or
‘nonmastery’ of each skill?

Two cognitively based models that combine fea-
tures of IRT models and binary skills models are
the Rule Space model [28] and the Fusion model [8].
Under Rule Space, response vectors are mapped into
a space of IRT estimates and fit indices. This includes
response patterns predicted by particular configura-
tions of knowledge and strategy – both correct and
incorrect rules for solving items – as characterized
by a vector of cognitive attributes. The distance of a
person’s observed responses from these ideal points
are estimated, and the best matches suggest that per-
son’s vector of attributes. Under the Fusion model,
a NIDA model is posited for the effect of attributes,
but an IRT-like upper bound is additionally proposed;
a maximum probability πj1 times a probability that
depends on a continuous person proficiency parame-
ter φi and item difficulty bj that concern knowledge
and ability other than those modeled in terms of

attributes:

Pr(Xij = 1|θi, φi, πj1, qj , rj , bj )

= πj1Logit (θi − bj )
∏
k

r
(1−θik)qjk

jk . (8)

Mixtures of IRT Models and Multiple Strategies

Different students can bring different problem-solving
strategies to an assessment setting. Further, com-
parisons of and theories concerning experts’ and
novices’ problem-solving suggest that the sophisti-
cation with which one chooses and monitors strat-
egy use, develops as expertise grows. Thus, strategy
use is a potential target of inference in assessment.
Junker [13] distinguishes four cases for modeling dif-
ferential strategy use

Case 0: No modeling of strategies (basic IRT models).
Case 1: Model strategy changes between persons.
Case 2: Model strategy changes between tasks within

persons.
Case 3: Model strategy changes within task within

persons.

Multiple-strategy models incorporate multiple Q-
matrices in order to specify the different strategies
that are used to solve the test items. IRT mixture
models have been proposed for Case 1 by Rost [24]
and Mislevy and Verhelst [18]. Consider the case of
M strategies; each person applies one of them to
all items, and the item difficulty under strategy m

depends on features of the task that are relevant under
this strategy in accordance with an LLTM structure,
so that the difficulty of item i under strategy m

is bjm = ∑
k qjmkηmk . Denoting the proficiency of

person i under strategy m as θim and φim as 1 if she
uses strategy m and 0 if not, the response probability
under such a model takes a form such as

Pr(Xij = 1|θi , φi, qj , �)

=
∏
m

φi

[
�

(
θim −

∑
k

qjmkηmk

)]xij

×
[

1 − �

(
θim −

∑
k

qjmkηmk

)]1−xij

(9)

Huang [11] used a Rasch model studied by Ander-
sen [3] for an analysis under Case 2. His exam-
ple concerns three approaches to force and motion
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problems: Newtonian, impetus theory, and nonscien-
tific response. The response of Examinee i to item j

is coded as 1, 2, or 3 for the approach used. Each
examinee is characterized by three parameters θik ,
indicating propensities to use each approach, and each
item is characterized by three parameters indicating
propensities to evoke each approach. Strategy choice
is modeled as

Pr(Xij = k|θi , βj ) = exp(θik − βjk)

3∑
m=1

exp(θim − βjm)

. (10)

Conclusion

As assessments address a more diverse and ambitious
set of purposes, there comes an increasing need for
inferences that can address complex task performance
and instructionally useful information. Cognitively
based assessment integrates empirically based models
of student learning and cognition with methods for
designing tasks and observing student performance,
with procedures for interpreting the meaning of those
observations [19].

Note

1. S.E. Whitely now publishes as S.E. Embretson.
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Item Response Theory
(IRT) Models for
Dichotomous Data

Classical test theory (CTT) (see Classical Test Mod-
els) models have been valuable to test develop-
ers and researchers for over 80 years, but today,
because of several important shortcomings, they are
being replaced by item response theory (IRT) mod-
els in measurement practices. In this entry, sev-
eral shortcomings of classical test theory are high-
lighted, and then IRT and several promising IRT
models for the analysis of dichotomously scored item
response data are introduced. Brief discussions of IRT
model parameter estimation, model fit, and software
are described. Finally, several important applications
are introduced.

Strengths and Weaknesses of Classical
Test Theory

CTT has been used in the test development field for
over 80 years. The testing and assessment field is full
of examples of highly reliable and valid tests based
on CTT models and principles, and these tests have
been used to produce research findings in thousands
and thousands of studies (see Classical Test Models).
References to the CTT model with a focus on true
score, observed score, and error score, the use of item
difficulty (P values) and item discrimination indices
(r values) in test development, corrected split-half
reliabilities and coefficient alphas, applications of the
Spearman–Brown formula and the formula linking
test length and validity, corrections to correlations for
range restriction, the standard error of measurement,
and much more (see, for example, [3, 8]) are easily
found in the psychometric methods literature.

There will be no bashing in this entry of classical
test theory and common approaches to test devel-
opment and validation. Were these approaches to
be used appropriately by more test developers, tests
would be uniformly better than they are today, and
the quality of research using educational and psycho-
logical tests would be noticeably better too.

At the same time, it is clear that classical test
theory and related models and practices have some

shortcomings, and so they are not well suited for
some of the demands being placed on measurement
models today by two innovations: item banking and
computer adaptive testing (see, for example, [1,
9, 11, 13]). One shortcoming is that classical item
statistics are dependent on the particular choice of
examinee samples. This shortcoming makes classical
item statistics (such as item difficulty levels, and
biserial and point biserial correlations) problematic
in an item bank unless all of the test item statistics
are coming from equivalent examinee sample, which
of course, is highly unrealistic, and to make such a
requirement would lower the utility of item banks in
test development (the option must be available to add
new test items over time to meet demands to assess
new content, and to replace overused test items).

A second shortcoming is that examinee scores are
highly dependent on the particular choice of items
in a test. Give an ‘easy’ set of items to examinees
and they will generally score high, and give a ‘hard’
set of items to them, and they will generally score
lower. This dependence of test scores on items in a
test creates major problems when computer-adaptive
testing (CAT) is used. In principle, in a CAT environ-
ment (see Computer-Adaptive Testing), examinees
will see items ‘pitched’ or ‘matched’ to their ability
levels, and so, in general, examinees will be adminis-
tered ‘nonparallel’ tests and the test scores themselves
will not provide an adequate basis for comparing
examinees to each other or even to a set of norms or
performance standards set on a nonequivalent form
or version of the test.

These two shortcomings are serious drawbacks to
the use of classical test theory item statistics with item
banking and computer-adaptive testing but there are
more. Typically, classical test models provide only
a single estimate of error (i.e., the standard error
of measurement) and it is applied to the test scores
of all examinees. (It is certainly possible to obtain
standard errors conditional on test score but this is
rarely done in practice.) But this means that the single
error estimate for a test is probably too large for the
bulk of ‘middle ability examinees’ and too small for
examinees scoring low or high on the ability scale.
Also, CTT models the performance of examinees at
the test score level (recall ‘test score = true score +
error score’) but CAT requires modeling between
examinee ability and items so that optimal item
selections can be made. Finally, items and examinees
are reported on separate, and noncomparable scales
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in classical measurement (items are reported on a
scale defined over a population of examinees, and
examinees are reported on a scale defined for a
domain of content). This makes it nearly impossible
to implement optimal assessment where items are
selected to improve the measurement properties of the
test for each examinee, or a prior ability distribution.

IRT Models, Assumptions, and Features

Item response theory is a statistical framework for
linking examinee scores to the items on a test to the
trait or traits (usually called ‘abilities’) that are mea-
sured by that test. Abilities may be narrow or broad;
they might be highly influenced by instruction (e.g.,
math skills) or more general human characteristics
(e.g., cognitive functioning); and they might be in the
cognitive, affective, or psychomotor domains. These
abilities could be unidimensional or multidimensional
too but only unidimensional abilities will be consid-
ered further in this entry (see Multidimensional Item
Response Theory Models, and [12]).

A mathematical model must be specified that pro-
vides the ‘link’ (for example, the three-parameter
logistic model) between these item scores and the
trait or ability measured by the test. Nonlinear mod-
els have been found to better fit test data, and so
there has rarely been interest in linear models, or at
least not since about 1950. It is common to assume
there is a single unidimensional ability underlying
examinee item performance, but models for handling
multiple abilities are readily available (see Multi-
dimensional Item Response Theory Models, [12]).
With a nonlinear model specified, and the examinee
item scores available, examinee and item parameters
can be estimated.

A popular IRT model for handling dichotomously
scored items is the three- parameter logistic test
model:

Pi(θ) = ci + (1 − ci)
eDai(θ−bi )

1 + eDai(θ−bi )
, i = 1, 2, . . . , n.

(1)

Here, Pi(θ) is the probability of an examinee
providing the correct answer to test item i, and
this nonlinear probability function of θ is called an
item characteristic curve (ICC) or item characteristic
function (ICF). The probability is defined either over
administrations of items equivalent to test item i

to the examinee, or defined for a randomly drawn
examinee with ability level θ . Item parameters in this
model are denoted bi , ai , and ci , and described by test
developers as item difficulty, item discrimination, and
pseudoguessing (or simply, guessing), respectively.
The pseudoguessing parameter in the model is the
height of the lower asymptote of the ICF introduced
in the model to fit the nonzero performance of
low performing examinees, perhaps due to random
guessing. The b-parameter is located on the ability
scale at a point corresponding to a probability of
(1 + ci)/2 of a correct response (thus, if c = .20,
then the b-parameter corresponds to the point on
the ability continuum where an examinee has a .60
probability of a correct response). The a-parameter is
proportion to the slope of the ICF at the point b on
the ability scale. The D is a constant in the model,
and was introduced by Birnbaum (see [8]) so that
the item parameters in the model closely paralleled
the item parameters in the normal-ogive model [7],
one of the first IRT models that was introduced
into the psychometric methods literature in 1952.
(This model was quickly dropped when other more
tractable models became available.) ‘n’ is the number
of items in the test. Figure 1 provides an example
of an ICF, and highlights the interpretation of the
model parameters.

Figure 2 shows the ICFs for five different test
items.

From Figure 2, the impact of the item statistics
on the shapes of the ICFs can be seen. The statistics
for the five items are typical of those observed in
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practice. An item such as item 2, offers great poten-
tial for discriminating among examinees, especially
among the more capable examinees. An item such as
item 3 adds very little to the psychometric quality of
the test because the power of the item to discrimi-
nate higher from lower ability is low. Item 5 is only
a bit more useful. Sometimes, though, test items like
items 3 and 5 are used because they assess content
that needs to be covered in a test, and no better items,
statistically, are available.

There are important special cases of the three-
parameter logistic test model for analyzing dichoto-
mously scored test item data. Setting c = 0 in the
three-parameter logistic model produces the two-
parameter logistic test model, a model that often fits
free response items scored 0 or 1, or multiple-choice
test items where guessing is minimal such as when
the test items are easy. Setting c = 0 and a = 1,
produces the one-parameter logistic model (and bet-
ter known as the ‘Rasch model’), a model that
was developed independently of the three-parameter
model by Georg Rasch from Denmark in the late
1950s, and has become very common for the anal-
ysis of educational and psychological test data (see,
for example, [2]).

Until about 15 years ago, most of the work with
item response modeling of data was limited to models

that could be applied to dichotomously scored data –
the one-, two-, and three-parameter logistic and
normal-ogive models [4]. Even when the data were
not dichotomous, it was common to recode the data
to reduce it to a binary variable (e.g., with a five point
scale, perhaps 0 to 2 would be recoded as 0, and 3 to
4 recoded as 1). This was an unfortunate loss of valu-
able information when estimating examinee ability.

Many nationally normed achievement tests
(e.g., California Achievement Tests, Metropolitan
Achievement Tests), university admissions tests
(e.g., Scholastic Assessment Test, the Graduate
Management Admissions Test, and the Graduate
Record Exam) and many state proficiency tests and
credentialing exams in the United States consist of
multiple-choice tests that are scored 0–1. The logistic
test models are typically used with these tests in
calibrating test items, selecting items, equating scores
across forms, and more.

Today, more use is being made of test data aris-
ing from new item types that use polytomous-scoring
(i.e., item level data that are scored in more than
two categories) such as rating scales for record-
ing attitudes and values, and the scoring of writ-
ing samples and complex performance tasks (see
Computer-based Test Designs, and [14]). Numerous
IRT models are available today for analyzing poly-
tomous response data. Some of these models were
available in the late 1960s (see Samejima’s chap-
ter in [12]) but were either too complex to apply,
were not sufficiently well developed (for example,
parameter estimation was problematic), or software
for applying the models was simply not available.
These polytomous IRT response models are espe-
cially important in the education and psychology
fields because more of the test data today is being
generated from tasks that are being scored using
multicategory scoring rubrics. Polytomous IRT mod-
els like the partial credit model, generalized partial
credit model, nominal response model, and the graded
response model can handle, in principle, an unlim-
ited number of score categories, and these models
have all the same features as the logistic test models
introduced earlier (see Item Response Theory (IRT)
Models for Polytomous Response Data).

The test characteristic function (TCF) given below,

E(X) = T CF(θ) =
n∑

i=1

Pi(θ), (2)
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provides an important link between true scores in
CTT and ability scores in IRT. This relation is useful
in explaining how examinees can score well on easy
tests and less well on hard tests; and is definitely
useful in test design because it provides a basis
for predicting test score distributions, or mapping
performance standards that are often set on the test
score scale to the ability scale.

Trait scores, or ability scores, as they are com-
monly called, are often scaled to a mean of zero and a
standard deviation of one for convenience, and with-
out loss of generality. A normal distribution of ability
is neither desired nor expected, nor are scores typi-
cally transformed to obtain such distribution. Before
scores are reported to examinees, it is common to
apply a linear transformation to the ability scores
(scaled, 0,1) to place them on a more convenient scale
(for example, a scale with mean = 100, SD = 10)
that does not contain negative numbers and decimals.
It is the test developer’s responsibilities to conduct
validity investigations to determine exactly what a
test, and hence, the ability scores, are measuring.

IRT models are based on strong assumptions about
the data: In the case of the logistic test models intro-
duced earlier for analyzing dichotomously scored
data, they are (a) the assumption of test unidimen-
sionality and (b) the assumption that the ICFs match
or fit the actual data [4]. Other models specify dif-
ferent assumptions about the data (see, for exam-
ple, [12]). Failure to satisfy model assumptions can
lead to problems – for example, expected item and
ability parameter invariance may not be present, and
using ICFs to build tests, when these functions do
not match the actual data, will result in tests that will
function differently in practice than expected. These
two assumptions will be explored in more detail in
the next section.

The primary advantage of IRT models is that
the parameters of these models are ‘invariant’. This
means that examinee ability remains constant over
various samples of test items from the domain of
content measuring the ability of interest. The accu-
racy of the estimates may vary (e.g., giving easy
items to high ability candidates results in more error
in the estimates, than giving items that are more
closely matched to the examinee’s ability level) but
the examinee ability parameter being estimated with
each sample is the same. This is known as ‘ability
parameter invariance’. This is accomplished by con-
sidering item statistics along with examinee response

data in the ability estimation process. The property
of ability parameter invariance, makes it possible,
for example, to compare examinees, even though
the tests they have taken may differ considerably in
test difficulty.

In the case of item parameter invariance, item
parameters are independent of the particular choice of
examinee samples. This means that for examinees at
a particular point on the ability scale, the probability
of a correct response is the same, regardless of
the subpopulation from which the examinees are
sampled [4]. The item parameters, though not the
estimates, are ‘examinee sample invariant’ and this
property is achieved by taking into account the
characteristics of the sample of examinees in the item
parameter estimation process. This is an immensely
useful feature in estimating item statistics because the
test developer is freed more or less of the concern
about the nature of the examinee sample in item
calibration work. Good estimation of these ICFs still
requires appropriately chosen samples (large enough
to produce stable parameter estimates, and broad
enough that these ICFs can be properly estimated –
recall that they are nonlinear regression functions),
but to a great degree the role that the ability levels
of the examinee sample plays can be addressed in
the calibration process, and what is produced are
estimates of the item parameters that are more or less
independent of the examinee samples.

IRT Model Parameter Estimation, Model
Fit, and Available Software

Several methods are available for estimating IRT
model parameters (see, for example, [4, 7]) including
new Bayesian (see Bayesian Item Response Theory
Estimation), and Monte-Carlo Markov-Chain (see
Markov Chain Monte Carlo Item Response The-
ory Estimation) procedures (see, [12]). All of these
methods capitalize on the principle of local indepen-
dence, which basically states that a single dominant
factor or ability influences item performance, and is
expressed mathematically as

P(U1, U2, . . . , Un|θ) = P(U1|θ)P (U2|θ) . . . P (Un|θ)

=
n∏

i=1

P(Ui |θ). (3)

Here, U1, U2, . . . ., Un are the binary scored
responses to the items, and n is the total number
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of items in the test. In other words, the principle
or assumption of local independence, which is a
characteristic of all of the popular IRT models, and
follows from the assumption of unidimensionality of
the test, states that the probability of any particular
examinee response vector (of item scores) is given
by the product of the separate probabilities associated
with those item scores. This means that an examinee’s
item responses are assumed to be independent of one
another, and driven by the examinee’s (unknown)
ability level. If the item parameters are known,
or assumed to be known, the only unknown in
the expression is the examinee’s ability, and so
it is straightforward to solve the equation with
one unknown, examinee ability. With maximum
likelihood estimation, the value for θ that makes the
likelihood of the data that was observed is found
(logs of both sides of the equation are taken, the
expression for the first derivative with respect to θ

is found, and then that expression is set to zero, and
the value of θ that solves the differential equation
is used as the ability estimate). By working with
second derivatives of the likelihood expression, a
standard error associated with the ability estimate can
be found. For each examinee, item response data is
inserted and the resulting equation is solved to find
an estimate of θ .

Normally, item parameter estimates are treated
as known once they are obtained and placed in an
item bank. At the beginning of a testing program,
neither item parameters nor abilities are known and
then a joint estimation process is used to obtain
maximum likelihood item parameter estimates and
ability estimates (see, [7], for example). Today, more
complex estimation procedures are becoming popular
and new software is emerging.

Several software packages are available for param-
eter estimation: BILOG-MG (www.ssicental.
com) can be used with the one-, two-, and three
parameter logistic models; and BIGSTEPS (www.
winsteps.com), CONQUEST (www.assess.
com), LPCN-WIN (www.assess.com), and several
other software programs can be used with the Rasch
model. The websites provide substantial details about
the software.

The assumption of test unidimensionality is that
the items in the test are measuring a single domi-
nant trait. In practice, most tests are measuring more
than a single trait, but good model fit requires only a

reasonably good approximation to the unidimension-
ality assumption. One check on unidimensionality
that sometimes is applied is this: From a consider-
ation of the items in the test, would it be meaningful
to report a single score for examinees? Is there a
factor common to the items such as ‘mathematics
proficiency’ or ‘reading dimensionality’. Multidimen-
sionality in a dataset might result from several causes:
First, the items in a test may cluster into distinct
groups of topics that do not correlate highly with
each other. Second, the use of multiple item for-
mats (e.g., multiple-choice questions, checklists, rat-
ing scales, open-ended questions) may lead to distinct
‘method of assessment’ factors. Third, multidimen-
sionality might result from dependencies in the data.
For example, if responses to one item are conditional
on responses to others, multidimensionality is intro-
duced. (Sometimes this type of dimensionality can be
eliminated by scoring the set of related items as if it
were a ‘testlet’ or ‘super item’.)

Many methods are available to explore the dimen-
sionality of item response data (see [4, 5]). Various
reviews of several older methods have found them all
in one way or another to have shortcomings. While
this point may be discouraging, methods are available
that will allow the researcher to draw defensible con-
clusions regarding unidimensionality. For example,
linear factor analysis (e.g., principal components
analysis), nonlinear factor analysis, and multidi-
mensional scaling may be used for this purpose,
though not without some problems at the interpreta-
tion stage. Further, it is recognized that few constructs
are reducible to a strictly unidimensional form and
that demonstration of a dominant single trait may be
all that is reasonable. For example, using principal
components analysis we would expect a dominant
first factor to account for roughly 20% or more of
the variance in addition to being several times larger
than the second factor. Were these conditions met,
the assumption of unidimensionality holds to a rea-
sonable degree.

Descriptions of Four IRT Applications

Very brief introductions to four popular applications
of IRT follow. Books by Bartram and Hamble-
ton [1], Hambleton, Swaminathan, and Rogers [4],
Mills, et al. [9], van der Linden and Glas [11],
and Wainer [13] provide many more details on the
applications.
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Developing Tests

Two of the special features of IRT modeling are
item and test information functions. For each item, a
test item information function is available indicating
where on the reporting scale an item is useful in
estimating ability and how much it contributes to an
increase in measurement precision. The expression
for the item information function (see, [7]) is

Ii(θ) = [P ′
i (θ)]2

Pi(θ)[1 − Pi(θ)]
. (4)

Figure 3 provides the item information functions
corresponding to the items shown in Figure 2 and
identified earlier in the entry. Basically, items pro-
vide the most measurement information around their
‘b-value’ or level of difficulty and the amount of
information depends on item discriminating power.
It is clear from Figure 3 that items 2, 1, and 4 are the
most informative, though at different places on the
ability continuum. This is an important point, because
it highlights that were interest in ability estimation
focused at, say, the lower end of the continuum
(perhaps the purpose of the test is to identify low per-
forming examinees for a special education program),
item 4 would be a considerably more useful item than
items 1 and 2 for precisely estimating examinee abil-
ities in the region of special interest on the ability
scale. Items 3 and 5 provide very little information
at any place on the ability continuum.
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Figure 3 Five item information functions, corresponding
to the ICFs reported in Figure 2

The location of maximum information provided
by an item is given by the expression:

θimax = bi + 1

Dai

ln
[
0.5(1 + √

1 + 8ci)
]

(5)

With the one- and two-parameter logistic models,
the point of maximum information is easily seen to
be bi . With c = 0.0, the second term simply drops
out of the expression.

The test information function (which is a simple
sum of the information functions for items in a
test) provides an overall impression of how much
information a test is providing across the reporting
scale:

I (θ) =
n∑

i=1

Ii(θ) (6)

The more information a test provides at a point on
the reporting scale, the smaller the measurement error
will be. In fact, the standard error of measurement at
a point on the reporting scale (called the conditional
standard error of measurement or simply conditional
standard error) is inversely related to the square root
of the test information at that point:

SE(θ) = 1√
I (θ)

(7)

Thus, a goal in test development is to select items
such that the standard errors are of a size that will
lead to acceptable levels of ability estimation errors.

A test information function is the result of putting
a particular set of items into a test. Figure 4 provides
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Figure 4 Test information function and corresponding
standard errors based on the five items used in Figures 2
and 3
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the test information function for the items shown
in Figure 3, and the corresponding conditional error
function for the five item test. In practice, the goal
is usually to push test information function up to at
least 10, which roughly corresponds to a classical
reliability estimate of about .90.

Sometimes, rather than the test information func-
tion being a result of item selection and a product
of the test development process, it is specified as the
‘target’ and then items can be selected to produce the
test information function of interest. Item selection
often becomes a task of selecting items to meet con-
tent specifications, and statistical specifications (as
reflected in a ‘target information function’). One of
the newest IRT topics (called ‘automated test assem-
bly’ is the development of procedures for allowing
test developers to define the test of interest in con-
siderable detail, translate those specifications into
mathematical equations, and then with the appropriate
software, actually solve the resulting equations, and
select test items from a bank of calibrated test items
to meet the requirements for the test (see, [10, 11]).

Identifying DIF

The property of item parameter invariance is
immensely useful in test development work, but it
is not something that can be assumed with IRT
models. The property must be demonstrated across
subpopulations of the population for whom the
test is intended. This might be male and females;
Blacks, Whites, and Hispanics; well-educated and
less well-educated examinees; older, middle age, and
younger respondents; etc. (see Differential Item
Functioning) Basically, IRT DIF analyses involve
comparing the item characteristic functions obtained
in these subpopulations. Much of the research
has investigated different ways to summarize the
differences between these ICFs (see, [4, 6]). DIF via
IRT modeling is not especially easy to implement
(because of the number of steps involved in getting
the ICFs from two or more groups on a common
scale), but the easy graphing capabilities of ICFs
makes DIF interpretation more understandable to
many practitioners than the use of reporting DIF
statistics only.

Test Score Linking or Equating

In many practical testing situations, such as achieve-
ment testing, it is desirable to have multiple versions

or forms of a test. For example, a test such as the
Scholastic Assessment Test would quickly become of
limited value if the same test items were used over
and over again. Every high school senior would be
going to a coaching school or scanning the Internet to
get an advanced look at the test items. Items would
become known to test takers and passed on to oth-
ers about to take the test. Test validity would drop to
zero very quickly. So, while multiple forms of a test
may be a necessity, it is also important that these tests
be statistically equivalent so that respondents do not
benefit or be placed at a disadvantage because of the
form of the test they were administered. Proper test
development is invaluable in producing near equiv-
alent tests, but it is no guarantee, and so ‘statistical
equating’ is carried out to link comparable scores on
pairs of tests. Statistical equating can be carried out
with classical or IRT modeling, but it tends to be
easier to do with IRT models and with a bit more flex-
ibility. There is some evidence too that IRT equating
may produce a better matching of scores at the low
and high end of the ability scale (see, for example,
[4, 7]).

Computer-Adaptive Testing (CAT)

‘Adapting a test’ to the performance of the examinee
as he/she is working through the test has always been
viewed as a very good idea because of the potential
for shortening the length of tests (see Computer-
based Testing; Computer-Adaptive Testing). The
basic idea is to focus on administering items where
the particular answer of the examinee is the most
uncertain – that is, items of ‘medium difficulty’ for
the examinee. When testing is done at a computer,
ability can be estimated after the administration of
each item, and then the ability estimate provides a
basis for the selection of the next test items. Test-
ing can be discontinued when the level of precision
that is desired for ability estimates is achieved. It
is not uncommon for the length of testing to be
cut in half with CAT. The computer provides the
mechanism for ability estimation and item selection.
Item response theory provides a measurement frame-
work for estimating abilities and choosing items. The
property of ‘ability parameter invariance’ makes it
possible to compare examinees to each other or stan-
dards that may have been set despite the fact that they
almost certainly took collections of items that differed
substantially in their ‘difficulty’. Without IRT, CAT
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would lose many of its advantages. CAT is one of the
important applications of IRT (see [1, 13]).

Future Directions and Challenges

The IRT field is advancing quickly. Nonparametric
models have been introduced and open up a new
direction for IRT model building. New models that
build in a hierarchical structure are being advanced
too (see Hierarchical Item Response Theory Mod-
eling). Also, model parameter estimation methods
are being developed based on Bayesian, marginal
maximum likelihood, and Monte-Carlo Markov-
Chain methods (see Markov Chain Monte Carlo
Item Response Theory Estimation). Automated test
assembly based on IRT models and optimization pro-
cedures will eventually be used in item selection
(see [10]). Initiatives on just about every aspect of
IRT are underway.

Despite the advances, challenges remain. One
challenge arises because of the potential for multi-
dimensional data. All of the popular IRT models are
based on the assumption of a single dominant factor
underlying performance on the test. It remains to be
seen to what extent new tests are multidimensional,
how that multidimensionality can be detected, and
how it might be handled or modeled when it is
present. A second challenge is associated with model
fit. IRT models are based on strong assumptions about
the data, and when they are not met, advantages of
IRT modeling are diminished or lost. At the same
time, approaches to addressing model fit, remain to
be worked out, especially the extent to which model
misfit can be present without destroying the validity
of the IRT model application.

Finally, IRT is not a magic wand that can be
used to fix all of the mistakes in test development
such as (a) the failure to properly define the construct
of interest, (b) ambiguous items, and (c) flawed test
administrations. At the same time, it has been demon-
strated many times over that IRT models, when they
fit the data, and when other important features of
sound measurement are present, IRT models provide

an excellent basis for developing tests, and providing
valid scores for making decisions about individuals
and groups.
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Item Response Theory
(IRT) Models for
Polytomous Response
Data

In many applications, such as educational testing,
attitude surveys, and psychological scales, items are
used that can take scores in multiple categories.
For example, on a writing test, there could be an
essay that is scored on a scale of 0–6. Alternately,
on an opinion scale, there could be Likert-type
items for which the response is a rating on a scale
of strongly agree to strongly disagree. To model
these types of item responses, item response theory
(IRT) models that take into account these types
of responses can be used to analyze the data and
provide information regarding the level of latent trait
(see Latent Variable) of interest that the respondent
possesses. There are many IRT models that can be
used to model this type of data, and several of the
popular models are presented in this section. The
models considered are the Graded Response Model,
the Rating Scale Model, the Nominal Response
Model, the Partial Credit Model, and the Generalized
Partial Credit Model (GPCM) (see Item Response
Theory (IRT) Models for Rating Scale Data).

Notation

To aid in the reading of the different models, some
common notation will be used for all models. In all
cases, θ will denote the latent variable of interest. The
latent variable could be mathematical achievement,
or some personality trait like anxiety, achievement
motivation, or quality of life. In any case, the same
notation will be used. Additionally, the scores of all
items considered will be assumed to belong to one of
mi categories, where i indicates the particular item.
Each item can have a different number of categories,
but in all cases, the number of categories will be
denoted m.

Graded Response Model

Samejima introduced the graded response model
(GRM) in 1969 [8]. The GRM represents a family of

models that is appropriate to use when dealing with
ordered categories. Such ordered categories could
relate to constructed response items where examinees
can receive various levels of scores, such as 0–4
points. The categories in that instance are 0, 1,
2, 3, and 4, and are clearly ordered. Alternately,
the categories could be responses to Likert-type
items, such as those in attitude surveys, where the
response are strongly agree, agree, disagree, and
strongly disagree. Again, there is an order inherent
in the categories.

The GRM is a generalization of the two-parameter
logistic (2PL) model. It uses the 2PL to provide the
probability of receiving a certain score or higher,
given the level of the underlying latent trait. As there
are multiple categories to consider for each item,
for any given level of θ , there is a probability of
obtaining a score of x or higher. That is, the model
provides

P ∗
ix(θ) = P [Ui ≥ x|θ], (1)

where Ui is the random variable used to denote the
response to an item with m score categories, and x

is the specific score category.
Clearly, in the case where the particular score

category is 0, the probability of getting a score of
zero or higher must be one. That is,

P ∗
i0(θ) = 1. (2)

Similarly, the probability of getting a score of
mi + 1 or higher is zero since the largest score is
mi . That is,

P ∗
i(mi+1)(θ) = 0. (3)

By defining the model in this way, it is possible
to obtain the probability of getting a specific score,
rather than the probability of getting a specific score
or higher. This is achieved by

Pix(θ) = P ∗
ix(θ) − P ∗

i(x+1)(θ). (4)

As the model is based on 2PL, there is a discrim-
ination parameter involved for each item.

The model is expressed as:

P ∗
ix(θ) = eDai(θ−bix )

1 + eDai(θ−bix )
(5)

and a graphical representation of the same four-
category item with equal a-parameters in Figure 1.
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Figure 1 Score category response functions for the GRM
(ai = 1.2, bi1 = −1.0, bi2 = 0.0, bi3 = 2.0)

Considering Figure 1, the discrimination parame-
ter for the item is 1.0. The category parameters are
given by −1.0, 0.0, and 2.0. These category parame-
ters represent the point on the ability scale where an
examinee has a 50% chance of getting a score of 1
or higher, 2 or higher, 3 or higher, etc. For example,
at θ = 0.0, the examinee has a 50% probability of
obtaining a score of 2 or higher (that is, a score of 2,
3, 4, or 5). For values of θ > 0.0, the probability of
scoring a 2 or higher is greater than 50%.

Rating Scale Model

The Rating Scale model is an extension of the GRM,
where, instead of having one location parameter for
each category, bix , there is one location parameter
per item, bi , and a separate category parameter for
each score category, cix . As a result, the model is
expressed using

P ∗
ix(θ) = eDai(θ−bi+cix )

1 + eDai(θ−bi+cix )
, (6)

where this expression provides the probability of a
person with latent trait level θ , receiving a score of x

or higher, as in the case of the GRM. This model is
often used for scoring Likert items; however, if the
items have different numbers of score categories, the
rating scale model is not appropriate and the GRM
should be used (Muraki & Bock, 1997).

Partial Credit Model

As the GRM was an extension of the two-parameter
logistic model, the Partial Credit Model (PCM),
introduced by Masters in 1982 [6], is an extension of
the one-parameter logistic model, or Rasch model,
described elsewhere in this volume. As such, there is
no discrimination parameter included in the model.
The Rasch model provides the probability of getting
a score of 1 rather than a score of 0, given some level
of θ . In the case of the PCM, the Rasch model is used
for each pair of adjacent categories. Thus, given an
item with mi response options, the Rasch model is
used for each pair. In a four-category item, therefore,
there are three pairs of adjacent score categories: 0
and 1, 1 and 2, and 2 and 3. Therefore, given a pair of
adjacent response categories, x − 1 and x, they can be
considered as ‘0’ and ‘1’, respectively, for the Rasch
model. As such, the PCM provides the probability
of obtaining a score of x rather than x − 1. This is
in contrast to Samejima’s GRM, which models the
probability of getting a score of ‘x or higher’ for
each score category x.

The model contains a person parameter, θ , as
well as mi − 1 parameters for each item. The mi −
1 parameters correspond to the decision between
adjacent categories. Therefore, there will always
be one fewer parameters than categories. This is
seen in the dichotomous case as well: there is one
parameter for each item. This parameter results from
the dichotomous decision between score categories 0
and 1.

The model can be easily seen as an extension of
the Rasch model. For a particular person with trait
level θ , and for a particular item, the Rasch model
provides the probability of a correct response (i.e., a
score of 1) as:

P(u = 1|θ) = P(u = 1|θ)

P (u = 1|θ) + P(u = 0|θ)

= exp(θ − b)

1 + exp(θ − b)
. (7)

As noted previously, this model is monotonically
increasing; as the value of θ increases, so does the
probability of obtaining a score of 1.

The PCM extends this to the case of multiple score
categories, and as noted above, considers only two
categories at a time. Therefore, the probability of an
examinee with a given level of θ getting a score of
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x rather than a score of (x − 1) on a particular item
i, which has m categories is given by

P(u = x|θ) = P [u = x|θ]

P [u = x|θ] + P [u = (x − 1)|θ]

= exp(θ − bx)

1 + exp(θ − bx)
. (8)

In this case, it is necessary to index the parameter
b, as there will be many such parameters; there is
one b for each comparison made, that is, m − 1.
Again, as θ increases, the probability of getting score
x rather than score x − 1 increases; however, the
probability of getting score x does not necessarily
continue to increase, as, at some point, a score
of x + 1 becomes more likely than a score of x.
Therefore, the model expressed in this way does
not consider any other response options other than
x and x − 1. It is often more desirable, and common,
to consider the probability of getting a score of x,
not just getting a score of x rather than a score of
x − 1. As such, the more common way to write the
model is

P(u = x|θ) =
exp

x∑
k=0

(θ − bk)

m−1∑
h=0

exp
h∑

k=0

(θ − bk)

. (9)

In the case of the Rasch model, the b parameter
provides the difficulty of the item. It is the location on
the theta scale at which a person has a .50 probability
of answering the item correctly. In the PCM, it is
a little more complex, as there are multiple score
categories, and only two are taken into consideration
when estimating the bx parameter. The value of
bx is the point where the probability of receiving
score x is equal to the probability of receiving score
x + 1.

A graphical representation of the score categories
is provided in Figure 2 for a four-category item with
b0 = −1.0, b1 = 0.0, b2 = 2.0:

The bx values are labeled on the graph. One
interpretation of these ‘step’ parameters is to con-
sider that to have a greater probability of getting
a score of 1 over that of getting a score of 0, a
θ-level greater than −1.0 is necessary. Similarly,
to have a greater probability of getting a score
of 1 over a score of 2, a θ-level of greater than
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Figure 2 Score category response functions for the PCM
(bi1 = −1.0, bi2 = 0.0, bi3 = 2.0)

0.0 is required, and similarly, for having a greater
probability of getting a score of 3 over a score
of 2.

It is interesting to note that the bx values need not
be ordered such that b1 < b2 < · · · < bm−1 because
the parameter represents the relative magnitude of
only two adjacent probabilities. When the ordering
changes, the interpretation becomes more compli-
cated and has been the source of considerable dis-
cussion among researchers.

The Generalized Partial Credit Model

In many cases, different items on the same test/scale
do have different discriminations. In 1992, Muraki
generalized the Partial Credit Model by allow-
ing items to have different discrimination param-
eters [7]. As such, this model can be seen as an
extension of the two-parameter logistic model in
the same way that the PCM can be viewed as
an extension of the one-parameter logistic model,
or the Rasch model. In this instance, adjacent
score categories are still considered, and the model
provides the probability of obtaining a score of
x rather than a score of x − 1, just as in the
case of the PCM. However, this probability is
given by a different function, which is the two-
parameter logistic function that has been presented
earlier:
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P(u = x|θ) = P [u = x|θ]

P [u = x|θ] + P [u = (x − 1)|θ]

= exp Da(θ − bx)

1 + exp Da(θ − bx)
, (10)

where D is a scaling constant equal to 1.7, to put θ

on the same metric as the normal ogive model, and
a is the discrimination parameter for the particular
item. Clearly, the PCM can be seen as a special case
of this model where D = 1 and a = 1 for all items.

Again, it is more desirable to have an expression
for the probability of obtaining a score of x, and not
the probability of obtaining a score of x rather than
a score of x − 1. Thus, the model can be expressed
as before with

P(u = x|θ) =
exp

x∑
k=0

Da(θ − bk)

m−1∑
h=0

exp
h∑

k=0

Da(θ − bk)

. (11)

The bx parameters can be interpreted the same
way as in the PCM. The only difference is the effect
of the a-parameter on the resulting curves. Figure 3
provides a graphical representation of the same four-
category item with b0 = −1.0, b1 = 0.0, b2 = 2.0
and a = 1.20.
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Figure 3 Score category response functions for the
GPCM (ai = 1.2, bi1 = −1.0, bi2 = 0.0, bi3 = 2.0)

Although the GPCM and the GRM are conceptu-
alized differently, the results obtained from using the
two models are very similar.

The Nominal Response Model

Bock introduced the nominal response model (NMR)
in 1972, which is the most general of the unidimen-
sional polytomous IRT models [1]. In this model,
there is no assumption that the categories are ordered
in any particular way. That is, a score of ‘2’ is not
necessarily smaller than a score of ‘3’. An exam-
ple of this type of scoring can be seen in scoring
multiple-choice items, where each response is given
a particular value. Consider a multiple-choice item
with four options: A, B, C, and D. This item can be
viewed as a polytomously scored item where each
option receives a score. There is then a probability
associated with each response option. For any given
level of θ , there is a probability that a person chooses
option A, B, C, and D. And these probabilities change
as the level of θ changes.

The nominal response model provides the proba-
bility that a person with latent trait level, θ , obtains
a score of x. The model is expressed as:

Pix(θ) = eaixθ+cix

mi∑
k=1

eaixθ+cix

. (12)

In this case, each score category has its own
discrimination parameter, aix . It is for this reason
that the response categories do not retain the strict
ordering. The other parameter, the cix , is an intercept
parameter for each score category. An alternate
parameterization of the model exists as:

Pix(θ) = eaix (θ−bix )

mi∑
k=1

eaix (θ−bix )

. (13)

which is similar in form to the other models presented
in this section. The bix parameter is a location param-
eter and bix = −cix/aix . A graphical representation
of a four-category item is presented in Figure 4.

The most popular IRT models used for scoring
polytomous models were presented in this entry.
These models have been applied in many contexts in
the social sciences, especially the GRM and PCM.
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Figure 4 Score category response functions for the NRM

They offer flexibility in the assumptions of the
scoring: ordered versus nonordered categories and
equal versus nonequal discrimination among items,
and as such are capable of modeling a variety of data.
The reader is directed to studies such as [2–5, 9, 11,
12] for specific examples. For more detail about the
models presented here, as well as other IRT models,
the reader is referred to [10].
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Item Response Theory
(IRT) Models for Rating
Scale Data

IRT Models for Rating Scale Data

Rating scales are the most common formats for
collecting observations in the behavioral and social
sciences. Rating scale item i provides the oppor-
tunity for a person to select a score X in mi + 1
ordered categories (x = 0, 1, . . . , mi). For example,
the person might be an examinee indicating an atti-
tude using a Likert Scale (0 = Strongly Disagree, 1 =
Disagree, 2 = Uncertain, 3 = Strongly Agree, 4 =
Agree) or a rater judging the quality of student writ-
ing (0 = novice, 1 = proficient, 2 = accomplished).
If there are two response categories (0 = incorrect,
1 = correct), then the ratings yield dichotomous data
(see Item Response Theory (IRT) Models for
Dichotomous Data). If there are three or more cate-
gories, then the ratings yield polytomous data. Higher
scores generally indicate a higher location on the
construct. In IRT, the construct is defined as an unob-
servable construct or trait. The goal of measurement
is locate both persons and items on this underlying
construct in order to define measuring instrument.

One of the central problems in psychometrics is
the development of models that connect person mea-
sures and item calibrations in a meaningful way to
represent a construct. The basic idea that motivates
the use of IRT models for rating scale data is that
the scoring of m + 1 ordered categories with ordered
integers (0, 1, . . . , m) using the assumption that there
are equal intervals between the categories may not be
justified. IRT models provide a framework to explic-
itly examine this assumption, and parameterize the
categories without this assumption. Specifically, IRT
models for rating scale data are used to model cate-
gory response functions (CRFs) that link the proba-
bility of a specific rating with person measures and
a set of characteristics reflecting item and category
calibrations. The category response functions (CRFs)
represent the probability of obtaining a score of x

on item i as a function of a person’s location on the
construct θ . The CRFs can be written as follows:

Pxi(θ) = pr(Xi = x|θ), (1)

for x = 0, 1, . . . , m. The IRT models for rating scale
data vary in terms of how they define the operating
characteristic functions (OCFs). CRFs and OCFs will
be defined for each model in the following sections.

There are several different ways to categorize IRT
models for analyzing rating scale data. In this entry,
the specific models described are unidimensional
models for ordered categories. Following Embretson
and Reise [6], these models can be viewed as either
direct or indirect models. Direct models focus directly
on estimating CRFs, while indirect models require
two steps that involve first estimating the OCFs and
then the CRFs. Thissen and Steinberg [18] referred to
these models as divide-by-total and difference models
respectively. They also point out that it is possible to
go back and forth between the divide-by-total and
difference forms, although the derivational form of
the model is usually less complex algebraically.

Direct Models

Partial Credit Model

The Partial Credit Model [PCM; 9, 10] is a unidi-
mensional IRT model for ratings in two or more
ordered categories. The PCM is a Rasch model, and
therefore provides the opportunity to realize a vari-
ety of desirable measurement characteristics, such
as separability of person and item parameters, suf-
ficient statistics for parameters in the model, and
specific objectivity [14]. When good model-data fit is
obtained, then the PCM, as well as other Rasch mod-
els, yields invariant measurement [7]. The PCM is a
straightforward generalization of the Rasch model for
dichotomous data [15] applied to pairs of increasing
adjacent categories.

The Rasch model for dichotomous data can be
written as:

Pi1(θ)

Pi0(θ) + Pi1(θ)
= exp(θ − δi1)

1 + exp(θ − δi1)
, (2)

where P(θ)i1 is the probability of scoring 1 on item
i, P(θ)i0 is the probability of scoring 0 on item i, θ is
the location of the person on the construct, and δi1 is
the location on the construct where the probability
of responding in adjacent categories, 0 and 1, is
equal. For the dichotomous case δi1 is defined as
the difficulty of item i. Equation (2) represents the
operating characteristics function for the PCM. When
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the data are collected with more than two response
categories, then the OCF can be generalized as

Pix(θ)

Pix−1(θ) + Pix(θ)
= exp(θ − δix)

1 + exp(θ − δix)
, (3)

where P(θ)ix is the probability of scoring x on item i,
P(θ)ix−1 is the probability of scoring x − 1 on item i,
θ is the location of the person on the construct, and δix

is the location on the construct where the probability
of responding in adjacent categories, x − 1 and 1,
is equal.

The category response function (CRF) for the
PCM is:

Pix(θ) =
exp


 x∑

j=0

(θ − δij )




mi∑
r=0

exp


 r∑

j=0

(θ − δij )




,

xi = 0, 1, . . . , mi, (4)

where
∑0

j=0 (θ − δij ) ≡ 0. The δij parameter is
still interpreted as the intersection between the two
consecutive categories where the probabilities of
responding in the adjacent categories is equal. The δij

term is described as a step difficulty by Masters and
Wright [10]. Embretson and Reise [6] have suggested
calling the δij term a category intersection parameter.
It is important to recognize that the item parameter
δij represents the location on the construct where a
person has the same probability of responding in cat-
egories x and x − 1. These conditional probabilities
for adjacent categories are expected to increase, but
they are not necessarily ordered from low to high
on the construct θ . By defining the item parame-
ters locally, it is possible to verify that persons are
using the categories as expected. See Andrich [3] for
a detailed description of the substantive interpretation
of disordered item category parameters.

Generalized Partial Credit Model

Muraki [12, 13] formulated the Generalized Partial
Credit Model (GPCM) based on Master’s PCM [9].
The GPCM is also a unidimensional IRT model
for ratings in two or more ordered categories. One
distinguishing feature of the GPCM is the use of the
two-parameter IRT model for dichotomous data [4, 8]

as the OCF. As pointed out in the previous section,
the OCF for the PCM is the dichotomous Rasch
model. Two-parameter IRT model allows for the
estimation of two item parameters: item difficulty and
item discrimination. These item parameters define
location and scale. The OCF for the GPCM is

Pix(θ)

Pix−1(θ) + Pix(θ)
= exp[αi(θ − δix)]

1 + exp[αi(θ − δix)]
, (5)

where P(θ)ix is the probability of scoring x on item
i, P(θ)ix−1 is the probability of scoring x − 1 on item
i, θ is the location of the person on the construct, δix

is the location on the construct where the probability
of responding in adjacent categories, x − 1 and 1,
is equal, and αi is the item discrimination or slope
parameter. The CRF for the GPCM with two or more
ordered response categories is

Pix(θ) =
exp


 x∑

j=0

αi(θ − δij )




mi∑
r=0

exp


 r∑

j=0

αi(θ − δij )




,

xi = 0, 1, . . . , mi, (6)

where δi0 ≡ 0. Sometimes a scaling constant of 1.7
is added to the model in order to place the θ scale
in the same metric as the normal ogive model. The
addition of an item discrimination parameter into
the OCFs allows for a scale parameter in the CRFs
that reflects category spread. The GPCM provides
additional information about the characteristics of
rating scale data as compared to the PCM. The
addition of the scale parameters means that the
GPCM is likely to provide better model-data fit then
the PCM. The tradeoff is that it is no longer possible
to separate person and item parameters; for example,
the raw score is no longer a sufficient statistic for
locating persons on the construct.

Rating Scale Model

The Rating Scale Model [RSM; 1, 2] is another uni-
dimensional IRT model that can be used analyze
ratings in two or more ordered categories. The RSM,
as was the PCM, is a member of the Rasch fam-
ily of IRT models, and therefore shares the desirable
measurement characteristics, such as invariant mea-
surement [7] when there is good model-data fit. The



IRT Models for Rating Scale Data 3

RSM is similar to the PCM, but the RSM was devel-
oped to analyze rating scale data with a common
or fixed number of response categories across a set
of items designed to measure a unidimensional con-
struct or construct. The PCM does not require the
same number of categories for each rating scale item.
Likert scales are a prime example of this type of
format for rating scales. For items with the same
number of response categories, the RSM decomposes
the category parameter, δij , from the PCM into two
parameters: a location parameter λi that reflects item
difficulty and a category parameter δj . In other words,
the δij parameter in the PCM is decomposed into two
components, δij = (λi + δj ) where λi are the loca-
tion of the items on the construct and the δj are
the category parameters across items. The category
parameters are considered equivalent across items for
the RSM. The OCFs for the RSM is

Pix(θ)

Pix−1(θ) + Pix(θ)
= exp[θ − (λi + δx)]

1 + exp[θ − (λi + δx)]
,

(7)

where P(θ)ix is the probability of scoring x on item
i, P(θ)ix−1 is the probability of scoring x − 1 on item
i, θ is the location of the person on the construct, λi

are the location of the items on the construct, and δx

is the location on the construct where the probability
of responding in adjacent categories, x − 1 and 1, is
equal across items. The δx parameter is also called
the centralized threshold. The CRF for the RSM is

Pix(θ) =
exp


 x∑

j=0

(θ − (λi + δj ))




m∑
r=0

exp


 r∑

j=0

(θ − (λi + δj ))




,

x = 0, 1, . . . , m, (8)

where
∑0

j=0 (θ − (λi + δj )) ≡ 0. For the RSM, the
shape of the OCFs and CRFs across items are
the same, while the location varies. Both the RSM
and PCM become the dichotomous Rasch model
when the rating scale data are collected with two
response categories.

Indirect Models

Graded Response Model

The graded response model [GRM; 16, 17] is another
unidimensional IRT model for ordered responses.
The GRM is an indirect model [6] that requires
first the estimation of the OCFs, and then second
the subtraction of the OCFs to obtain the CRFs.
Thissen and Steinberg [18] call the GRM a difference
model. The OCFs for the GRM are two-parameter
IRT models for dichotomous data [4, 8]. Although
both the GRM and the GPCM share this form for the
OCFs, the GRM dichotomizes the categories within
the rating scale in a different way. For example, the
GRM treats four ordered response categories as a
series of three dichotomies as follows: 0 vs. 1, 2,
3; 0, 1 vs. 2, 3; 0, 1, 2 vs. 3. While the PCM,
GPCM, and RSM group adjacent categories to form
the dichotomies: 0 vs. 1; 1 vs. 2; 2 vs. 3. This
difference influences the substantive interpretations
of the category parameters in the models. The OCFs
for the GRM are modeling the probability of a person
scoring x or greater on item i, while the direct
models are modeling the probability of x or x − 1
for adjacent categories. The OCF for the GRM is

P ∗
ix(θ) = exp[αi(θ − βij )]

1 + exp[αi(θ − βij )]
. (9)

The βij parameter is interpreted as the location
on the construct necessary to respond above the j

threshold on item i with a probability of .50, θ is the
location of a person on the construct, and αi is the
slope parameter common across OCFs within item i.
The slope parameter is constrained to be equal within
item i, and this is called the homogeneous case of the
GRM. The CRF for the GRM is

Pix(θ) = exp[αi(θ − βix)]

1 + exp[αi(θ − βix)]

− exp[αi(θ − βi(x+1))]

1 + exp[αi(θ − βi(x+1))]
,

xi = 1, . . . , mi, (10)

or
Pix(θ) = P ∗

ix(θ) − P ∗
i(x+1)(θ), (11)

where P ∗
i(x=0)(θ) = 1.0 and P ∗

i(x=mi+1)(θ) = 0.0. It is
important to highlight the substantive interpretations
of category parameters βij of the GRM. The
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βij is not the location on the construct where
a person has the same probability of being in
adjacent categories – this category parameter is not
the point of intersection. The category parameters
in the PCM, GPCM, and RSM do represent the
intersection points. The category parameters βij are
parameterized to be ordered within an item: βi1 ≤
βi2 . . . ≤ βim The GRM has a historical connection
to the earlier work of Thurstone on the method of
successive intervals [5] with the important distinction
that a person parameter is added to the GRM
model. The βij parameters are sometimes called
Thurstone thresholds. These Thurstone thresholds
represent the location on the construct where the
probability of being rated j or above equals the

probability of being in the categories below j for
item i.

Modified Graded Response Model

Muraki [11] proposed a Modified Graded Response
Model (MGRM) as a restricted version of the
GRM [16]. The MGRM is designed for rating scale
data that has a fixed number of common response
formats across items. The MGRM is unidimensional
IRT model for ordered response data. As with the
GRM, the MGRM is an indirect model that requires
a two-step process with separate estimation of the
OCFs, and then the creation of the CRFs through
subtraction. The MGRM is analogous to Thurstone’s
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Figure 1 Partial credit model
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method of successive intervals or categories [6]. The
distinctive feature of the MGRM is the reparameter-
ization of the GRM category parameter βij into two
components: a location parameter βi and a category
threshold parameter τj that is common across items:
βij = (βi + τj ). The OCF for the MGRM is

P ∗
ix(θ) = exp[αi(θ − βi + τj)]

1 + exp[αi(θ − βi + τj )]
(12)

and the CRF is

Pix(θ) = exp[αi(θ − βi + τj )]

1 + exp[αi(θ − βi + τj )]

− exp[αi(θ − βi + τ(j−1))]

1 + exp[αi(θ − βi + τ(j−1))]
,

x = 1, 2, . . . , m, (13)

or
Pix(θ) = P ∗

ix(θ) − P ∗
i(x+1)(θ), (14)

where P ∗
i(x=0)(θ) = 1.0 and P ∗

i(x=mi+1)(θ) = 0.0.

Graphical Displays of the Five Models

Figures 1 to 5 provide a graphical framework for
comparing some of the essential features of the
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Figure 2 Generalized partial credit model
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Figure 3 Rating scale model

five IRT models for rating scale data described in
this entry. Panels A to F in each figure illustrate
the OCFs and CRFs for the five models. The left
columns present the OCFs and the right columns
present the CRFs. Panels A and B show the OCF
and CRF for the dichotomous case, while Panels
C through F illustrate these functions for the poly-
tomous case (three ratings) with various values of
the parameters for each model. In each figure, the
x-axis is the theta value (θ) that represents the
location of persons on the latent variable or con-
struct. The y-axis is the conditional probability of

responding in a particular category as a function
of the category parameters and the θ location of
each person.

Figures 1 to 3 present the direct models (PCM,
GPCM, RSM), while Figures 4 and 5 illustrate the
indirect models (GRM, MGRM). It is beyond the
scope of this entry to provide an extensive compar-
ative discussion of the models, but several points
should be noted. First, starting with the PCM in
Figure 1, it is easy to see that as the category
parameters δix become closer together (compar-
ing Panels D and F) the probability of being in
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Figure 4 Graded response model

the middle category decreases and the CRFs sug-
gest that less information is being conveyed in
this case. Second, Figure 2 for the GPCM illus-
trates how the addition of a slope or scale param-
eter, αi , influences the shape or spread of the
OCFs and CRFs. Comparing Panel D in Figure 1
(PCM) with Panels D and F in Figure 2 (GPCM)
clearly shows how values of αi greater than 1
(α1 = 1.5) lead to more peaked CRFs (Figure 2,
Panel D), while values of αi less than 1 (α1 =
0.5) lead to flatter CRFs (Figure 2, Panel F). Third,
the RSM shown in Figure 3 illustrates the assump-
tion that even though item locations can change
(λ1 = 0, λ2 = 1), the rating structure is modeled

to constant across items (δ11 = δ12 = −0.5, δ21 =
δ22 = 0.5). This is shown in Panels C to F in
Figure 3 (RSM).

Figures 4 and 5 present the indirect models (GRM
and MGRM). It is important to note that even
though the dichotomous cases (Panels A and B)
appear graphically equivalent to the direct models in
Figures 1 to 3, the substantive definitions and under-
lying models are distinct. The category parameters
for item i, βij , for the GRM represents the location
on the construct where being rated x or above equals
the probability of being in the categories below x

for item i, while the category parameters for the
direct models (PCM, GPCM, and RSM) represent
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Figure 5 Modified graded response model

the intersections between CRFs. The GRM presented
in Figure 4 illustrates how the scale parameter, αi ,
influences the shape (flatness or peakedness) of the
CRFs as it does for the direct models. Values of
αi greater than 1 (α1 = 1.5) lead to more peaked
CRFs (Figure 4, Panel D), while values of αi less
than 1 (α1 = 0.5) lead to flatter CRFs (Figure 4,
Panel F). The MGRM shown in Figure 5 mod-
els the rating structure (βij = βi + τj ) as constant
across items. The MGRM shown in Figure 5 illus-
trates the assumption that even though item location
can change (β1 = 0.0, β2 = 1.0), the rating struc-
ture is modeled to constant across items (τ11 = τ12 =
−1.0, τ21 = τ22 = 1.0). This is shown in Panels C to
F in Figure 5 (MGRM).

Summary

This entry provides a very brief introduction to sev-
eral IRT models for rating scale data. Embretson and
Reise [6] and van der Linden and Hambleton [19]
should be consulted for detailed descriptions of these
models, as well as descriptions of additional models
not included in this entry. The development, compar-
ison, and refinement of IRT models for rating scale
data is one of the most active areas in psychometrics.
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Jackknife

The jackknife is a resampling procedure that is par-
allel to several other resampling methods, including
the bootstrap, the randomization test, and cross-
validation. These methods are designed to generate
an empirical sampling distribution, which can be
used to do hypothesis testing, to estimate standard
errors, and to define confidence intervals. They have
particular value in statistical settings in which the
assumptions of parametric statistical procedures are
not appropriate. These methods are alternatives to the
whole class of hundreds of parametric statistical pro-
cedures, including t Tests, the analysis of variance
(ANOVA), regression (see Multiple Linear Regres-
sion), and so on.

Parametric procedures such as the t Test and
ANOVA (developed by Fisher, Gosset, and oth-
ers in the early twentieth century), were based on
theoretical sampling distributions. The mathemati-
cal development of these distributions was, at least
in part, a necessary response to the computational
limitations of the time, which precluded using com-
putationally intensive methods involving resampling.
In fact, Fisher invented the first resampling proce-
dure, the randomization test, but could not use it
extensively because of computational limitations [3].
He was convinced enough of the value of resam-
pling methods to note that ‘the statistician does not
carry out this very tedious process but his conclu-
sions have no justification beyond the fact that they
could have been arrived at by this very elementary
method (quoted in Edgington [1]).’ Edgington char-
acterized resampling methods as ‘the substitution of
computational power for theoretical analysis’ (p. 3).
Efron [2] noted that ‘From a traditional point of
view, [resampling] methods . . . are prodigious com-
putational spendthrifts. We blithely ask the reader to
consider techniques which require the usual statistical
calculations to be multiplied a thousand times over.
None of this would have been feasible twenty-five
years ago, before the era of cheap and fast computa-
tion (p. 2)’.

Even with the development of the computer, and
the almost unlimited computational availability of the
modern computing era, the use of resampling proce-
dures in applied research was slow to develop (see

discussion in [1]). By the beginning of the twenty-
first century, however, there are many software sys-
tems that support and implement resampling methods
(see [7] for a discussion of these programs). Further,
the use of resampling methods is becoming more inte-
grated into applied statistics and research settings.

The jackknife was originally developed by Que-
nouille [6] and Tukey [8]. Tukey named it the ‘jack-
knife’ to ‘suggest the broad usefulness of a technique
as a substitute for specialized tools that may not be
available, just as the Boy Scout’s trusty tool serves
so variedly [5].’ Mosteller and Tukey follow with a
more specific description: ‘The jackknife offers ways
to set sensible confidence limits in complex situations
(p. 133)’. Efron [2], the developer of the bootstrap,
named the jackknife method after its developers, the
‘Quenouille–Tukey jackknife’.

In fact, the jackknife can be considered a whole set
of procedures, because the original development has
been expanded, and new versions of the jackknife
have been proposed. For example, Efron [2] dis-
cusses the ‘infinitesimal jackknife,’ which provides
an alternative to the traditional jackknifed standard
deviation. Efron refers the reader to several highly
technical articles for sophisticated treatment of the
jackknife, including its asymptotic theory (e.g., [4]).

How is the jackknife applied? According to
Mosteller and Tukey [5, p. 133], ‘The basic idea is
to assess the effect of each of the groups into which
the data have been divided . . . through the effect
upon the body of data that results from omitting that
group.’ However, the use of the method has been
reformulated since that description. In particular,
instead of viewing the effect of ‘omitting that group,’
as suggested in Tukey’s work, a more modern view is
to consider resampling without replacement to create
a subsample of the original data (which is practically
equivalent to Tukey’s conceptualization, but allows
more conceptual breadth).

Rodgers [7] defined a taxonomy that organizes the
various resampling methods in relation to two con-
ceptual dimensions relevant to defining the empirical
sampling distribution – resampling with or without
replacement, and resampling to re-create the complete
original sample or resampling to create a subsample.
The jackknife method involves repeatedly drawing
samples without replacement that are smaller than the
original sample (whereas, for example, the bootstrap
involves resampling with replacement to re-create the
complete sample, and the randomization test involves
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resampling without replacement to re-create the com-
plete sample).

Mosteller and Tukey [5] provided four different
examples of how the jackknife can be used, and a
description of their examples is instructive. The first
example (p. 139) used the jackknife to compute a
confidence interval for a standard deviation obtained
from 11 scores that were highly skewed. The second
example (p. 142) applied the jackknife to estimate the
10% point in a whole population of measurements
when the data were five repeated measures from
11 different individuals. The third example (p. 145)
applied the jackknife to the log transforms of a
sample of the populations of 43 large US cities
for two purposes, to reduce bias in estimating the
average size, and to compute the standard error of this
estimate. Finally, the fourth example, a more complex
application of the jackknife, obtained jackknifed
estimators of the stability of a discriminant function
(see Discriminant Analysis) defined to distinguish
which of the Federalist papers were written by
Hamilton and which ones by Madison.

As a more pragmatic and detailed example, con-
sider a research design with random assignment of
10 subjects to a treatment or a control group (n = 5
per group). Did the treatment result in a reliable
increase? Under the null hypothesis of no group dif-
ference, the 10 scores are sorted into one or the other
group purely by chance. The usual formal evalua-
tion of the null hypothesis involves computation of a
two-independent-group t-statistic, which is a scaled
version of a standardized mean difference between
the two groups. This measure is compared to the dis-
tribution under the null hypothesis that is modeled by
the theoretical t distribution. The validity of this sta-
tistical test rests on a number of parametric statistical
assumptions, including normality and independence
of errors, and homogeneity of variance. As an alter-
native that rests on fewer assumptions, the null dis-
tribution can be defined as an empirical t distribution
using a jackknife or other resampling procedure.

To illustrate the use of the jackknife in this prob-
lem, we might decide to delete one observation
from each group, and build an empirical sampling
distribution from the many t statistics that would
be obtained. One such null sampling model would
involve sampling without replacement from the orig-
inal ten observations until each group has four obser-
vations. There are 10!/[4! × 4! × 2!] = 3150 differ-
ent resamples that can be formed in this way. The

t-statistic is computed in each of these 3150 resam-
pled datasets, providing a null sampling distribution
for the t-statistic. (Alternatively, a random sample
of these 3150 resampled datasets could be used
to approximate this distribution [1]). If these 3150
t statistics are ordered, the position of the one that
was actually observed in the sample can be found
and an empirical P value computed by observing
how extreme the actually observed t-value is in rela-
tion to this empirical null distribution. This P value –
equivalent conceptually to the P value obtained from
the appropriate parametric test, a two-independent
group t Test – can be used to draw a statistical
conclusion about group differences. Appropriately-
chosen quantiles of the empirical t distribution can
be used together with a jackknife estimate of the
standard error of the mean difference to estimate the
bounds of a confidence interval for the mean differ-
ence.

An example of a jackknife in a correlation and
regression setting – one that follows exactly from
Quenouille’s original development of the jackknife –
is presented in Efron [2, p. 9]. There, he uses the
jackknife to estimate bias in the sample correlation
between 1973 LSAT and GPAs of entering law
school students.

How would a researcher decide when to use the
jackknife, instead of one of the alternative resampling
schemes, or the equivalent parametric procedure?
There are several considerations, but no single defini-
tive answer to this question. First, in some cases, the
appropriate sampling model (e.g., resampling with
or without replacement) is dictated by the nature of
the problem. Settings in which the natural sampling
model appears to involve sampling without replace-
ment would naturally lead to the jackknife or the
randomization test. Second, when the assumptions
of parametric tests are met, there are both practical
and statistical advantages to using those; when they
are clearly and strongly violated, there are obvious
advantages to the resampling methods. Third, the his-
tory and background of the jackknife originated from
problems in the estimation and evaluation of bias;
Efron [2, Chapter 2] gives a careful treatment of this
focus. Finally, there are statistical reasons to prefer
the bootstrap over the other resampling procedures
in general hypothesis testing settings. Although the
jackknife works well in such settings, the bootstrap
will often outperform the jackknife.
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Jonckheere–Terpstra Test

The m treatment levels must be ordered prior to
any examination of the data. Assume independent
random samples of response to treatment having sizes
n1, n2, . . . , nm for the m ordered treatment levels. Let
xu,j indicate the treatment response of the j th case
receiving treatment level u.

For each of the M = m(m − 1)/2 possible pairs
of treatment levels, u < v, compute the quantity

J (u, v) = �j=1,...,nu�k=1,...,nvc(xu,j , xv,k), (1)

where c(xu,j , xv,k) is 1, 1/2, or 0, depending on
whether xu,j is less than, equal to, or greater than
xv,k .

J (u, v) will take its minimum value of 0 if every
response at treatment level v is smaller than the
smallest response at level u. It will take its maximum
value of (nu × nv) if every response at treatment
level v is greater than the largest response at level u.
Larger values of J (u, v) are consistent with response
magnitude increasing between treatment levels u

and v.
The Jonckheere–Terpstra test statistic [2] is the

sum of the J (u, v) terms over the M distinct pairs of
treatment levels:

J = �u=1,(m−1)�v=u,mJ (u, v). (2)

Large values of J favor the alternative hypothesis.
Under the null hypothesis, the treatment responses

are exchangeable among the treatment levels. Thus,
the Jonckheere–Terpstra test is a permutation test
(see Permutation Based Inference) – its null ref-
erence distribution consists of the values of J

for all possible permutations of the N = n1 + n2 +
· · · + nm responses among the m treatments, pre-
serving the treatment level group sizes. For larger
sample sizes, a Monte Carlo (see Monte Carlo
Simulation) approximation to the null reference

distribution can be produced by randomly sampling
a very large number of the possible permutations,
for example, 5000. This test is available in the
XactStat (www.cytel.com) and SC (www.mole-
soft.demon.co.uk) packages.

For a range of small sample sizes, tables of critical
values of J are provided in [1]. These are strictly
valid only in the absence of ties. An asymptotic
approximation for large sample sizes is also described
in [1].

Example

The data in the table below are taken from [3]. A
sample of 30 student volunteers were taught a finger-
tapping task and then randomized to one of three
treatments. They received a drink containing 0 mg
caffeine, 100 mg caffeine, or 200 mg caffeine and
were then retested on the finger-tapping task. The
substantive hypothesis was that increased dosages of
caffeine would be accompanied by increased tapping
speeds (Table 1).

The jonckex function in SC package reports a
value of J of 229.5. The P value for the exact (per-
mutation) test was 0.0008, and for the large-sample
normal approximation the value was 0.0011. Tapping
speed clearly increases with caffeine consumption.
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Table 1 Tapping rate as a function of caffeine intake

Caffeine (mg) Rate (taps per minute)

0 242, 245, 244, 248, 247, 248, 242, 244, 246, 242
100 248, 246, 245, 247, 248, 250, 247, 246, 243, 244
200 246, 248, 250, 252, 248, 250, 246, 248, 246, 250



Kendall, Maurice George

BRIAN S. EVERITT

Volume 2, pp. 1009–1010

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Kendall, Maurice George

Born: September 6, 1907, in Northamptonshire,
UK.

Died: March 29, 1983, in Surrey, UK.

At his first secondary school, Derby Central School,
Kendall was initially more interested in languages
than in mathematics. But near the end of his sec-
ondary schooling his mathematical aptitude began to
appear, and the improvement was so great that he was
awarded a scholarship to study at St John’s College,
Cambridge, where he graduated as a mathematics
Wrangler in 1929. From Cambridge, Kendall entered
and passed the examinations to enter the administra-
tive class of the Civil Service and joined the Ministry
of Agriculture and Fisheries. It was here that Kendall
first became involved in statistical work.

It was in 1935 that Kendall, while spending part
of his holiday reading statistics books at the St John’s
College library, met G. Udny Yule for the first
time. The result of this meeting was eventually the
recruitment of Kendall by Yule to be joint author of
a new edition of An Introduction to the Theory of
Statistics, first published in 1911, and appearing in
its 14th edition in the 1950s [6].

The work with Yule clearly whetted Kendall’s
appetite for mathematical statistics and he attended
lectures at University College, London and began
publishing papers on statistical topics. Early during
World War II, Kendall left the Civil Service to take
up the post of statistician to the British Chamber of
Shipping, and despite the obvious pressures of such
a war time post, Kendall managed, virtually single-
handedly, to produce Volume One of The Advanced
Theory of Statistics in 1943 and Volume Two in 1946.
For the next 50 years, this text remained the standard
work for generations of students of mathematical
statistics and their lecturers and professors.

In 1949, Kendall moved into academia, becom-
ing Professor of Statistics at the London School
of Economics where he remained until 1961. Dur-
ing this time, he published a stream of high-quality
papers on a variety of topics including the theory of

k-statistics, time series and rank correlation meth-
ods (see Rank Based Inference). His monograph
on the latter remains in print in the twenty-first
century [2]. Kendall also helped organize a num-
ber of large sample survey projects in collaboration
with governmental and commercial agencies. Later
in his career, Kendall became Managing Director
and Chairman of the computer consultancy, SCI-
CON. In the 1960s, he completed the rewriting of
his major book into three volumes, which was pub-
lished in 1966 [1]. In 1972, he became Director of
the World Fertility Survey. Kendall was awarded the
Royal Statistical Society’s Guy Medal in Gold and
in 1974 a knighthood for his services to the theory
of statistics. Other honors bestowed on him include
the presidencies of the Royal Statistical Society,
the Operational Research Society, and the Market
Research Society.

Sixty years on from the publication of the first
edition of The Advanced Theory of Statistics the
material of the book remains (although in a somewhat
altered format [3–5]) the single most important
source of basic information for students of and
researchers in mathematical statistics. The book has
remained in print for as long as it has, largely because
of Kendall’s immaculate organization of its contents,
and the quality and style of his writing.
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Kendall’s Coefficient of
Concordance

Kendall’s Coefficient of Concordance, W , is a mea-
sure of the agreement between several judges who
have rank ordered a set of entities. In this sense, it is
similar to an intraclass correlation for ranked data.

As an illustration, we use the same example as
for intraclass correlation (from [1]) in which lecturers
were asked to mark eight different essays on a
percentage scale. Imagine, however, that the lecturers
had rank ordered the essays (assigning a rank of 1 to
the best and a rank of 8 to the worst) as in Table 1.

If the lecturers agree, then the total ranks for each
essay will vary. For example, if all four lecturers
thought essay 6 was the best, then the sum of
ranks would be only 4, and if they thought essay
3 was the worst, then it would have a total rank of
8 × 4 = 32. However, if there is a lot of disagreement
then particular essays will have both high and low
ranks assigned to them and the resulting totals
will be roughly equal. In fact, if there is maximal
disagreement between judges, the totals for each
essay will be the same.

Kendall’s statistic represents the ratio of the
observed variance of the total ranks of the ranked
entities to the maximum possible variance of the total
ranks. In this example, it would be the variance of
total ranks for the essays divided by the maximum
possible variance in total ranks of the essays. The
first step is, therefore, to calculate the variance of
total ranks for essays. To estimate this variance, we
use a sum of squared error. In general terms, this is
the squared difference between an observation and

Table 1 Eight essays ranked by four lecturers

Dr. Dr.
Essay Dr. Field Smith Scrote Dr. Death Total

1 7 7 3 2 19
2 6 6 2 1 15
3 8 8 6 3 25
4 5 5 7 4 21
5 4 4 8 5 21
6 1 3 4 6 14
7 3 2 5 7 17
8 2 1 1 8 12

Mean = 18

the mean of all observations:

ss =
n∑

i=1

(xi − x̄)2. (1)

The mean of the total ranks for each essay can be
calculated in the usual way, but it is also equivalent
to k(n + 1)/2 in which k is the number of judges and
n is the number of things being ranked.

This gives us:

SS Rank Totals = (19 − 18)2 + (15 − 18)2 + (25 − 18)2

+ (21 − 18)2+ (21 − 18)2+ (14 − 18)2

+ (17 − 18)2+ (12 − 18)2

= 170. (2)

This value is then divided by an estimate of the total
possible variance. We could get this value by simply
working out the sum of squared errors for row totals
when all raters agree. In this case, the row totals
would be 4 (all agree on a rank of 1), 8 (all agree a
rank of 2), 12, 16, 20, 24, 28, 32 (all agree a rank of
8). The resulting sum of squares would be:

SS Max = (4 − 18)2 + (8 − 18)2 + (12 − 18)2

+ (16 − 18)2 + (20 − 18)2 + (24 − 18)2

+ (28 − 18)2 + (32 − 18)2

= 672. (3)

The resulting coefficient would be:

W = SS Rank Totals

SS Max
= 170

672
= 0.25. (4)

I have done this just to show what the coefficient rep-
resents. However, it is a rather cumbersome method
because of the need to calculate the maximum pos-
sible sums of squares. Thanks to some clever mathe-
matics, we can avoid calculating the maximum pos-
sible sums of squares in this long-winded way and
simply use the following equation:

W = 12 × SS Rank Totals

k2, (n3 − n)
, (5)

where k is the number of judges and n is the number
of things being judged. We would obtain the same
answer:

W = 12 × 170

16(512 − 8)
= 2040

8064
= 0.25. (6)
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A significance test can be carried out using a chi-
square statistic with n − 1 degrees of freedom χ2

W =
k(n − 1)W . In this case, the test statistic of 7 is not
significant.

W is constrained to lie between 0 (no agreement)
and 1 (perfect agreement), but interpretation is dif-
ficult because it is unclear how much sense can be
made of a statement such as ‘the variance of the total
ranks of entities was 25% of the maximum possi-
ble’. Significance tests are also relatively meaningless
because the levels of agreement usually viewed as
good in the social sciences are way above what would
be required for significance. However, W can be
converted into the mean Spearman correlation coef-
ficient (see [2]):

r̄s = kW − 1

k − 1
. (7)

If we computed the Spearman correlation coefficient
between all pairs of judges, this would be the average
value. In this case, we would get ((4 × 0.25) −
1)/3 = 0. The clear interpretation here is that on
average pairs of judges did not agree!
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Kendall’s Tau – τ

Kendall’s tau, τ , like Spearman’s rho, ρ is a
measure of correlation based on ranks (see Rank
Based Inference). It is useful when the raw data are
themselves ranks, as for example job applicants, or
when the data is ordinal. Examples of ordinal data
include common rating scales based on responses
ranging from ‘strongly disagree’ to ‘strongly agree’.

Kendall’s τ is based on the number of inversions
(swaps) needed to get the ranks of both variables in
the same or exactly the opposite order. For example,
consider a data set with raw data pairs (20,17; 23,24;
28,25; 31,40; 90,26). Ranks of the X values are in
order (1, 2, 3, 4, 5) and ranks of the corresponding
Y values are (1, 2, 3, 5, 4). If the last two Y values
are inverted (swapped), then ranks for X and Y will
be identical.

Calculation

In order to calculate τ , it is first necessary to rank both
the X and the Y variable. The number of inversions
of ranks can then be counted using a simple diagram.
The ranks of the X variables are ordered with the
corresponding Y ranks underneath them. Then a line
is drawn form each X rank to its corresponding Y

rank. The number of inversions, I , will be equal to
the number of crossing points. Two N = 5 examples
are shown in Figure 1, with the relevant sequence of
inversions in bold.

If the number of inversions is I , then τ is given
by (1).

τ = 1 − 2I

N (N − 1)/2
(1)

Equation (1) overestimates τ if there are ties. Pro-
cedures (cumbersome) for adjusting ties are given
in [2]. Corrections for ties are implemented in stan-
dard statistical packages.

Hypothesis Testing

For the null hypothesis of no association, that is,
τ = 0 and N > 10, τ is approximately normally
distributed with standard error, sτ , given by (2)

sτ =
√

2(2N + 5)

9N (N − 1)
(2)

Accurate tables for N ≤ 10 are provided by
Kendall & Gibbons [2], but not used by many
standard packages, for example, SPSS and JMP.

Confidence intervals and hypotheses about values
of τ other than 0 can be obtained by noting that
the Fisher transformation gives a statistic, zr , that is
normally distributed with variance 1/(N − 3).

zr = 1

2
ln

[
1 + τ

1 − τ

]
(3)

Comparison with Pearson’s r and
Spearman’s ρ

For normally distributed data with a linear relation,
parametric tests based on r (see Pearson Product
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Example 1. Number of inversions, I = 1, tau = 0.80 Example 2. Number of inversions, I = 7, tau = −0.60

Figure 1 Examples of how to calculate the number of rank inversions in order to calculate τ



2 Kendall’s Tau – τ

Moment Correlation) are usually more powerful
than rank tests based on either τ or rs . Authorities [1,
2] recommend τ over rs as the best rank-based
procedure, but rs is far easier to calculate if a
computer is not available. Kendall’s τ has a simple
interpretation – it is the degree to which the rankings
of the two variables, X and Y , agree.
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Kernel Smoothing

Kernel smoothing is a methodology for exposing
structure or trend in data. It can be applied in a num-
ber of settings, including kernel density estimation,
where the aim is to estimate the probability density
underlying a variable, and kernel regression, where
the aim is to estimate the conditional mean of a
response variable given one or more covariates. Ker-
nel smoothing is a nonparametric technique, in that
it does not rely on the assumption of some particular
parametric model for the data at hand. For instance,
kernel regression does not rely on the existence of
a linear (or other low degree polynomial) relation-
ship existing between mean response and covariate.
This makes kernel smoothing a powerful tool for
exploratory data analysis and a highly applicable
technique in circumstances where classical paramet-
ric models are clearly inappropriate.

Kernel Density Estimation

The problem of estimating a probability density
function, or density for short, is a fundamental
one in statistics. Suppose that we observe data
x1, . . . , xn on a single variable from which we wish
to estimate the underlying density f. If we are willing
to assume that f is of some given parametric form
(e.g. normal, gamma), then the problem reduces to
one of estimating the model parameters (e.g. mean
µ and variance σ 2 in the normal case). This is
a rather rigid approach in that the data play a
limited role in determining the overall shape of the
estimated density. Much greater flexibility is afforded
by the histogram, which can be regarded as a simple
nonparametric density estimator (when scaled to have
unit area below the bars).

Although the histogram is widely used for data
visualization, this methodology has a number of defi-
ciencies. First, a histogram is not smooth, (typically)
in contrast to the underlying density. Second, his-
tograms are dependent on the arbitrary choice of
anchor point; that is, the position on the x-axis at
which the left hand edge of the first bin (counting
from the left) is fixed. Third, histograms are depen-
dent on the choice of bin width. We illustrate these
problems using data on the age (in years) at onset
of schizophrenia for a sample of 99 women. Four

histograms are displayed in Figure 1, using a variety
of anchor points and bin widths. The importance of
the anchor point is demonstrated by Figures 1(a) and
1(b), which differ only in a 2.5-year shift in the
bin edges. The histogram shown in Figure 1(a) sug-
gests that the distribution is skewed with a long right
tail, whereas the histogram in Figure 1(b) indicates
a bimodal structure. The effect of bin width is illus-
trated by comparing Figures 1(c) and 1(d) with the
first pair of histograms. Notice that the thin bins
in Figure 1(c) result in a rather noisy histogram,
whereas the large bin width in Figure 1(d) produces
a histogram that lacks the detail of Figures 1(a)
and 1(b).

One may think of a histogram as being composed
of rectangular building blocks. Each datum carries a
block of area (or weight) 1/n, which is centered at
the middle of the bin in which the datum falls and
stacked with other blocks in that bin. It follows that
the histogram density estimate can be written as

f̂hist(x) =
n∑

i=1

1

n
K(x − ti ) (1)

where

K(x) =
{ 1

b

−b

2
< x ≤ b

2
0 otherwise

(2)

in which b is the bin width and ti is the midpoint of
the bin in which xi falls. An obvious generalization
of (1) would be to replace ti with xi , so that each
building block is centered at its respective data
point rather that at a bin midpoint. The effect of
this modification is illustrated in Figure 2(a), which
shows the resulting estimate for the age at onset
of schizophrenia data. (The data themselves are
displayed as a rug on this plot.) Although this change
solves the anchor point problem, the estimate itself
remains jagged. We can obtain a smooth estimate by
replacing the rectangular blocks by smooth functions
or kernels. We then obtain the kernel density estimate,

f̂ (x) =
n∑

i=1

1

nh
K

(
x − xi

h

)
, (3)

where the kernel K is itself a smooth probability
density function. Typically K is assumed to be uni-
modal and satisfy the conditions K(x) = K(−x) and∫

K(x)x2dx = 1; the normal density is a popular
choice. The parameter h in (3) is usually called the
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Figure 1 Histograms of age at onset of schizophrenia for a sample of 99 women. Histograms (a) and (b) both use a bin
width of 5 years, but differ in anchor point. Histograms (c) and (d) use bin widths of 2.5 and 10 years respectively

bandwidth. It scales the kernel function and hence
controls the smoothness of the density estimate in
much the same manner as the bin width does in a
histogram. Figures 2(b), 2(c), and 2(d) show kernel
density estimates for the age data constructed using
bandwidths h = 10, h = 2 and h = 3.7 respectively.
The estimate in Figure 2(b) is oversmoothed, obscur-
ing important structure in the data (particularly in
the range 40–50 years), while estimate shown in
Figure 2(c) is undersmoothed, leaving residual wig-
gles in the estimate. The degree of smoothing in the
estimate in Figure 2(d) appears to be more appro-
priate. The shape of this final estimate (Figure 2(d))
suggests that the underlying distribution may be a
mixture of two unimodal components, one centered at
about 25 years and the other around 45 years. A com-
mentary on the data and an analysis based on this type
of model is given in finite mixture distributions.

As we have seen, kernel density estimation over-
comes the deficiencies of the histogram in terms
of smoothness and anchor point dependence, but

choosing an appropriate value for the bandwidth
remains an issue. A popular approach to bandwidth
selection is to seek to minimize the mean integrated
squared error of f̂ :

MISE(h) = E
∫

{f̂ (x : h) − f (x)}2 dx. (4)

Here the notation f̂ (x; h) emphasizes the depen-
dence of the density estimate on h. Finding the
minimizer, h0, of (4) is difficult in practice because
MISE(h) is a functional of the unknown target density
f, and is awkward to manipulate from a mathemati-
cal perspective. A number of sophisticated methods
for resolving these problems have been developed,
amongst which the Sheather–Jones bandwidth selec-
tion technique is particularly well regarded [4]. The
Sheather–Jones methodology was used to select the
bandwidth for the density estimate in Figure 2(d).

Kernel density estimation has a wide variety of
uses. It is a powerful tool for data visualization
and exploration, and should arguably replace the
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Figure 2 Kernel density estimates of age at onset of schizophrenia for a sample of 99 women. Estimate (a) is constructed
using a rectangular kernel, while estimates (b), (c), and (d) use a normal kernel. The bandwidths in the last three estimates
are h = 10, h = 2 and h = 3.75 respectively

histogram for this type of purpose. Kernel density
estimates can also be used in discriminant analysis,
goodness-of-fit testing, and testing for multimodal-
ity (or bump hunting) [5]. These applications often
involve the multivariate version of (3); see [3] for
details.

Kernel Regression

The data displayed in the scatterplots in Figure 3
are the annual number of live births in the United
Kingdom from 1865 to 1914. Classical parametric
regression models would struggle to represent the
trend in these data because a linear or low-order
polynomial (e.g. quadratic or cubic) fit is clearly
inappropriate. The trouble with this approach to
regression for these data is that one is required to

specify a functional form that describes the global
behavior of the data, whereas the scatterplot displays
a number of interesting features that are localized to
particular intervals on the x-axis. For example, there
is an approximately linear increase in births between
1865 and 1875, and a bump in the number of births
between 1895 and 1910. This suggests that any model
for the trend in the data should be local in nature, in
that estimation at a particular year x0 should be based
only on data from years close to x0.

The preceding discussion motivates interest in the
nonparametric regression model

Yi = m(xi) + εi (i = 1, . . . , n), (5)

where x1, . . . , xn are covariate values, Y1, . . . , Yn are
corresponding responses, and ε1, . . . , εn are inde-
pendent error terms with zero mean and common
variance σ 2. The regression function m describes
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Figure 3 Kernel regression estimates for the UK birth data. (a) Displays the Nadaraya–Watson and local linear kernel
estimates as solid and dashed lines respectively; both estimated were constructed with bandwidth h = 1.61. (b) Displays
local linear kernel estimates obtained using bandwidths h = 5 (dashed line) and h = 0.5 (solid line)

the conditional mean of Y given x, and is a smooth
function for which no particular parametric form is
assumed. Local estimation of m may be achieved
using a weighted average of the responses,

m̂(x) =

n∑
i=1

wiyi

n∑
i=1

wi

, (6)

where the weights w1, . . . , wn are selected so that wi

decreases as xi becomes more distant from the esti-
mation point x. The Nadaraya–Watson kernel regres-
sion estimator (originally proposed in [2] and [7])
defines the weights using kernel functions through

wi = 1

h
K

(
x − xi

h

)
, (7)

where K is typically a unimodal probability density
with K(x) = K(−x) and

∫
K(x)x2dx = 1, such as

the standard normal density. Clearly (7) achieves the
desired effect that data points with covariate distant
to the estimation point x have negligible influence
on the estimate. The bandwidth h scales the kernel
in the same fashion as for density estimation. The
Nadaraya–Watson regression estimate for the birth
data is displayed as the solid line in Figure 3(a). It
picks up the general trend in birth numbers through

time while smoothing out the haphazard year-to-year
variation.

The Nadaraya–Watson estimator, for which we
will use the specific notation m̂0(x), may be derived
in terms of a weighted least squares problem. Specif-
ically, m̂0(x) = β̂0 where β̂0 minimizes

n∑
i=1

(Yi − β0)
2 1

h
K

(
x − xi

h

)
. (8)

One may therefore think of the Nadaraya–Watson
estimate at the point x as the result of fitting a
constant regression function (i.e. just an intercept,
β0) by weighted least squares. We can generalize this
approach by fitting a linear regression (see Multiple
Linear Regression) at the point x, minimizing the
revised weighted sum of squares

n∑
i=1

(Yi − β0 − β1(xi − x))2 1

h
K

(
x − xi

h

)
. (9)

If β̂0, β̂1 are the minimizers of (9), then the local
linear kernel regression estimate at the point x, m̂1(x),
is defined by m̂1(x) = β̂0. The Nadaraya–Watson (or
local constant kernel) estimate and the local linear
kernel estimate often give rather similar results, but
the latter tends to perform better close to edges
of the data set. The local linear kernel estimate is
displayed as a dashed regression line in Figure 3(a).
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Although it is difficult to distinguish it from the
Nadaraya–Watson estimate over most of the range
of the data, close inspection shows that the local
linear estimate follows the path of the data more
appropriately at the extreme left hand end of the plot.

As with density estimation, the choice of band-
width is crucial in determining the quality of the fitted
kernel regression. An inappropriately large bandwidth
will oversmooth the data and obscure important fea-
tures in the trend, while a bandwidth that is too small
will result in a rough, noisy kernel estimate. This is
illustrated in Figure 3(b), where local linear kernel
estimates were constructed using bandwidths h = 5
and h = 0.5 giving the dashed and solid lines respec-
tively. A number of data driven methods for selecting
h have been proposed, including a simple cross-
validation approach that we now describe. Suppose
we fit a kernel regression using all the data except
the ith observation, and get an estimate m̂[−i](x; h),
where the dependence on the bandwidth h has been
emphasized in the notation. If h is a good value for
the bandwidth, then m̂[−i](xi ; h) should be a good
predictor of Yi . It follows that the cross-validation
function

CV (h) =
n∑

i=1

(m̂[−i](xi ; h) − Yi)
2 (10)

is a reasonable performance criterion for h, and
the minimizer ĥCV of CV (h) should be a suitable
bandwidth to employ. This cross-validation approach
was used to provide the bandwidth h = 1.61 for the
local linear (and local constant) kernel estimates in
Figure 3(a).

We have focused our attention on models with a
single covariate, but kernel regression methods may
be extended to cope with multiple covariates. For
example, if the response Y is related to covariates
x and z, then we might use a general additive model
(GAM),

Yi = m(xi) + l(zi) + εi (i = 1, . . . , n), (11)

where m and l are smooth regression functions which
may be estimated using kernel methods. Alterna-
tively, we may mix nonparametric and parametric
terms to give a semiparametric regression model,
such as

Yi = m(xi) + βzi + εi (i = 1, . . . , n). (12)

Kernel methods may also be applied in generali-
zed linear models to fit nonlinear terms in the linear
predictor; see [1], for example.

Conclusions

Kernel methods can be used for nonparametric esti-
mation of smooth functions in a wide variety of situ-
ations. We have concentrated on estimation of prob-
ability densities and regression functions, but kernel
smoothing can also be applied to estimation of other
functions in statistics such as spectral densities and
hazard functions. There are now a number of books
that provide a comprehensive coverage of kernel
smoothing. Bowman and Azzalini’s monograph [1]
is recommended for those seeking an applications-
based look at the subject, while Wand and Jones [6]
provide a more theoretical (though still accessible)
perspective. Both kernel density estimation and ker-
nel regression methods are implemented in many
software packages, including R, S-Plus, SAS, and
Stata.
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k -means Analysis

Cluster analysis is a term for a group of multivariate
methods that explore the similarities or differences
between cases in order to find subgroups containing
relatively homogenous cases (see Cluster Analysis:
Overview). The cases may be, for example, patients
with various symptoms, ideas arising from a focus
group, clinics with different types of patient. There
are two main types of cluster analysis: optimization
methods that produce a single partition of the data,
and hierarchical clustering which forms a nested
series of mutually exclusive partitions or subgroups
of the data. Divisions or fusions in hierarchical clus-
tering, once made, are irrevocable. When an agglom-
erative algorithm has joined two cases they cannot
subsequently be separated, and when a divisive algo-
rithm has made a split they cannot be reunited.
By contrast, optimisation cluster methods reallocate
cases iteratively to produce a single optimal partition
of the data into mutually exclusive clusters, and can
therefore be used inter alia to correct for inefficient
assignments made during hierarchical clustering.

Probably the most common optimisation method is
k-means analysis, first described by Forgey [5], Mac-
Queen [8] and Ball & Hall [2]. It has a compelling
simplicity, namely, to find a partition of the cases
into k clusters such that each case is closer to the
mean of the cluster to which it is assigned than to
any other cluster. However, it will be shown below
that this simplicity conceals a computational flaw that
does not guarantee convergence. For this reason we
refer to it as ‘naı̈ve’ k-means analysis. The method
requires that a case i is moved from a cluster p, the
cluster to which it is currently assigned, to another
cluster q if the case is closer to the mean of cluster
q than it is to the mean of cluster p; that is, if

dip > diq. (1)

Naı̈ve k-means analysis is usually implemented in
software as follows:

1. Choose some initial partition of the cases into k

clusters. This can be a tree section, for example,
by hierarchical clustering, k selected ‘seed’ cases,
or a random assignment of the cases to k clusters.

2. Compute the distance from every case to the
mean of each cluster, and assign the cases to
their nearest clusters.

3. Recompute the cluster means following any
change of cluster membership at step 2.

4. Repeat steps 2 and 3 until no further changes of
cluster membership occur in a complete iteration.
The procedure has now converged to a stable k-
cluster partition.

An Exact k-means Algorithm

It is a common misconception that k-means analysis,
as described above, optimizes (i.e. minimizes) the
Euclidean Sum of Squares, or trace (W), where W is
the within-clusters dispersion matrix. The Euclidean
Sum of Squares Ep for a cluster p is defined as:

Ep =
∑
i∈p

ni

∑
j

(xij − µpj )
2, (2)

where xij is the value of the j th variable for case i in
cluster p, µpj is the mean of the j th variable for the
pth cluster, and ni is a weight for case i (usually 1).

The total Euclidean Sum of Squares is

E =
∑

p

Ep. (3)

The computational flaw in naı̈ve k-means analysis
arises from an incorrect assumption that if a case is
moved to a cluster whose mean is closer than the
mean of the cluster to which it is currently assigned,
following test (1), then the move reduces E. This
neglects to take account of the changes to the means
of the clusters caused by reassigning the case. To
minimize E unequivocally, a case should only be
moved from a cluster p to another cluster q if and
only if the move reduces E in (3). That is, iff:

Ep + Eq > Ep−i + Eq+i . (4)

We call (4) the ‘exact assignment test’ for mini-
mum E. It is not the same as assigning a case i to
the nearest cluster mean, as in naı̈ve k-means analy-
sis, because moving any case from cluster p to cluster
q also changes the means of p and q; and in certain
circumstances, these changes may actually increase
E. Rearranging (4) thus,

Ep − Ep−i > Eq+i − Eq, (5)

which is equivalent to moving a case i from cluster
p to cluster q iff:

Ip−i,i > Iq,i, (6)



2 k -means Analysis

where Ip−i,i is the increase in E resulting from the
addition of case i to the complement p − i of cluster
p, and Iq,i is the increase in E resulting from the
addition of case i to cluster q. Beale [3] gives the
increase Ipq in E on the union of two clusters p and
q as follows:

Ipq = npnq

∑
j

(µpj − µqj )
2

(np + nq)
, (7)

where np and nq are the sum of case weights of
clusters p and q (usually their sizes), and µpj and
µqj are the means of the clusters p and q for variable
j . Upon substituting (7) for the comparison of a case
i with clusters p − i and q, (6) becomes

npnid
2
pi

np − ni

>
nqnid

2
qi

nq + ni

. (8)

Where the cases have equal weight, (8) simpli-
fies to

npd2
pi

np − 1
>

nqd
2
qi

nq + 1
. (9)

We refer to (8) as the ‘exact assignment test’ for
k-means analysis. Since E is a sum of squares, and
each reassignment that satisfies (8) actually reduces
E by the difference between the two sides of (8),
the procedure must converge in finite time. This
is because E, being bounded by zero, cannot be
indefinitely reduced.

It will be evident that the exact assignment test (8)
or (9) is not equivalent to moving a case i from
cluster p to cluster q if dip > diq , as in naı̈ve k-means
analysis, yet the naı̈ve test is actually how k-means
analysis is implemented in many software packages.
In geometrical terms, moving a case i from cluster
p to cluster q pulls the mean µq+i,j of q towards i

and pushes the mean µp−i,j of p away from i. This
causes the distances from the means of some cases in
clusters p and q to increase, such that E may actually
increase as a result of moving a case from cluster p to
cluster q even if dip > diq . It does not usually happen
with small data sets, but it can occur with large data
sets where boundary cases may oscillate between two
or more clusters in successive iterations and thereby
the naı̈ve procedure fails to converge.

This is why some standard k-means software also
employ an ad hoc ‘movement of means’ convergence
criterion. It stops the procedure when a complete iter-
ation does not move a cluster centre by more than

a specified percentage, which must be greater than
zero, of the smallest distance between any of the
initial cluster centres. This is not a convergence cri-
terion at all, but merely a computational device to
prevent the program from oscillating between two
or more solutions and hence iterating indefinitely.
MacQueen [8] recognized this defect in his naı̈ve k-
means algorithm but failed to formulate the exact
assignment test (8) that corrects for it. Anderberg [1]
reports only the naı̈ve k-means procedure. Harti-
gan [7] reports the exact assignment test for mini-
mum E correctly, but curiously implements the naı̈ve
k-means test in the program listed in his appendix.
Späth [9] correctly describes the exact assignment
test for minimum E and implements it correctly in
his program. Everitt et al. [4] give a worked exam-
ple of naı̈ve k-means analysis without mentioning the
exact assignment test.

This important modification of the assignment
test ensures that exact k-means analysis will always
converge in finite time to a specific minimum E

value, whereas naı̈ve k-means analysis may only ever
achieve interim higher values of E without actually
converging. Furthermore, those k-means programs
that utilize the ‘movement of means’ convergence
criterion do not report the value of E because it can
differ from one run to the next depending upon the
order of the cases, the starting conditions and the
direction in which the initial cluster means migrate.

A General Optimization Procedure

The exact assignment test can be generalized for any
well-defined clustering criterion that is amenable to
optimization, for example, to minimize the sum of
within-group squared distances, similar to average-
link cluster analysis in hierarchical clustering, or
UPGMA. Another clustering criterion that has been
proposed for binary variables is an information con-
tent statistic to be minimized by the relocation of
a case from one cluster to another. The general
procedure for optimization is now defined for any
clustering criterion f to be minimized, as follows:
Given any interim classification C of the cases, a case
i currently assigned to a cluster p should be moved
to another cluster q if:

f (C|i ∈ p) > f (C|i ∈ q). (10)

The generalized exact assignment test (10) will
always converge to a minimum f for a classification
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C provided that there is a lower bound below which
f cannot reduce further, such as zero as for the
Euclidean Sum of Squares E specified in (2) and (3)
because E is a sum of squares and for the within-
cluster sum of squared distances.

Convergence

This does not necessarily mean that the final classifi-
cation C obtained at convergence is optimal, since
the k-means procedure will also converge to sub-
optimal classifications that, nevertheless, satisfy the
exact assignment test, see Table 1 below. For this
reason, it is important to evaluate several different
classifications obtained by k-means analysis for the
same data, as advocated by Gordon [6]. Some writers
have proposed fairly complex techniques for choos-
ing initial seed points as the starting classification for
k-means, and for combining and splitting clusters dur-
ing the assignment process. Their general approach
is to merge similar clusters or split heterogeneous
clusters, with the object of finding a value of k, the
best number of clusters, that yields a stable homoge-
neous classification. However, the choice of initial
seed points, or the starting classification, can also
be adequately tested by generating several random
initial classifications, and it is open to the user to
evaluate different values of k for the number of clus-
ters.

It is well known that k-means analysis is also sen-
sitive to the order in which the cases are tested for
relocation, and some writers advocate varying this
order randomly. Wishart [10] describes a FocalPoint
k-means procedure that randomly rearranges the case
order in each of a series of independent runs of the
procedure. FocalPoint also generates a different ran-
dom initial classification for each run. Randomisation

Table 1 Seven stable classifications found for 25 mam-
mals by k-means analysis in 500 random trials, with cluster
sizes, final E values and frequencies

Classification Cluster sizes E Frequency

1 8,6,5,4,2 2.58 336
2 10,7,5,2,1 2.81 49
3 10,7,4,2,2 2.93 4
4 9,7,6,2,1 2.946 101
5 11,6,4,2,2 2.952 2
6 10,8,5,1,1 3.38 3
7 11,6,6,1,1 3.45 5

of the case order and the initial classification will
generally yield different final classifications over the
course of a number of trials. For example, in a study
of 25 mammals described in terms of the compo-
sition of their milk, FocalPoint obtained 7 different
stable classifications at the five-cluster level within
500 randomization trials, with values of E ranging
from 2.58 to 3.45, as listed in Table 1. This is why
it is important, firstly, to implement k-means anal-
ysis with the exact assignment test; and secondly,
to pursue the optimisation procedure until it con-
verges to a stable minimum E value that can be
replicated. k-means programs that stop when a clus-
ter centre does not move by more than a specified
percentage of the smallest distance between any of
the initial cluster centres will not necessarily con-
verge to a stable, definitive E value. FocalPoint, by
comparison, maintains a record of each classifica-
tion obtained in a series of random trials, arranges
them in ascending order of their E values, and
counts the frequency with which each classification
is replicated.

The results for 500 trials with the mammals milk
data are given in Table 1, in which seven differ-
ent stable classifications were found. The one cor-
responding to the smallest E value occurred in
two-thirds of the trials and is almost certainly the
global optimum solution for five clusters with these
data. It is, however, instructive to examine the six
suboptimal classifications, which find small clusters
of one or two cases. Further examination reveals
these to be outliers, so that the procedure has in
effect removed the outliers and reduced the value
of k resulting in larger clusters of 10 or 11 cases
elsewhere. There is always the possibility that k-
means analysis will find singleton clusters contain-
ing outliers, because such clusters contribute zero
to the sum of squares E and therefore once sep-
arated they cannot be reassigned. There is, there-
fore, a case for creating a separate residue set of
outliers.

In Clustan software, Wishart [10, 11], a residue set
can be created by specifying a threshold distance d∗
above which a case cannot be assigned to a cluster.
Thus, if dip > d∗, the case is deemed too remote
to be assigned to cluster p and is instead placed
in the residue. Another possibility is to specify a
percentage r , such as r = 5%, and to place the 5%
of the cases that are most remote from any cluster
in the residue set. This requires additional work to
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store the distances of the cases to their nearest cluster
and at the completion of each iteration to order the
distances, reallocate those cases corresponding to r%
largest distances to the residue set, and recalculate
the cluster means.

Comparison of k-means with Other
Optimisation Methods

Some writers argue that k-means analysis produces
spherical clusters that can be distorted by the pres-
ence of outliers, and advocate instead a search for
elliptical clusters by fitting an underlying mixture of
multivariate normal distributions (see Finite Mix-
ture Distributions; Model Based Cluster Analy-
sis). The choice of method really depends upon the
object of the analysis – for example, whether one
is seeking ‘natural’ classes or a more administra-
tive classification. Suppose, for example, the cases
are individuals described solely by their height and
weight. A search for ‘natural’ clusters should only
find one class, with the data fitting a single ellipti-
cal bivariate normal distribution (see Catalogue of
Probability Density Functions). By comparison, k-
means analysis will find any number of spherical

clusters throughout the distribution, a kind of map-
ping of the distribution. It will therefore separate,
for example, ballerinas and sumo wrestlers, infants
and adults, a summarization of the data rather than a
‘natural’ classification. The decision to use k-means
analysis therefore depends upon the type of clusters
that are sought – should they be such that any clus-
ter of individuals are all similar in terms of all of
the variables; or is variation allowed in some of the
variables. Model-based clustering is suitable for the
latter, whereas k-means analysis would suffice for the
former.

Another goal for k-means analysis is the summa-
rization of a large quantity of data, such as occur
in data mining or remote sensing applications. The
goal here is to reduce a large amount of data to man-
ageable proportions by simplifying 200,000 cases in
terms of 1000 clusters averaging 200 cases each. In
this example, each cluster would comprise a set of
individuals that are all very similar to each other,
and a single exemplar can be selected to repre-
sent each cluster. The data are now described in
terms of 1000 different cases that map the whole
population in terms of all of the variables. Fur-
ther modeling can more easily be undertaken on the
1000 exemplars than would be feasible on 200,000
individuals.
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Dolphin

Figure 1 Dendrogram for k-means analysis at five clusters with two outliers (elephant and rabbit)
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Dendrogram for k-means

Optimization methods such as k-means analysis
generally yield a single partition of a set of n

cases into k clusters. This says nothing about the
relationships between the k clusters, or about the rela-
tionships between the cases assigned to any one clus-
ter. A summary tree has therefore been implemented
in ClustanGraphics [10] that shows these relation-
ships, as illustrated in Figure 1.

A five-cluster solution for the 25 mammals data
was obtained using ‘exact’ k-means analysis, as
shown in Table 1. An outlier threshold was specified
that caused two cases (elephant and rabbit) to be
excluded from the classification as outliers. A subtree
is now constructed for each cluster that shows how
the members of that cluster would agglomerate to
form it; and a supertree is constructed to show
how the clusters would agglomerate hierarchically
by Ward’s method. The resulting tree is shown in
Figure 1, with the cluster exemplars underlined.

When using k-means analysis it is important also
to use Ward’s method to construct the agglomerative
tree for exact k-means analysis, because both methods
optimize the Euclidean Sum of Squares. This is an
excellent way of representing the structure around a
k-means cluster model for a small data set. However,
with larger data sets a full tree can become unwieldy,
and therefore it is easier to restrict it to the final
supertree agglomeration of k clusters.
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Kolmogorov, Andrey
Nikolaevich

Born: April 25, 1903, in Tambov, Russia.
Died: October 20, 1987, in Moscow, Russia.

Andrey Nikolaevich Kolmogorov was born in Russia
in 1903 and was raised by his aunt when his mother
died in childbirth and his father was in exile. After
a traditional schooling, Kolmogorov worked as a
conductor on the railway. His educational background
must have been excellent, however, because in his
spare time he wrote a treatise on Newton’s laws of
mechanics, though he had not yet attended university.
Kolmogorov enrolled in Moscow State University in
1920 and studied a number of subjects, including
metallurgy, Russian history, and mathematics. He
published his first paper two years later, and at the
time of his graduation in 1925 he published eight
more, including his first paper on probability.

By the time Kolmogorov completed his doctor-
ate in 1929, he had 18 publications to his credit.
Two years later, he was appointed a professor at
Moscow University. The same year, he published
a paper entitled Analytical methods in probabil-
ity theory, in which he laid out the basis for the
modern theory of Markov processes (see Markov
Chains). Two years after that, in 1933, he pub-
lished an axiomatic treatment of probability the-
ory. Over the next few years, Kolmogorov and
his collaborators published a long series of papers.
Among these was a paper in which he developed
what is now known as the Kolmogorov-Smirnov
test, which is used to test the goodness of fit of
a given set of data to a theoretical distribution.
Though Kolmogorov’s contributions to statistics are
numerous and important, he was a mathematician,
and not a statistician. Within mathematics, his range
was astounding. Vitanyi [1] cited what he called

a ‘nonexhaustive’ list of the fields in which Kol-
mogorov worked:

‘The theory of trigonometric series, measure
theory, set theory, the theory of integration, con-
structive logic (intuitionism), topology, approx-
imation theory, probability theory, the theory
of random processes, information theory, math-
ematical statistics, dynamical systems, automata
theory, theory of algorithms, mathematical lin-
guistics, turbulence theory, celestial mechanics,
differential equations, Hilbert’s 13th problem, bal-
listics, and applications of mathematics to prob-
lems of biology, geology, and the crystallization of
metals.

In over 300 research papers, textbooks and mono-
graphs, Kolmogorov covered almost every area of
mathematics except number theory. In all of these
areas even his short contributions did not just study
an isolated question, but in contrast exposed funda-
mental insights and deep relations, and started whole
new fields of investigations.’

Kolmogorov received numerous awards throughout
his life and earned honorary degrees from many
universities. He died in Moscow in 1987.

Sources of additional information

• Andrey Nikolaevich Kolmogorov : Available at
http://www-gap.dcs.st-and.ac.uk/∼
history/Mathematicians/Kolmogorov.
html

• Vitanyi, P. M. B. A short biography of A. N.
Kolmogorov. Available at http://homepages.
cwi.nl/∼paulv/KOLMOGOROV.BIOGRAPHY.
html
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Kolmogorov–Smirnov
Tests

The Kolmogorov–Smirnov and Smirnov
Tests

The Kolmogorov–Smirnov test is used to test the
goodness of fit of a given set of data to a theoret-
ical distribution, while the Smirnov test is used to
determine if two samples appear to follow the same
distribution. Both tests compare cumulative distribu-
tion functions (cdf s). The problem of determining
whether a given set of data appear to have been drawn
from a known distribution is often of interest only
because it has implications for the subsequent sta-
tistical analysis. For example, one may test a given
distribution for normality, and if one fails to reject
this hypothesis, then one may proceed as if normality
were proven and use a parametric analysis that relies
on normality for validity. This two-stage approach is
problematic, because it confuses failure to reject a
null hypothesis (in this case, normality) with proving
its truth [10]. The consequence of this error is that
the true Type I error rate may then exceed the nom-
inal Type I error rate [1, 6], which is often taken to
be 0.05.

The Smirnov Test

The problem of determining whether two sets are
drawn from the same distribution functions arises
naturally in many areas of research and, in contrast
with the problem of fitting a set of data to a known
theoretical distribution, is often of intrinsic interest.
For example, one may ask if scores on a standardized
test are the same in two different states or in two
different counties. Or one may ask if within a family
the incidence of chicken pox is the same for the first-
born child and the second-born child. Formally, we
can state the problem as follows:

Let x:(x1,x2,...,xm) and y:(y1,y2,...,yn) be indepen-
dent random samples of size m and n, respectively,
from continuous or ordered categorical populations
with cdf s of F and G, respectively. We wish to test
the null hypothesis of equality of distribution func-
tions:

H0: F(t) = G(t), for every t. (1)

This null hypothesis can be tested against the
omnibus two-sided alternative hypothesis:

Ha: F(t) �= G(t) for at least one value of t, (2)

or it can be tested against a one-sided alternative
hypothesis:

Ha: F(t) ≥ G(t) for all values of t, strictly

greater for at least one value of t, (3)

or

Ha: F(t) ≤ G(t) for all values of t, strictly

smaller for at least one value of t. (4)

To compute the Smirnov test statistic, we first need
to obtain the empirical cdf s for the x and y samples.
These are defined by

Fm(t) = number of sample x ′s ≤ t

m
(5)

and

Gn(t) = number of sample y ′s ≤ t

n
. (6)

Note that these empirical cdf s take the value 0
for all values of t below the smallest value in the
combined samples and the value 1 for all values
of t at or above the largest value in the combined
samples. Thus, it is the behavior between the smallest
and largest sample values that distinguishes the
empirical cdf s. For any value of t in this range,
the difference between the two distributions can be
measured by the signed differences, [Fm(t) − Gn(t)]
or [Gn(t) − Fm(t)], or by the absolute value of the
difference, |Fm(t) − Gn(t)|. The absolute difference
would be the appropriate choice where the alternative
hypothesis is nondirectional, F(t) �= G(t), while the
choice between the two signed differences depends
on the direction of the alternative hypothesis. The
value of the difference or absolute difference may
change with the value of t . As a result, there would be
a potentially huge loss of information in comparing
distributions at only one value of t [3, 14, 17].

The Smirnov test resolves this problem by
employing as its test statistic, D, the maximum value
of the selected difference between the two empirical
cumulative distribution functions:

D = max |Fm(t) − Gn(t)|,
min(x, y) ≤ t ≤ max(x, y), (7)
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where the alternative hypothesis is that F(t) �= G(t),

D+ = max[Fm(t) − Gn(t)],

min(x, y) ≤ t ≤ max(x, y), (8)

where the alternative hypothesis is that F(t) > G(t)

for some value(s) of t , and

D− = max[Gn(t) − Fm(t)],

min(x, y) ≤ t ≤ max(x, y), (9)

where the alternative hypothesis is that F(t) < G(t)

for some value(s) of t . Note, again, that the difference
in empirical cdf s need be evaluated only for the set
of unique values in the samples x and y.

To test H0 at the α level of significance, one
would reject H0 if the test statistic is large, specifi-
cally, if it is equal to or larger than Dα . The Smirnov
test has been discussed by several authors, among
them Hilton, Mehta, and Patel [11], Nikiforov [15],
and Berger, Permutt, and Ivanova [7]. One key point
is that the exact permutation reference distribution
(see Exact Methods for Categorical Data) should
be used instead of an approximation, because the
approximation is often quite poor, [1, 6]. In fact, in
analyzing a real set of data, Berger [1] found enor-
mous discrepancies between the exact and approxi-
mate Smirnov tests for both the one-sided and the
two-sided P values. Because of the discreteness of
the distribution of sample data, it generally will not
be possible to choose Dα to create a test whose sig-
nificance level is exactly equal to a prespecified value
of α. Thus, Dα should be chosen from the permuta-
tion reference distribution so as to make the Type I
error probability no greater than α.

For any value of t , the two-sample data can be fit
to a 2 × 2 table of frequencies. The rows of the table
correspond to the two populations sampled, X and
Y , while the columns correspond to response mag-
nitudes – responses that are no larger than t in one
column and responses that exceed t in a second col-
umn. Taken together, these tables are referred to as
the Lancaster decomposition [3, 16]. Such a set of
tables is unwieldy where the response is continu-
ously measured, but may be of interest where the
response is one of a small number of ordered cate-
gories, for example, unimproved, slightly improved,
and markedly improved. In this case, the Smirnov
D can be viewed as the maximized Fisher exact

test statistic – the largest difference in success pro-
portions across the two groups, as the definition of
success varies over the set of Lancaster decompo-
sition tables [16]. Is D maximized when success is
defined as either slightly or markedly improved, or
when success is defined as markedly improved?

The row margins, sample sizes, are fixed by the
design of the study. The column margins are com-
plete and sufficient statistics under the equality null
hypothesis. Hence, the exact analysis would condition
on the two sets of margins [8]. The effect of condi-
tioning on the margins is that the permutation sample
space is reduced compared to what it would be with
an unconditional approach. Berger and Ivanova [4]
provide S-PLUS code for the exact conditional com-
putations; see also [13, 18, 19]. The Smirnov test
is invariant under reparameterization of x. That is,
the maximum difference D will not change if x

undergoes a monotonic transformation. So the same
test statistic D results if x is analyzed or if log(x)
or some other transformation, such as the square
of x, is analyzed; hence, the P value remains the
same too.

The Smirnov test tends to be most sensitive around
the median value where the cumulative probability
equals 0.5. As a result, the Smirnov test is good
at detecting a location shift, especially changes in
the median values, but it is not always as good at
detecting a scale shift (spreads), which affects the
tails of the probability distribution more, and which
may leave the median unchanged. The power of the
Smirnov test to detect specific alternatives can be
improved in any of several ways. For example, the
power can be improved by refining the Smirnov test
so that any ties are broken. Ties result from differ-
ent tables in the permutation reference distribution
having the same value of the test statistic.

There are several approaches to breaking the ties,
so that at least some of the tables that had been
tied are now assigned distinct values of the test
statistic [12, 16]. Only one of these approaches rep-
resents a true improvement in the sense that even
the exact randomized version of the test becomes
uniformly more powerful [8]. Another modification
of the Smirnov test is based on recognizing its test
statistic to be a maximized difference of a constrained
set of linear rank test statistics, and then removing
the constraint, so that a wider class of linear rank
test statistics is considered in the maximization [5].
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The power of this adaptive omnibus test is excel-
lent.

While there do exist tests that are generally or
in some cases even uniformly more powerful than
the Smirnov test, the Smirnov test still retains its
appeal as probably the best among the simple tests
that are available in standard software packages (the
exact Smirnov test is easily conducted in StatXact).
One could manage the conservatism of the Smirnov
test by reporting not just its P value but also the
entire P value interval [2], whose upper end point
is the usual P value but whose lower end point
is what the P value would have been without any
conservatism.

The Kolmogorov–Smirnov Test

As noted above, the Kolmogorov–Smirnov test
assesses whether a single sample could have been
sampled from a specified probability distribution.
Letting Gn(t) be the empirical cdf for the single
sample and F(t) the theoretical cdf – for example,
Normal with mean µ and variance σ 2 – the
Kolmogorov–Smirnov test statistic takes one of
theses forms:

Dk = max |F(t) − Gn(t)|,
min(x) ≤ t ≤ max(x), (10)

where the alternative hypothesis is that F(t) �= G(t),

D+
k = max[F(t) − Gn(t)],

min(x) ≤ t ≤ max(y), (11)

where the alternative hypothesis is that F(t) > G(t)

for some value(s) of t , and

D−
k = max[Gn(t) − F(t)],

min(x) ≤ t ≤ max(x), (12)

where the alternative hypothesis is that F(t) < G(t)

for some value(s) of t .
The Kolmogorov–Smirnov test has an exact null

distribution for the two directional alternatives but
the distribution must be approximated for the nondi-
rectional case [9]. Regardless of the alternative,
the test is less accurate if the parameters of the
theoretical distribution have been estimated from
the sample.
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Kruskal–Wallis Test

The nonparametric Kruskal-Wallis test [5] and [6] is
an extension of the Wilcoxon-Mann-Whitney test.
The null hypothesis is that the k populations sampled
have the same average (median). The alternative
hypothesis is that at least one sample is from a
distribution with a different average (median). This
test is an alternative to the parametric one-way
analysis of variance F test.

Assumptions

The samples are assumed to be independent of each
other, the populations are continuously distributed,
and there are no tied values. Monte Carlo results
by Fay and Sawilowsky [3] and Fay [4] indicated
that the best techniques for resolving tied values are
(a) assignment of midranks or (b) random assignment
of tied values for or against the null hypothesis.

Procedure

Rank all the observations in the combined samples,
keeping track of the sample membership. Compute
the rank sums of each sample. Let Ri equal the sum
of the ranks of the ith sample of sample size ni . The
logic of the test is that the ranks should be randomly
distributed among the k samples.

Test Statistic

The computational formula for the test statistic, H , is

H = 12

N(N + 1)

k∑
i=1

R2
i

ni

− 3(N + 1) (1)

where N is the total sample size, ni is the size of
the ith group, k is the number of groups, and Ri

is the rank-sum of the ith group. Reject H0 when
H ≥ critical value.

Large Sample Sizes

For large sample sizes, the null distribution is approx-
imated by the χ2 distribution with k − 1 degrees

of freedom. Thus, the rejection rule is to reject H0

if H ≥ χ2
α,k−1, where χ2

α,k−1 is the value of χ2 at
nominal α with k − 1 degrees of freedom. Monte
Carlo simulations conducted by Fahoome and Saw-
ilowsky [2] and Fahoome [1] indicated that the large
sample approximation requires a minimum sample
size of 7 when k = 3, and 14 when k = 6, for
α = 0.05.

Example

The Kruskal-Wallis statistic is calculated using the
following five samples, n1 = n2 = n3 = n4 = n5 =
15 (Table 1).

Table 1 Data set for five samples

Sample 1 Sample 2 Sample 3 Sample 4 Sample 5

4 5 5 4 2
6 8 7 10 4
9 9 7 10 9

13 11 8 13 10
13 11 8 13 11
16 11 9 13 12
17 18 11 15 15
20 21 14 20 15
26 23 14 21 19
29 24 18 26 20
33 27 20 34 21
33 32 20 35 31
34 33 22 38 32
36 34 33 41 33
39 37 33 43 33

Table 2 Ranked data set for five samples

Sample 1 Sample 2 Sample 3 Sample 4 Sample 5

3 5.5 5.5 3 1
7 11 8.5 18 3

14.5 14.5 8.5 18 14.5
28 22 11 28 18
28 22 11 28 22
36 22 14.5 28 25
37 38.5 22 34 34
43 47 31.5 43 34
52.5 50 31.5 47 40
55 51 38.5 52.5 43
62 54 43 67 47
62 57.5 43 69 56
67 62 49 72 57.5
70 67 62 74 62
73 71 62 75 62

638 595 441.5 656.5 519
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Table 3 Ranked sums for five samples

Ri (Ri )2

R1 638.0 407,044.00
R2 595.0 354,025.00
R3 441.5 194,922.25
R4 656.5 430,992.25
R5 519.0 269,361.00

1,656,344.50

The combined samples were ranked, and tied ranks
were assigned average ranks (Table 2).

The rank sums are: R1 = 638, R2 = 595, R3 =
441.5, R4 = 656.5, and R5 = 519. The sum of R2

i =
1,656,344.50 (Table 3).

H = 12/75 · 76 (1,656,344.5/15) − 3 · 76 =
0.00211(110, 422.9667) − 228 = 4.4694. The H sta-
tistic is 4.4694. Because H is less than the criti-
cal value for H at α = 0.05, n = 15, and k = 5,
the null hypothesis cannot be rejected. The large
sample approximation is 9.488, which is Chi-square
with 5 − 1 = 4 degrees of freedom at α = 0.05.
Because 4.4694 < 9.488, the null hypothesis can-
not be rejected on the basis of the evidence from
these samples.
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Kurtosis

Karl Pearson [6] defined a distribution’s degree
of kurtosis as η = β2 − 3, where β2 = ∑

(X − µ)4/

nσ 4, the expected value of the distribution of Z

scores which have been raised to the 4th power. β2 is
often referred to as ‘Pearson’s kurtosis’, and β2 − 3
(often symbolized with γ2) as ‘kurtosis excess’ or
‘Fisher’s kurtosis’, even though it was Pearson who
defined kurtosis as β2 − 3. An unbiased estimator for
γ2 is g2 = n(n + 1)

∑
Z4/(n − 1)(n − 2)(n − 3) −

3(n − 1)2/(n − 2)(n − 3). For large sample sizes
(n > 1000), g2 may be distributed approximately
normally, with a standard error of approximately√

(24/n) [7]. While one could use this sampling
distribution to construct confidence intervals for or
tests of hypotheses about γ2, there is rarely any value
in doing so.

Pearson [6] introduced kurtosis as a measure of
how flat the top of a symmetric distribution is
when compared to a normal distribution of the
same variance. He referred to distributions that are
more flat-topped than normal distributions (γ2 < 0)
as ‘platykurtic’, those less flat-topped than normal
(γ2 > 0) as ‘leptokurtic’, and those whose tops are
about as flat as the tops of normal distributions as
‘mesokurtic’ (γ2 ≈ 0).

Kurtosis is actually more influenced by scores in
the tails of the distribution than scores in the center of
a distribution [3]. Accordingly, it is often appropriate
to describe a leptokurtic distribution as ‘fat in the
tails’ and a platykurtic distribution as ‘thin in the
tails.’

Moors [5] demonstrated that β2 = Var(Z 2) + 1.
Accordingly, it may be best to treat kurtosis as the
extent to which scores are dispersed away from the
shoulders of a distribution, where the shoulders are
the points where Z2 = 1, that is, Z = ±1. If one
starts with a normal distribution and moves scores
from the shoulders into the center and the tails,
keeping variance constant, kurtosis is increased. The
distribution will probably appear more peaked in the
center and fatter in the tails, like a Laplace distri-
bution (γ2 = 3) or a Student’s t with few degrees
of freedom (γ2 = 6/(df − 4)). Starting again with a
normal distribution, moving scores to the shoulders
from the center and the tails will decrease kurto-
sis. A uniform distribution certainly has a flat top

with γ2 = 1.2, but γ2 can reach a minimum value
of −2 when two score values are equally probable
and all other score values have probability zero (a
rectangular U distribution, that is, a binomial dis-
tribution with n = 1, p = .5). One might object that
the rectangular U distribution has all of its scores
in the tails, but closer inspection will reveal that
it has no tails, and that all of its scores are in its
shoulders, exactly one standard deviation from its
mean. Values of g2 less than that expected for a
uniform distribution (−1.2) may suggest that the dis-
tribution is bimodal [2], but bimodal distributions can
have high kurtosis if the modes are distant from the
shoulders.

Kurtosis is usually of interest only when
dealing with approximately symmetric distributions.
Skewed distributions are always leptokurtic [4].
Among the several alternative measures of kurtosis
that have been proposed (none of which has
often been employed) is one which adjusts the
measurement of kurtosis to remove the effect of
skewness [1].

While it is unlikely that a behavioral researcher
will be interested in questions that focus on the
kurtosis of a distribution, estimates of kurtosis, in
combination with other information about the shape
of a distribution, can be useful. DeCarlo [3] described
several uses for the g2 statistic. When considering
the shape of a distribution of scores, it is useful
to have at hand measures of skewness and kurto-
sis, as well as graphical displays. These statistics can
help one decide which estimators or tests should per-
form best with data distributed like those on hand.
High kurtosis should alert the researcher to inves-
tigate outliers in one or both tails of the distribu-
tion.
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Laplace, Pierre Simon
(Marquis de)

Born: March 23, 1749, in Normandy, France.
Died: March 5, 1827, in Paris, France.

From the early years of the 19th century, Laplace
became recognized as a mathematical genius, astro-
nomer, and pioneer in the growing discipline of
statistics. Napoleon had a genuine interest in sci-
ence and mathematics, which helped to increase their
standing in France. Such support from Napoleon no
doubt enhanced the reputation of Laplace in partic-
ular. Given these circumstances, Adolphe Quételet
travelled from Belgium to Paris in 1823. He learned
observational astronomy and, from Laplace, received
some informal instruction on mathematical probabil-
ity and its application.

At the age of 17, Laplace attended the University
of Caen where he distinguished himself as a math-
ematician. In 1767, he went to Paris, and here he
was appointed professor at the Ecole Militaire. He
became a member of the Bureau des Longitudes from
its inception in 1795 and a member of the Observa-
tory, which dated from the 17th century. Both were
prominent research institutions for mathematical and
astronomical studies. Laplace took a leading part in
the Bureau, where he encouraged others to inves-
tigate his own research problems. He also became
an examiner at the Ecole Normale, another presti-
gious intellectual French institution in Paris. Laplace
became a member of the Académie Royale des Sci-
ences, which from 1795 was named the l’Institut
National [1]. Such was the prestige of the sciences
that they were categorized as ‘First Class’, and in
1816 the Académie des Sciences were granted the
power to recommend and appoint further members.
Laplace became one of its key figures and, moreover,
enjoyed the patronage of Napoleon, which benefited
not only Laplace himself but also the standing of sci-
ence in general. Thus, Laplace was enabled to exert
his own influence. For example, he persuaded Baron

Montyron that statistics deserved special attention.
When the Académie decided to award a statistics
prize, this relatively new subject became recognized
as an additional independent branch of science. Fur-
thermore, as Joseph Fourier (1768–1830) pointed
out, statistics was not to be confused with politi-
cal economy.

One of the first works of Laplace was ‘Mémoire
sur la Probabilité des Causes par les Evénements’
(1774); in this work, he announced his ‘principe’
as that of inverse probability, giving recognition to
the earlier work of Jean Bernoulli, which he had
not seen. This principle provided a solution to the
problem of deciding upon a mean on the basis of
several observations of the same phenomenon. 1n
1780, he presented to the Académie ‘Mémoire sur la
Probabilité’, published in 1781. According to Stigler,
these publications ‘are among the most important and
most difficult works in the history of mathemati-
cal probability’ ([3, p. 100], see also [2]). In 1809,
he then read ‘Sur les Approximations des Formules
qui sont Fonctions de très-grands Nombres’, pub-
lished the following year. The ‘Supplément’ to this
memoir contained his statement of a central limit
theorem. Among other works for which Laplace is
best known is his ‘Exposition du Système du Monde’
of 1796, a semipopular work. He dedicated his work
on astronomical mathematics, ‘Traité de Mécanique
Céleste’ to Napoleon, which was published in four
volumes between 1799 and 1805. In 1812, he pre-
sented ‘Théorie Analytique des Probabilités’ to the
First Class of the Académie. This was followed by
‘Essai Philosophique’ in 1814.
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Latent Class Analysis

Latent class analysis provides a model for data
involving categorical variables that assumes that
the observed relationships between the variables
arise from the presence of an underlying categori-
cal or ‘grouping’ variable for the observations, with,
within each group, the variables being independent of
one another, the so-called conditional independence
assumption. Overviews of latent class analysis are
given in [1, 4], but essentially the model involves
postulating a finite mixture distribution for the data,
in which the component densities are multivariate
Bernoulli (see Catalogue of Probability Density
Functions). For binary observed variables, the latent
class model assumes that the underlying latent vari-
able has c categories and that in the ith category, the
probability of a ‘1’ response on variable j is given by

Pr(xij = 1|group i) = θij , (1)

where xij is the value taken by the j th vari-
able in group i. From the conditional independence
assumption, it follows that the probability of an
observed vector of responses, x′ = [xi1, xi2, . . . , xiq ],
where q is the number of observed variables is
given by

Pr(x|group i) =
q∏

j=1

θ
xij

ij (1 − θij )
1−xij . (2)

The proportions of each category in the population
are assumed to be p1, p2, . . . , pc, with

∑c
i=1 pi =

1, leading to the following unconditional density
function for the observed vector of responses x

Pr(x) =
c∑

i=1

pi

q∏
j=1

θ
xij

ij (1 − θij )
1−xij . (3)

The parameters of this density function, the pi and the
θij are estimated by maximum likelihood, and the
division of observations into the c categories made by
using the maximum values of the estimated posterior
probabilities (see Finite Mixture Distributions). For
examples of the application of latent class analysis
see, for example, [2, 3].
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Latent Transition Models

During the twentieth century, a considerable num-
ber of panel studies have been carried out, mak-
ing short time series of three or more measure-
ments available for large numbers of subjects. This
raised the question how to describe stability and
change in the categorical variables typical in these
surveys, relating to socioeconomic, medical, mar-
keting, and other issues. The description of flows
between the states of these variables for discrete peri-
ods of time turned out to be an intuitively appealing
approach.

The foundation for these models was laid by
the Russian mathematician Andrei A. Markov
(1856–1922) who formulated a simple model for a
sequence of discrete distributions in time. He sup-
posed that history is irrelevant except for the previous
state, and showed that a system with predictable
behavior emerges. As an example, we will take
employment status, with three states: employed, E,
unemployed, U, and out of the labor force, O. Sup-
pose this variable is measured at several successive
quarters in a random sample of size 10 000. Ignor-
ing births and deaths for simplicity, turnover as in
Table 1 could be observed.

The assumption of the Markov chain is that
the process has no memory. Only the initial
state proportions matter for the prediction of the
distribution at the next occasion. Prediction is
possible by using the transition probabilities, the
probabilities of being in each of the possible
states at the next time point, given the state
currently occupied. After multiplication of the
initial state proportions with the corresponding
transition probabilities and summation of resulting
products that relate to the same employment
status at the next time point, the distribution of
the next time point is obtained; that is, 0.4 ×
0.97 + 0.1 × 0.05 + 0.5 × 0.01 for the number of
employed at the next occasion, a slight decrease
to 39.8% compared to the initial 40%. Once the
distribution for the next occasion is obtained, the
distribution for one period ahead in time can
be predicted, provided that the Markov chain is
stationary, that is, transition probabilities are still the
same.

When the Markov assumption holds for a sta-
tionary chain, the initial distribution will gradually
converge to equilibrium as more and more periods
pass. This means that, in the long run, the probabil-
ity of being in a specific state becomes independent
of the initial state, that is, the matrix of probabili-
ties that describe the transition from initial states to
states many periods later forms a matrix with equal
rows. It can be computed by matrix multiplication of
the matrix with one-period transition probabilities, T,
with T itself and the result again with T, and so on
until all rows of the resulting matrix are the same.
For the example data, it will take several dozens of
years to reach the equilibrium state, 33% employed,
8% unemployed, and 59% out of the labor force.

Social science data generally exhibit less change
in the long run than a Markov chain predicts. With
respect to labor market transitions, the Markov prop-
erty is not realistic because of heterogeneity within
states with respect to the probability of changing
state. People out of the labor force are not homoge-
neous; retired people will generally have a low proba-
bility of reentering the labor force, and students have
a much higher probability of entering it. People who
are employed for several periods have a higher prob-
ability of remaining employed than those who have
recently changed jobs, and so on. Blumen et al. [1]
introduced a model with a distinction between peo-
ple who change state according to a Markov chain,
the movers, and people who remain in the same state
during the observation periods, the stayers.

The example in Table 2 shows a population that
can be split up in 25% movers and 75% stayers.
However, the distinction between movers and stayers
is not observed. It is a latent variable, whose
distribution can be estimated with panel data on three
or more occasions and an appropriate model [4].
As the proportion of stayers is a model parameter,
this mover–stayer model can accommodate data with
little change, especially little long-term change.

Another more realistic model is the latent Markov
model. As the mover–stayer model, it predicts less
long-term change than the simple Markov chain. It
is due to Wiggins [13], based on his 1955 thesis,
and Lazarsfeld and Henry [6]. According to the latent
Markov model, observed change is partly due to mea-
surement error, also called response uncertainty or
unreliability. The model separates measurement error
from latent change, also called indirectly measured
change. In Table 3, a cross-table is conceived that
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Table 1 A cross-table of successive measurements viewed as one transition of a Markov chain

State next quarter

Frequencies Transition probabilities

Initial state
Initial state
proportions E U O E U O

Employed, E 0.40 3880 40 80 0.97 0.01 0.02
Unemployed, U 0.10 50 880 70 0.05 0.88 0.07
Out of labor force, O 0.50 50 50 4900 0.01 0.01 0.98

Table 2 Separation of movers and stayers, a latent, indirectly measured, distinction of types

State next quarter

Frequencies Transition probabilities

Initial state
Initial state
proportions E U O E U O

Movers, 25%
Employed, E 0.10 380 40 80 0.76 0.08 0.16
Unemployed, U 0.05 50 380 70 0.10 0.76 0.14
Out of labor force, O 0.10 50 50 400 0.10 0.10 0.80
Stayers, 75%
Employed, E 0.30 3500 0 0 1 0 0
Unemployed, U 0.05 0 500 0 0 1 0
Out of labor force, O 0.40 0 0 4500 0 0 1

Table 3 Measurement error and latent, indirectly measured, transitions both explain observed change

Observed (same quarter) Latent state next quarter

Response probabilities Transition probabilities
Latent
initial state

Latent
initial state
proportions E U O E U O

Proportions
Employed, E 0.40 0.992 0.004 0.004 0.97 0.01 0.02
Unemployed, U 0.10 0.04 0.92 0.04 0.11 0.76 0.13
Out of labor force, O 0.50 0.003 0.005 0.992 0.01 0.01 0.98
Frequencies
Employed, E 4000 3972 15 14 3899 29 72
Unemployed, U 500 18 312 20 55 382 63
Out of labor force, O 5000 17 23 4960 59 41 4900

relates the indirectly measured, latent, initial labor
market status with the observed labor market status.
This cross-table holds the probabilities of a specific
response, given the indirectly measured, latent status.
For instance, the probability that unemployed will
erroneously be scored as out of the labor force is
20/500 or 0.04.

The latent Markov model has a local independence
assumption. Response probabilities only depend on

the present latent state, not on previous states or
on other variables. Moreover, a Markovian pro-
cess is assumed for the latent variables. With these
assumptions, the latent Markov model can be esti-
mated from panel data on three or more occasions,
that is, from many observations on few time points.
MacDonald and Zucchini [8] show how a similar
‘hidden Markov’ model can be estimated from only
one time series with many time points.
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Some data have a strong measurement error com-
ponent and other data clearly have heterogeneity in
the inclination to change. If both are the case, it
makes sense to set up a partially latent mover–stayer
model, that is, to allow a certain proportion of per-
fectly measured stayers in the model, in addition to
movers whose status was indirectly measured [4]. It
is possible to estimate this model with data from four
or more occasions. In fact, the example data for the
latent Markov model of Table 3 were generated from
a population that is a mixture of 75% stayers with
25% movers, only the latter responding with some
measurement error. This means that model choice
was not correct in the above example.

With real life data, model choice is not only a
matter of making assumptions but also of testing
whether the model fits the data. Computer programs
like PanMark [10], WinLTA [14] and LEM [7] offer
maximum likelihood (ML) estimation, that is, such
parameters that make the data most likely, given the
model. Then fit measures may be computed, most
of which summarize the difference between fitted
frequencies and observed frequencies. A plausible
model may be selected on the basis of fit measures,
but this is no guarantee for choosing the correct
model. For valid model selection and for accurate
parameter estimates, it is good to have rich data, for
instance, with more than one indicator of the same
latent concept at each occasion.

The models described so far are latent class
models with specific Markovian restrictions. They
offer a model-based extension to descriptive statistics.
In some disciplines they are used for testing
hypotheses, for instance, that learning goes through
stages and that no one goes back to a lower stage.
Collins and Wugalter [2] showed how a model
for this theory should be built by setting some
transition probabilities to zero, taking measurement
error into account.

More restrictions can be tested when modeling
joint and marginal distributions in one analysis. For
instance, the hypothesis of no change in the marginal
distribution, marginal homogeneity, can be tested
in combination with a Markov chain [12]. In addi-
tion to marginal homogeneity, cross-tables of sub-
sequent measurements can be tested for symmetry,
or for quasi-symmetry if marginal homogeneity does
not apply.

Once a model has been selected as an appropri-
ate representation of reality, one may want to explain

its structure by relating latent classes to exogenous
(predictor) variables. This can be done by consider-
ing the (posterior) distribution of latent classes for
each response pattern. In the labor market exam-
ple, for instance, one could have a latent distribu-
tion at the first occasion of 99.9% E, 0.05% U and
0.05% O for response pattern EEE, and so on, up to
response pattern OOO. One can add up these distinct
latent distributions to obtain the overall distribution
of latent classes or, more usefully, to cross-tabulate
some of the latent classes with exogenous vari-
ables [11]. After cross-tabulation, a logit analysis (see
Logistic Regression) could follow. In this approach,
parameter estimation of the latent Markov model
precedes, and is independent of, the analysis with
exogenous variables. Alternatively, full information
ML approaches enable simultaneous estimation of all
relevant parameters [3, 9] (see Quasi-symmetry in
Contingency Tables).

With a cross-tabulation of increasingly many cate-
gorical variables, the number of cells eventually will
be larger than the number of observations. Thus, sam-
ple tables are sparse, that is, many cells will be empty
and therefore fit measures that follow a chi-square
distribution for infinitely large samples are not appli-
cable. In the context of latent Markov models, a
bootstrap approach has been developed to find an
appropriate distribution for these fit measures, which
is implemented in PanMark and Latent Gold [5].
WinLTA uses a Gibbs sampling-based method to
address the problem of sparse tables (see Markov
Chain Monte Carlo and Bayesian Statistics).

Finally, it should be noted that the discrete time
approach in this contribution is restrictive in the sense
that information on events between panel measure-
ment occasions is ignored. Usually, panel data do not
have this sort of information. However, when infor-
mation on the exact timing of events is somehow
available, transition probabilities in discrete time can
be exchanged for more basic flow parameters in con-
tinuous time, called transition rates or hazard rates,
which apply in an infinitesimally small period of time.
Relating these rates to exogenous variables is known
as event history analysis, survival analysis or dura-
tion analysis.
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Latent Variable

Many constructs that are of interest to social sci-
entists cannot be observed directly. Examples are
preferences, attitudes, behavioral intentions, and per-
sonality traits. Such constructs can only be measured
indirectly by means of observable indicators, such
as questionnaire items designed to elicit responses
related to an attitude or preference. Various types of
scaling techniques have been developed for deriv-
ing information on unobservable constructs of interest
from the indicators. An important family of scaling
methods is formed by latent variable models.

A latent variable model is a, possibly nonlinear,
path analysis or graphical model (see Path Anal-
ysis and Path Diagrams; Graphical Chain Mod-
els). In addition to the manifest variables, the model
includes one or more unobserved or latent variables
representing the constructs of interest. Two assump-
tions define the causal mechanisms underlying the
responses. First, it is assumed that the responses on
the indicators are the result of an individual’s position
on the latent variable(s). The second assumption is
that the manifest variables have nothing in common
after controlling for the latent variable(s), which is
often referred to as the axiom of local independence.

The two remaining assumptions concern the distri-
butions of the latent and manifest variables. Depend-
ing on these assumptions, one obtains different kinds
of latent variable models. According to Bartholomew
(see [1, 3]), the four main kinds are factor analysis
(FA), latent trait analysis (LTA), latent profile analysis
(LPA), and latent class analysis (LCA) (see Table 1).

In FA and LTA, the latent variables are treated
as continuous normally distributed variables. In LPA
and LCA on the other hand, the latent variable is

Table 1 Four main kinds of latent variable models

Manifest
Latent variable(s)

variables Continuous Categorical

Continuous Factor analysis Latent profile
analysis

Categorical Latent trait
analysis

Latent class
analysis

discrete, and therefore assumed to come from a multi-
nomial distribution. The manifest variables in FA and
LPA are continuous. In most cases, their conditional
distribution given the latent variables is assumed to be
normal. In LTA and LCA, the indicators are dichoto-
mous, ordinal, or nominal categorical variables, and
their conditional distributions are assumed to be bino-
mial or multinomial.

The more fundamental distinction in Bartholo-
mew’s typology is the one between continuous and
discrete latent variables. A researcher has to decide
whether it is more natural to treat the underlying
latent variable(s) as continuous or discrete. However,
as shown by Heinen [2], the distribution of a contin-
uous latent variable model can be approximated by a
discrete distribution. This shows that the distinction
between continuous and discrete latent variables is
less fundamental than one might initially think.

The distinction between models for continuous
and discrete indicators turns out not to be funda-
mental at all. The specification of the conditional
distributions of the indicators follows naturally from
their scale types. The most recent development in
latent variable modeling is to allow for a differ-
ent distributional form for each indicator. These can,
for example, be normal, student, lognormal, gamma,
or exponential distributions for continuous variables,
binomial for dichotomous variables, multinomial for
ordinal and nominal variables, and Poisson, bino-
mial, or negative-binomial for counts (see Catalogue
of Probability Density Functions). Depending on
whether the latent variable is treated as continuous
or discrete, one obtains a generalized form of LTA
or LCA.
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Latin Squares Designs

Definition and History of Latin Squares

A Latin square has t rows, t columns, and t treat-
ments. Each treatment appears once in every row and
once in every column. See Jones and Kenward [13]
and Kirk [14] for a description of how to construct
and randomly select Latin squares of size t . Closely
related magic squares may have appeared as early as
2200 B.C. [8]. Dúrer’s engraving ‘Melancholia I’ con-
tained such a square in 1514 [9], and Arnault Daniel,
an eleventh-century troubador, employed a sestina
form in poetry that persists to the present. Typically,
the sestina has six six-line stanzas plus a three-line
semistanza that is ignored here. The same six words
are placed one at a time at the ends of lines with each
stanza having each word once and the words being
balanced across stanzas in Latin square fashion [2].
For further theory, history, and examples of sestinas,
see [19, pp. 231–242]. In 1782, Euler examined Latin
squares mathematically [20]. Fisher [7] first reported
using Latin square designs in 1925 in his analyses of
agricultural experiments.

Model of a Latin Square

Let the response in row i, column j , and treatment
k be

Yijk = µ + αi + βj + γk + λk′ + eijk (1)

where αi is the effect of row i, βj is the effect of
column j , γk is the effect of treatment k, λk′ is a
carryover (residual) effect from the immediately prior
treatment k′, and eijk is the random error for this
response. Also assume that each eijk is i.i.d. N(0,
σ 2), that is, independently and identically normally
distributed with mean zero and variance σ 2. This
model is called a fixed effects model.

To develop a mixed model (see Linear Multi-
level Models; Generalized Linear Mixed Models),
replace αi with a random row effect, ai , assumed to
be i.i.d N(0, σ 2

a ) and independent of the error scores.
Some authors [4, 16] prefer randomization tests or
resampling tests (also discussed in [13]) to mixed
model analyses unless the persons studied were ran-
domly selected from a specific population.

Behavioral scientists most frequently are inter-
ested in a repeated measurements Latin square
with rows as persons, columns as periods (stages,
trials, etc.), and Latin labels as treatments. For
Period 1 with no prior treatments, λk′ is defined
as 0. Equation (1) is called a carryover model
(see Carryover and Sequence Effects); without
λk′ it is the classical Latin square model. Notice,
for example, for the classical model, that having
every treatment once in every row and column
implies that YA = µ + αA + β̄ + γ̄ + ēA and YB =
µ + αB + β̄ + γ̄ + ēB , making YA − YB an unbiased
estimate of the treatment effect difference αA − αB .
Warning: If interactions (see Interaction Effects)
(not in Equation (1)) are present, a Latin square anal-
ysis is misleading.

A Latin square design and a three-way factorial
design both have three independent variables. Con-
sider a 2 by 2 by 2 factorial design with factors A,
B, and C. Such a design has eight cells: A1B1C1 ,
A1B1C2, A1B2C1, A1B2C2 , A2B1C1, A2B1C2 ,
A2B2C1 , and A2B2C2. When replicated, this design
permits the assessment of three two-way interactions
and one three-way interaction. However, one possi-
ble 2 by 2 Latin square for three variables only has
four cells that correspond to the italicized cells above.
Consequently, the difference in row means in this
Latin square could be due to row effects, to the inter-
action between column and treatment effects, or to
both. For other difficulties specific to 2 by 2 Latin
squares, see [1, 10–12].

Analyzing a 4 by 4 Latin Square Data Set

Table 1 presents an efficient [2, pp. 185–188; 21,
22] Latin square design for carryover models, often
termed a Williams square. The data in Table 1
come from a simulated experiment [2] on lis-
tener response to four different television episodes
(treatments 1 through 4). The responses reported
are applause-meter scores. Ordinarily, a conven-
tional analysis of variance (ANOVA) for Latin
square data yields the same results, regardless of
whether persons are fixed or random effects. So,
Table 2 summarizes just two (classical and carry-
over) ANOVAs for the data in Table 1. The classical
analysis concludes that persons and treatments are
significant (p < 0.05); the carryover analysis finds
all four effects significant (p < 0.001). The latter
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Table 1 Results of a hypothetical experiment on the effects of television episodes (T1 to T4) on subject applause-meter
scores ratings (Reprinted from [2], p. 177, Table 5.1, by courtesy of Marcel Dekker, Inc.)

Period

1 2 3 4 Row total

Person 1 68 (T1) 74 (T2) 93 (T4) 94 (T3) 329
Person 2 60 (T2) 66 (T3) 59 (T1) 79 (T4) 264
Person 3 69 (T3) 85 (T4) 78 (T2) 69 (T1) 301
Person 4 90 (T4) 80 (T1) 80 (T3) 86 (T2) 336
Column Total 287 305 310 326 1230

Treatment 1 Total = 276, Treatment 2 Total = 298, Treatment 3 Total = 309, Treatment 4 Total = 347.

Table 2 Classical and carryover analyses of variance for table 1 data (combining information from [2], Tables 5.2, 5.4.
Reprinted by courtesy of Marcel Dekker, Inc.)

Classical Carryover

Source df MS (All four types) F MS (Any type but I) F

Persons (Rows) 3 267.45 10.22∗∗ 207.29 1776.79∗∗∗∗
Periods (Cols) 3 (2)+ 71.08 2.72 36.58 313.57∗∗∗
Treatments (Latins) 3 220.42 8.42∗ 266.75 2286.40∗∗∗∗
Carryovers 3 – – 52.22 447.57∗∗∗
Error 6 (3)+ 26.17 – 0.117 –

∗p < 0.05. ∗∗p < 0.01. ∗∗∗p < 0.001. ∗∗∗∗p < 0.0001.
+df Periods drops to 2 with crossover analysis because of partial confounding of periods and carryover; df Error becomes 3 because
of the inclusion of carryover effects in the model.

conclusion is consistent with the simulated model
parameters.

Expected Mean Squares and Procedures
Related to Orthogonality and Other
Design Features

In a Type I analysis (see Type I, Type II and
Type III Sums of Squares) [18, Vol. 1, Ch. 9], one
computes a sum of squares (SS ) for the first effect,
say persons, extracting all variability apparently
associated with that effect. The next one extracts from
the remaining SS a sum of squares for a second
effect, reflecting any possible effect that remains.
This continues until all sources of effects have been
assessed. Nonorthogonal effects that result from a
lack of balance of variables as in our carryover
model lead to a contaminated Type I mean square
for a variable that was extracted early. Thus, testing
the persons effect first, then periods, treatments, and
carryovers leads to [2, p. 181] E(MSPersons) = σ 2 +
tσ 2

a + Q(Carryovers). Because E(MSError) = σ 2,

F = MS Persons/MS Error has the F distribution only if
tσ 2

a + Q(Carryovers) = 0. This gives E(MS Persons)

the same value as E(MS Error). A better option
is to use a Type II analysis in which each sum
of squares is what is left for one effect, given
all other effects. Various sources, for example, [3,
pp. 8–91] and [14, Ch. 8] provide formulas and
programming procedures for a variety of statistical
procedures for repeated measurement experiments
such as that in Table 1. See [2, 6] for comparisons
of BMDP, SAS, SPSS, and SYSTAT (see Software
for Statistical Analyses) computer programs and
analyses using the carryover model for data as in
Table 1.

Analysis of Replicated Repeated
Measurements Latin Square Data

See Edwards [5, pp. 372–381] for an example
of a classical fixed-model analysis of a 5 by
5 Latin square experiment with five replications.
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Jones and Kenward [13] reanalyzed a visual per-
ception experiment [17] with 16 students such
that two persons served in each row of an 8
by 8 Latin square for Periods 1 to 8 and also
for Periods 9 to 16. They performed an exten-
sive series of SAS PROC MIXED [15] carryover
ANOVAs, some for complicated period effects and
some with an antedependence correction for possible
nonsphericity.
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Laws of Large Numbers

Laws of large numbers concern the behavior of the
average of n random variables, Sn = 1/n

∑n
i=1 Xi ,

as n grows large. This topic has an interesting early
history dating back to the work of Bernoulli and
Poisson in the eighteenth and nineteenth centuries;
see [6] and [9] for details. For a fairly straightfor-
ward modern introduction, see [7]. There are two
types of laws, namely, weak and strong, depending
on the mode of convergence of the average Sn to
its limit: weak refers to convergence in probability
and strong denotes convergence with probability 1.
The difference between these modes is perhaps best
appreciated by those with a solid grounding in mea-
sure theory; see [3] or [8], for example. There are
several versions of the law depending on assump-
tions regarding (a) the independence of the Xi , and
(b) whether the Xi follow the same probability distri-
bution. Here, we consider the simplest case in which
the Xi are assumed to be mutually independent and
follow the same probability distribution with finite
mean µ [4, 8]. More general versions exist in which
either, or both, of assumptions (a) and (b) are relaxed,
but then, other conditions are imposed. For example:
if the random variables have different means and dif-
ferent variances, but certain moment conditions hold,
then the Kolmogorov strong law is obtained [8]; if the
random variables form a stationary stochastic process
(see Markov Chains), then a strong law is avail-
able (the ‘ergodic’ theorem, [1]); if both assumptions
(a) and (b) are weakened while the random variables
have a martingale structure (see Martingales), and
a moment condition is satisfied, then a strong law is
available [5, 8].

The weak law states that Sn converges in probabil-
ity to µ as n → ∞; put more precisely, this states that
for any small positive number ε, Pr{|Sn − µ| < ε} →
1 as n → ∞. The strong law states that Sn converges
to µ with probability 1 as n → ∞; put more pre-
cisely, this states that for any small positive number
ε, limn→∞ Pr{|Sn − µ| < ε} = 1. We now consider
three applications of the law.

Application 1 The frequentist concept of proba-
bility is based on the notion of the stabilization
of relative frequency (see Probability: An Intro-
duction). Suppose that n independent experiments

are conducted under identical conditions, and sup-
pose that, in each experiment, the event A either
occurs, with probability π , or does not occur, with
probability 1 − π . In the ith experiment, let Xi

take the value 1 if A occurs, and 0 if A does
not occur (i = 1, . . . , n). Then Sn, the proportion of
times that the event A occurs, is the relative fre-
quency of the event A in the first n experiments
and by the strong law, as n → ∞, Sn converges
with probability 1 to π , the true probability of the
event A.

Application 2 Suppose that it is of interest to
estimate the mean and variance of the reaction time
in some large population of subjects, who are faced
with a forced-choice perceptual task, and that reaction
times are available from a simple random sample
of n subjects from the population. Let Xi be a
random variable representing the reaction time for
the ith subject and suppose that the Xi have finite
mean µ and variance σ 2(i = 1, . . . , n). Consider the
usual unbiased estimators Sn of µ and Tn = n/(n −
1){1/n

∑n
i=1 X2

i − X̄2} of σ 2. Then, from the strong
law, it follows that Sn converges with probability 1 to
the population mean µ, that 1/n

∑n
i=1 X2

i converges
with probability 1 to the expectation of the X2

i (which
is µ2 + σ 2), and, therefore, that Tn converges with
probability 1 to the population variance σ 2. These
results provide theoretical support for the strong
consistency of statistical estimation for the sample
estimators Sn and Tn (see Estimation).

Application 3 We now illustrate how the law of
large numbers provides theoretical support for the
estimation of the P value associated with a Monte
Carlo test. An experiment involving associative mem-
ory was conducted with a black-capped chickadee;
see [2].

The bird was shown that there was food in a
particular feeder and later had to find the food
when presented with it and four other empty feeders.
The baited feeder was determined randomly and the
process was repeated 30 times. In the absence of
learning, the order of the feeders that the bird looks
in will be independent of where the food is, and
so the bird is equally likely to find the food in
the first, second, third, fourth, and fifth feeder it
examines. The chickadee found the food 12 times in
the first feeder it looked in, 8 times in the second,
5 times in the third, 5 times in the fourth and it
never had to examine five feeders in order to get
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the food. Initially, it is of interest to test the null
hypothesis that the chickadee is guessing randomly
against the alternative hypothesis that this is not the
case. Under the null hypothesis, no learning had
occurred, and we would expect that the bird would
find the food six times in each position, and one
could calculate a chi-square test statistic to be 13.
The P value associated with the test is the probability
that the chi-squared test statistic takes a value of
13 or greater, assuming that the null hypothesis is
true. Suppose now that n data sets of size 30 are
generated assuming the null hypothesis to be true;
that is, 1, 2, 3, 4, or 5 feeders are equally likely to
be examined in any trial. Then, for each data set,
the value of the chi-squared statistic is computed.
Let Xi take the value 1, if the ith value of the test
statistic is greater than or equal to 13, and 0 otherwise
(i = 1, . . . , n). Then, Sn gives the proportion of times
that the test statistic is greater than or equal to 13,
given that the null hypothesis is true. By the strong
law, Sn converges with probability 1 to the true
P value associated with the test, and the estimate
can be made as precise as required by generating
the required number of data sets under the null
hypothesis.
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Least Squares Estimation

The method of least squares is about estimating
parameters by minimizing the squared discrepancies
between observed data, on the one hand, and their
expected values on the other (see Optimization
Methods). We will study the method in the context
of a regression problem, where the variation in
one variable, called the response variable Y , can
be partly explained by the variation in the other
variables, called covariables X (see Multiple Linear
Regression). For example, variation in exam results
Y are mainly caused by variation in abilities and
diligence X of the students, or variation in survival
times Y (see Survival Analysis) are primarily due to
variations in environmental conditions X. Given the
value of X, the best prediction of Y (in terms of mean
square error – see Estimation) is the mean f (X) of
Y given X. We say that Y is a function of X plus
noise:

Y = f (X) + noise.

The function f is called a regression function. It is to
be estimated from sampling n covariables and their
responses (x1, y1), . . . , (xn, yn).

Suppose f is known up to a finite number p ≤ n

of parameters β = (β1, . . . , βp)
′
, that is, f = fβ . We

estimate β by the value β̂ that gives the best fit to
the data. The least squares estimator, denoted by β̂,
is that value of b that minimizes

n∑
i=1

(yi − fb(xi))
2, (1)

over all possible b.
The least squares criterion is a computationally

convenient measure of fit. It corresponds to maxi-
mum likelihood estimation when the noise is nor-
mally distributed with equal variances. Other mea-
sures of fit are sometimes used, for example, least
absolute deviations, which is more robust against out-
liers. (See Robust Testing Procedures).

Linear Regression. Consider the case where fβ is
a linear function of β, that is,

fβ(X) = X1β1 + · · · + Xpβp. (2)

Here (X1, . . . , Xp) stand for the observed variables
used in fβ(X).

To write down the least squares estimator for the
linear regression model, it will be convenient to use
matrix notation. Let y = (y1, . . . , yn)

′ and let X be
the n × p data matrix of the n observations on the p

variables

X =

 x1,1 · · · x1,p

... · · · ...
xn,1 · · · xn,p


 = ( x1 . . . xp ) , (3)

where xj is the column vector containing the n

observations on variable j , j = 1, . . . , n. Denote
the squared length of an n-dimensional vector v by
‖v‖2 = v′v = ∑n

i=1 v2
i . Then expression (1) can be

written as
‖y − Xb‖2,

which is the squared distance between the vector y
and the linear combination b of the columns of the
matrix X. The distance is minimized by taking the
projection of y on the space spanned by the columns
of X (see Figure 1).

Suppose now that X has full column rank, that
is, no column in X can be written as a linear
combination of the other columns. Then, the least
squares estimator β̂ is given by

β̂ = (X
′
X)−1 X

′
y. (4)

The Variance of the Least Squares Estimator.
In order to construct confidence intervals for the
components of β̂, or linear combinations of these
components, one needs an estimator of the covariance

y

x

xb

∨

Figure 1 The projection of the vector y on the plane
spanned by X
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matrix of β̂. Now, it can be shown that, given X, the
covariance matrix of the estimator β̂ is equal to

(X
′
X)−1σ 2.

where σ 2 is the variance of the noise. As an estimator
of σ 2, we take

σ̂ 2 = 1

n − p
‖y − Xβ̂‖2 = 1

n − p

n∑
i=1

ê2
i , (5)

where the êi are the residuals

êi = yi − xi,1β̂1 − · · · − xi,pβ̂p. (6)

The covariance matrix of β̂ can, therefore, be esti-
mated by

(X
′
X)−1σ̂ 2.

For example, the estimate of the variance of β̂j is

ˆvar(β̂j ) = τ 2
j σ̂ 2,

where τ 2
j is the j th element on the diagonal of

(X
′
X)−1. A confidence interval for βj is now obtained

by taking the least squares estimator β̂j± a margin:

β̂j ± c

√
ˆvar(β̂j ), (7)

where c depends on the chosen confidence level. For
a 95% confidence interval, the value c = 1.96 is a
good approximation when n is large. For smaller
values of n, one usually takes a more conservative
c using the tables for the student distribution with
n − p degrees of freedom.

Numerical Example. Consider a regression with
constant, linear and quadratic terms:

fβ(X) = β1 + Xβ2 + X2β3. (8)

We take n = 100 and xi = i/n, i = 1, . . . , n. The
matrix X is now

X =

 1 x1 x2

1...
...

...
1 xn x2

n


 . (9)

This gives

X
′
X =

( 100 50.5 33.8350
50.5 33.8350 25.5025

33.8350 25.5025 20.5033

)
,

(X
′
X)−1 =

( 0.0937 −0.3729 0.3092
−0.3729 1.9571 −1.8189
0.3092 −1.8189 1.8009

)
.

(10)

We simulated n independent standard normal
random variables e1, . . . , en, and calculated for i =
1, . . . , n,

yi = 1 − 3xi + ei . (11)

Thus, in this example, the parameters are(
β1

β2

β3

)
=

( 1
−3
0

)
. (12)

Moreover, σ 2 = 1. Because this is a simulation, these
values are known.

To calculate the least squares estimator, we need
the values of X

′
y, which, in this case, turn out to be

X
′
y =

(−64.2007
−52.6743
−42.2025

)
. (13)

The least squares estimate is thus

β̂ =
( 0.5778

−2.3856
−0.0446

)
. (14)

From the data, we also calculated the estimated
variance of the noise, and found the value

σ̂ 2 = 0.883. (15)

The data are represented in Figure 2. The dashed
line is the true regression fβ(x). The solid line is the
estimated regression fβ̂(x).

The estimated regression is barely distinguishable
from a straight line. Indeed, the value β̂3 = −0.0446
of the quadratic term is small. The estimated variance
of β̂3 is

ˆvar(β̂3) = 1.8009 × 0.883 = 1.5902. (16)

Using c = 1.96 in (7), we find the confidence interval

β3 ∈ −0.0446 ± 1.96
√

1.5902 = [−2.5162, 2.470].

(17)
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Figure 2 Observed data, true regression (dashed line), and
least squares estimate (solid line)

Thus, β3 is not significantly different from zero at the
5% level, and, hence, we do not reject the hypothesis
H0: β3 = 0.

Below, we will consider general test statistics for
testing hypotheses on β. In this particular case, the
test statistic takes the form

T 2 = β̂2
3

ˆvar(β̂3)
= 0.0012. (18)

Using this test statistic is equivalent to the above
method based on the confidence interval. Indeed,
as T 2 < (1.96)2, we do not reject the hypothesis
H0 : β3 = 0.

Under the hypothesis H0 : β3 = 0, we use the least
squares estimator(

β̂1,0

β̂2,0

)
= (X

′
0X0)

−1X
′
0y =

(
0.5854

−2.4306

)
. (19)

Here,

X0 =

 1 x1...

...
1 xn


 . (20)

It is important to note that setting β3 to zero changes
the values of the least squares estimates of β1 and β2:(

β̂1,0

β̂2,0

)
�=

(
β̂1

β̂2

)
. (21)

This is because β̂3 is correlated with β̂1 and β̂2. One
may verify that the correlation matrix of β̂ is( 1 −0.8708 0.7529

−0.8708 1 −0.9689
0.7529 −0.9689 1

)
.

Testing Linear Hypotheses. The testing problem
considered in the numerical example is a special case
of testing a linear hypothesis H0 : Aβ = 0, where A

is some r × p matrix. As another example of such
a hypothesis, suppose we want to test whether two
coefficients are equal, say H0 : β1 = β2. This means
there is one restriction r = 1, and we can take A as
the 1 × p row vector

A = (1, −1, 0, . . . , 0). (22)

In general, we assume that there are no linear
dependencies in the r restrictions Aβ = 0. To test
the linear hypothesis, we use the statistic

T 2 = ‖Xβ̂0 − Xβ̂‖2/r

σ̂ 2
, (23)

where β̂0 is the least squares estimator under H0 :
Aβ = 0. In the numerical example, this statistic takes
the form given in (18). When the noise is normally
distributed, critical values can be found in a table
for the F distribution with r and n − p degrees of
freedom. For large n, approximate critical values are
in the table of the χ2 distribution with r degrees of
freedom.

Some Extensions

Weighted Least Squares. In many cases, the vari-
ance σ 2

i of the noise at measurement i depends on xi .
Observations where σ 2

i is large are less accurate, and,
hence, should play a smaller role in the estimation of
β. The weighted least squares estimator is that value
of b that minimizes the criterion

n∑
i=1

(yi − fb(xi))
2

σ 2
i

.

overall possible b. In the linear case, this criterion is
numerically of the same form, as we can make the
change of variables ỹi = yi /σi and x̃i,j = xi,j /σi .
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The minimum χ2-estimator (see Estimation) is an
example of a weighted least squares estimator in the
context of density estimation.

Nonlinear Regression. When fβ is a nonlinear
function of β, one usually needs iterative algorithms
to find the least squares estimator. The variance can
then be approximated as in the linear case, with
ḟβ̂ (xi) taking the role of the rows of X. Here,
ḟβ(xi) = ∂fβ(xi)/∂β is the row vector of derivatives
of fβ(xi). For more details, see e.g. [4].

Nonparametric Regression. In nonparametric re-
gression, one only assumes a certain amount of
smoothness for f (e.g., as in [1]), or alternatively,
certain qualitative assumptions such as monotonicity
(see [3]). Many nonparametric least squares proce-
dures have been developed and their numerical and
theoretical behavior discussed in literature. Related
developments include estimation methods for models

where the number of parameters p is about as
large as the number of observations n. The curse of
dimensionality in such models is handled by apply-
ing various complexity regularization techniques (see
e.g., [2]).
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Leverage Plot

A residual versus leverage plot, or leverage plot for
short, is a scatterplot of studentized residuals against
hat values; the residuals are usually placed on the
vertical axis. Its particular merit as a tool for regres-
sion diagnostics is in flagging up observations that
are potentially high leverage points, regression out-
liers, and/or influential values (see Multiple Linear
Regression).

In general, influential observations are both regres-
sion outliers and high leverage points, indicated
by large studentized residuals and large hat values,
respectively, and thus will appear in the top and bot-
tom right corners of the plot. Observations that are
regression outliers but not particularly influential will
show up in the left corners, while cases having high
leverage alone will tend to lie around the middle of
the right margin.

In Figure 1, the observation, labeled A, toward
the upper left corner of the plot (large studentized
residual but fairly small hat value) is identified as a
regression outlier though it is probably not especially
influential. On the other hand, B in the bottom
right corner (large studentized residual and large
hat value) is likely to be an influential observation.
The observation C which lies midway down the
right margin of the plot (large hat value) is a high
leverage point.

However, any cases picked out for attention in
this informal way should be assessed in relation to
all the data, as well as against more formal criteria.
Further illustrations of simple leverage plots based on
real-life data can be found in [2].

The simple plot described above can be enhanced
by contours corresponding to various combinations
of residual and hat value generating a constant
value (usually the rule of thumb cut-off point) of
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Figure 1 Leverage plot: Observation A shows up as a
regression outlier, B as an influential observation, and C as
a high leverage point

an influence measure such as DFITS. The contours
allow the analyst to gauge the relative influence of
observations (see, for example, [1]).

Another more sophisticated variant is based on a
bubble plot. The studentized residuals and hat values
are plotted in the usual way while the size of the circle
used as the symbol is proportional to the value of the
chosen influence measure for each observation.
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Liability Threshold
Models

Proposed by Pearson and Lee [5], the liability thresh-
old model proposes that for dichotomous traits
influenced by multiple factors of small effect, an
underlying liability distribution exists. This popula-
tion distribution of liability is assumed to be either
normal or transformable to a normal distribution, with
a mean of 0 and a variance of 1. On this liability dis-
tribution, there exists a threshold, t , above which all
individuals exhibit the trait, and below which no indi-
viduals exhibit the trait (see Figure 1). An estimate of
t can be estimated by determining the population fre-
quency of the trait and inverting the normal distribu-
tion (also known as the probit function) with respect
to the population frequency. Conceptually, this lia-
bility distribution reflects the biometrical model of
quantitative genetics, with liability as the quantita-
tive trait. Additionally, the model originates from the
Pearson’s formulation of the tetrachoric correlation.

This model can be extended to include multi-
ple thresholds, when dealing with an ordered poly-
chotomous variable (see Figure 1), such as categories
including none, some, most, all or mild, moderate,

Liability

t t1 t2

Fr
eq

ue
nc

y Affected

Dichotomous Polychotomous

Mild

Moderate

Severe

Unaffected

Figure 1 The two normal distributions represent the
liability to develop the disorder. In the dichotomous case,
t represents the threshold above which an individual will
be come affected. In the polychotomous example, two
thresholds exist, t1 and t2. If an individual falls above t1 and
below t2, then he or she meets the criteria for mild affection
status, whereas if an individual falls above t2, then he or
she is severely affected

and severe diagnosis. The number of thresholds esti-
mated by this model equals one less than the number
of categories of the variable.

In practice, the liability threshold model is almost
globally assumed for a genetic standpoint. In the
context of structural equation modelling and the
classical twin method (see Twin Designs), this model
provides the backbone for the maximum likelihood
estimation of ordinal data. Rather than estimate the
means and variances of the traits, as is the case
with continuous data, the thresholds for the liabil-
ity distribution are estimated, while assuming that
the distribution is normal, with a mean of 0 and
a variance of 1. This approach is attractive when
dealing with not only disease status, such as is
the case with schizophrenia [2] or depression [1],
but also when assessing measures such as neu-
roticism via the Eysenck Personality Questionnaire
(EPQ) [4].

The same statistical procedures used to correct
mean differences can be equally applied to thresholds.
Conceptually, these procedures reflect mean shift in
the liability distribution caused by a tractable factor,
and act equally with respect to each threshold. For
example, in the presence of an age effect, such that
as age increases the threshold for affection decreases
(e.g., Alzheimer’s), an age regression on the single
threshold can be applied.

One major issue with the liability threshold model
for 2 × 2 tables is that the model is fully speci-
fied. In the 2 × 2 table case, two thresholds and the
correlation between the two assumed normal distri-
butions are estimated. As the degrees of freedom for
the model are defined by the number of elements in
the table minus any constraints, in the case of the
2 × 2 table, we have 4 elements, but from a per-
centage perspective an element must be constrained
because the proportion of the table sum to 1. Thus, we
have 3 degrees of freedom, the same as the number
of parameters, yielding a saturated model. So in the
case of the 2 × 2 table, the liability threshold model
represents a transformation of the data to a normal
distribution rather than a model that can be tested.
However, this issue is only relevant to the 2 × 2 case
because with the increase in the number of categories
of either of the variables comes an increase in the
degrees of freedom, allowing for model testing, under
the assumption of bivariate normal liability distribu-
tion [3]. In the case of univariate twin modelling, this
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implies that the thresholds for twin 1 and twin 2 are
equivalent for the single trait.
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Linear Model

Although this term is used in a variety of contexts, its
meaning is relatively simple. A linear model exists
if the phenomenon in question can be accurately
described with a ‘flat’ surface.

Consider a relationship between two variables
A and C. If the surface that best describes this
relationship is a straight line, then a linear model
applies (Figure 1).

As can be seen in this scatterplot, the data points
trend upward, and they do so in such a way that a
straight line characterizes their ascent quite well.

Consider instead Figure 2.
Here, the linear model fits the data very poorly.

This is reflected in the fact that the bivariate corre-
lation between these two variables is zero. It is clear
that there is a strong, but curvilinear, relationship
between these two variables. This might be captured
with the addition of an A-squared term to an equa-
tion that already contains A. This curvilinear model
explains 56% of the variance in C, whereas the linear
model (i.e., one that contains only A) explains none.
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Figure 1 Scatterplot representing a linear bivariate
relationship
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Figure 2 Scatterplot representing a curvilinear bivariate
relationship

If we were to create a three dimensional scat-
terplot of the relationship among two predictors, A

and B, and a criterion C, the data might conform to
any number of shapes. A cylindrical form trending
upward and outward from the origin would suggest
positive relationships between the predictors and the
criterion. Because we have multiple predictors, the
best-fitting surface is a plane rather than a line. In the
cylindrical case, the best-fitting plane would bisect
the cylinder lengthwise. If the best-fitting surface is a
flat plane, then the data conform to a linear model. If
instead a curved plane fits best, then the best-fitting
model is curvilinear. This would be the case if the
cylinder trended upward initially, but then headed
downward. This would also be the case if A and B

interact in their effect on C. In this latter case, the
scatterplot would likely be saddle-shaped rather than
cylindrical.

The issue becomes more complicated if we con-
sider that many curvilinear models are ‘intrinsically
linear’. A model is intrinsically linear if it can be
represented as

f (Y ) = g0(b0) + b1g1(X1, . . . , Xj )

+ b2g2(X1, . . . , Xj ) + · · ·
+ bkgk(X1, . . . , Xj ) + h(e). (1)

Here we have a dependent variable (DV) Y and
a set of predictors (Xs). The model that captures the
relationship between the predictors and the criterion
is said to be intrinsically linear if some function
of Y equals some function of the intercept plus a
weight (b1) times some function of the predictors
plus another weight times some other function of the
predictors, and so one, plus some function of error.
Consider the curvilinear model presented earlier. We
might test this relationship with the equation

C ′ = b0 + b1(A) + b2(A
2) (2)

where b0 is the intercept, b1 is expected to be zero
because there is no overall upward or downward
trend, and b2 is expected to be large and negative
because the slope of the line representing the AC
relationship gets smaller as A increases. Although
this model contain a nonlinear term (A2), it is said to
be intrinsically linear because C is estimated by an
intercept, a weight times a function of the predictors
(1 ∗ A), and another weight times another function
of the predictors (A ∗ A). Another way of stating
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this is that, although the surface of best fit for the
relationship between A and C is distinctly nonlinear,
the surface of best fit for the relationship between A,
A2, and C is a flat plane.

Estimators such as ordinary least squares (OLS),
require intrinsic linearity (see Least Squares Estima-
tion). It is primarily for this reason that OLS regres-
sion cannot be used with dichotomous dependent

variables. It can be shown that the S-shaped surface
that usually fits relationship involving dichotomous
DVs best cannot be represented merely as weights
time functions of predictors. The fact forms the basis
of logistic regression, typically based on maximum
likelihood estimation.
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Linear Models:
Permutation Methods

Permutation tests (see Permutation Based Infer-
ence) for the linear model have applications in
behavioral studies when traditional parametric
assumptions about the error term in a linear model
are not tenable. Improved validity of Type I error
rates can be achieved with properly constructed per-
mutation tests. Perhaps more importantly, increased
statistical power, improved robustness to effects of
outliers, and detection of alternative distributional
differences can be achieved by coupling permutation
inference with alternative linear model estimators.
For example, it is well-known that estimates of the
mean in the linear model are extremely sensitive to
even a single outlying value of the dependent vari-
able compared to estimates of the median [7, 19].
Traditionally, linear modeling focused on estimat-
ing changes in the center of distributions (means or
medians). However, quantile regression allows distri-
butional changes to be estimated in all or any selected
part of a distribution or responses, providing a more
complete statistical picture that has relevance to many
biological questions [6].

Parameters from the linear model in either its
location, y = Xβ + ε, or location scale, y = Xβ +
�ε, form can be tested with permutation argu-
ments. Here, y is an n × 1 vector of dependent
responses, β is a p × 1 vector of unknown regres-
sion parameters, X is an n × p matrix of pre-
dictors (with commonly the first column consist-
ing of 1’s for an intercept term), � is a diago-
nal n × n matrix where the n diagonal elements
are the n corresponding ordered elements of the
n × 1 vector Xγ (diag(Xγ )), γ is a p × 1 vector
of unknown scale parameters, and ε is an n × 1
vector of random errors that are independent and
identically distributed (iid) with density fε, dis-
tribution Fε, and quantile F−1

ε functions. Various
parametric regression models are possible, depend-
ing on which parameter of the error distribution
is restricted to equal zero; for example, setting
the expected value Fε(µ|X) = 0 yields the familiar
mean regression, setting any quantile F−1

ε (τ |X) = 0
yields quantile (0 ≤ τ ≤ 1) regression, and the spe-
cial case of F−1

ε (0.5|X) = 0 yields median (least
absolute deviation) regression [14]. The location

model with homoscedastic error variance is just a
special case of the linear-location scale model when
γ = (1, 0, . . . , 0)′.

Estimates (β̂) of the various parametric linear
models are obtained by minimizing appropriate loss
functions of the residuals, y − Xβ̂. Minimizing the
sum of squared residuals yields the least squares
estimates of the mean model. Minimizing the sum of
asymmetrically weighted (τ for + residuals and 1 −
τ for − and 0 residuals) absolute values of the resid-
uals yields the quantile regression estimates, where
least absolute deviation regression for the median
(τ = 0.5) model being just a special case [15].
Consistent estimates with reduced sampling varia-
tion can be obtained for linear location-scale models
by implementing weighted versions of the estima-
tors, where weights are the reciprocal of the scale
parameters, W = �−1. In applications, the p × 1
vector of scale parameters γ would usually have
to be estimated. Weighted regression estimates are
obtained by multiplying y and X by W and mini-
mizing the appropriate function of the residuals as
before. Examples of various estimates are shown in
Figure 1.

Test Statistic

A drop in dispersion, F -ratio-like, test statistic that
is capable of testing hypotheses for individual or
multiple coefficients can be evaluated by similar
permutation arguments for any of the linear model
estimators above [2, 5, 7, 19]. This pivotal test statis-
tic takes the form T = (Sreduced ÷ Sfull) − 1, where
Sreduced is the sum minimized by the chosen esti-
mator for the reduced parameter model specified by
the null hypothesis (H0 : β2 = ξ ) and Sfull is the
sum minimized for the full parameter model speci-
fied by the alternative hypothesis. This is equivalent
to the usual F -ratio statistic for least squares regres-
sion but the degrees of freedom for reduced and full
parameter models are deleted because they are not
needed as they are invariant under the permutation
arguments to follow. The reduced parameter model
y − X2ξ = X1β1 + ε is constructed by partitioning
X = (X1, X2), where X1 is n × (p − q) and X2 is
n × q; and by partitioning β = (β1, β2) where β1 is a
(p − q) × 1 vector of unknown nuisance parameters
under the null and β2 is the q × 1 vector of param-
eters specified by the null hypothesis H0 : β2 = ξ
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Figure 1 Lahontan cutthroat trout m−1 and width:depth ratios for small streams sampled 1993 to 1999 (n = 71) [10];
exponentiated estimates for 0.90, 0.50, and 0.10 regression quantiles and least squares (WLS) estimate for the weighted
model w(lny) = w(β0 + β1X1 + (γ0 + γ1X1)ε), w = (1.310 − 0.0017X1)

−1. Tabled values are estimates, 90% confidence
intervals from inverting the permutation test, and estimated probabilities for H0 : β1 = 0 based on the double permutation
procedure for statistic T made with m + 1 = 100000 permutations

(frequently β2 = 0). The unconstrained, full parame-
ter model is y = X1β1 + X2β2 + ε. To test hypothe-
ses on weighted estimates in the linear location-scale
model y = X1β1 + X2β2 + �ε, the terms y, X1, and
X2 are replaced with their weighted counterparts
Wy, WX1, and WX2, respectively, where W is the
weights matrix, and the test statistic is constructed
similarly. For homogeneous error models, W = I,
where I is the n × n identity matrix.

When testing hypotheses on a single parameter, for
example, H0 : βj = ξj , the more general T statistic
may be replaced with an equivalent t-ratio form t =
(β̂j − ξj )/

√
Sfull, where β̂j is the full model estimate

of βj [1, 2, 18]. Use of test statistics that are not
pivotal such as the actual parameter estimates is not
recommended because they fail to maintain valid
Type I error rates when there is multicollinearity (see

Collinearity) among the predictor variables in X [1,
2, 13].

Permutation Distribution of the Test
Statistic

The test statistic for the observed data Tobs =
(Sreduced ÷ Sfull) − 1 is compared to a reference dis-
tribution of T formed by permutation arguments.
The relevant exchangeable quantities under the null
hypothesis to form a reference distribution are the
errors ε from the null, reduced parameter model [1, 3,
17]. These can be permuted (shuffled) across the rows
of X with equal probability. In general, the errors
are unknown and unobservable. But, in the case of
simultaneously testing all parameters other than the
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intercept for the location model when W = I, X1 is
an n × 1 matrix of 1’s, the residuals from the null,
reduced parameter model ered = y − X1β̂1 or y dif-
fer from the errors ε by unknown constants that are
invariant under permutation. Thus, in this case, a ref-
erence distribution for T can be constructed by either
permuting ered or y against the full model matrix
X to yield probabilities under the null hypothesis
(proportion of T ≥ Tobs) that are exact, regardless
of the unknown distribution of the errors [2, 5, 18].
The variables being tested in X2 may be continu-
ous, indicators (1, 0, −1) for categorical groups, or
both. Thus, exact probabilities for the null hypothe-
sis are possible for the 1-way classification (ANOVA)
(see Analysis of Variance) model for two or more
treatment groups, for the single-slope parameter in a
simple regression, and for all slope parameters simul-
taneously in a multiple regression. In practice, for
reasonable n, a very large random sample of size m

is taken from the n! possible permutations so that
probability under the null hypothesis is estimated
by (the number of T ≥ Tobs + 1)/(m + 1). The error
of estimating the P value by Monte Carlo resam-
pling (see Monte Carlo Simulation) can be made
arbitrarily small by using a large m, for example,
m + 1 ≥ 10000.

For null hypotheses on subsets of parameters from
a linear model with multiple predictors, the reference
distribution of T is approximated by permuting ered

against X [1, 2, 5, 7, 11, 21]. Permuting against
the full model matrix X ensures that the correlation
structure of the predictor variables is fixed, that is,
the design is ancillary. As the residuals no longer
differ from the errors ε by a constant, they are not
exchangeable with equal probability and the resulting
probability for the null hypothesis is no longer exact
[1, 5, 9, 12]. Regardless, this permutation approach
originally due to Freedman and Lane [11] was found
to have perfect correlation asymptotically with the
exact test for least squares regression (as if the
errors ε were known) [3] and has performed well
in simulations for least squares [2], least absolute
deviation [7], and quantile regression [5]. Some
authors have permuted efull = y − Xβ̂ rather than ered

[1, 18, 21], but there is less theoretical justification
for doing so, although it may yield similar results
asymptotically for least squares regression estimates
[2, 3]. There are alternative restricted permutation
schemes that provide valid probabilities for linear
models when the null hypothesis and hence X2 only

include indicator variables for categorical treatment
groups [1, 4, 19, 20]. Permutation tests for random
(see Completely Randomized Design) and mixed
effects in multifactorial linear models (see Linear
Multilevel Models) are discussed in [4].

There are several approaches to improving exchan-
geability of the residuals ered under the null hypoth-
esis to provide more valid Type I error rates. For the
linear least squares regression estimator, linear trans-
formations toward approximate exchangeability of
the residuals from a model with p − q parameters
must reduce the dimension of ered to n − (p − q)

or n − (p − q) + 1 and reduce X (or WX) to con-
form, for example, by Gram-Schmidt orthogonaliza-
tion [9]. This theory is not directly applicable to a
nonlinear estimator like that used for quantile regres-
sion. But reducing the dimension of ered by deleting
(p − q) − 1 of the zero residuals and randomly delet-
ing (p − q) − 1 rows of X to conform was found to
improve Type I error rates for null hypotheses involv-
ing subsets of parameters for both linear location and
location-scale quantile regression models with mul-
tiple independent variables [8]. This approach was
motivated by [9] and the fact that quantile regression
estimates for p − q parameters must have at least
p − q zero residuals. An example of the Type I error
rates for corrected and uncorrected residuals ered for a
0.90 quantile regression model is shown in Figure 2.
Another option for quantile regression is to use a τ -
rank score procedure on ered, which transforms the +
residuals to τ , – residuals to τ − 1, and zero resid-
uals to values in the interval (τ − 1, τ ), which are
then used to compute a test statistic similar to the
one above but based on a least squares (or weighted
least squares) regression of the rank scores r on X [5].
This τ -rank score test can be evaluated by permuting
r across the rows of X to yield a reference distribution
to compute a probability under the null hypothesis.
An example of the Type I error rates associated with
this procedure also is shown in Figure 2.

An additional complication with permutation test-
ing for the linear models occurs whenever the null
model specified by the hypothesis does not include
an intercept term so that the estimates are con-
strained through the origin. This includes testing a
null hypothesis that includes the intercept term or
when testing subsets of weighted parameter estimates
for variables that are part of the weights function.
Residuals from the estimates for the null, reduced
parameter model ered are no longer guaranteed to be
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Figure 2 Cumulative distributions of 1000 estimated Type
I errors for permutation tests of H0 : β3 = β5 = 0 based on
uncorrected permutation of raw residuals (solid line), dele-
tion of (p − q) − 1 = 3 zero residuals (dashed line) prior to
permutation, and by permuting τ -quantile rank scores (thick
dotted line) for the 0.90 weighted quantile regression model
wy = w(β0 + β1X1 + β2X2 + β3X3 + β4X4 + β5X3X4 +
(1 + 0.05X1)ε); X1 = Uniform(0, 100), X2 = 4000 −
20X1 + N(0, 300), X3 = 10 + 0.4X1 + N(0, 16),X4 is 0,1
indicator variable with half of n randomly assigned each,
β0 = 36, β1 = 0.10, β2 = −0.005, β4 = 2.0, β3 = β5 = 0,
ε is lognormal (F−1

ε (0.9) = 0, σ = 0.75), w = (1 +
0.05X1)

−1, and n = 90. Each P value was estimated with
m + 1 = 10000 permutations. Fine dotted 1 : 1 line is the
expected cdf

centered on their appropriate distributional parameter,
for example, Fe(x̄|X1) �= 0, although Fε(µ|X1) = 0.
Instead, the estimated distributional parameter asso-
ciated with 0 for ered has random binomial sam-
pling variation that needs to be incorporated into the
permutation scheme to provide valid Type I error
rates. A double permutation scheme has been pro-
posed for providing valid Type I errors for these
hypotheses [5, 8, 16]. The first step uses a random
binomial variable, τ ∗ ∼ binomial(τ, n), to determine
the value on which the residuals ered are centered,
ered

∗ = ered − F−1
e (τ ∗|X1), and the second step per-

mutes the randomly centered residuals ered
∗ to the

matrix X. For least squares regression, τ is taken as
0.5. An example of Type I error rates for the dou-
ble permutation compared to the uncorrected standard
permutation test for the hypothesis H0 : β0 = 0 for a
0.5 quantile regression model is shown in Figure 3.
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Figure 3 Cumulative distributions of 1000 estimated
Type I errors for permutation tests of H0 : β0 = 0 based
on uncorrected permutation of raw residuals (solid line)
and double permutation of residuals (dashed line) for
the 0.50 quantile regression model y = β0 + β1X1 + ε;
X1 = Uniform(0, 100), β0 = 0, β1 = 0.10, ε is lognormal
(F−1

ε (0.5) = 0, σ = 0.75), and n = 150. Each P value was
estimated with m + 1 = 10000 permutations. Fine dotted
1 : 1 line is the expected cdf

Example Application

In applications, we often make use of the fact that
confidence intervals on parameters in a linear model
may be constructed by inversion of permutation tests
[5, 7, 18]. We obtain a (1 − α) × 100% confidence
interval on a single parameter for a variable x2 = X2

by making the transformation y − x2ξ on a sequence
of values of ξ and collecting those values that have
P ≥ α for a test of the null hypothesis H0 : β2 = ξ .

The data in Figure 1 were from a study designed
to evaluate changes in Lahontan cutthroat trout
(Oncorhyncus clarki henshawi ) densities as a func-
tion of stream channel morphology as it varies over
the semidesert Lahontan basin of northern Nevada,
USA [10]. The quantile regression analyses published
in [10] used inferential procedures based on asymp-
totic distributional evaluations of the τ -quantile rank
score statistic. Here, for a selected subset of quan-
tiles, the 90% confidence intervals and hypothesis of
zero slope were made with permutation tests based on
the T statistic and permuting residuals ered. Because
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the null model for the weighted estimates was implic-
itly forced through the origin, the double permutation
scheme was required to provide valid Type I error
rates. It is obvious in this location-scale model that
restricting estimation and inferences to central distri-
butional parameters, whether the mean or median,
would have failed to detect changes in the trout
densities at lower and higher portions of the distribu-
tion. Note that the permutation-based 90% confidence
intervals for the weighted least squares estimate do
not differ appreciably from the usual F distribution
evaluation of the statistic nor do the intervals for the
quantile estimates differ much from those based on
the quantile rank score inversion [6].

Software

Computer routines for performing permutation tests
on linear, least squares regression models are avail-
able in the Blossom software available from the U.
S. Geological Survey (www.fort.usgs.gov/pro-
ducts/software/sofware.asp), in RT available
from Western EcoSystems Technology, Inc.(www.
west-inc.com/), in NPMANOVA from the web
page of M. J. Anderson (www.stat.auckland.ac.
nz/∼mja/), and from the web page of P. Legendre
(www.fas.umontreal.ca/BIOL/legendre/).
The Blossom software package also features permuta-
tion tests for median and quantile regression. General
permutation routines that can be customized for test-
ing linear models are available in S-Plus and R.
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Linear Multilevel Models

Hierarchical Data

Data are often hierarchical (see Hierarchical Mod-
els). By this we mean that data contain information
about observation units at various levels, where the
lower-level units are nested within the higher-level
units. Some examples may clarify this. In repeated
measurement or growth curve data (see Repeated
Measures Analysis of Variance; Growth Curve
Modeling), we have several observations in time on
each of a number of different individuals. The time
points are the lowest level and individuals are the
higher level. In school effectiveness studies we have
observations on students (the lowest or first level),
on the schools in which these students are enrolled
(the second level), and maybe even on school districts
these schools are in (a third level).

Once we have data on various levels, we have to
decide at which level to analyze. We can aggregate
student variables to the school level or disaggregate
school variables to the student level. In the first
case, we lose potentially large amounts of useful
information, because information about individual
students disappears from the analysis. In the second
case, we artificially create dependencies in the data,
because students in the same school by definition get
the same score on a disaggregated school variable.

Another alternative is to do a separate analysis for
each higher-level unit. For example, we do a student-
level regression analysis for each school separately.
This, however, tends to introduce a very large number
of parameters. It also ignores the fact that it makes
sense to assume the different analyses will be related,
because all schools are functioning within the same
education system.

Multilevel models combine information about
variables at different levels in a single model, without
aggregating or disaggregating. It provides more data
reduction than a separate analysis for each higher-
level unit, and it models the dependency between
lower-level units in a natural way. Multilevel mod-
els originated in school effectiveness research, and
the main textbooks discussing this class of tech-
niques still have a strong emphasis on educational
applications [5, 13]. But hierarchical data occur in
many disciplines, so there are now applications in

the health sciences, in biology, in sociology, and in
economics.

Linear Multilevel Model

A linear multilevel model, in the two-level case, is a
regression model specified in two stages, correspond-
ing with the two levels. We start with separate linear
regression models for each higher-level unit, speci-
fied as

y
j

= Xjβ
j
+ εj . (1a)

Higher level units (schools) are indexed by j, and
there are m of them. Unit j contains nj observations
(students), and thus the outcomes y

j
and the error

terms εj are vectors with nj elements. The predictors
for unit j are collected in an nj × p matrix Xj .

In our model specification random variables, and
random vectors, are underlined. This shows clearly
how our model differs from classical separate linear
regression models, in which the regression coeffi-
cients βj are nonrandom. This means, in the standard
frequentist interpretation, that if we were to repli-
cate our experiment then in the classical case all
replications have the same regression coefficients,
while in our model the random regression coeffi-
cients would vary because they would be independent
realizations of the same random vector β

j
. The dif-

ferences are even more pronounced, because we also
use a second-level regression model, which has the
first-level regression coefficients as outcomes. This
uses a second set of q regressors, at the second level.
The submodel is

β
j

= Zjγ + δj , (1b)

where the Zj are now p × q and γ is a fixed set of
q regression coefficients that all second level units
have in common.

In our regression model, we have not underlined
the predictors in Xj and Zj , which means we think of
them as fixed values. They are either fixed by design,
which is quite uncommon in social and behavioral
sciences, or they are fixed by the somewhat artificial
device of conditioning on the values of the predictors.
In the last case, the predictors are really random
variables, but we are only interested in what happens
if these variables are set to their observed values.
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We can combine the specifications in (1a) and (1b)
to obtain the linear mixed model

y
j

= XjZjγ + Xjδj + εj . (2)

This model has both fixed regression coefficients
γ and random regression coefficients δj . In most
applications, we suppose that both regressions have
an intercept, which means that all Xj and all Zj have
a column with elements equal to one.

For the error terms δj and εj in the two parts
of the regression model, we make the usual strong
assumptions. Both have expectation zero, they are
uncorrelated with each other within the same second-
level unit, and they are uncorrelated between different
second-level units. We also assume that first-level
disturbances are homoscedastic, and that both errors
have the same variance-covariance matrix in all
second-level units. Thus, V (εj ) = σ 2I and we write
V (δj ) = �. This implies that

E(yj ) = XjZjγ, (3a)

V (yj ) = Xj�X′
j + σ 2I. (3b)

Thus, we can also understand mixed linear models
as heteroscedastic regression models with a specific
interactive structure for the expectations and a special
factor analysis structure for the covariance matrix of
the disturbances. Observations in the same two-level
unit are correlated, and thus we have correlations
between students in the same school and between
observations within the same individual at different
time-points. We also see the correlation is related to
the similarity in first-level predictor values of units i
and k. Students with similar predictor values in Xj

will have a higher correlation.
To explain more precisely how the nj × q design

matrices Uj = XjZj for the fixed effects usually
look, we assume that Zj has the form

Zj =




h′
j 0 · · · 0

0 h′
j · · · 0

...
...

. . .
...

0 0 · · · h′
j


 , (4)

where hj is a vector with r predictor values for
second-level unit j. Thus, q = pr , and β

js
= h′

j γs +
δjs . With this choice of Zj , which is the usual one
in multilevel models, the matrix Uj is of the form

Uj = [
xj1h

′
j | · · · |xjph′

j

]
, (5)

that is, each column of U is the product of a first-
level predictor and a second-level predictor. All p × r

cross-level interactions get their own column in U.
If the Xj have their first column equal to one, and
the hj have their first element equal to one, then
it follows that the columns of Xj themselves and
the (disaggregated) columns of H are among the pq
interactions.

In the balanced case of the multilevel model, all
second-level units j have the same n × p matrix of
predictors X. This happens, for example, in growth
curve models, in which X contains the same fixed
functions (orthogonal polynomials, for instance) of
time. In the balanced case, we can collect our various
observations and parameters in matrices, and write
Y = BX′ + E and B = Z� + � or Y = Z�X′ +
�X′ + E. Here the outcomes Y are in a matrix of
order m × n, individuals by time points, and the fixed
parameters are in a q × p matrix �. This shows,
following Strenio et al. [17], how multilevel ideas
can be used to generalize the basic growth curve
model of Pothoff and Roy [12].

Parameter Constraints

If p and q, the number of predictors at both lev-
els, are at all large, then obviously their product
pq will be very large. Thus, we will have a lin-
ear model with a very large number of regression
coefficients, and in addition to the usual residual
variance parameter σ 2 we will also have to esti-
mate the 1/2p(p + 1) parameters in �. The prob-
lem of having too many parameters for fast and
stable estimation is compounded by the fact that
the interactions in U will generally be highly cor-
related, and that consequently the regression prob-
lem is ill-conditioned. This is illustrated forcefully
by the relatively small examples in Kreft and De
Leeuw [7].

The common procedure in multilevel analysis
to deal with the large number of parameters is
the same as in other forms of regression analysis.
Free parameters are set equal to zero, or, to put
it differently, we use variable selection procedures.
Setting regression coefficients (values of γ ) equal
to zero is straightforward, because it simply means
that cross-level interactions are eliminated from the
model. Nevertheless, the usual variable selection
problem applies, if we have pq variables to include
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or exclude, we can make 2pq possible model choices
and for large pq there is no optimal way to make
such a choice. It is argued forcefully in [7] that either
multilevel modeling should be limited to situations
with a small numbers of variables or it should
only be applied in areas in which there is sufficient
scientific theory on the basis of which to choose
predictors.

Another aspect of variable selection is that we can
set some of the random coefficients in δj to zero.
Thus, the corresponding predictor in X only has a
fixed effect, not a random effect. This means that
particular row and column of � corresponding with
that predictor are set to zero. It is frequently useful
to use this strategy in a rather extreme way and set
the random parts of all regression coefficients, except
the intercept, equal to zero. This leads to random
intercept models, which have far fewer parameters
and are much better conditioned. They are treated in
detail in Longford [10].

If we set parts on � to zero, we must be care-
ful. In Kreft et al. [8] it is shown that requiring
� to be diagonal, for instance, destroys the invari-
ance of the results under centering of the variables.
Thus, in a model of this form, we need meaning-
ful zero points for the variables, and meaningful
zero points are quite rare in social and behavioral
applications (see Centering in Linear Multilevel
Models).

Generalizations

The linear multilevel model can be, and has been,
generalized in many different directions. It is based
on many highly restrictive assumptions, and by
relaxing some or all of these assumptions we get
various generalizations.

First, we can relax the interaction structure of
Uj = XjZj and look at the multilevel model for
general nj × q design matrices Uj . Thus, we consider
more general models in which some of the predictors
have fixed coefficients and some of the predictors
have random coefficients. We can write such models,
in the two-level case, simply as

y
j

= Ujβj + Xjδj + εj . (6)

It is possible, in fact, that there is overlap in the
two sets of predictors Uj and Xj , which means that
regressions coefficients have both a fixed part and a

random part. Second, we can relax the homoscedas-
ticity assumptions V (εj ) = σ 2I . We can introduce
σ 2

j , so that the error variance is different for different
second-level units. Or we can allow for more general
parametric error structures V (εj ) = 	j(θ), for exam-
ple, by allowing auto-correlation between errors at
different time points within the same individual (see
Heteroscedasticity and Complex Variation).

Third, it is comparatively straightforward to gen-
eralize the model to more than two levels. The
notation can become somewhat tedious, but when
all the necessary substitutions have been made we
still have a linear mixed model with nested ran-
dom effects, and the estimation and data analy-
sis proceed in the same way as in the two-level
model.

Fourth, the device of modeling parameter vectors
as random is strongly reminiscent of the Bayesian
approach to statistics (see Bayesian Statistics). The
main difference is that in our approach to multi-
level analysis we still have the fixed parameters γ, σ 2

and � that must be estimated. In a fully Bayesian
approach one would replace these fixed parameters
by random variables with some prior distribution and
one can then compute the posterior distribution of the
parameters vectors, which are now all random effects.
The Bayesian approach to multilevel modeling (or
hierarchical linear modeling) has been explored in
many recent publications, especially since the pow-
erful Markov Chain Monte Carlo tools became
available.

Fifth, we can drop the assumption of linearity
and consider nonlinear multilevel models or general-
ized linear multilevel models (see Nonlinear Mixed
Effects Models; Generalized Linear Mixed Mod-
els). Both are discussed in detail in the basic treatises
of Raudenbush and Bryk [13] and Goldstein [5], but
discussing them here would take us to far astray.
The same is true for models with multivariate out-
comes, in which the elements of the vector yj are
themselves vectors, or even matrices. A recent appli-
cation of multilevel models in this context is analysis
of fMRI data [2].

And finally, we can move multilevel analysis from
the regression context to the more general framework
of latent variable modeling. This leads to multilevel
factor analysis and to various multilevel structural
equation models. A very complete treatment of cur-
rent research in that field is in Skrondal and Rabe-
Hesketh [16].
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Estimation

There is a voluminous literature on estimating multi-
level models, or, more generally, mixed linear mod-
els [15]. Most methods are based on assuming nor-
mality of the random effects and then using maxi-
mum likelihood estimation. The likelihood function
depends on the regression coefficients for the fixed
variables and the variances and covariances of the
random effects. It is easily minimized, for instance,
by alternating minimization over γ for fixed σ 2 and
�, and then minimization over σ 2 and � for fixed
γ , until convergence. This is sometimes known as
or Iterative Generalized Least Squares IGLS, [4].
It is also possible to treat the random coefficients
as missing data and apply the EM algorithm [13]
(see Maximum Likelihood Estimation), or to apply
Newton’s method or Fisher Scoring to optimize the
likelihood [3, 9] (see Optimization Methods).

There is more than one likelihood function we can
use. In the early work, the likelihood of the observa-
tions was used; later on this was largely replaced by
using the likelihood of the least squares residuals.
The likelihood of the observations is a function of
σ 2, � and γ . The disadvantage of the FIML esti-
mates obtained by maximizing this full information
likelihood function is that variance components tend
to be biased, in the same way, and for the same
reason, why the maximum likelihood of the sample
variance is biased. In the case of the sample variance,
we correct for the bias of the estimate by maximiz-
ing the likelihood of the deviations of the sample
mean. In the same way, we can study the likelihood
of a set of linear combinations of the observations,
where the coefficients of the linear combinations are
chosen orthogonal to the Xj . This means that γ disap-
pears from the residual or reduced likelihood, which
is now only a function of the variance and covariance
components. The resulting REML estimates, origi-
nally due to Patterson and Thomson [11], can be
computed with small variations of the more classical
maximum likelihood algorithms (IGLS, EM, Scor-
ing), because the two types of likelihood functions
are closely related.

Of course REML does not give an estimate of
the fixed regression coefficients, because the resid-
ual likelihood does not depend on γ . This problem is
resolved by estimating γ by generalized least squares,
using the REML estimates of the variance compo-
nents. Neither REML nor FIML gives estimates of

the random regression coefficients or random effects.
Random variables are not fixed parameters, and con-
sequently they cannot be estimated in the classical
sense. What we can estimate is the conditional expec-
tation of the random effects given the data. These
conditional expectations can be estimated by plug-
in estimates using the REML or FIML estimates
of the fixed parameters. They are also known as
the best linear unbiased predictors, the empirical
Bayes estimates, or the BLUP’s [14] (see Random
Effects in Multivariate Linear Models: Predic-
tion).

There is a large number of software packages
designed specifically for linear multilevel models,
although most of them by now also incorporate the
generalizations we have discussed in the previous
section. The two most popular special purpose pack-
ages are HLM, used in Raudenbush and Bryk [13],
and MLWin, used in Goldstein [5]. Many of the stan-
dard statistical packages, such as SAS, SPSS, Stata,
and R now also have multilevel extensions written in
their interpreted matrix languages (see Software for
Statistical Analyses).

School Effectiveness Example

We use school examination data previously analyzed
with multilevel methods by Goldstein et al. [6].
Data are collected on 4059 students in 65 schools
in Inner London. For each student, we have a
normalized exam score (normexam) as the outcome
variable. Student-level predictors are gender (coded
as a dummy genderM) and standardized London
Reading Test score (standlrt). The single school-
level predictors we use is school gender (mixed,
boys, or girls school, abbreviated as schgend). This
is a categorical variable, which we code using a
boyschool-dummy schgendboys and a girlschool-
dummy schgendgirls.

Our first model is a simple random intercept
model, with a single variance component. Only the
intercept is random, all other regression coefficients
are fixed. The model is

normexamij = αj + standlrtij β1

+ genderij β2 + εij ,

αj = schgendboysj γ1

+ schgendgirlsj γ2 + δj (7)
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Table 1 Estimates school effectiveness example

source Random Model Fixed Model

intercept −0.00 (0.056) −0.03 (0.025)
standlrt 0.56 (0.012) 0.56 (0.017)
genderM −0.17 (0.034) −0.17 (0.034)
schgendboys 0.18 (0.113) 0.18 (0.043)
schgendgirls 0.16 (0.089) 0.17 (0.033)

ω2 0.086 –
σ 2 0.563 0.635
ρ 0.132 –

We compare this with the model without a random
intercept δj .

REML estimation of both models gives the fol-
lowing table of estimates, with standard errors in
parentheses. In Table 1 we use ω2 for the variance
of the random intercept, the single element of the
matrix � in this case.

This is a small example, but it illustrates some
basic points. The estimated intraclass correlation ρ

is only 0.132 in this case, but the fact that it is
nonzero has important consequences. We see that
if the random coefficient model holds then the
standard errors of the regression coefficient from
the fixed model are far too small. In fact, in the
fixed model the school variables schgendboys and
schgendgirls are highly significant, while they are
not even significant at the 5% level in the random
model. We also see that the estimate of σ 2 is higher
in the fixed model, which is not surprising because
the random model allows for an additional parameter
to model the variation. Another important point is
that the actual values of the regression coefficients in
the fixed and random model are very close. Again,
this is not that surprising, because after all in REML
the fixed coefficients are estimated with least squares
methods as well.

Growth Curve Example

We illustrate repeated measure examples with a small
dataset taken from the classical paper by Pothoff
and Roy [12]. Distances between pituitary gland and
pterygomaxillary fissure were measured using x-rays
in n = 27 children (16 males and 11 females) at m =
4 time points, at ages 8, 10, 12, and 14. Data can be
collected in a n × m matrix Y. We also use a m × p

matrix X of the first p = 2 orthogonal polynomials
on the m time points.

The first class of models we consider is Y =
BX′ + E with B a n × p matrix of regression coef-
ficients, one for each subject, and with E the n × m

matrix of disturbances. We suppose the rows of E are
independent, identically distributed centered normal
vectors, with dispersion 	. Observe that the model
here tells us the growth curves are straight lines, not
that the deviations from the average growth curves
are on a straight line (see Growth Curve Modeling).

Within this class of models we can specify vari-
ous submodels. The most common one supposes that
	 = σ 2I . Using the orthogonality of the polynomi-
als in X, we find that in this case the regression
coefficients are estimated simply by B̂ = YX. But
many other specifications are possible. We can, on
the one hand, require 	 to be a scalar, diagonal,
or free matrix. And we can, on the other hand,
require the regression coefficients to be all the same,
the same for all boys and the same for all girls,
or free (all different). These are all fixed regres-
sion models. The minimum deviances (minus two
times the maximized likelihood) are shown in the
first three rows of Table 2. In some combinations
there are too many parameters. As in other lin-
ear models this means the likelihood is unbounded
above and the maximum likelihood estimate does
not exist [1].

We show the results for the simplest case, with
the regression coefficients ‘free’ and the dispersion
matrix ‘scalar’. The estimated growth curves are in
Figure 1. Boys are solid lines, girls are dashed. The
estimated σ 2 is 0.85.

We also give the results for the ‘gender’ regression
coefficients and the ‘free’ dispersion matrix. The
two regression lines are in Figure 2. The regression
line for boys is both higher and steeper than the
one for girls. There is much less room in this
model to incorporate the variation in the data using
the regression coefficients, and thus we expect the

Table 2 Mixed model fit

B equal B gender B free

	 scalar 307(3) 280(5) 91(55)
	 diagonal 305(6) 279(8) −∞(58)

	 free 233(12) 221(14) −∞(64)

random 240(6) 229(8) −∞(58)
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Figure 1 Growth curves for the free/scalar model
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Figure 2 Growth curves for the gender/free model

Table 3 	 from gender/free model

8 10 12 14

Correlations 1.00
0.54 1.00
0.65 0.56 1.00
0.52 0.72 0.73 1.00

Variances 5.12 3.93 5.98 4.62

estimate of the residual variance to be larger. In
Table 3 we give the variances and correlations from

the estimated 	. The estimated correlations between
the errors are clearly substantial.

The general problem with fixed effects models
in this context is clear from both the figures and
the tables. To make models realistic we need a lot
of parameters, but if there are many parameters we
cannot expect the estimates to be very good. In fact
in some cases we have unbounded likelihoods and
the estimates we look for do not even exist. Also, it
is difficult to make sense of so many parameters at
the same time, as Figure 1 shows.

Next consider random coefficient models of the
form Y = BX′ + E, where the rows of B are uncor-
related with each other and with all of E. By writing
B = B + � with B = E(B) we see that we have a
mixed linear model of the form Y = BX′ + �X′ +
E. Use � for the dispersion of the rows of �.
It seems that we have made our problems actually
worse by introducing more parameters. But allowing
random variation in the regression coefficients makes
the restrictive models for the fixed part more sensi-
ble. We fit the ‘equal’ and ‘gender’ versions for the
regression coefficients B, together with the ‘scalar’
version of 	, leaving � ‘free’.

Deviances for the random coefficient model are
shown in the last row of Table 2. We see a good
fit, with a relatively small number of parameters. To
get growth curves for the individuals we compute
the BLUP, or conditional expectation, E(B|Y ), which
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Figure 3 Growth curves for the mixed gender model
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turns out to be

E(B|Y ) = B̃[I − �(� + σ 2I)−1]

+ B̂�(� + σ 2I)−1, (8)

where B̃ is the mixed model estimate and B̂ = YX

is the least squares estimate portrayed in Figure 1.
Using the ‘gender’ restriction on the regression
coefficients the conditional expectations are plotted
in Figure 3.

We see they provide a compromise solution, that
shrinks the ordinary least squares estimates in the
direction of the ‘gender’ mixed model estimates. We
more clearly see the variation of the growth curves
for the two genders around the mean gender curve.
The estimated σ 2 for this model is 1.72.
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Linear Statistical Models
for Causation: A Critical
Review

Introduction

Regression models are often used to infer causation
from association. For instance, Yule [79] showed – or
tried to show – that welfare was a cause of poverty.
Path models and structural equation models are later
refinements of the technique. Besides Yule, exam-
ples to be discussed here include Blau and Dun-
can [12] on stratification, as well as Gibson [28] on
the causes of McCarthyism. Strong assumptions are
required to infer causation from association by mod-
eling. The assumptions are of two kinds: (a) causal,
and (b) statistical. These assumptions will be formu-
lated explicitly, with the help of response schedules
in hypothetical experiments. In particular, parameters
and error distributions must be stable under interven-
tion. That will be hard to demonstrate in observational
settings. Statistical conditions (like independence) are
also problematic, and latent variables create further
complexities. Causal modeling with path diagrams
will be the primary topic. The issues are not simple,
so examining them from several perspectives may be
helpful. The article ends with a review of the litera-
ture and a summary.

Regression Models in Social Science

Legendre [49] and Gauss [27] developed regression
to fit data on orbits of astronomical objects. The rele-
vant variables were known from Newtonian mechan-
ics, and so were the functional forms of the equa-
tions connecting them. Measurement could be done
with great precision, and much was known about the
nature of errors in the measurements and in the equa-
tions. Furthermore, there was ample opportunity for
comparing predictions to reality. By the turn of the
century, investigators were using regression on social
science data where such conditions did not hold,
even to a rough approximation. Yule [79] was a pio-
neer. At the time, paupers in England were supported
either inside grim Victorian institutions called poor-
houses or outside, according to decisions made by

local authorities. Did policy choices affect the num-
ber of paupers? To study this question, Yule proposed
a regression equation,

�Paup = a + b × �Out + c × �Old

+ d × �Pop + error. (1)

In this equation,

� is percentage change over time,
Paup is the number of Paupers
Out is the out-relief ratio N /D,

N = number on welfare outside the poor-
house,

D = number inside,
Old is the population over 65,
Pop is the population.

Data are from the English Censuses of 1871,
1881, and 1891. There are two �’s, one each for
1871–1881 and 1881–1891.

Relief policy was determined separately in each
‘union’, a small geographical area like a parish. At
the time, there were about 600 unions, and Yule
divides them into four kinds: rural, mixed, urban,
metropolitan. There are 4 × 2 = 8 equations, one
for each type of union and time period. Yule fits
each equation to data by least squares. That is, he
determines a, b, c, and d by minimizing the sum of
squared errors,∑(

�Paup − a − b × �Out − c × �Old

− d × �Pop
)2

.

The sum is taken over all unions of a given type
in a given time period – which assumes, in essence,
that coefficients are constant within each combination
of geography and time. For example, consider the
metropolitan unions. Fitting the equation to the data
for 1871–1881, Yule gets

�Paup = 13.19 + 0.755�Out − 0.022�Old

− 0.322�Pop + error. (2)

For 1881–1891, his equation is

�Paup = 1.36 + 0.324�Out + 1.37�Old

− 0.369�Pop + error. (3)



2 Linear Statistical Models for Causation

Table 1 Pauperism, out-relief ratio, proportion of old,
population. Ratio of 1881 data to 1871 data, times 100.
Metropolitan Unions, England. Yule (79, Table XIX)

Paup Out Old Pop

Kensington 27 5 104 136
Paddington 47 12 115 111
Fulham 31 21 85 174
Chelsea 64 21 81 124
St. George’s 46 18 113 96
Westminster 52 27 105 91
Marylebone 81 36 100 97
St. John, Hampstead 61 39 103 141
St. Pancras 61 35 101 107
Islington 59 35 101 132
Hackney 33 22 91 150
St. Giles’ 76 30 103 85
Strand 64 27 97 81
Holborn 79 33 95 93
City 79 64 113 68
Shoreditch 52 21 108 100
Bethnal Green 46 19 102 106
Whitechapel 35 6 93 93
St. George’s East 37 6 98 98
Stepney 34 10 87 101
Mile End 43 15 102 113
Poplar 37 20 102 135
St. Saviour’s 52 22 100 111
St. Olave’s 57 32 102 110
Lambeth 57 38 99 122
Wandsworth 23 18 91 168
Camberwell 30 14 83 168
Greenwich 55 37 94 131
Lewisham 41 24 100 142
Woolwich 76 20 119 110
Croydon 38 29 101 142
West Ham 38 49 86 203

The coefficient of �Out being relatively large and
positive, Yule concludes that outrelief causes poverty.

Table 1 has the ratio of 1881 data to 1871 data
for Pauperism, Out-relief ratio, Proportion of Old,
and Population. If we subtract 100 from each entry,
column 1 gives �Paup in equation (2). Columns 2,
3, 4 give the other variables. For Kensington (the first
union in the table),

�Out = 5 − 100 = −95, �Old = 104 − 100 = 4,

�Pop = 136 − 100 = 36.

The predicted value for �Paup from (2) is therefore

13.19 + 0.755 × (−95) − 0.022 × 4

− 0.322 × 36 = −70.

The actual value for �Paup is −73, so the error is −3.
Other lines in the table are handled in a similar way.
As noted above, coefficients were chosen to minimize
the sum of the squared errors.

Quetelet [67] wanted to uncover ‘social physics’ –
the laws of human behavior – by using statistical
technique:

‘In giving my work the title of Social Physics, I have
had no other aim than to collect, in a uniform order,
the phenomena affecting man, nearly as physical
science brings together the phenomena appertaining
to the material world. . . . in a given state of society,
resting under the influence of certain causes, regular
effects are produced, which oscillate, as it were,
around a fixed mean point, without undergoing any
sensible alterations.’. . .

‘This study. . .has too many attractions – it is
connected on too many sides with every branch of
science, and all the most interesting questions in
philosophy – to be long without zealous observers,
who will endeavor to carry it further and further,
and bring it more and more to the appearance of a
science.’
Yule is using regression to infer the social physics

of poverty. But this is not so easily to be done. Con-
founding is one issue. According to Pigou (a leading
welfare economist of Yule’s era), parishes with more
efficient administrations were building poor-houses
and reducing poverty. Efficiency of administration
is then a confounder, influencing both the presumed
cause and its effect. Economics may be another con-
founder. Yule occasionally tries to control for this,
using the rate of population change as a proxy for
economic growth. Generally, however, he pays lit-
tle attention to economics. The explanation: ‘A good
deal of time and labour was spent in making trial
of this idea, but the results proved unsatisfactory,
and finally the measure was abandoned altogether.
[p. 253]’

The form of Yule’s equation is somewhat arbitrary,
and the coefficients are not consistent over time and
space. This is not necessarily fatal. However, unless
the coefficients have some existence apart from the
data, how can they predict the results of interventions
that would change the data? The distinction between
parameters and estimates runs throughout statistical
theory; the discussion of response schedules, below,
may sharpen the point.

There are other interpretive problems. At best,
Yule has established association. Conditional on the
covariates, there is a positive association between
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�Paup and �Out. Is this association causal? If
so, which way do the causal arrows point? For
instance, a parish may choose not to build poor-
houses in response to a short-term increase in the
number of paupers. Then pauperism is the cause and
outrelief the effect. Likewise, the number of paupers
in one area may well be affected by relief policy
in neighboring areas. Such issues are not resolved
by the data analysis. Instead, answers are assumed a
priori. Although he was busily parceling out changes
in pauperism – so much is due to changes in out-relief
ratios, so much to changes in other variables, so much
to random effects – Yule was aware of the difficulties.
With one deft footnote (number 25), he withdrew all
causal claims: ‘Strictly speaking, for “due to” read
“associated with”.’

Yule’s approach is strikingly modern, except there
is no causal diagram with stars indicating statisti-
cal significance. Figure 1 brings him up to date. The
arrow from �Out to �Paup indicates that �Out
is included in the regression equation that explains
�Paup. Three asterisks mark a high degree of sta-
tistical significance. The idea is that a statistically
significant coefficient must differ from zero. Thus,
�Out has a causal influence on �Paup. By contrast, a
coefficient that lacks statistical significance is thought
to be zero. If so, �Old would not exert a causal influ-
ence on �Paup.

The reasoning is seldom made explicit, and diffi-
culties are frequently overlooked. Statistical assump-
tions are needed to determine significance from the
data. Even if significance can be determined and
the null hypothesis rejected or accepted, there is a
deeper problem. To make causal inferences, it must
be assumed that equations are stable under proposed
interventions. Verifying such assumptions – without
making the interventions – is problematic. On the
other hand, if the coefficients and error terms change
when variables are manipulated, the equation has

∆Paup

∆Old∆Out ∆Pop

*** ***

Figure 1 Yule’s model. Metropolitan unions, 1871–1881

only a limited utility for predicting the results of
interventions.

Social Stratification

Blau and Duncan [12] are thinking about the strat-
ification process in the United States. According to
Marxists of the time, the United States is a highly
stratified society. Status is determined by family
background, and transmitted through the school sys-
tem. Blau and Duncan present cross-tabs (in their
Chapter 2) to show that the system is far from deter-
ministic, although family background variables do
influence status. The United States has a permeable
social structure, with many opportunities to succeed
or fail. Blau and Duncan go on to develop the path
model shown in Figure 2, in order to answer ques-
tions like these:

‘how and to what degree do the circumstances of
birth condition subsequent status? how does status
attained (whether by ascription or achievement) at
one stage of the life cycle affect the prospects for a
subsequent stage?’

The five variables in the diagram are father’s edu-
cation and occupation, son’s education, son’s first
job, and son’s occupation. Data come from a special
supplement to the March 1962 Current Population

V

X

U

W

Y

.516

.310

.224

.279 .440 .115

.394

.281

.859

.818

.753

V is DADS’ ED
X is DADS’ OCC
U is SONS’ ED
W is SONS’ 1st JOB
Y is SONS’ OCC

Figure 2 Path model. Stratification, US, 1962
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Survey. The respondents are the sons (age 20–64),
who answer questions about current jobs, first jobs,
and parents. There are 20 000 respondents. Education
is measured on a scale from 0 to 8, where 0 means no
schooling, 1 means 1–4 years of schooling, and so
forth; 8 means some postgraduate education. Occu-
pation is measured on Duncan’s prestige scale from
0 to 96. The scale takes into account income, educa-
tion, and raters’ opinions of job prestige. Hucksters
are at the bottom of the ladder, with clergy in the
middle, and judges at the top.

How is Figure 2 to be read? The diagram unpacks
to three regression equations:

U = aV + bX + δ, (4)

W = cU + dX + ε, (5)

Y = eUi + f X + gW + η. (6)

Parameters are estimated by least squares. Before
regressions are run, variables are standardized to have
mean 0 and variance 1. That is why no intercepts are
needed, and why estimates can be computed from the
correlations in Table 2.

In Figure 2, the arrow from V to U indicates
a causal link, and V is entered on the right-hand
side in the regression equation (4) that explains U .
The path coefficient .310 next to the arrow is the
estimated coefficient â of V . The number .859 on
the ‘free arrow’ that points into U is the estimated
standard deviation of the error term δ in (4). The
other arrows are interpreted in a similar way. The
curved line joining V and X indicates association
rather than causation: V and X influence each other
or are influenced by some common causes, not further
analyzed in the diagram. The number on the curved
line is just the correlation between V and X (Table 2).
There are three equations because three variables in
the diagram (U , W , Y ) have arrows pointing into
them.

The large standard deviations in Figure 2 show
the permeability of the social structure. (Since vari-
ables are standardized, it is a little theorem that
the standard deviations cannot exceed 1.) Even if
father’s education and occupation are given, as well
as respondent’s education and first job, the varia-
tion in status of current job is still large. As social
physics, however, the diagram leaves something to
be desired. Why linearity? Why are the coefficients
the same for everybody? What about variables like
intelligence or motivation? And where are the moth-
ers?

The choice of variables and arrows is up to the
analyst, as are the directions in which the arrows
point. Of course, some choices may fit the data
less well, and some may be illogical. If the graph
is ‘complete’ – every pair of nodes joined by an
arrow – the direction of the arrows is not con-
strained by the data [22 pp. 138, 142]. Ordering
the variables in time may reduce the number of
options.

If we are trying to find laws of nature that are sta-
ble under intervention, standardizing may be a bad
idea, because estimated parameters would depend on
irrelevant details of the study design (see below).
Generally, the intervention idea gets muddier with
standardization. Are means and standard deviations
held constant even though individual values are
manipulated? On the other hand, standardizing might
be sensible if units are meaningful only in com-
parative terms (e.g., prestige points). Standardizing
may also be helpful if the meaning of units changes
over time (e.g., years of education), while correla-
tions are stable. With descriptive statistics for one
data set, it is really a matter of taste: do you like
pounds, kilograms, or standard units? Moreover, all
variables are on the same scale after standardization,
which makes it easier to compare regression coeffi-
cients.

Table 2 Correlation matrix for variables in Blau and Duncan’s path model

Y

Sons’occ
W

Sons’1st job
U

Sons’ed
X

Dads’occ
V

Dads’ed

Y Sons’occ 1.000 .541 .596 .405 .322
W Sons’1st job .541 1.000 .538 .417 .332
U Sons’ed .596 .538 1.000 .438 .453
X Dads’occ .405 .417 .438 1.000 .516
V Dads’ed .322 .332 .453 .516 1.000
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Hooke’s Law

According to Hooke’s law, stretch is proportional to
weight. If weight x is hung on a spring, the length
of the spring is a + bx + ε, provided x is not too
large. (Near the elastic limit of the spring, the physics
will be more complicated.) In this equation, a and b

are physical constants that depend on the spring not
the weights. The parameter a is the length of the
spring with no load. The parameter b is the length
added to the spring by each additional unit of weight.
The ε is random measurement error, with the usual
assumptions. Experimental verification is a classroom
staple.

If we were to standardize, the crucial slope param-
eter would depend on the weights and the accuracy
of the measurements. Let v be the variance of the
weights used in the experiment, let σ 2 be the variance
of ε, and let s2 be the mean square of the devia-
tions from the fitted regression line. The standardized
regression coefficient is√

b̂2v

b̂2v + s2
≈

√
b2v

b2v + σ 2
, (7)

as can be verified by examining the sample covari-
ance matrix. Therefore, the standardized coefficient
depends on v and σ 2, which are features of our mea-
surement procedure not the spring.

Hooke’s law is an example where regression is
a very useful tool. But the parameter to estimate is
b, the unstandardized regression coefficient. It is the
unstandardized coefficient that says how the spring
will respond when the load is manipulated. If a
regression coefficient is stable under interventions,
standardizing it is probably not a good idea, because
stability gets lost in the shuffle. That is what (7)
shows. Also see [4], ([11], p. 451).

Political Repression During the McCarthy
Era

Gibson [28] tries to determine the causes of
McCarthyism in the United States. Was repression
due to the masses or the elites? He argues that
elite intolerance is the root cause, the chief piece
of evidence being a path model (Figure 3, redrawn
from the paper). The dependent variable is a
measure of repressive legislation in each state. The

independent variables are mean tolerance scores for
each state, derived from the Stouffer survey of
masses and elites. The ‘masses’ are just respondents
in a probability sample of the population. ‘Elites’
include school board presidents, commanders of the
American Legion, bar association presidents, labor
union leaders. Data on masses were available for
36 states; on elites, for 26 states. The two straight
arrows in Figure 3 represent causal links: mass and
elite tolerance affect repression. The curved double-
headed arrow in Figure 3 represents an association
between mass and elite tolerance scores. Each one can
influence the other, or both can have some common
cause. The association is not analyzed in the diagram.

Gibson computes correlations from the avail-
able data, then estimates a standardized regression
equation,

Repression = β1Mass tolerance

+ β2Elite tolerance + δ. (8)

He says, ‘Generally, it seems that elites, not masses,
were responsible for the repression of the era. . . . The
beta for mass opinion is −.06; for elite opinion, it is
−.35 (significant beyond .01)’.

The paper asks an interesting question, and the
data analysis has some charm too. However, as social
physics, the path model is not convincing. What
hypothetical intervention is contemplated? If none,
how are regressions going to uncover causal rela-
tionships? Why are relationships among the variables
supposed to be linear? Signs apart, for example, why
does a unit increase in tolerance have the same effect

−.06

−.35**

Repression

Elite
tolerance

Mass
tolerance

Figure 3 Path model. The causes of McCarthyism
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on repression as a unit decrease? Are there other vari-
ables in the system? Why are the states statistically
independent? Such questions are not addressed in the
paper.

McCarthy became a force in national politics
around 1950. The turning point came in 1954,
with public humiliation in the Army-McCarthy hear-
ings. Censure by the Senate followed in 1957. Gib-
son scores repressive legislation over the period
1945–1965, long before McCarthy mattered, and
long after. The Stouffer survey was done in 1954,
when the McCarthy era was ending. The timetable is
puzzling.

Even if such issues are set aside, and we grant
the statistical model, the difference in path coef-
ficients fails to achieve significance. Gibson finds
that β̂1 is significant and β̂2 is insignificant, but
that does not impose much of a constraint on
β̂1 − β̂2. (The standard error for this difference can
be computed from data generously provided in the
paper.) Since β1 = β2 is a viable hypothesis, the data
are not strong enough to distinguish masses from
elites.

Inferring Causation by Regression

Path models are often thought to be rigorous sta-
tistical engines for inferring causation from associ-
ation. Statistical techniques can be rigorous, given
their assumptions. But the assumptions are usually
imposed on the data by the analyst. This is not
a rigorous process, and it is rarely made explicit.
The assumptions have a causal component as well
as a statistical component. It will be easier to pro-
ceed in terms of a specific example. In Figure 4, a
hypothesized causal relationship between Y and Z is
confounded by X. The free arrows leading into Y and
Z are omitted.

The diagram describes two hypothetical experi-
ments, and an observational study where the data
are collected. The two experiments help to define the
assumptions. Furthermore, the usual statistical analy-
sis can be understood as an effort to determine what
would happen under those assumptions if the experi-
ments were done. Other interpretations of the analysis
are not easily to be found. The experiments will now
be described.
1. First hypothetical experiment . Treatment is app-
lied to a subject, at level x. A response Y is observed,

Y Z

X

Figure 4 Path model. The relationship between Y and Z

is confounded by X. Free arrows leading into Y and Z are
not shown

corresponding to the level of treatment. There are two
parameters, a and b, that describe the response. With
no treatment, the response level for each subject will
be a, up to random error. All subjects are assumed
to have the same value for a. Each additional unit
of treatment adds b to the response. Again, b is the
same for all subjects, at all levels of x, by assumption.
Thus, if treatment is applied at level x, the response
Y is assumed to be

a + bx + random error. (9)

For Hooke’s law, x is weight and Y is length of a
spring under load x. For evaluation of job training
programs, x might be hours spent in training and Y

might be income during a follow-up period.

2. Second hypothetical experiment. In the second
experiment, there are two treatments and a response
variable Z. There are two treatments because there
are two arrows leading into Z; the treatments are
labeled X and Y (Figure 4). Both treatments may be
applied to a subject. There are three parameters, c,
d, and e. With no treatment, the response level for
each subject is taken to be c, up to random error. Each
additional unit of treatment #1 adds d to the response.
Likewise, each additional unit of treatment #2 adds e

to the response. The constancy of parameters across
subjects and levels of treatment is an assumption.
If the treatments are applied at levels x and y, the
response Z is assumed to be

c + dx + ey + random error. (10)

Three parameters are needed because it takes three
parameters to specify the linear relationship (10),
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namely, an intercept and two slopes. Random errors
in (9) and (10) are assumed to be independent
from subject to subject, with a distribution that is
constant across subjects; expectations are zero and
variances are finite. The errors in (9) are assumed to
be independent of the errors in (10).

The observational study. When using the path
model in Figure 4 to analyze data from an obser-
vational study, we assume that levels for the variable
X are independent of the random errors in the two
hypothetical experiments (‘exogeneity’). In effect, we
pretend that Nature randomized subjects to levels of
X for us, which obviates the need for experimental
manipulation. The exogeneity of X has a graphical
representation: arrows come out of X, but no arrows
lead into X.

We take the descriptions of the two experiments,
including the assumptions about the response sched-
ules and the random errors, as background informa-
tion. In particular, we take it that Nature generates Y

as if by substituting X into (9). Nature proceeds to
generate Z as if by substituting X and Y – the same
Y that has just been generated from X – into (10). In
short, (9) and (10) are assumed to be the causal mech-
anisms that generate the observational data, namely,
X, Y , and Z for each subject. The system is ‘recur-
sive’, in the sense that output from (9) is used as
input to (10) but there is no feedback from (9) to (8).

Under these assumptions, the parameters a, b can
be estimated by regression of Y on X. Likewise, c,
d, e can be estimated by regression of Z on X and
Y . Moreover, these regression estimates have legiti-
mate causal interpretations. This is because causation
is built into the background assumptions, via the
response schedules (9) and (10). If causation were
not assumed, causation would not be demonstrated
by running the regressions.

One point of running the regressions is usually to
separate out direct and indirect effects of X on Z.
The direct effect is d in (10). If X is increased by
one unit with Y held fast, then Z is expected to go
up by d units. But this is shorthand for the assumed
mechanism in the second experiment. Without the
thought experiments described by (9) and (10), how
can Y be held constant when X is manipulated? At
a more basic level, how would manipulation get into
the picture?

Another path-analytic objective is to determine the
effect e of Y on Z. If Y is increased by one unit with

X held fast, then Z is expected to go up by e units. (If
e = 0, then manipulating Y would not affect Z, and Y

does not cause Z after all.) Again, the interpretation
depends on the thought experiments. Otherwise, how
could Y be manipulated and X held fast?

To state the model more carefully, we would index
the subjects by a subscript i in the range from 1 to
n, the number of subjects. In this notation, Xi is the
value of X for subject i. Similarly, Yi and Zi are
the values of Y and Z for subject i. The level of
treatment #1 is denoted by x, and Yi,x is the response
for variable Y if treatment at level x is applied to
subject i. Similarly, Zi,x,y is the response for variable
Z if treatment #1 at level x and treatment #2 at level
y are applied to subject i. The response schedules are
to be interpreted causally:

• Yi,x is what Yi would be if Xi were set to x by
intervention.

• Zi,x,y is what Zi would be if Xi were set to x and
Yi were set to y by intervention.

Counterfactual statements are even licensed about the
past: Yi,x is what Yi would have been, if Xi had been
set to x. Similar comments apply to Zi,x,y .

The diagram unpacks into two equations, which
are more precise versions of (9) and (10), with a
subscript i for subjects. Greek letters are used for
the random error terms.

Yi,x = a + bx + δi. (11)

Zi,x,y = c + dx + ey + εi . (12)

The parameters a, b, c, d, e and the error terms δi ,
εi are not observed. The parameters are assumed to
be the same for all subjects.

Additional assumptions, which define the statisti-
cal component of the model, are imposed on the error
terms:

1. δi and εi are independent of each other within
each subject i.

2. δi and εi are independent across subjects.
3. The distribution of δi is constant across subjects;

so is the distribution of εi . (However, δi and εi

need not have the same distribution.)
4. δi and εi have expectation zero and finite vari-

ance.
5. The δ’s and ε’s are independent of the X’s.

The last is ‘exogeneity’.
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According to the model, Nature determines the
response Yi for subject i by substituting Xi into (10):

Yi = Yi,Xi
= a + bXi + δi . (13)

Here, Xi is the value of X for subject i, chosen
for us by Nature, as if by randomization. The rest
of the response schedule – the Yi,x for other x – is
not observed, and therefore stays in the realm of
counterfactual hypotheticals. After all, even in an
experiment, subject i would be assigned to one level
of treatment, foreclosing the possibility of observing
the response at other levels.

Similarly, we observe Zi,x,y only for x = Xi and
y = Yi . The response for subject i is determined by
Nature, as if by substituting Xi and Yi into (12):

Zi = Zi,Xi,Yi
= c + dXi + eYi + εi . (14)

The rest of the response schedule, Zi,x,y for other
x and y, remains unobserved. Economists call the
unobserved Yi,x and Zi,x,y ‘potential outcomes’. The
model specifies unobservable response schedules, not
just regression equations. Notice too that a subject’s
responses are determined by levels of treatment for
that subject only. Treatments applied to subject j are
not relevant to subject i. The response schedules (11)
and (12) represent the causal assumptions behind the
path diagram.

The conditional expectation of Y given X = x is
the average of Y for subjects with X = x. The formal-
ism connects two very different ideas of conditional
expectation: (a) finding subjects with X = x, versus
(b) an intervention that sets X to x. The first is some-
thing you can actually do with observational data.
The second would require manipulation. The model
is a compact way of stating the assumptions that
are needed to go from observational data to causal
inferences.

In econometrics and cognate fields, ‘structural’
equations describe causal relationships. The model
gives a clearer meaning to this idea, and to the
idea of ‘stability under intervention’. The parame-
ters in Figure 4, for instance, are defined through the
response schedules (9) and (10), separately from the
data. These parameters are constant across subjects
and levels of treatment (by assumption, of course).
Parameters are the same in a regime of passive obser-
vation and in a regime of active manipulation. Similar
assumptions of stability are imposed on the error
distributions. In summary, regression equations are

structural, with parameters that are stable under inter-
vention, when the equations derive from response
schedules like (11) and (12).

Path models do not infer causation from associa-
tion. Instead, path models assume causation through
response schedules, and – using additional statistical
assumptions – estimate causal effects from obser-
vational data. The statistical assumptions (indepen-
dence, expectation zero, constant variance) justify
estimation by ordinary least squares. With large sam-
ples, confidence intervals and significance tests would
follow. With small samples, the errors would have to
follow a normal distribution in order to justify t Tests.

The box model in Figure 5 illustrates the statistical
assumptions. Independent errors with constant dis-
tributions are represented as draws made at random
with replacement from a box of potential errors [26].
Since the box remains the same from one draw to
another, the probability distribution of one draw is
the same as the distribution of any other. The distri-
bution is constant. Furthermore, the outcome of one
draw cannot affect the distribution of another. That is
independence. Verifying the causal assumptions (11)
and (12), which are about potential outcomes, is a
daunting task. The statistical assumptions present dif-
ficulties of their own. Assessing the degree to which
the modeling assumptions hold is therefore prob-
lematic. The difficulties noted earlier – in Yule on
poverty, Blau and Duncan on stratification, Gibson
on McCarthyism – are systemic.

Embedded in the formalism is the conditional dis-
tribution of Y , if we were to intervene and set the
value of X. This conditional distribution is a counter-
factual, at least when the study is observational. The
conditional distribution answers the question, what
would have happened if we had intervened and set
X to x, rather than letting Nature take its course?

X

Y = a + b +

Z = c + d + e +

d e

Figure 5 The path diagram as a box model
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The idea is best suited to experiments or hypothetical
experiments.

There are also nonmanipulationist ideas of causa-
tion: the moon causes the tides, earthquakes cause
property values to go down, time heals all wounds.
Time is not manipulable; neither are earthquakes or
the moon. Investigators may hope that regression
equations are like laws of motion in classical physics.
(If position and momentum are given, you can deter-
mine the future of the system and discover what
would happen with different initial conditions.) Some
other formalism may be needed to make this nonma-
nipulationist account more precise.

Latent Variables

There is yet another layer of complexity when the
variables in the path model remain ‘latent’ – unob-
served. It is usually supposed that the manifest vari-
ables are related to the latent variables by a series
of regression-like equations (‘measurement models’).
There are numerous assumptions about error terms,
especially when likelihood techniques are used. In
effect, latent variables are reconstructed by some ver-
sion of factor analysis and the path model is fitted to
the results. The scale of the latent variables is not usu-
ally identifiable, so variables are standardized to have
mean 0 and variance 1. Some algorithms will infer
the path diagram as well as the latents from the data,
but there are additional assumptions that come into
play. Anderson [7] provides a rigorous discussion of
statistical inference for models with latent variables,
given the requisite statistical assumptions. He does
not address the connection between the models and
the phenomena. Kline [46] is a well-known text. Ull-
man and Bentler [78] survey recent developments.

A possible conflict in terminology should be men-
tioned. In psychometrics and cognate fields, ‘struc-
tural equation modeling’ (typically, path modeling
with latent variables) is sometimes used for causal
inference and sometimes to get parsimonious descrip-
tions of covariance matrices. For causal inference,
questions of stability are central. If no causal infer-
ences are made, stability under intervention is hardly
relevant; nor are underlying equations ‘structural’ in
the econometric sense described earlier. The statisti-
cal assumptions (independence, distributions of error
terms constant across subjects, parametric models for
error distributions) would remain on the table.

Literature Review

There is by now an extended critical literature on
statistical models, starting perhaps with the exchange
between Keynes [44, 45] and Tinbergen [77]. Other
familiar citations in the economics literature include
Liu [52], Lucas [53], and Sims [71]. Manski [54]
returns to the under-identification problem that was
posed so sharply by Liu and Sims. In brief, a pri-
ori exclusion of variables from causal equations can
seldom be justified, so there will typically be more
parameters than data. Manski suggests methods for
bounding quantities that cannot be estimated. Sims’
idea was to use simple, low-dimensional models for
policy analysis, instead of complex-high dimensional
ones. Leamer [48] discusses the issues created by
specification searches, as does Hendry [35]. Heck-
man [33] traces the development of econometric
thought from Haavelmo and Frisch onwards, stress-
ing the role of ‘structural’ or ‘invariant’ parameters,
and ‘potential outcomes’. Lucas too was concerned
about parameters that changed under intervention.
Engle, Hendry, and Richard [17] distinguish sev-
eral kinds of exogeneity, with different implications
for causal inference. Recently, some econometricians
have turned to natural experiments for the evaluation
of causal theories. These investigators stress the value
of careful data collection and data analysis. Angrist
and Krueger [8] have a useful survey.

One of the drivers for modeling in economics
and other fields is rational choice theory. Therefore,
any discussion of empirical foundations must take
into account a remarkable series of papers, initiated
by Kahneman and Tversky [41], that explores the
limits of rational choice theory. These papers are
collected in Kahneman, Slovic, and Tversky [40], and
in Kahneman and Tversky [43]. The heuristics and
biases program has attracted its own critics [29]. That
critique is interesting and has some merit. But in the
end, the experimental evidence demonstrates severe
limits to the power of rational choice theory [42].
If people are trying to maximize expected utility,
they generally do not do it very well. Errors are
large and repetitive, go in predictable directions, and
fall into recognizable categories. Rather than making
decisions by optimization – or bounded rationality, or
satisficing – people seem to use plausible heuristics
that can be identified. If so, rational choice theory
is generally not a good basis for justifying empirical
models of behavior. Drawing in part on the work
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of Kahneman and Tversky, Sen [69] gives a far-
reaching critique of rational choice theory. This
theory has its place, but also leads to ‘serious
descriptive and predictive problems’.

Almost from the beginning, there were cri-
tiques of modeling in other social sciences too [64].
Bernert [10] reviews the historical development of
causal ideas in sociology. Recently, modeling issues
have been much canvassed in sociology. Abbott [2]
finds that variables like income and education
are too abstract to have much explanatory power,
with a broader examination of causal modeling in
Abbott [3]. He finds that ‘an unthinking causalism
today pervades our journals’; he recommends more
emphasis on descriptive work and on middle-range
theories. Berk [9] is skeptical about the possibility
of inferring causation by modeling, absent a strong
theoretical base. Clogg and Haritou [14] review diffi-
culties with regression, noting that you can too easily
include endogenous variables as regressors.

Goldthorpe [30, 31, 32] describes several ideas
of causation and corresponding methods of statisti-
cal proof, with different strengths and weaknesses.
Although skeptical of regression, he finds rational
choice theory to be promising. He favors use of
descriptive statistics to determine social regularities,
and statistical models that reflect generative pro-
cesses. In his view, the manipulationist account of
causation is generally inadequate for the social sci-
ences. Hedström and Swedberg [34] present a lively
collection of essays by sociologists who are quite
skeptical about regression models; rational choice
theory also takes its share of criticism. There is an
influential book by Lieberson [50], with a follow-
up by Lieberson and Lynn [51]. Nı́ Bhrolcháin [60]
has some particularly forceful examples to illustrate
the limits of modeling. Sobel [72] reviews the litera-
ture on social stratification, concluding that ‘the usual
modeling strategies are in need of serious change’.
Also see Sobel [73].

Meehl [57] reports the views of an empirical psy-
chologist. Also see Meehl [56], with data showing the
advantage of using regression to make predictions,
rather than experts. Meehl and Waller [58] discuss the
choice between two similar path models, viewed as
reasonable approximations to some underlying causal
structure, but do not reach the critical question –
how to assess the adequacy of the approximation.
Steiger [75] has a critical review of structural equa-
tion models. Larzalere and Kuhn [47] offer a more

general discussion of difficulties with causal infer-
ence by purely statistical methods. Abelson [1] has
an interesting viewpoint on the use of statistics in
psychology.

There is a well-known book on the logic of causal
inference, by Cook and Campbell [15]. Also see
Shadish, Cook, and Campbell [70], which has among
other things a useful discussion of manipulationist
versus nonmanipulationist ideas of causation. In polit-
ical science, Duncan [16] is far more skeptical about
modeling than Blau and Duncan [12]. Achen [5, 6]
provides a spirited and reasoned defense of the mod-
els. Brady and Collier [13] compare regression meth-
ods with case studies; invariance is discussed under
the rubric of causal homogeneity.

Recently, strong claims have been made for non-
linear methods that elicit the model from the data and
control for unobserved confounders [63, 74]. How-
ever, the track record is not encouraging [22, 24, 25,
39]. Cites from other perspectives include [55, 61,
62], as well as [18, 19, 20, 21, 23].

The statistical model for causation was proposed
by Neyman [59]. It has been rediscovered many times
since: see, for instance, [36, Section 9.4]. The setup
is often called ‘Rubin’s model’, but that simply mis-
takes the history. See the comments by Dabrowska
and Speed on their translation of Neyman [59], with a
response by Rubin; compare to Rubin [68] and Hol-
land [37]. Holland [37, 38] explains the setup with a
super-population model to account for the random-
ness, rather than individualized error terms. Error
terms are often described as the overall effects of fac-
tors omitted from the equation. But this description
introduces difficulties of its own, as shown by Pratt
and Schlaifer [65, 66]. Stone [76] presents a super-
population model with some observed covariates and
some unobserved. Formal extensions to observational
studies – in effect, assuming these studies are exper-
iments after suitable controls have been introduced –
are discussed by Holland and Rubin among others.

Conclusion

Causal inferences can be drawn from nonexperimen-
tal data. However, no mechanical rules can be laid
down for the activity. Since Hume, that is almost a
truism. Instead, causal inference seems to require an
enormous investment of skill, intelligence, and hard
work. Many convergent lines of evidence must be
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developed. Natural variation needs to be identified
and exploited. Data must be collected. Confounders
need to be considered. Alternative explanations have
to be exhaustively tested. Before anything else, the
right question needs to be framed. Naturally, there is a
desire to substitute intellectual capital for labor. That
is why investigators try to base causal inference on
statistical models. The technology is relatively easy
to use, and promises to open a wide variety of ques-
tions to the research effort. However, the appearance
of methodological rigor can be deceptive. The models
themselves demand critical scrutiny. Mathematical
equations are used to adjust for confounding and
other sources of bias. These equations may appear
formidably precise, but they typically derive from
many somewhat arbitrary choices. Which variables
to enter in the regression? What functional form to
use? What assumptions to make about parameters and
error terms? These choices are seldom dictated either
by data or prior scientific knowledge. That is why
judgment is so critical, the opportunity for error so
large, and the number of successful applications so
limited.
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détermination des orbites des comètes, Courcier, Paris.
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de ses facultés, Ou essai de physique sociale, Bachelier,
Paris.

[68] Rubin, D. (1974). Estimating causal effects of treatments
in randomized and nonrandomized studies, Journal of
Educational Psychology 66, 688–701.

[69] Sen, A.K. (2002). Rationality and Freedom, Harvard
University Press.

[70] Shadish, W.R., Cook, T.D. & Campbell, D.T. (2002).
Experimental and Quasi-Experimental Designs for Gen-
eralized Causal Inference, Houghton Mifflin, Boston.

[71] Sims, C.A. (1980). Macroeconomics and reality, Econo-
metrica 48, 1–47.

[72] Sobel, M.E. (1998). Causal inference in statistical mod-
els of the process of socioeconomic achievement–a case
study, Sociological Methods & Research 27, 318–348.

[73] Sobel, M.E. (2000). Causal inference in the social
sciences, Journal of the American Statistical Association
95, 647–651.

[74] Spirtes, P., Glymour, C., and Scheines, R. (1993).
Causation, Prediction, and Search, 2nd Edition 2000,
Springer Lecture Notes in Statistics, Vol. 81, Springer-
Verlag, MIT Press, New York.

[75] Steiger, J.H. (2001). Driving fast in reverse, Journal of
the American Statistical Association 96, 331–338.

[76] Stone, R. (1993). The assumptions on which causal
inferences rest, Journal of the Royal Statistical Society
Series B 55, 455–466.

[77] Tinbergen, J. (1940). Reply to Keynes, The Economic
Journal 50, 141–154.

[78] Ullman, J.B. and Bentler, P.M. (2003). Structural
equation modeling, in I.B. Weiner, J.A. Schinka &
W.F. Velicer, eds, Handbook of Psychology. Volume
2: Research Methods in Psychology, Wiley, Hoboken,
pp. 607–634.

[79] Yule, G.U. (1899). An investigation into the causes of
changes in Pauperism in England, chiefly during the last
two intercensal decades, Journal of the Royal Statistical
Society 62, 249–295.

D.A. FREEDMAN



Linkage Analysis

P. SHAM

Volume 2, pp. 1073–1075

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Linkage Analysis

Genetic linkage refers to the nonindependent segrega-
tion of the alleles at genetic loci close to one another
on the same chromosome. Mendel’s law of segre-
gation states that an individual with heterozygous
genotype (Aa) has equal probability of transmitting
either allele (A or a) to an offspring. The same is
true of any other locus with alleles B and b. Under
Mendel’s second law, that of independent assortment,
the probabilities of transmitting the four possible
combinations of alleles (AB, Ab, aB, ab) are all
equal, namely one-quarter. This law is, however,
only true for pairs of loci that are on separate chromo-
somes. For two loci that are on the same chromosome
(known technically as syntenic), the probabilities of
the four gametic classes (AB, Ab, aB, ab) are not
equal, with an excess of the same allelic combinations
as those that were transmitted to the individual from
his or her parents. In other words, if the individual
received the allelic combination AB from one parent
and ab from the other, then he or she will transmit
these same combinations with greater probabilities
than the others (i.e., Ab and aB). The former allelic
combinations are known as parental types and the
latter, recombinants. The strength of genetic linkage
between two loci is measured by the recombination
fraction, defined as the probability that a recombinant
of the two loci is transmitted to an offspring. Recom-
bination fraction ranges from 0 (complete linkage) to
0.5 (complete absence of linkage).

Recombinant gametes of two syntenic loci are
generated by the crossing-over of homologous chro-
mosomes at certain semirandom locations during
meiosis. The smaller the distance between two syn-
tenic loci, the less likely that they will be sepa-
rated by crossing-over, and therefore the smaller the
recombination fraction. A recombination of 0.01 cor-
responds approximately to a genetic map distance of
1 centiMorgan (cM). The crossing-over rate varies
between males and females, and for different chro-
mosomal regions, but on average a genetic distance
of 1 cM corresponds approximately to a physical
distance of one million DNA base pairs. The total
genetic length of the human genome is approximately
3500 cM.

Mapping Disease Genes by Linkage
Analysis

For many decades, linkage analysis was restricted to
Mendelian phenotypes such as the ABO blood groups
and HLA antigens. Recent developments in molecular
genetics have enabled nonfunctional polymorphisms
to be detected and measured. Standard sets of such
genetic markers, evenly spaced throughout the entire
genome, have been developed for systematic linkage
analysis to localize genetic variants that increase the
risk of disease. This is a particularly attractive method
of mapping the genes for diseases since no knowledge
of the pathophysiology is required. For this reason,
the use of linkage analysis to map disease genes is
also called positional cloning.

Linkage Analysis for Mendelian Diseases

Linkage analysis in humans presents interesting sta-
tistical challenges. For Mendelian diseases, the chal-
lenges are those of variable pedigree structure and
size, and the common occurrence of missing data.
The standard method of analysis involves calculat-
ing the likelihood with respect to the recombination
fraction between disease and marker loci, or the map
position of the disease locus in relation to a set of
marker loci, while the disease model is assumed
known (e.g., dominant or recessive). Traditionally,
the strength of evidence for linkage is summarized
as a lod score, defined as the common (i.e., base10)
logarithm of the ratio of the likelihood given a cer-
tain recombination fraction between marker and dis-
ease loci to that under no linkage. The likelihood
calculations were traditionally accomplished by use
of the Elston–Stewart Algorithm, implemented in
linkage analysis programs such as LINKAGE and
VITESSE. A lod score of 3 or more is conven-
tionally regarded as significant evidence of linkage.
For Mendelian disorders, 98% of reports of linkage
that meet this criterion have been subsequently con-
firmed. Linkage analysis has successfully localized
and identified the genes for hundreds of Mendelian
disorders.

In multipoint linkage analysis, the likelihood (see
Maximum Likelihood Estimation) is evaluated for
different chromosomal locations of the disease locus
relative to a fixed set of genetic markers, and lod
scores are defined as the common (i.e., base10)
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logarithm of the ratio of the likelihood given cer-
tain positions of the disease locus on the map to
that at an unlinked location. Multipoint calcula-
tions present serious computational difficulties for the
Elston–Stewart Algorithm, but for modest size, pedi-
grees are feasible using the Lander–Green, imple-
mented for example in GENEHUNTER, ALLEGRO,
and MERLIN.

In both two-point and multipoint lod score anal-
yses, it is standard to assume a generalized single
locus model, in which the parameters, namely, the
frequencies of the disease and normal alleles (A and
a), and the probabilities of disease given the three
genotypes (AA, Aa, and aa) are specified by the user.
For example, for a rare dominant condition, the allele
frequency of the disease allele (A) is set to be a low
value, while the probabilities of disease given the
AA, Aa, aa genotypes are set at close to 1, 1, and
0, respectively. Similarly, for a recessive condition
the allele frequency of the disease allele (A) is set
to be a moderate value, the probabilities of disease
given the AA, Aa, aa genotypes are set at close to 1,
0, and 0, respectively. The need to assume a general-
ized single locus model and to specify the parameters
of such a model has led to the terms model-based or
parametric linkage analysis.

Locus heterogeneity in linkage analysis refers to
the situation in which the mode of inheritance, but
not the actual disease locus, is the same across
different pedigrees. In other words, there are mul-
tiple disease loci that are indistinguishable from each
other both in terms of manifestations at the indi-
vidual level and in the pattern of familial trans-
mission. Under these circumstances, the power to
detect linkage is much diminished, even with lod
scores modified to take account of locus hetero-
geneity (hlod), especially for samples consisting of
small pedigrees. Because of this, linkage analy-
sis has the greatest chance of success when car-
ried out on large pedigrees with multiple affected
members.

Linkage Analysis for Complex Traits

For common diseases that do not show a simple
Mendelian pattern of inheritance and are therefore
likely to be the result of multiple genetic and envi-
ronmental factors, linkage analysis is a difficult task.
For such diseases, we typically would have an idea

of the overall importance of genetic factors (i.e.,
heritability) but no detailed knowledge of genetic
architecture in terms of the number of vulnerabil-
ity genes or the magnitude of their effects. There
are two major approaches to the linkage analysis of
such complex diseases. The first is to adopt a lod
score approach, but modified to allow for a num-
ber of more or less realistic models for the geno-
type–phenotype relationship, and to adjust the largest
lod score over these models for multiple testing. The
second approach is ‘model-free’ in the sense that a
disease model does not have to be specified for the
analysis. Instead, the analysis proceeds by defining
some measure of allele sharing between individuals
in a pedigree, and relating the extent of allele sharing
to phenotypic similarity.

One popular version of model-free linkage anal-
ysis is the affected sib-pair (ASP) method, which
is based on the detection of excessive allele shar-
ing at a marker locus for a sample of sibling pairs
where both members are affected by the disorder.
The usual definition of allele sharing in model-
free linkage analysis is ‘identity-by-descent’, which
refers to alleles that are descended from (and are
therefore replicates of) a single ancestral allele in
a recent common ancestor. Algorithms for estimat-
ing the extent of local IBD from marker genotype
data have been developed and implemented in pro-
grams such as ERPA, GENEHUNTER, and MER-
LIN. Generalizations of the ASP method to other
family structures with multiple affected individuals
have resulted in nonparametric linkage (NPL) statis-
tics and their improved likelihood-based versions
developed by Kong and Cox.

Methods of linkage analysis have been developed
also for quantitative traits (e.g., blood pressure,
body mass index). A particularly simple method is
based on a regression of phenotypic similarity on
allele sharing, developed by Haseman and Elston. A
more sophisticated approach is based on a variance
components model, in which a component of variance
is specified to have covariance between relatives
that is proportional to the extent of allele sharing
between the relatives. However, the Haseman–Elston
approach has been modified so that it can be applied
to general pedigrees selected to contain individuals
with extreme trait values.

Regardless of the statistical method used for the
linkage analysis of complex traits, there are two
major inherent limitations of the approach. The



Linkage Analysis 3

first is that the sample sizes required to detect
a locus with a small effect size are very large,
potentially many thousands of families. The second
is low resolving power, in that the region that
shows linkage is typically very broad, covering a
region with potentially hundreds of genes. For these

reasons, linkage is usually combined with association
strategy in the search for the genetic determinants of
multigenic diseases.

P. SHAM
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Logistic Regression

Logistic regression is a method for predicting the
outcomes of ‘either-or’ trials. Either-or trials occur
frequently in research. A person responds appropri-
ately to a drug or does not; the dose of the drug
may affect the outcome. A person may support a
political party or not; the response may be related
to their income. A person may have a heart attack
in a 10-year period; the response may be related to
age, weight, blood pressure, or cholesterol. We dis-
cuss basic ideas of modeling in the section titled
‘Basic Ideas’ and basic ideas of data analysis in the
section titled ‘Fundamental Data Analysis’. Subse-
quent sections examine model testing, variable selec-
tion, outliers and influential observations, methods for
testing lack of fit, exact conditional inference, random
effects, and Bayesian analysis.

Basic Ideas

A binary response is one with two outcomes. Denote
these as y = 1 indicating ‘success’ and y = 0 indicat-
ing ‘failure’. Let p denote the probability of getting
the response y = 1, so

Pr[y = 1] = p, Pr[y = 0] = 1 − p. (1)

Let predictor variables such as age, weight, blood
pressure, and cholesterol be denoted x1, x2, . . . , xk−1.
A logistic regression model is a method for relating
the probabilities to the predictor variables. Specifi-
cally, logistic regression is a linear model for the
logarithm of the odds of success. The odds of suc-
cess are p/(1 − p) and a linear model for the log
odds is

log

[
p

1 − p

]
= β0 + β1x1 + · · · + βk−1xk−1. (2)

Here the βj s are unknown regression coefficients. For
simplicity of notation, let the log odds be

η = β0 + β1x1 + · · · + βk−1xk−1. (3)

It follows that

p = eη

1 + eη
, 1 − p = 1

1 + eη
. (4)

The transformation that changes η into p is known
as the ‘logistic’ transformation, hence the name logis-
tic regression. The transformation log[p/(1 − p)] =
η is known as the ‘logit’ transformation. Logit
models are the same thing as logistic models. In
fact, it is impossible to perform logistic regres-
sion without using both the logistic transformation
and the logit transformation. Historically, ‘logistic
regression’ described models for continuous pre-
dictor variables x1, x2, . . . , xk−1 such as age and
weight, while ‘logit models’ were used for categorical
predictor variables such as sex, race, and alterna-
tive medical treatments. Such distinctions are rarely
made anymore.

Typical data consist of independent observations
on, say, n individuals. The data are a collection
(yi, xi1, . . . , xi,k−1) for i = 1, . . . , n with yi being 1
or 0 for the ith individual and xij being the value
of the j th predictor variable on the ith individual.
For example, Christensen [3] uses an example from
the Los Angeles Heart Study (LAHS) that involves
n = 200 men: yi is 1 if an individual had a coro-
nary incident in the previous 10 years; k − 1 = 6
with xi1 = age, xi2 = systolic blood pressure, xi3 =
diastolic blood pressure, xi4 = cholesterol, xi5 =
height, and xi6 = weight for a particular individual.
The specific logistic regression model is

log

[
pi

1 − pi

]
= β0 + β1xi1 + β2xi2 + β3xi3

+ β4xi4 + β5xi5 + β6xi6. (5)

Note that the model involves k = 7 unknown βj

parameters.
There are two ways of analyzing logistic regres-

sion models: frequentist methods and Bayesian meth-
ods. Historically, logistic regression was devel-
oped after standard regression (see Multiple Linear
Regression) and has been taught to people who
already know standard regression. The methods of
analysis are similar to those for standard regression.

Fundamental Data Analysis

Standard methods for frequentist analysis depend on
the assumption that the sample size n is large relative
to the number of βj parameters in the model, that is,
k. The usual results of the analysis are estimates of
the βj s, say β̂j s, and standard errors for the β̂j s, say
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SE(β̂j )s. In addition, a likelihood ratio test statistic,
also known as a deviance (D), and degrees of freedom
(df ) for the deviance are given. The degrees of
freedom for the deviance are n − k. (Some computer
programs give alternative versions of the deviance
that are less useful. This will be discussed later but
can be identified by the fact that the degrees of
freedom are less than n − k.)

The βj s are estimated by choosing values that
maximize the likelihood function,

L(β0, . . . , βk−1) =
n∏

i=1

p
yi

i (1 − pi)
1−yi , (6)

wherein it is understood that the pis depend on
the βj s through the logistic regression model. Such
estimates are called maximum likelihood estimates.
The deviance can be taken as

D = −2 log[L(β̂0, . . . , β̂k−1)]. (7)

For example, in the LAHS data

Variable β̂j SE(β̂j )

Intercept −4.5173 7.451
x1 0.04590 0.02344
x2 0.00686 0.02013
x3 −0.00694 0.03821
x4 0.00631 0.00362
x5 −0.07400 0.1058
x6 0.02014 0.00984

D = 134.9, df = 193

Given this information, a number of results can be
obtained. For example, β6 is the regression coeffi-
cient for weight. A 95% confidence interval for β6

has endpoints

β̂6 ± 1.96 SE(β̂6) (8)

and is (0.00085, 0.03943). The value 1.96 is the
97.5% point of a standard normal distribution. To test
H0: β6 = 0, one looks at

β̂6 − 0

SE(β̂6)
= 0.02014 − 0

0.00984
= 2.05 (9)

The P value for this test is .040, which is the
probability that a standard normal random variable

is greater than 2.05 or less than −2.05. To test
H0 : β6 = 0.01, one looks at

β̂6 − 0.01

SE(β̂6)
= 0.02014 − 0.01

0.00984
= 1.03 (10)

and obtains a P value by comparing 1.03 to a
standard normal distribution. The use of the standard
normal distribution is an approximation based on
having n much larger than k.

Perhaps the most useful things to estimate in
logistic regression are probabilities. The estimated log
odds are

log

[
p̂

1 − p̂

]
= β̂0 + β̂1x1 + β̂2x2 + β̂3x3 + β̂4x4

+ β̂5x5 + β̂6x6. (11)

For a 60-year-old man with blood pressure of 140
over 90, a cholesterol reading of 200, who is 69
inches tall and weighs 200 pounds, the estimated log
odds of a coronary incident are

log

[
p̂

1 − p̂

]
= −4.5173 + .04590(60)

+ .00686(140) − .00694(90) + .00631(200)

− 0.07400(69) + 0.02014(200) = −1.2435.

(12)

The probability of a coronary incident is estimated as

p̂ = e−1.2435

1 + e−1.2435
= .224. (13)

To see what the model says about the effect of
age (x1) and cholesterol (x4), one might plot the esti-
mated probability of a coronary incident as a function
of age for people with blood pressures, height, and
weight of x2 = 140, x3 = 90, x5 = 69, x6 = 200, and,
say, both cholesterols x4 = 200 and x4 = 300. Unfor-
tunately, while confidence intervals for this p can be
computed without much difficulty, they are not read-
ily available from many computer programs.

Testing Models

The deviance D and its degrees of freedom are useful
for comparing alternative logistic regression models.

The actual number reported in the example, D =
134.9 with 193df, is of little use by itself without
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another model to compare it to. The value D = 134.9
is found by comparing the 7 variable model to a
model with n = 200 parameters while we only have
n = 200 observations. Clearly, 200 observations is
not a large sample relative to a model with 200
parameters, hence large sample theory does not apply
and we have no way to evaluate whether D = 134.9
is an appropriate number.

What we can do is compare the 6 predictor
variable model (full model) with k = 7 to a smaller
model (reduced model) involving, say, only age
and weight,

log

[
pi

1 − pi

]
= β0 + β1xi1 + β6xi6 (14)

which has k = 3. Fitting this model gives

Variable β̂j SE(β̂j )

Intercept −7.513 1.706
x1 0.06358 0.01963
x6 0.01600 0.00794

D = 138.8, df = 197.

To test the adequacy of the reduced model compared
to the full model compute the difference in the
deviances, D = 138.8 − 134.9 = 3.9 and compare
that to a chi-squared distribution with degrees of
freedom determined by the difference in the deviance
degrees of freedom, 197 − 193 = 4. The probability
that a χ2(4) distribution is greater than 3.9 is .42,
which is the P value for the test.

There is considerable flexibility in the model
testing approach. Suppose we suspect that it is not the
blood pressure readings that are important but rather
the difference between the blood pressure readings,
(x2 − x3). We can construct a model that has β3 =
−β2. If we incorporate this hypothesis into the full
model, we get

log

[
pi

1 − pi

]
= β0 + β1xi1 + β2xi2 + (−β2)xi3 + β4xi4

+ β5xi5 + β6xi6

= β0 + β1xi1 + β2(xi2 − xi3) + β4xi4

+ β5xi5 + β6xi6 (15)

which gives D = 134.9 on df = 194. This model
is a special case of the full model, so a test of the

models has

D = 134.9 − 134.9 = 0, (16)

with df = 194 − 193 = 1. The deviance difference
is essentially 0, so the data are consistent with the
reduced model.

This is a good time to discuss the alternate
deviance computation. Logistic regression does not
need to be performed on binary data. It can be
performed on binomial data. Binomial data consist of
the number of successes in a predetermined number
of trials. The data would be (Ni, yi, xi1, . . . , xi,k−1)

for i = 1, . . . , n where Ni is the number of trials
in the ith case, yi is the number of successes, and
the predictor variables are as before. The logistic
model is identical since it depends only on pi , the
probability of success in each trial, and the predictor
variables. The likelihood and deviance require minor
modifications.

For example, in our k = 3 model with age and
weight, some computer programs will pool together
all the people that have the same age and weight
when computing the deviance. If there are 5 people
with the same age-weight combination, they exam-
ine the number of coronary incidents out of this
group of 5. Instead of having n = 200 cases, these
5 cases are treated as one case and n is reduced to
n − 4 = 196. There can be several combinations of
people with the same age and weight, thus reduc-
ing the effective number of cases even further. Call
this new number of effective cases n′. The degrees
of freedom for this deviance will be n′ − k, which
is different from the n − k one gets using the orig-
inal deviance computation. If the deviance degrees
of freedom are something other than n − k, the
computer program is using the alternative deviance
computation.

Our original deviance compares the k = 3 model
based on intercept, age, and weight to a model with
n = 200 parameters and large sample theory does
not apply. The alternative deviance compares the
k = 3 model to a model with n′ parameters, but
in most cases, large sample theory will still not
apply. (It should apply better. The whole point of the
alternative computation is to make it apply better. But
with binary data and continuous predictors, it rarely
applies well enough to be useful.)

The problem with the alternative computation is
that pooling cases together eliminates our ability to
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use the deviance for model comparisons. In com-
paring our k = 3 model with our k = 7 model, it is
likely that, with n = 200 men, some of them would
have the same age and weight. However, it is very
unlikely that these men would also have the same
heights, blood pressures, and cholesterols. Thus, dif-
ferent people get pooled together in different models,
and this is enough to invalidate model comparisons
based on these deviances.

Variable Selection

Variable selection methods from standard regression
such as forward selection, backwards elimination,
and stepwise selection of variables carry over to
logistic regression with almost no change. Extend-
ing the ideas of best subset selection from stan-
dard regression to logistic regression is more diffi-
cult.

One approach to best subset selection in logistic
regression is to compare all possible models to
the model

log

[
pi

1 − pi

]
= β0 (17)

by means of score tests. The use of score tests makes
this computationally feasible but trying to find a
good model by comparing various models to a poor
model is a bad idea. Typically, model (17) will fit the
data poorly because it does not involve any of the
predictor variables. A better idea is to compare the
various candidate models to the model that contains
all of the predictor variables. In our example, that
involves comparing the 26 = 64 possible models
(every variable can be in or out of a possible model)
to the full 6 variable (k = 7) model. Approximate
methods for doing this are relatively easy (see [11] or
[3, Section 4.4]), but are not commonly implemented
in computer programs.

As in standard regression, if the predictor vari-
ables are highly correlated, it is reasonable to deal
with the collinearity by performing principal compo-
nents regression (see Principal Component Anal-
ysis). The principal components depend only on the
predictor variables, not on y. In particular, the princi-
pal components do not depend on whether y is binary
(as is the case here) or is a measurement (as in stan-
dard regression).

Outliers and Influential Observations

In standard regression, one examines potential out-
liers in the dependent variable y and unusual com-
binations of the predictor variables (x1, . . . , xk−1).
Measures of influence combine information on the
unusualness of y and (x1, . . . , xk−1) into a sin-
gle number.

In binary logistic regression, there is really no
such thing as an outlier in the ys. In binary logistic
regression, y is either 0 or 1. Only values other
than 0 or 1 could be considered outliers. Unusual
values of y relate to what our model tells us about
y. Young, fit men have heart attacks. They do
not have many heart attacks, but some of them
do have heart attacks. These are not outliers, they
are to be expected. If we see a lot of young, fit
men having heart attacks and our model does not
explain it, we have a problem with the model (lack
of fit), rather than outliers. Nonetheless, having a
young fit man with a heart attack in our data would
have a large influence on the overall nature of the
fitted model. It is interesting to identify cases that
have a large influence on different aspects of the
fitted model.

Many of the influence measures from standard
regression have analogues for logistic regression.
Unusual combinations of predictor variables can be
identified using a modification of the leverage. Ana-
logues to Cook’s distance (see Multiple Linear
Regression) measure the influence (see Influential
Observations) of an observation on estimated regres-
sion coefficients and on changes in the fitted log
odds (η̂is). Pregibon [12] first developed diagnostic
measures for logistic regression. Johnson [8] pointed
out that influence measures should depend on the
aspects of the model that are important in the appli-
cation.

Testing Lack of Fit

Lack of fit occurs when the model being used is
inadequate to explain the data. The basic prob-
lem in testing lack of fit is to dream up a model
that is more general than the one currently being
used but that has a reasonable chance of fit-
ting the data. Testing the current (reduced) model
against the more general (full) model provides a
test for lack of fit. This is a modeling idea, so
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the relevant issues are similar to those for stan-
dard regression.

One method of obtaining a more general model is
to use a basis expansion. The idea of a basis expan-
sion is that for some unknown continuous function
of the predictor variables, say, f (x1, . . . , xk−1), the
model log[p/(1 − p)] = f (x1, . . . , xk−1) should be
appropriate. In turn, f (x1, . . . , xk−1) can be approx-
imated by linear combinations of known functions
belonging to some collection of basis functions. The
basis functions are then used as additional predic-
tor variables in the logistic regression so that this
more general model can approximate a wide vari-
ety of possible models. The most common method
for doing this is simply to fit additional polynomial
terms. In our example, we could incorporate addi-
tional terms for age squared (x2

1 ), age cubed (x3
1 ),

height squared times weight cubed (x2
5x3

6 ), etc. Alter-
natives to fitting additional polynomial terms would
be to add trigonometric terms such as sin(2x1) or
cos(3x4) to the model. (Typically, the predictor vari-
ables should be appropriately standardized before
applying trigonometric functions.) Other options are
to fit wavelets or even splines (see Scatterplot
Smoothers). See [4, Chapter 7] for an additional dis-
cussion of these methods.

A problem with this approach is that the more
general models quickly become unwieldy. For exam-
ple, with the LAHS data, an absolute minimum for a
basis expansion would be to add all the terms x2

ik, k =
1, . . . , 6 and all pairs xikxik′ for k �= k′. Including
all of the original variables in the model, this gives
us a new model with 1 + 6 + 6 + 15 = 28 parame-
ters for only 200 observations. A model that includes
all possible second-order polynomial terms involves
36 = 729 parameters.

An alternative to using basis expansions is to
partition the predictor variable data into subsets. For
example, if the subsets constitute sets of predictor
variables that are nearly identical, one could fit the
original model but add a separate intercept effect for
each near replicate group. Alternatively, one could
simply fit the entire model on different subsets and
see whether the model changes from subset to subset.
If it changes, it suggests lack of fit in the original
model. Christensen [5, Section 6.6] discusses these
ideas for standard regression.

A commonly used partitioning method involves
creating subsets of the data that have similar p̂i

values. This imposes a partition on the predictor

variables. However, allowing the subsets to depend
on the binary data (through the fitted values p̂i)
causes problems in terms of finding an appropriate
reference distribution for the difference in deviances
test statistic. The usual χ2 distribution does not
apply for partitions selected using the binary data,
see [7].

Landwehr, Pregibon, and Shoemaker [9] have dis-
cussed graphical methods for detecting lack of fit.

Exact Conditional Analysis

An alternative to the methods of analysis discussed
above are methods based on exact conditional tests
and their related confidence regions. These methods
are mathematically correct, have the advantage of not
depending on large sample approximations for their
validity, and are similar in spirit to Fisher’s exact
test (see Exact Methods for Categorical Data)
for 2 × 2 contingency tables. Unfortunately, they
are computationally intensive and require specialized
software. From a technical perspective, they involve
treating certain random quantities as fixed in order to
perform the computations. Whether it is appropriate
to fix (i.e., condition on) these quantities is an
unresolved philosophical issue. See [1, Section 5] or,
more recently, [10] for a discussion of this approach.

Random Effects

Mixed models are models in which some of the
βj coefficients are unobservable random variables
rather than being unknown fixed coefficients. These
random effects are useful in a variety of contexts.
Suppose we are examining whether people are getting
adequate pain relief. Further suppose we have some
predictor variables such as age, sex, and income,
say, x1, x2, x3. The responses y are now 1 if pain
relief is adequate and 0 if not, however, the data
involve looking at individuals on multiple occasions.
Suppose we have n individuals and each individual
is evaluated for pain relief T times. The overall data
are yij , i = 1, . . . , n; j = 1, . . . , T . The responses
on one individual should be more closely related
than responses on different individuals and that can
be incorporated into the model by using a random
effect. For example, we might have a model in which,
given an effect for individual i, say, βi0, the yij s are
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independent with probability determined by

log

[
pij

1 − pij

]
= βi0 + β1xij1 + β2xij2 + β3xij3.

(18)

However, β10, . . . , βn0 are independent observations
from a N(β0, σ 2) distribution. With this model,
observations on different people are independent but
observations on a given person i are dependent
because they all depend on the outcome of the com-
mon random variable βi0. Notice that the variables
xijs are allowed to vary over the T times, even though
in our description of the problem variables like age,
sex, and income are unlikely to change substantially
over the course of a study.

Such random effects models are examples of gen-
eralized linear mixed models. These are much more
difficult to analyze than standard logistic regression
models unless you perform a Bayesian analysis, see
the section titled ‘Bayesian Analysis’.

Bayesian Analysis

Bayesian analysis (see Bayesian Statistics) involves
using the data to update the analyst’s beliefs about
the problem. It requires the analyst to provide a
probability distribution that describes his knowl-
edge/uncertainty about the problem prior to data
collection. It then uses the likelihood function to
update those views into a ‘posterior’ probability
distribution.

Perhaps the biggest criticism of the Bayesian
approach is that it is difficult and perhaps even
inappropriate for the analyst to provide a prior
probability distribution. It is difficult because it
typically involves giving a prior distribution for the k

regression parameters. The regression parameters are
rather esoteric quantities and it is difficult to quantify
knowledge about them. Tsutakawa and Lin [13] and
Bedrick, Christensen, and Johnson [2] argued that it
is more reasonable to specify prior distributions for
the probabilities of success at various combinations
of the predictor variables and to use these to induce
a prior probability distribution on the regression
coefficients. The idea that it may be inappropriate to
specify a prior distribution is based on the fact that
different analysts will have different information and
thus can arrive at different results. Many practitioners
of Bayesian analysis would argue that with sufficient

data, different analysts will substantially agree in their
results and with insufficient data it is appropriate that
they should disagree.

One advantage of Bayesian analysis is that it
does not rely on large sample approximations. It
is based on exact distributional results, although
in practice it relies on computers to approximate
the exact distributions. It requires specialized soft-
ware, but such software is freely available. Moreover,
the Bayesian approach deals with more complicated
models, such as random effects models (see Ran-
dom Effects in Multivariate Linear Models: Pre-
diction), with no theoretical and minimal computa-
tional difficulty. See [6] for a discussion of Bayesian
methods.
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Log-linear Models

Introduction

Log-linear analysis has become a widely used method
for the analysis of multivariate frequency tables
obtained by cross-classifying sets of nominal, ordinal,
or discrete interval level variables. (see Scales of
Measurement) Examples of textbooks discussing
categorical data analysis by means of log-linear
models are [2], [4], [14], [15], [16], and [27].

We start by introducing the standard hierarchical
log-linear modelling framework. Then, attention is
paid to more advanced types of log-linear models that
make it possible to impose interesting restrictions on
the model parameters, for example, restrictions for
ordinal variables. Subsequently, we present ‘regres-
sion analytic’, ‘path-analytic’, and ‘factor-analytic’
variants of log-linear analysis. The last section dis-
cusses parameter estimation by maximum likeli-
hood, testing, and software for log-linear analysis.

Hierarchical Log-linear Models

Saturated Models

Suppose we have a frequency table formed by three
categorical variables which are denoted by A, B, and
C, with indices a, b, and c. The number of categories
of A, B, and C is denoted by A∗, B∗, and C∗,
respectively. Let mabc be the expected frequency for
the cell belonging to category a of A, b of B, and c of
C. The saturated log-linear model for the three-way
table ABC is given by

log mabc = λ + λA
a + λB

b + λC
c + λAB

ab

+ λAC
ac + λBC

bc + λABC
abc . (1)

It should be noted that the log transformation of
mabc is tractable because it restricts the expected
frequencies to remain within the admissible range.
The consequence of specifying a linear model for the
log of mabc is that a multiplicative model is obtained
for mabc, that is,

mabc = exp
(
λ + λA

a + λB
b + λC

c + λAB
ab + λAC

ac

+ λBC
bc + λABC

abc

)

= ττA
a τB

b τC
c τAB

ab τAC
ac τBC

bc τABC
abc . (2)

From (1) and (2), it can be seen that the saturated
model contains all interactions terms among A,
B, and C. That is, no a priori restrictions are
imposed on the data. However, (1) and (2) contain
too many parameters to be identifiable. Given the
values for the expected frequencies mabc, there is
not a unique solution for the λ and τ parameters.
Therefore, constraints must be imposed on the log-
linear parameters to make them identifiable. One
option is to use analysis of variance (ANOVA)-like
constraints, namely,

∑
a

λA
a =

∑
b

λB
b =

∑
c

λC
c = 0,

∑
a

λAB
ab =

∑
b

λAB
ab =

∑
a

λAC
ac =

∑
c

λAC
ac

=
∑

b

λBC
bc =

∑
c

λBC
bc = 0,

∑
a

λABC
abc =

∑
b

λABC
abc =

∑
c

λABC
abc = 0.

This parameterization, in which every set of param-
eters sums to zero over each of its subscripts, is
called effect coding. In effect coding, the λ term
denotes the grand mean of log mabc. The one-variable
parameters λA

a , λB
b , and λC

c indicate the relative num-
ber of cases at the various levels of A, B, and C

as deviations from the mean. More precisely, they
describe the partial skewness of a variable, that is,
the skewness within the combined categories of the
other variables. The two-variable interaction terms
λAB

ab , λAC
ac , and λBC

bc indicate the strength of the partial
association between A and B, A and C, and B and
C, respectively. The partial association can be inter-
preted as the mean association between two variables
within the levels of the third variable. And finally, the
three-factor interaction parameters λABC

abc indicate how
much the conditional two-variable interactions differ
from one another within the categories of the third
variable.

Another method to identify the log-linear param-
eters involves fixing the parameters to zero for one
category of A, B, and C, respectively. This param-
eterization, which is called dummy coding, is often
used in regression models with nominal regressors.
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Although the expected frequencies under both param-
eterizations are equal, the interpretation of the param-
eters is rather different. When effect coding is used,
the parameters must be interpreted in terms of devi-
ations from the mean, while under dummy coding,
they must interpreted in terms of deviations from the
reference category.

Nonsaturated Models

As mentioned above, in a saturated log-linear model,
all possible interaction terms are present. In other
words, no a priori restrictions are imposed on the
model parameters apart from the identifying restric-
tions. However, in most applications, the aim is
to specify and test more parsimonious models, that
is, models in which some a priori restrictions are
imposed on the parameters. Log-linear models in
which the parameters are restricted in some way
are called nonsaturated models. There are different
kinds of restrictions that can be imposed on the
log-linear parameters. One particular type of restric-
tion leads to the family of hierarchical log-linear
models. These are models in which the log-linear
parameters are fixed to zero in such a way that
when a particular interaction term is fixed to zero,
all higher-order interaction terms containing all its
indices as a subset must also be fixed to zero. For
example, if the partial association between A and
B (λAB

ab ) is assumed not to be present, the three-
variable interaction λABC

abc must be fixed to zero as
well. Applying this latter restriction to (1) results
in the following nonsaturated hierarchical log-linear
model:

log mabc = λ + λA
a + λB

b + λC
c + λAC

ac + λBC
bc . (3)

Another example of a nonsaturated hierarchical log-
linear model is the (trivariate) independence model

log mabc = λ + λA
a + λB

b + λC
c .

Hierarchical log-linear models are the most popu-
lar log-linear models because, in most applications, it
is not meaningful to include higher-order interaction
terms without including the lower-order interaction
terms concerned. Another reason is that it is rela-
tively easy to estimate the parameters of hierarchical
log-linear models because of the existence of simple
minimal sufficient statistics (see Estimation).

Other Types of Log-linear Models

General Log-linear Model

So far, attention has been paid to only one spe-
cial type of log-linear models, the hierarchical log-
linear models. As demonstrated, hierarchical log-
linear models are based on one particular type of
restriction on the log-linear parameters. But, when the
goal is to construct models which are as parsimonious
as possible, the use of hierarchical log-linear mod-
els is not always appropriate. To be able to impose
other kinds of linear restrictions on the parameters, it
is necessary to use more general kinds of log-linear
models.

As shown by McCullagh and Nelder [23], log-
linear models can also be defined in a much more
general way by viewing them as a special case of
the generalized linear modelling (GLM) family. In
its most general form, a log-linear model can be
defined as

log mi =
∑

j

λjxij , (4)

where mi denotes a cell entry, λj a log-linear param-
eter, and xij an element of the design matrix. The
design matrix provides us with a very flexible tool
for specifying log-linear models with various restric-
tions on the parameters. For detailed discussions on
the use of design matrices in log-linear analysis, see,
for example, [10], [14], [15], and [25].

Let us first suppose we want to specify the design
matrix for an hierarchical log-linear model of the
form {AB, BC}. Assume that A∗, B∗, and C∗, the
number of categories of A, B, and C, are equal
to 3, 3, and 4, respectively. Because in that case
model {AB, BC} has 18 independent parameters
to be estimated, the design matrix will consist of
18 columns: 1 column for the main effect λ, 7
([A∗ − 1] + [B∗ − 1] + [C∗ − 1]) columns for the
one-variable terms λA

a , λB
b , and λC

c , and 10 ([A∗ −
1] ∗ [B∗ − 1] + [B∗ − 1] ∗ [C∗ − 1]) columns for the
two-variable terms λAB

ab and λBC
bc . The exact values

of the cells of the design matrix, the xij , depend
on the restrictions which are imposed to identify
the parameters. Suppose, for instance, that column
j refers to the one-variable term λA

a and that the
highest level of A, A∗, is used as the (arbitrary)
omitted category. In effect coding, the element of the
design matrix corresponding to the ith cell, xij , will
equal 1 if A = a, −1 if A = A∗, and otherwise 0. On
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the other hand, in dummy coding, xij would be 1 if
A = a, and otherwise 0. The columns of the design
matrix referring to the two-variable interaction terms
can be obtained by multiplying the columns for the
one-variable terms for the variables concerned (see
[10] and [14]).

The design matrix can also be used to specify all
kinds of nonhierarchical and nonstandard models.
Actually, by means of the design matrix, three kinds
of linear restrictions can be imposed on the log-linear
parameters: a parameter can be fixed to zero, specified
to be equal to another parameter, and specified to be
in a fixed ratio to another parameter.

The first kind of restriction, fixing to zero, is
accomplished by deleting the column of the design
matrix referring to the effect concerned. Note that, in
contrast to hierarchical log-linear models, parameters
can be fixed to be equal to zero without the necessity
of deleting the higher-order effects containing the
same indices as a subset.

Equating parameters is likewise very simple.
Equality restrictions are imposed by adding up the
columns of the design matrix which belong to the
effects which are assumed to be equal. Suppose, for
instance, that we want to specify a model with a sym-
metric association between the variables A and B,1

each having three categories. This implies that

λAB
ab = λAB

ba .

The design matrix for the unrestricted effect λAB
ab con-

tains four columns, one for each of the parameters
λAB

11 , λAB
12 , λAB

21 , λAB
22 . In terms of these four param-

eters, the symmetric association between A and B

implies that λAB
12 is assumed to be equal to λAB

21 . This
can be accomplished by summing the columns of the
design matrix referring to these two effects.

As already mentioned above, parameters can also
be restricted to be in a fixed ratio to each other. This
is especially useful when the variables concerned
can be assumed to be measured on an ordinal
or interval level scale, with known scores for the
different categories. Suppose, for instance, that we
wish to restrict the one-variable effect of variable A

to be linear. Assume that the categories scores of A,
denoted by a, are equidistant, that is, that they take
on the values 1, 2, and 3. Retaining the effect coding
scheme, a linear effect of A is obtained by

λA
a = (a − ā)λA.

Here, ā denotes the mean of the category scores of
A, which in this case is 2. Moreover, λA denotes
the single parameter describing the one-variable term
for A. It can be seen that the distance between the
λA

a parameters of adjacent categories of A is λA.
In terms of the design matrix, such a specification
implies that instead of including A∗ − 1 columns for
the one-variable term for A, one column with scores
(a − ā) has to be included.

These kinds of linear constraints can also be
imposed on the bivariate association parameters
of a log-linear model. The best known examples
are linear-by-linear interaction terms and row- or
column-effect models (see [5], [7], [13], and [15]).
When specifying a linear-by-linear interaction term,
it is assumed that the scores of the categories of both
variables are known. Assuming equidistant scores for
the categories of the variables A and B and retaining
the effect coding scheme, the linear-by-linear inter-
action between A and B is given by

λAB
ab = (a − ā)(b − b̄)λAB. (5)

Using this specification, which is sometimes also
called uniform association, the (partial) association
between A and B is described by a single parameter
instead of using (A∗ − 1)(B∗ − 1) independent λAB

ab

parameters. As a result, the design matrix contains
only one column for the interaction between A and
B consisting of the scores (a − ā)(b − b̄).

A row association structure is obtained by assum-
ing the column variable to be linear. When A is the
row variable, it is defined as

λAB
ab = (b − b̄)λAB

a .

Note that for every value of A, there is a λAB
a

parameter. Actually, there are (A∗ − 1) independent
row parameters. Therefore, the design matrix will
contain (A∗ − 1) columns which are based on the
scores (b − b̄). The column association model is,
in fact, identical to the row association model,
only the roles of the column and row variable
change.

Log-rate Model

The general log-linear model discussed in the previ-
ous section can be extended to include an additional
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component, viz., a cell weight ([14] and [19]). The
log-linear model with cell weights is given by

log

(
mi

zi

)
=

∑
j

λjxij

which can also written as

log mi = log zi +
∑

j

λjxij ,

mi = zi exp


∑

j

λjxij


 ,

where the zi are the fixed a priori cell weights.
Sometimes the vector with elements log zi is also
called the offset matrix.

The specification of a zi for every cell of the
contingency table has several applications. One of its
possible uses is in the specification Poisson regression
models that take into account the population size or
the length of the observation period. This leads to
what is called a log-rate model, a model for rates
instead of frequency counts ([6] and [14]). A rate
is a number of events divided by the size of the
population exposed to the risk of having the event.

The weight vector can also be used for taking
into account sampling or nonresponse weights, in
which case the zi are equated to the inverse of
the sampling weights ([1] and [6]). Another use is
the inclusion of fixed effects in a log-linear model.
This can be accomplished by adding the values of
the λ parameters which attain fixed values to the
corresponding log zi’s. The last application I will
mention is in the analysis of tables with structural
zeros, sometimes also called incomplete tables [15].
This simply involves setting the zi = 0 for the
structurally zero cells.

Log-multiplicative Model

The log-linear model is one of the GLMs, that
is, it is a linear model for the logs of the cell
counts in a frequency table. However, extensions of
the standard log-linear model have been proposed
that imply the inclusion of nonlinear terms, the
best known example being the log-multiplicative
row-column (RC) association models developed by
Goodman [13] and Clogg [5] (see [7]). These RC

association models differ from the association models
discussed in section ‘General Log-linear Model’ in
that the row and column scores are not a priori fixed,
but are treated as unknown parameters which have
to be estimated as well. More precisely, a linear-by-
linear association is assumed between two variables,
given the unknown column and row scores.

Suppose we have a model for a three-way
frequency table ABC containing log-multiplicative
terms for the relationships between A and B and B

and C. This gives the following log-multiplicative
model:

log mabc = λ + λA
a + λB

b + λC
c + µAB

a φABµAB
b

+ µBC
b φBCµBC

c . (6)

The φ parameters describe the strength of the asso-
ciation between the variables concerned. The µ’s are
the unknown scores for the categories of the variables
concerned. As in standard log-linear models, identify-
ing restrictions have to be imposed on the parameters
µ. One possible set of identifying restrictions on the
log-multiplicative parameters which was also used by
Goodman [13] is:

∑
a

µAB
a =

∑
b

µAB
b =

∑
b

µBC
b =

∑
c

µBC
c = 0

∑
a

(
µAB

a

)2 =
∑

b

(
µAB

b

)2 =
∑

b

(
µBC

b

)2

=
∑

c

(
µBC

c

)2 = 1.

This gives row and column scores with a mean of
zero and a sum of squares of one.

On the basis of the model described in (6), both
more restricted models and less restricted models can
be obtained. One possible restriction is to assume
the row and column scores within a particular partial
association to be equal, for instance, µAB

a equal to
µAB

b for all a equal to b. Of course, this presupposes
that the number of rows equals the number of
columns. Such a restriction is often used in the
analysis of mobility tables [22]. It is also possible
to assume that the scores for a particular variable
are equal for different partial associations [5], for
example, µAB

b = µBC
b . Less restricted models may

allow for different µ and/or φ parameters within
the levels of some other variable [5], for example,
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different values of µAB
a , µAB

b , or φAB within levels
of C. To test whether the strength of the association
between the variables father’s occupation and son’s
occupation changes linearly with time, Luijkx [22]
specified models in which the φ parameters are a
linear function of time.

As mentioned above, the RC association models
assume a linear-by-linear interaction in which the row
and column scores are unknown. Xie [31] demon-
strated that the basic principle behind Goodman’s RC
association models, that is, linearly restricting log-
linear parameters with unknown scores for the linear
terms, can be applied to any kind of log-linear param-
eter. He proposed a general class of log-multiplicative
models in which higher-order interaction terms can be
specified in a parsimonious way.

Regression-, Path-, and Factor-analytic
Models

Log-linear Regression Analysis: the Logit Model

In the log-linear models discussed so far, the rela-
tionships between the categorical variables are mod-
eled without making a priori assumptions about their
‘causal’ ordering: no distinction is made between
dependent and independent variables. However, one
is often interested in predicting the value of a cat-
egorical response variable by means of explanatory
variables. The logit model is such a ‘regression ana-
lytic’ model for a categorical dependent variable.

Suppose we have a response variable denoted by
C and two categorical explanatory variables denoted
by A and B. Moreover, assume that both A and B

influence C, but that their effect is equal within levels
of the other variable. In other words, it is assumed
that there is no interaction between A and B with
respect to their effect on C. This gives the following
logistic model for the conditional probability of C

given A and B, πc|ab:

πc|ab = exp
(
λC

c + λAC
ac + λBC

bc

)
∑

c

exp
(
λC

c + λAC
ac + λBC

bc

) . (7)

When the response variable C is dichotomous, the
logit can also be written as

log

(
π1|ab

1 − π1|ab

)
= log

(
π1|ab

π2|ab

)

= (λC
1 − λC

2 ) + (λAC
a1 − λAC

a2 )

+ (λBC
b1 − λBC

b2 )

= β + βA
a + βB

b .

It should be noted that the logistic form of the
model guarantees that the probabilities remain in the
admissible interval between 0 and 1.

It has been shown that a logit model is equiva-
lent to a log-linear model which not only includes
the same λ terms, but also the effects corresponding
to the marginal distribution of the independent vari-
ables ([1], [11], [14]). For example, the logit model
described in (7) is equivalent to the following log-
linear model

log mabc = αAB
ab + λC

c + λAC
ac + λBC

bc , (8)

where

αAB
ab = λ + λA

a + λB
b + λAB

ab .

In other words, it equals log-linear model {AB, AC,

BC} for the frequency table with expected counts
mabc. With polytomous response variables, the log-
linear or logit model of the form given in (8) is
sometimes referred to as a multinomial response
model. As shown by Haberman [15], in its most
general form, the multinomial response model may
be written as

log mik = αk +
∑

j

λjxijk, (9)

where k is used as the index for the joint distribution
of the independent variables and i as an index for the
response variable.

Log-linear Path Analysis

After presenting a ‘regression analytic’ extension, we
will now discuss a ‘path-analytic’ extension of log-
linear analysis introduced by Goodman [12]. As is
shown below, his ‘modified path analysis approach’
that makes it possible to take into account information
on the causal and/or time ordering between the
variables involves specificating a series of logit
models.
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A

B

C

D

E

F

Figure 1 Modified path model

Suppose we want to investigate the causal relation-
ships between six categorical variables denoted by
A, B, C, D, E, and F . Figure 1 shows the assumed
causal ordering and relationships between these vari-
ables, where a pointed arrow indicates that variables
are directly related to each other, and a ‘knot’ that
there is a higher-order interaction. The variables A,
B, and C are exogenous variables. This means that
neither their mutual causal order nor their mutual
relationships are specified. The other variables are
endogenous variables, where E is assumed to be pos-
terior to D, and F is assumed to be posterior to E.
From Figure 1, it can be seen that D is assumed to
depend on A and on the interaction of B and C.
Moreover, E is assumed to depend on A, B, and D,
and F on B, C, D, and E.

Let πdef |abc denote the probability that D = d,
E = e, and F = f , given A = a, B = b, and C =
c. The information on the causal ordering of the
endogenous variables is used to decompose this
probability into a product of marginal conditional
probabilities ([12] and [30]). In this case, πdef |abc can
also be written as

πdef |abc = πd|abc πe|abcd πf |abcde. (10)

This is a straightforward way to indicate that the
value on a particular variable can only depend on the
preceding variables and not on the posterior ones.
For instance, E is assumed to depend only on the
preceding variables A, B, C, and D, but not on the
posterior variable F . Therefore, the probability that
E = e depends only on the values of A, B, C, and
D, and not on the value of F .

Decomposing the joint probability πdef |abc into
a set of marginal conditional probabilities is only
the first step in describing the causal relationships

between the variables under study. In fact, the model
given in (10) is still a saturated model in which
it is assumed that a particular dependent variable
depends on all its posterior variables, including all
the higher-order interaction terms. A more parsimo-
nious specification is obtained by using a log-linear
or logit parameterization for the conditional prob-
abilities appearing in (10) [12]. While only simple
hierarchical log-linear models will be here used, the
results presented apply to other kinds of log-linear
models as well, including the log-multiplicative mod-
els discussed in section ‘Log-multiplicative Model’.

A system of logit models consistent with the
path model depicted in Figure 1 leads to the follow-
ing parameterization of the conditional probabilities
appearing in (10):

πd|abc

= exp
(
λD

d + λAD
ad + λBD

bd + λCD
cd + λBCD

bcd

)
∑

d

exp
(
λD

d + λAD
ad + λBD

bd + λCD
cd + λBCD

bcd

) ,

πe|abcd = exp
(
λE

e + λAE
ae + λBE

be + λDE
de

)
∑

e

exp
(
λE

e + λAE
ae + λBE

be + λDE
de

) ,

πf |abcde =
exp

(
λF

f + λBF
bf + λCF

cf + λDF
df + λEF

ef

)
∑
f

exp
(
λF

f + λBF
bf + λCF

cf + λDF
df + λEF

ef

) .

As can be seen, variable D depends on A, B, and
C, and there is a three-variable interaction between
B, C, and D; E depends on A, B, and D, but there
are no higher-order interactions between E and the
independent variables; and F depends on B, C, D,
and E.

Log-linear Factor Analysis: the Latent Class
Model

As many concepts in the social sciences are difficult
or impossible to measure directly, several directly
observable variables, or indicators, are often used
as indirect measures of the concept to be measured.
The values of the indicators are assumed to be
determined only by the unobservable value of the
underlying variable of interest and by measurement
error. In latent structure models, this principle is
implemented statistically by assuming probabilistic
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relationships between latent and manifest variables
and by the assumption of local independence. Local
independence means that the indicators are assumed
to be independent of each other given a particular
value of the unobserved or latent variable; in other
words, they are only correlated because of their
common cause (see Conditional Independence).

Latent structure models can be classified according
to the measurement level of the latent variable(s)
and the measurement level of the manifest variables.
When both the latent and observed variables are
categorical, one obtains a model called latent class
model. As shown by Haberman [15], the latent class
model be can defined as a log-linear model with
one or more unobserved variables, yielding a ‘factor-
analytic’ variant of the log-linear model.

Suppose there is, as depicted in Figure 2, a latent
class model with one latent variable W with index w

and 4 indicators A, B, C, and D with indices a, b, c,
and d. Moreover, let W ∗ denote the number of latent
classes. This latent class model is a equivalent to the
hierarchical log-linear model {WA, WB, WC, WD};
that is,

log mwabcd = λ + λW
w + λA

a + λB
b + λC

c + λD
d

+ λWA
wa + λWB

wb + λWC
wc + λWD

wd . (11)

In addition to the overall mean and the one-variable
terms, it contains only the two-variable associations
between the latent variable W and the manifest
variables. As none of the interactions between the
manifest variables are included, it can be seen that
they are assumed to be conditionally independent of
each other given W .

W

A B C D

Figure 2 Latent class model

In its classical parameterization proposed by
Lazarsfeld [21], the latent class model is defined as

πwabcd = πwπa|w πb|w πc|w πd|w. (12)

It can be seen that again the observed variables A, B,
C, and D are postulated to be mutually independent
given a particular score on the latent variable W . Note
that this is in fact a log-linear path model in which
one variable is unobserved. The relation between the
conditional probabilities appearing in (12) and the
log-linear parameters appearing in (11) is

πa|w = exp
(
λA

a + λWA
wa

)
∑

a

exp
(
λA

a + λWA
wa

) . (13)

Estimation, Testing, and Software

Maximum Likelihood Estimation

Maximum likelihood (ML) estimates for the expected
frequencies of a specific log-linear model are most
easily derived assuming a Poisson sampling scheme
(see Catalogue of Probability Density Functions),
but the same estimates are obtained with a multi-
nomial or product-multinomial sampling scheme.
Denoting an observed frequency in a three-way table
by nabc, the relevant part of the Poisson log-likelihood
function is

logL =
∑
abc

(nabc log mabc − mabc) , (14)

where the expected frequencies mabc are a function
of the unknown λ parameters.

Suppose we want to find ML estimates for
the parameters of the hierarchical log-linear model
described in (3). Substituting (3) into (14) and col-
lapsing the cells containing the same λ parameter,
yields the following log-likelihood function:

logL = n+++λ +
∑

a

na++λA
a +

∑
b

n+b+λB
b

+
∑

c

n++cλ
C
c +

∑
ab

nab+λAB
ab

+
∑
bc

n+bcλ
BC
bc −

∑
abc

exp
(
u + λA

a + λB
b

+ λC
c + λAB

ab + λBC
bc

)
, (15)
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where a + is used as a subscript to denote that the
observed frequencies have to be collapsed over the
dimension concerned. It can now be seen that the
observed marginals n+++, na++, n+b+, n++c, nab+,
and n+bc contain all the information needed to esti-
mate the unknown parameters. Because knowledge of
the bivariate marginals AB and BC implies knowl-
edge of n+++, na++, n+b+, and n++c, nab+ and n+bc

are called the minimal sufficient statistics, the mini-
mal information needed for estimating the log-linear
parameters of the model of interest.

In hierarchical log-linear models, the minimal suf-
ficient statistics are always the marginals correspond-
ing to the interaction terms of the highest order. For
this reason, hierarchical log-linear models are mostly
denoted by their minimal sufficient statistics. The
model given in (3) may then be denoted as {AB, BC},
the independence model as {A, B, C}, and the satu-
rated model as {ABC}.

When no closed form expression exists for m̂abc,
ML estimates for the expected cell counts can be
found by means of the iterative proportional fitting
algorithm (IPF) [8]. Let m̂

(ν)
abc denote the estimated

expected frequencies after the νth IPF iteration.
Before starting the first iteration, arbitrary starting
values are needed for the log-linear parameters that
are in the model. In most computer programs based
on the IPF algorithm, the iterations are started with all
the λ parameters equal to zero, in other words, with
all estimated expected frequencies m̂

(0)
abc equal to 1.

For the model in (3), every IPF iteration consists of
the following two steps:

m̂
(ν)′
abc = m̂

(ν−1)
abc

nab+
m̂

(ν−1)
ab+

,

m̂
(ν)
abc = m̂

(ν)′
abc

n+bc

m̂
(ν)′
+bc

,

where the m̂
(ν)′
abc and m̂

(ν)
abc denote the improved

estimated expected frequencies after imposing the
ML related restrictions. The log-linear parameters
are easily computed from the estimated expected
frequencies.

Finding ML estimates for the parameters of other
types of log-linear models is a bit more complicated
than for the hierarchical log-linear model because the
sufficient statistics are no longer equal to particular
observed marginals. Most program solve this problem
using a Newton-Raphson algorithm. An alternative to

the Newton-Raphson algorithm is the unidimensional
Newton algorithm. It differs from the multidimen-
sional Newton algorithm in that it adjusts only one
parameter at a time instead of adjusting them all
simultaneously. In that sense, it resembles IPF. Good-
man [13] proposed using the unidimensional New-
ton algorithm for the estimation of log-multiplicative
models.

For ML estimation of latent class models, one
can make use of an IPF-like algorithm called
the Expectation-Maximization (EM) algorithm, a
Newton-Raphson algorithm, or a combination of
these (see Maximum Likelihood Estimation; Opti-
mization Methods).

Model Selection

The goodness of fit of a postulated log-linear model
can be assessed by comparing the observed frequen-
cies, n, with the estimated expected frequencies, m̂.
For this purpose, usually two chi-square statistics are
used: the likelihood-ratio statistic and the Pearson
statistic. For a three-way table, the Pearson chi-square
statistic equals

X2 =
∑
abc

(
nabc − m̂abc

)2

m̂abc

,

and the likelihood-ratio chi-square statistic is

L2 = 2
∑
abc

nabc log

(
nabc

m̂abc

)
. (16)

The number of degrees of freedom for a particular
model is

df = number of cells

− number of independent u parameters.

Both chi-square statistics have asymptotic, or large
sample, chi-square distributions when the postulated
model is true. In the case of small sample sizes
and sparse tables, the chi-square approximation will
generally be poor. Koehler [18] showed that X2 is
valid with smaller sample sizes and sparser tables
than L2 and that the distribution of L2 is usually
poor when the sample size divided by the number
of cells is less than 5. Therefore, when sparse
tables are analyzed, it is best to use both chi-square
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statistics together. When X2 and L2 have almost the
same value, it is more likely that both chi-square
approximations are good. Otherwise, at least one of
the two approximations is poor.2

The likelihood-ratio chi-square statistic is actually
a conditional test for the significance of the differ-
ence in the value of the log-likelihood function for
two nested models. Two models are nested when the
restricted model has to be obtained by only linearly
restricting some parameters of the unrestricted model.
Thus, the likelihood-ratio statistic can be used to test
the significance of the additional free parameters in
the unrestricted model, given that the unrestricted
model is true in the population. Assuming multino-
mial sampling, L2 can be written more generally as

L2
(r|u) = (−2 logL(r)

) − (−2 logL(u)

)
= 2 nabc log π̂abc(u) − 2 nabc log π̂abc(r)

= 2 nabc log

(
m̂abc(u)

m̂abc(r)

)
,

where the subscript (u) refers to the unrestricted
model and the subscript (r) to the restricted model.
Note that in (16), a particular model is tested against
the completely unrestricted model, the saturated
model. Therefore, in (16), the estimated expected fre-
quency in the numerator is the observed frequency
nabc. The L2

(r|u) statistic has a large sample chi-square
distribution if the restricted model is approximately
true. The approximation of the chi-square distribution
may be good for conditional L2 tests between non-
saturated models even if the test against the saturated
model is problematic, as in sparse tables. The number
of degrees of freedom in conditional tests equals the
number of parameters which are fixed in the restricted
model compared to the unrestricted model. The L2

(r|u)

statistic can also be computed from the unconditional
L2 values of two nested models,

L2
(r|u) = L2

(r) − L2
(u),

with

df(r|u) = df(r) − df(u).

Another approach to model selection is based on
information theory. The aim is not to detect the
true model but the model that provides the most
information about the real world. The best known
information criteria are the Akaike information

criterion (AIC) [3] and the Schwarz [26] or bayesian
information criterion (BIC). These two measures,
which can be used to compare both nested and
nonnested models, are usually defined as

AIC = L2 − 2 df. (17)

BIC = L2 − log N df. (18)

Software

Software for log-linear analysis is readily available.
Major statistical packages such as SAS and SPSS
have modules for log-linear analysis that can be
used for estimating hierarchical and general log-linear
models, log-rate models, and logit models. Special
software is required for estimating log-multiplicative
models, log-linear path models, and latent class mod-
els. The command language based �EM program
developed by Vermunt [27], [28] can deal with any
of the models discussed in this article, as well as
combinations of these. Vermunt and Magidson’s [29]
Windows based Latent GOLD can deal with certain
types of log-linear models, logit models, and latent
class models, as well as combinations of logit and
latent class models.

An Application

Consider the four-way cross-tabulation presented in
Table 1 containing data taken from four annual waves
(1977–1980) of the National Youth Survey [9]. The
table reports information on marijuana use of 237
respondents who were age 14 in 1977. The variable
of interest is an ordinal variable measuring marijuana
use in the past year. It has the three levels ‘never’ (1),
‘no more than once a month’ (2), and ‘more than once
a month’ (3). We will denote these four time-specific
measures by A, B, C, and D, respectively.

Several types of log-linear models are of interest
for this data set. First, we might wish to investigate
the overall dependence structure of these repeated
responses, for example, whether it is possible to
describe the data by a hierarchical log-linear model
containing only the two-way associations between
consecutive time points; that is, by a first-order
Markov structure. Second, we might want to inves-
tigate whether it is possible to simplify the model
by making use of the ordinal nature of the vari-
ables using uniform or RC association structures.
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Table 1 Data on marijuana use in the past year taken from four yearly waves of the
National Youth Survey (1977–1980)

1979 (C)

1 2 3

1977 1978 1980 (D) 1980 (D) 1980 (D)

(A) (B) 1 2 3 1 2 3 1 2 3

1 1 115 18 7 6 6 1 2 1 5
1 2 2 2 1 5 10 2 0 0 6
1 3 0 1 0 0 1 0 0 0 4
2 1 1 3 0 1 0 0 0 0 0
2 2 2 1 1 2 1 0 0 0 3
2 3 0 1 0 0 1 1 0 2 7
3 1 0 0 0 0 0 0 0 0 1
3 2 1 0 0 0 1 0 0 0 1
3 2 0 0 0 0 2 1 1 1 6

Table 2 Goodness-of-fit statistics for the estimated models for the data in Table 1

Model L2 df p̂ AIC

1. Independence 403.3 72 .00 259.3
2. All two-variable terms 36.9 48 .12 −59.1
3. First-order Markov 58.7 60 .05 −61.3
4. Model 3 + λBD

j� 41.6 56 .30 −70.4
5. Model 4 with uniform associations 83.6 68 .00 −52.4
6. Two-class latent class model 126.6 63 .00 −51.0
7. Three-class latent class model 57.0 54 .12 −56.2

Third, latent class analysis could be used to deter-
mine whether it is possible to explain the associa-
tions by assuming that there is a small number of
groups of children with similar developments in mar-
ijuana use.

Table 2 reports the L2 values for the estimated
models. Because the asymptotic P values are unreli-
able when analyzing sparse frequency tables such as
the one we have here, we estimated the P values by
means of 1000 parametric bootstrapping replications.
The analysis was performed with the Latent GOLD
program.

The high L2 value obtained with Model 1 – the
independence model {A, B, C, D} – indicates that
there is a strong dependence between the 4 time-
specific measures. Model 2 is the model with all two-
variable associations: {AB, AC, AD, BC, BD, CD}.
As can be seen from its P value, it fits very
well, which indicates that higher-order interactions
are not needed. The Markov model containing only

associations between adjacent time points – Model 3:
{AB, BC, CD} – seems to be too restrictive for
this data set. It turns out that we need to
include one additional term; that is, the association
between the second and fourth time point, yielding
{AB, BC, BD, CD} (Model 4).

Model 5 has the same structure as Model 4, with
the only difference that the two-variable terms are
assumed to be uniform associations (see 5). This
means that each two-way association contains only
one instead of four independent parameters. These
‘ordinal’ constraints seems to be too restrictive for
this data set.

Models 6 and 7 are latent class models or, equiva-
lently, log-linear models of the form {XA, XB, XC,

XD}, where X is a latent variable with either two
or three categories. The fit measures indicate that the
associations between the time points can be explained
by the existence of three types of trajectories of mar-
ijuana use.
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Based on the comparison of the goodness of fit
measures for the various models, as well as their
AIC values that also take into account parsimony,
one can conclude that Model 4 is the preferred one.
The three-class, however, yields a somewhat simpler
explanation for the associations between the time-
specific responses.

Notes

1. Log-linear models with symmetric interaction terms
may be used for various purposes. In longitudinal
research, they may be applied to test the assump-
tion of marginal homogeneity (see [1] and [16]).
Other applications of log-linear models with sym-
metric association parameters are Rasch models for
dichotomous (see [24] and [17]) and polytomous
items (see [2]).

2. An alternative approach is based on estimating the
sampling distributions of the statistics concerned
rather than using their asymptotic distributions. This
can be done by bootstrap methods [20]. These com-
putationally intensive methods are becoming more
and more applicable as computers become faster.
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Log-linear Rasch Models
for Stability and Change

The latent trait model proposed by Georg Rasch [18,
19] specifies the probability that a person gives the
correct response to a test item as a function of the
person’s ability and the item’s difficulty:

p(Xvi = 1|θv, βi) = exp(θv − βi)

1 + exp(θv − βi)
(1)

In the equation, Xvi = 1 means that item i is
successfully solved by person v, θv denotes the
ability parameter of person v, and βi denotes the
difficulty parameter of item i. The logistic function
in (1) leads to the s-shaped item characteristic curve
displayed in Figure 1. The item characteristic curve
shows the probability to solve a given item i with its
difficulty parameter βi for varying ability parameters
θ . As illustrated in Figure 1, the probability is 0.5
if the ability parameter θ equals the item’s difficulty
parameter βi . For smaller values of θ , the probability
to solve the item steadily descends to its lower
asymptote of 0. At the other extreme, for larger values
of θ , the probability ascends to its upper asymptote
of 1.

Rasch Models for Longitudinal Data

The Rasch model can be used to measure latent traits
like abilities or attitudes at a given point in time.
Aside from the measurement of latent constructs at
one occasion (see Latent Class Analysis), Rasch
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Figure 1 Item characteristic curve of the Rasch model

models also allow one to analyze change in lon-
gitudinal research designs (see Longitudinal Data
Analysis), in which the same items are repeatedly
administered. A simple extension of the Rasch model
to longitudinal data follows from the assumption of
global change [7, 22]:

p(Xvit = 1|θv, βi, λt ) = exp(θv + λt − βi)

1 + exp(θv + λt − βi)

(2)

In (2), Xvit denotes the response of person v to
item i at occasion t , and the new parameter λt reflects
the change on the latent dimension that has occurred
until occasion t , with λ1 = 0. Because the change
parameter λt is independent of person v and item
i, the model specifies a global change process that is
homogeneous across persons and items. Homogeneity
of change across persons means that all persons move
on the latent continuum in the same direction and by
the same amount. As a consequence, interindividual
differences in the latent trait θ are preserved over
time. Figure 2 illustrates homogeneity of change and
the resulting stability of interindividual differences.
The figure depicts the probability to solve an item
with given difficulty parameter for two persons with
initial values θ1 and θ2 on the latent trait continuum.
As indicated in the figure, the difference between the
two persons remains constant for any given change
parameter λt .
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Figure 2 Global change on the latent trait continuum
with preservation of interindividual differences. Solid lines
symbolize the first measurement occasion and dashed lines
symbolize the second measurement occasion
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The rather restrictive assumption of homogeneous
change across persons can be dropped by specify-
ing different person parameters for different occa-
sions [1, 22]:

p(Xvit = 1|θvt , βi) = exp(θvt − βi)

1 + exp(θvt − βi)
(3)

Here, the latent trait parameter θvt reflects an
interaction of person v and occasion t , so that the
model permits person-specific change. Formally, (3)
presents a multidimensional latent trait model,
because it contains one latent trait dimension for each
of t occasions. As a consequence, the model allows
for differences in the latent trait between persons at
each occasion, and these interindividual differences
may vary over time.

Log-linear Representation of Rasch
Models for the Analysis of Change

The expected probabilities of response vectors under
the Rasch model can be represented by log-linear
models [5, 11]. The log-linear model formulation
facilitates flexible hypothesis tests, which makes
it particularly suitable for the analysis of latent
change [14, 17].

Imagine that a set of I items is applied at two
measurement occasions and that Xi1 = 1 denotes
a correct response to item i at the first occasion,
whereas Xi1 = 0 denotes an incorrect response. Like-
wise, let Xi2 = 1 and Xi2 = 0 mean success and fail-
ure, respectively, with respect to item i at the second
occasion. Then X = (X11, . . . , XI1, X12, . . . , XI2) is
the response vector of zeros and ones referring to the
I items at the two occasions. Under the Rasch model
of global change defined in (2), the logarithm of the
probability of a given response vector can be written
as [14, 16]

ln p(X = (x11, . . . , xI1, x12, . . . , xI2))

= u −
2∑

j=1

I∑
i=1

xijβi +
I∑

i=1

xi2λ2 + us. (4)

The parameter u denotes the overall constant, and
us is an additional constant for all response vectors
with total score s, that is, for all x with

∑
j

∑
i xij =

s. The total score parameter s is the sufficient
statistic for person parameter θ and carries all the

information about θ from the response vector [2,
6]. Therefore, (4) specifies the logarithm of the
expected probability of the response vector across
two occasions in terms of a linear combination of
the two constants, the set of item parameters, and the
change parameter.

Analogously, the probabilities of response vectors
under the Rasch model of person-specific change
defined in (3) can be represented by a log-linear
model of the form

ln p(X = (x11, . . . , xI1, x12, . . . , xI2))

= u −
2∑

j=1

I∑
i=1

xijβi + u(s1,s2) (5)

[14, 16]. The term u(s1,s2) specifies a constant for
all response vectors with total score s1 at the first
occasion and total score s2 at the second occasion,
that is, for all x with

∑
i xi1 = s1 and

∑
i xi2 = s2.

The combination of total scores s1 and s2 is the
sufficient statistic for the combination of latent traits
θ1 and θ2 concerning the first and second occasion.
Therefore, the logarithm of the expected probability
of a given response vector can be written as a
linear combination of the constant terms and the item
parameters.

The log-linear representation of Rasch models
facilitates the specification and test of hypotheses
about change. For instance, the occurrence of global
change can be tested by comparing the full log-linear
model in (4) with a restricted version that contains
the parameter fixation λ2 = 0. As the fixation implies
that there is no change in the latent trait from the
first to the second occasion, a significant difference
between the full model and the restricted model
indicates that global change takes place. In a similar
vein, a statistical comparison between the log-linear
model of global change in (4) and the log-linear
model of person-specific change in (5) may be used
to test for homogeneity of change across persons.
The model of person-specific change includes the
model of global change as a special case, because
setting u(s1,s2) = u(s1+s2) + s2 · λ in (5) yields (4) [14,
16]. Hence, a significant difference between the two
models indicates that the homogeneity assumption
is violated and that change is person specific. Such
testing options can be used to investigate the course
of development in longitudinal research as well as to
analyze the effectiveness of intervention programs in
evaluation studies.
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Identifiability, Parameter Estimation, and
Model Testing

Equations (4) and (5) specify nonstandard log-linear
models, which can be presented in terms of their
design matrices and parameter vectors (see [4, 20]).
Let µ be the vector of expected probabilities and
B the vector of model parameters. Then the design
matrix M defines the linear combination of model
parameters for each expected probability, such that
µ = MB. The model parameters are identifiable if M
is of full rank. To achieve identifiability, restrictions
have to be imposed on the log-linear parameters
in (4) and (5). Appropriate restrictions follow from
the common constraints that the item parameters
and the total score parameters sum to zero, that is,∑

i βi = 0,
∑

s us = 0 and
∑

s1

∑
s2

u(s1,s2) = 0.
Nonstandard log-linear models like the Rasch

models in (4) and (5) can be implemented in sta-
tistical programs which allow user-defined design
matrices, such as SAS or LEM [23] (see Struc-
tural Equation Modeling: Software). These pro-
grams provide maximum likelihood estimates of the
parameters and goodness-of-fit indices for the model.
The goodness of fit of a log-linear model can be
tested by means of the likelihood ratio statistic G2,
which asymptotically follows a χ2 distribution [2, 3].
The number of degrees of freedom equals the num-
ber of response vectors minus the number of model
parameters. If two nonstandard log-linear models are
hierarchically nested, then the two models can be
compared using the conditional likelihood ratio statis-
tic �G2. Two models are said to be hierarchically
nested if the model with fewer parameters can be
derived from the other model by a set of parameter
restrictions. If such a hierarchical relation exists, �G2

can be computed as the difference of the likelihood
ratios of the two models. The number of degrees of
freedom for the model comparison equals the dif-
ference in the number of parameters between the
two models.

An Empirical Example

The use of log-linear Rasch models for the analysis
of change can be illustrated by a recent reanalysis of
data from the longitudinal SCHOLASTIK study [16].
The SCHOLASTIK study assessed children at
several elementary schools in Germany with various

performance measures from first through fourth
grade [25]. The reanalysis with log-linear Rasch
models focused on the responses of N = 1030
children to specific kinds of arithmetic word problems
applied in second and third grade. Figure 3 shows
the relative frequencies of correct solutions to three
arithmetic items. The log-linear Rasch model of
homogeneous change (see (4)) yielded a significant
parameter of global learning from Grade 2 to Grade 3
for these items, λ̂ = 0.669. Moreover, differences
in item difficulty were indicated by the estimated
item parameters. Mirroring the relative frequencies
of correct solutions in Figure 3, Item 1 was the least
difficult item, β̂1 = −0.244, Item 2 was the most
difficult item, β̂2 = 0.310, and Item 3 fell in between
the other two, β̂3 = −0.066.

However, the model of global change provided
only a poor goodness of fit to the empirical
data, G2(54) = 72.53, p = 0.047, suggesting that the
homogeneity assumption may be violated. The less
restrictive model of person-specific change (see (5))
fitted the data well, G2(46) = 54.84, p = 0.175. In
fact, a statistical comparison of the two models
indicated that the model of person-specific change
shows a significantly better fit than the model of
homogeneous change, �G2(8) = 17.69, p = 0.024.
We may thus conclude that there are not only
interindividual differences in the ability to solve
arithmetic problems, but that the children also differ
in their speed of development from Grade 2 to
Grade 3.
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Figure 3 Relative frequencies of correct responses to
three arithmetic word problems at two measurement
occasions
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Model Extensions

The models described in this entry can easily be
extended to more than two measurement occasions
and in various other ways. First, if effects of differ-
ent treatments are to be compared in an experimental
or quasi-experimental design, a grouping variable
can be introduced that allows one to test for differ-
ences in the change parameter λ as a function of
treatment group [7]. Second, generalizations of the
Rasch model to polytomous items with more than
two response categories have been adopted for the
measurement of change [8–10]. Third, the log-linear
representation of Rasch models was extended to mod-
els for the simultaneous measurement of more than
one latent trait [12]. Accordingly, log-linear Rasch
models of global and person-specific change can
be formulated that include several ordered response
categories per item and multidimensional latent con-
structs at each measurement occasion [14, 16].

Furthermore, model extensions in terms of mixture
distribution models [13] appear especially useful for
the analysis of change. Mixture distribution Rasch
models extend the Rasch model by specifying sev-
eral latent subpopulations that may differ with respect
to the model parameters [21, 24]. While parameter
homogeneity is maintained within each latent sub-
population, heterogeneity is admitted between sub-
populations. Applied to longitudinal designs, mixture
distribution Rasch models can be used to uncover
different developmental trajectories in a population
by means of subpopulation-specific change param-
eters [15]. In addition, a priori assumptions about
differences in change can be specified by parameter
restrictions for the latent subpopulations.

To illustrate the use of mixture distribution Rasch
models in the analysis of change, we continued the
above empirical example of arithmetic problems in
elementary school. Because the assumption of homo-
geneity of change did not hold, one may surmise that
there are two subpopulations of children: one sub-
population of children who profit from the training at
school and improve their performance from Grade 2
to Grade 3, and a second subpopulation of children
whose performance remains unchanged from Grade 2
to Grade 3. We tested this conjecture by means of
a mixture distribution model with two subpopula-
tions [16]. For each subpopulation, a Rasch model
of homogeneous change (see (2) and (4)) was spec-
ified, and in one of the subpopulations the change

parameter was fixed at zero. The resulting ‘mover-
stayer Rasch model’ fitted the empirical data well
and provided a parsimonious account of the observed
heterogeneity of change.

References

[1] Andersen, E.B. (1985). Estimating latent correlations
between repeated testings, Psychometrika 50, 3–16.

[2] Andersen, E.B. (1990). The Statistical Analysis of Cate-
gorical Data, Springer, Berlin.

[3] Bishop, Y.M.M., Fienberg, S.E. & Holland, P.W. (1975).
Discrete Multivariate Analysis: Theory and Practice,
MIT Press, Cambridge.

[4] Christensen, R. (1990). Log-linear Models, Springer,
New York.

[5] Cressie, N. & Holland, P.W. (1983). Characterizing the
manifest probabilities of latent trait models, Psychome-
trika 48, 129–141.

[6] Fischer, G.H. (1995a). Derivations of the Rasch model,
in Rasch Models. Foundations, Recent Developments
and Applications, G.H. Fischer & I.W. Molenaar, eds,
Springer, New York, pp. 15–38.

[7] Fischer, G.H. (1995b). Linear logistic models for
change, in Rasch Models. Foundations, Recent Develop-
ments and Applications, G.H. Fischer & I.W. Molenaar,
eds, Springer, New York, pp. 157–180.

[8] Fischer, G.H. & Parzer, P. (1991). An extension of the
rating scale model with an application to the measure-
ment of change, Psychometrika 56, 637–651.

[9] Fischer, G.H. & Ponocny, I. (1994). An extension of
the partial credit model with an application to the
measurement of change, Psychometrika 59, 177–192.

[10] Fischer, G.H. & Ponocny, I. (1995). Extended rating
scale and partial credit models for assessing change,
in Rasch Models. Foundations, Recent Developments
and Applications, G.H. Fischer & I.W. Molenaar, eds,
Springer, New York, pp. 353–370.

[11] Kelderman, H. (1984). Log-Linear Rasch model tests,
Psychometrika 49, 223–245.

[12] Kelderman, H. & Rijkes, C.P.M. (1994). Log-Linear
multidimensional IRT models for polytomously scored
items, Psychometrika 59, 149–176.

[13] McLachlan, G. & Peel, D. (2000). Finite Mixture Mod-
els, Wiley, New York.

[14] Meiser, T. (1996). Log-Linear Rasch models for the
analysis of stability and change, Psychometrika 61,
629–645.

[15] Meiser, T., Hein-Eggers, M., Rompe, P. & Rudinger, G.
(1995). Analyzing homogeneity and heterogeneity of
change using Rasch and latent class models: a compar-
ative and integrative approach, Applied Psychological
Measurement 19, 377–391.

[16] Meiser, T., Stern, E. & Langeheine, R. (1998). Latent
change in discrete data: unidimensional, multidimen-
sional, and mixture distribution Rasch models for the



Log-linear Rasch Models 5

analysis of repeated observations, Methods of Psycho-
logical Research 3, 75–93.

[17] Meiser, T., von Eye, A. & Spiel, C. (1997). Log-Linear
symmetry and quasi-symmetry models for the analysis
of change, Biometrical Journal 3, 351–368.

[18] Rasch, G. (1968). An individualistic approach to item
analysis, in Readings in Mathematical Social Science,
P.F. Lazarsfeld & N.W. Henry, eds, MIT Press,
Cambridge.

[19] Rasch, G. (1980). Probabilistic Models for Some Intelli-
gence and Attainment Tests, The University of Chicago
Press, Chicago. (Original published 1960, The Danish
Institute of Educational Research, Copenhagen).

[20] Rindskopf, D. (1990). Nonstandard log-linear models,
Psychological Bulletin 108, 150–162.

[21] Rost, J. (1990). Rasch models in latent classes: an
integration of two approaches in item analysis, Applied
Psychological Measurement 14, 271–282.

[22] Spada, H. & McGaw, B. (1985). The assessment of
learning effects with linear logistic test models, in

Test Design. Developments in Psychology and Psycho-
metrics, S. Embretson, ed., Academic Press, Orlando,
pp. 169–194.

[23] Vermunt, J.K. (1997). LEM 1.0: A General Program for
the Analysis of Categorical Data, Tilburg University,
Tilburg.

[24] von Davier, M. & Rost, J. (1995). Polytomous
mixed Rasch models, in Rasch Models. Foundations,
Recent Developments and Applications, G.H. Fischer &
I.W. Molenaar, eds, Springer, New York, pp. 371–379.

[25] Weinert, F.E. & Helmke, A. (1997). Entwicklung im
Grundschulalter [Development in Elementary School],
Psychologie Verlags Union, Weinheim.

(See also Log-linear Models; Rasch Modeling;
Rasch Models for Ordered Response Categories)

THORSTEN MEISER



Longitudinal Data Analysis

BRIAN S. EVERITT

Volume 2, pp. 1098–1101

in

Encyclopedia of Statistics in Behavioral Science

ISBN-13: 978-0-470-86080-9
ISBN-10: 0-470-86080-4

Editors

Brian S. Everitt & David C. Howell

 John Wiley & Sons, Ltd, Chichester, 2005



Longitudinal Data
Analysis

The distinguishing feature of a longitudinal study
is that the response variable of interest and
a set of explanatory variables (covariates) are
measured repeatedly over time. The main objective
in such a study is to characterize change in the
response variable over time and to determine the
covariates most associated with any change. Because
observations of the response variable are made on
the same individual at different times, it is likely
that the repeated responses for the same person will
be correlated with each other (see Clustered Data).
This correlation must be taken into account to draw
valid and efficient inferences about parameters of
scientific interest. It is the likely presence of such
correlation that makes modeling longitudinal data
more complex than dealing with a single response
for each individual. (Time to event data is also thus
a form of longitudinal data – see Event History
Analysis; Survival Analysis.)

An Example of a Longitudinal Study

Despite the possible complications of analysis, lon-
gitudinal studies are popular in psychology and other
disciplines since they allow for understanding the
development and persistence of behavior or disease
and for identifying factors that can alter the course
of either one (see Clinical Trials and Interven-
tion Studies). For example, readers of this article
are unlikely to need to be reminded that depression
is a major public health problem across the world.
Antidepressants are the frontline treatment, but many
patients either do not respond to them or do not like
taking them. The main alternative is psychotherapy,
and the modern ‘talking treatments’ such as cogni-
tive behavioral therapy (CBT) have been shown to be
as effective as drugs, and probably more so when it
comes to relapse [5]. But there is a problem, namely,
availability – there are not enough skilled therapists
to meet the demand, and little prospect at all of this
situation changing. A number of alternative modes
of delivery of CBT have been explored, including
interactive systems making use of the new computer
technologies. The principles of CBT lend themselves

reasonably well to computerization, and, perhaps sur-
prisingly, patients adapt well to this procedure, and do
not seem to miss the physical presence of the thera-
pist as much as one might expect. One such attempt at
computerization, know as ‘Beating the Blues (BtB)’,
is described in detail in [4]. But, in essence, BtB is
an interactive program using multimedia techniques,
in particular, video vignettes. The computer-based
intervention consists of nine sessions, followed by
eight therapy sessions, each lasting about 50 minutes.
Nurses are used to explain how the program works,
but are instructed to spend no more than 5 minutes
with each patient at the start of each session, and are
there simply to assist with the technology. In a ran-
domized controlled trial of the program, patients with
depression recruited in primary care were randomized
to either the BtB program, or to ‘Treatment as Usual
(TAU)’. Patients randomized to BtB also received
pharmacology and/or general GP support and practi-
cal/social help, offered as part of treatment as usual,
with the exception of any face-to-face counseling or
psychological intervention. Patients allocated to TAU
received whatever treatment their GP prescribed. The
latter included, besides any medication, discussion
of problems with GP, provision of practical/social
help, referral to a counselor, referral to a practice
nurse, referral to mental health professionals (psy-
chologist, psychiatrist, community psychiatric nurse,
counselor), or further physical examination.

A number of outcome measures were used in
the trial, with the primary response being the Beck
Depression Inventory II – [1]. Measurements on this
variable were made on the following five occasions:

• prior to treatment;
• two months after treatment began;
• at one, three, and six months follow-up, that is,

at three, five, and eight months after treatment.

The data collected in this study have the following
features that are fairly typical of the data collected
in many clinical trials and intervention studies in
psychiatry and psychology:

• there are a considerable number of missing val-
ues caused by patients dropping out of the study
(see Dropouts in Longitudinal Data; Dropouts
in Longitudinal Studies: Methods of Analysis);

• there are repeated measurements of the outcome
taken on each patient posttreatment, along with a
baseline pretreatment measurement;
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• the data is multicenter in that they have been col-
lected from a number of different GP surgeries.

Here, the investigator is primarily interested in
assessing the effect of treatment on the repeated
measurements of the depression score, although a
number of other covariates were also available,
for example, the length of the current episode of
depression and whether or not the patient was taking
antidepressants. How should such data be analyzed?

Graphical Methods

Graphical displays of data in general, and longitudi-
nal data in particular, are often useful for exposing
patterns in the data and this might be of great help
in suggesting which more formal methods of analysis
might be applicable to the data (see Graphical Pre-
sentation of Longitudinal Data). According to [3],
there is no single prescription for making effective
displays of longitudinal data, although they do offer
the following simple guidelines:

• they show as much of the relevant raw data as
possible rather than only data summaries;

• they highlight aggregate patterns of potential
scientific interest;

• they identify both cross-sectional and longitudi-
nal patterns;

• they make easy the identification of unusual
individuals or unusual observations.

Two examples of useful graphs for the data from
the BtB study are shown in Figures 1 and 2. In the
first example, the profiles of individual subjects are
plotted, and in the second one, the mean profiles of
each treatment group. The diagrams show a decline
in depression scores over time, with the BtB group
having generally lower scores.

The Analysis of Longitudinal Data

As in other areas, it cannot be overemphasized that
statistical analyses of longitudinal data should be no
more complex than necessary. So it will not always
be essential to use one of the modeling approaches
mentioned later since a simpler procedure may often
not only be statistically and scientifically adequate
but can also be more persuasive and easier to com-
municate than more ambitious analysis. One simple
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Figure 1 Plot of individual patient profiles for data from
the BtB study
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Figure 2 Plot of treatment profiles for both BtB and
TAU groups

(but not simplistic) method for the analysis of longi-
tudinal data is the so-called summary measure anal-
ysis process (see Summary Measure Analysis of
Longitudinal Data). Here, the essential multivari-
ate nature of the longitudinal data is transformed to
univariate by the calculation of an appropriate sum-
mary of the response profile of each individual. For
the BtB data, for example, we might use the mean
of the available depression scores for each patient
(see Summary Measure Analysis of Longitudinal
Data).

There may, however, be occasions when there
are more complex questions to be asked about
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how response measures evolve over time and more
problematic data collected than can be adequately
handled by the summary measure technique. In such
cases, there are a rich variety of regression type
models now available that can be usefully employed,
the majority of which are implemented in most of the
major statistical software packages.

There are a number of desirable general fea-
tures that methods used to analyze data from stud-
ies in which the outcome variable is measured at
several time points should aim for – these include
the following:

• the specification of the mean response profile
needs to be sufficiently flexible to reflect both
time trends within each treatment group and
any differences in these time trends between
treatments;

• repeated measurements of the chosen outcome
are likely to be correlated rather than indepen-
dent. The specification of the pattern of corre-
lations or covariances of the repeated measure-
ments by the chosen model needs to be flexible,
but economical;

• the method of analysis should accommodate vir-
tually arbitrary patterns of irregularly spaced time
sequences within individuals.

Two very commonly used methods of dealing with
longitudinal data, one based on analysis of variance
(ANOVA), and one on multivariate analysis of
variance (MANOVA) – (see Repeated Measures
Analysis of Variance for details) – fail one or
other of the criteria above. For an ANOVA repeated
measures analysis to be valid, it is necessary both
for the variances across time points to be the same,
and the covariances between the measurements at
each pair of time points to be equal to each other,
the so-called compound symmetry requirement (see
Sphericity Test). Unfortunately, it is unlikely that
this compound symmetry structure will apply in
general to longitudinal data, since observations from
closely aligned time points are likely to be more
highly correlated than observation made at time
points further apart in time. Also variances often
increase over time. The ANOVA approach to the
analysis of longitudinal data fails the flexibility
requirement of the second bulleted point above.

The MANOVA approach allows for any pattern of
covariances between the repeated measurements, but

only by including too many parameters; MANOVA
falls down on economy.

Fortunately, there are readily available alterna-
tives to ANOVA and MANOVA for the analysis
of longitudinal data that are both more satisfactory
from a statistical viewpoint and far more flexible.
These alternatives are essentially regression models
that have two components, the first of which mod-
els the average response over time and the effect of
covariates such as treatment group on this average
response, and the second of which models the pattern
of covariances between the repeated measures. Each
component involves a set of parameters that have to
be estimated from the data. In most applications, it
is the parameters reflecting the effects of covariates
on the average response that will be of most inter-
est. The parameters defining the covariance structure
of the observations will not, in general, be of direct
concern (they are often regarded as so-called nuisance
parameters). In [2], Diggle suggests that overparam-
eterization (i.e., too many parameters, a problem that
affects the MANOVA approach – see above) will lead
to inefficient estimation and potentially poor assess-
ment of standard errors for estimates of the mean
response profiles; too restrictive a specification (too
few parameters to do justice to the actual covari-
ance structure in the data, a problem of the ANOVA
method for repeated measures) may also invalidate
inferences about the mean response profiles when the
assumed covariance structure does not hold.

With a single value of the response variable avail-
able for each subject, modeling is restricted to the
expected or average value of the response among
persons with the same values of the covariates.
But with repeated observations on each individual,
there are other possibilities. In marginal models,
(see Marginal Models for Clustered Data), interest
focuses on the regression parameters of each response
separately (see Generalized Estimating Equations
(GEE)). But in longitudinal studies, it may also be
of interest to consider the conditional expectation
of each response, given either the values of previ-
ous responses or a set of random effects that reflect
natural heterogeneity amongst individuals owing to
unmeasured factors. The first possibility leads to what
are called transition models – see [3], and the sec-
ond to linear multilevel models, nonlinear mixed
models, and generalized linear mixed models.

The distinction between marginal models and
conditional models for longitudinal data is only



4 Longitudinal Data Analysis

of academic importance for normally distributed
responses, but of real importance for repeated nonnor-
mal responses, for example, binary responses, where
different assumptions about the source of the corre-
lation can lead to regression coefficients with dis-
tinct interpretations (see Generalized Linear Mixed
Models).

Dropouts

The design of most longitudinal studies specifies
that all patients are to have the measurement of the
outcome variable(s) made at a common set of time
points leading to what might be termed a balanced
data set. However, although balanced longitudinal
data is generally the aim, it is rarely achieved in
most studies carried out in psychiatry and psychology
because of the occurrence of missing values, in the
sense that intended measurements on some patients
are not taken, are lost, or are otherwise unavailable. In
longitudinal studies, missing values may occur inter-
mittently, or they may arise because a participant
‘drops out’ of the study before the end as specified
in the study plan. Dropping out of a study implies
that once an observation at a particular time point
is missing, so are all the remaining planned obser-
vations. Many studies will contain missing values of
both types, although in practice it is missing values
that result from participants dropping out that cause
most problems when it comes to analyzing the result-
ing data set. Missing observations are a nuisance and
the very best way to avoid problems with missing
values is not to have any! If only a few values are
missing, it is unlikely that these will cause any major
difficulties for analysis. But in psychiatric studies, the
researcher is often faced with the problem of how to

deal with a data set in which a substantial propor-
tion of the intended observations are missing. In such
cases, more thought needs to be given to how to best
deal with the data. There are three main possibilities:

• discard incomplete cases and analyze the remain-
der – complete case analysis;

• impute or fill in the missing values and then
analyze the filled-in data;

• analyze the incomplete data by a method that does
not require a complete (rectangular) data set.

These possibilities are discussed in missing data
and dropouts in longitudinal studies: methods
of analysis.
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Longitudinal Designs in
Genetic Research

Longitudinal Experimental Designs

Experiments with a longitudinal design are often
called cohort or follow-up studies. (see Longitudinal
Data Analysis) They consist of repeated measure-
ments of the same group of experimental subjects
(see Repeated Measures Analysis of Variance).
Longitudinal studies can be contrasted with cross-
sectional or case-control designs, in which multiple
measurements are made, but of different groups of
subjects. Only longitudinal studies can test changes
over time – or changes in response to some treat-
ment or other experimentally controlled variable – in
a particular population.

Longitudinal studies come with certain disadvan-
tages. One problem is the age of the subject is
confounded with the date of measurement, so that
the real effects of age in the measurement sample are
confounded with the changes in the whole popula-
tion over time – so called secular trends or cohort
effects. A second problem is that subjects may drop
out of the study before all the measurements have
been administered, giving rise to problems of attri-
tion (see Missing Data).

Longitudinal Correlations and Causality

The correlation between two measurements in a
longitudinal sample may be termed a longitudinal
correlation, and is a measure of how well their
relationship conforms to a linear dependency. A
correlation between two variables is equivalent to
their covariance between them, standardized by their
variances. This encyclopedia entry only considers the
kind of change that can be measured by correlations
between variables. For information about longitudinal
models that consider changes in mean levels as well
as correlations between different measurements, see
growth curve models.

The existence of a longitudinal correlation – or
any other correlation – does not imply any particular
mode of causality. Correlations can arise by one
variable acting causally on the other (Figure 1);
or by mutual causality (Figure 2);

A B

Figure 1

A B

Figure 2

A

B

C

Figure 3

or through a shared dependency on a third, causally
prior, variable (Figure 3).

When analyzing longitudinal datasets, it is often
assumed a priori that temporally prior measure-
ments also have causal priority, which ignores
the possibility of an underlying shared dependency
on a third, unmeasured variable. Whether there
are adequate grounds for making this assumption
is not a question that can be resolved by the
data themselves.

Longitudinal Models as Multivariate
Models

Behavioral genetic models typically assume that the
variance of an observed variable can be divided up
into genetic and environmental components of vari-
ance. In the case of multivariate behavioral genetic
models (see Multivariate Genetic Analysis), the
relationships among multiple variables are divided
up into genetic and environmental pathways that
together are responsible for the covariances among
the variables. Longitudinal behavioral genetic mod-
els are a special case of these multivariate models:
the covariances among repeated measurements in
a longitudinal design are decomposed in the same
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way. So for example, just as in a standard mul-
tivariate behavioral genetic model, the degree of
overlap between the genetic influences on two lon-
gitudinal measurements can be summarized by the
genetic correlation (see Correlation Issues in Genet-
ics Research). Likewise, the proportion of the longi-
tudinal correlation between them that is attributable
to this shared heritability is given by the bivariate
heritability (see Multivariate Genetic Analysis).

Examples of Longitudinal Behavioral
Genetic Models

The Cholesky decomposition. The Cholesky (or
‘triangular’ ) decomposition is a saturated model,
meaning that it has the maximum possible num-
ber of parameters that can be estimated from the
data. The model assumes that the factors influenc-
ing on the phenotype on any given measurement
occasion continue to influence the phenotype on all
subsequent occasions, and are causally prior to any
new influences.

In terms of matrix algebra, if the observed covari-
ance matrix is given by �, then the decomposition
consists in finding the upper triangular matrix � such
that

� = ��T (1)

In a behavioral genetic model, we can, for exam-
ple, substitute for � the upper triangular matrices of
genetic and environmental pathways, A and E, such
that

� = AAT + EET (2)

P2 P3P1

A1 A2 A3

E1 E2 E3

Figure 4

This model is represented in Figure 4 for pheno-
types measured on three occasions. The uncorrelated
latent genetic and environmental variables (Ai and
Ej , respectively) act on the observed variables Pt

wherever i, j ≤ t .

The simplex model. The simplex model can be
estimated whenever there are three or more mea-
surement occasions. When there are four or more
measurement occasions, or when further simplifying
assumptions are made, it is an unsaturated model –
that is, fewer parameters are estimated from the data
than is theoretically possible – and therefore imposes
a certain structure on the data. Its theoretical starting
point is the assumption that the relationships among

P2 P3P1

A1 A2 A3

E1 E2 E3

P4

A4

E4

Figure 5
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phenotypes measured longitudinally can be repre-
sented by chains of causal paths, known as simplex
coefficients, linking the phenotypes on successive
measurement occasions. The simplex model requires
that the correlations among successive measurements
be greater than those between widely spaced mea-
surements. Thus, the correlation matrix between phe-
notypes conforming to a simplex structure contains
coefficients that are greatest between successive mea-
surements (those adjacent to the leading diagonal)
and fall off as the measurements become spaced fur-
ther apart (i.e., as the distance to the leading diagonal
increases).

Figure 5 represents a behavioral genetic exam-
ple for a phenotype P measured on four occasions.
The simplex coefficients are represented by horizon-
tal paths, modeling the continuity between successive

latent genetic (A) and environmental (E) variables.
The slanted paths on the diagram represent new
genetic and environmental variance on the pheno-
type, uncorrelated with previous measurements – the
innovations. Note that the continuity between widely
spaced latent variables (A1 and A4, say) is mediated
by the latent variables on intermediate measurement
occasions (in this case, A2 and A3).

In terms of matrix algebra, the covariance matrix
� is a function of diagonal matrices of genetic and
environmental innovations (IA and IE , respectively)
and sub lower matrices of simplex coefficients (SA

and SE):
� = IASAIT

A + IESEIT
E (3)

THOMAS S. PRICE
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Lord, Frederic Mather

Born: November 12, 1912, in Hanover, USA.
Died: February 5, 2000, in Florida, USA.

Dr. Frederic Lord was described as the ‘Father of
Modern Testing’ by the National Council on Mea-
surement in Education in the United States when
he received their career achievement award in 1991.
The Educational Testing Service in the United States
bestowed upon Dr. Lord their highest honor for ‘. . .
the tremendous achievements and contributions, not
just to the Educational Testing Service (ETS) but
nationally and internationally, as the principal devel-
oper of the statistical underpinnings supporting mod-
ern mental testing, providing the theoretical structure
for item response theory (IRT), which allowed for
effective test equating and made possible modern
computer-adaptive tests. . .’ The American Psycho-
logical Association in 1997 selected Dr. Lord to
receive one of its achievement awards for a lifetime
of seminal and important contributions to the field of
test theory. And these are just three of many of the
awards Dr. Lord receiving during his life. It is clear
that Dr. Lord’s contributions to psychometric theory
and practices place him among the most influen-
tial and productive psychometricians of the twentieth
century.

Dr. Lord was born in Hanover, New Hampshire, in
1912, earning a BA degree in Sociology from Dart-
mouth College in 1936; a masters degree in Educa-
tional Psychology from the University of Minnesota
in 1943; and finally achieving a PhD from Prince-
ton in 1951 under the direction of Harold Gulliksen,
another of the outstanding contributors to psycho-
metric theory and practices in the twentieth century.
Beginning in 1944, Dr. Lord gained some early expe-
rience in psychometric methods by working with the
predecessor of the Educational Testing Service (ETS),
the Graduate Record Office of the Carnegie Foun-
dation, and he joined ETS when it was officially
founded in 1949. Dr. Lord spent his whole career
at ETS, except for sabbaticals that took him to sev-
eral universities in the United States. He retired from
ETS in 1982.

Dr. Lord will be forever influential in the field of
psychometric methods because of three seminal pub-
lications and over 100 scholarly journal articles and

chapters. In 1952, his dissertation research introduc-
ing modern test theory, today called ‘Item Response
Theory’, was published as Psychometric Monograph
No. 7 [2]. This publication was the first formal one
that provided mathematical models for linking can-
didate responses on achievement test items to under-
lying constructs or abilities that were measured by a
test. He followed up his monograph with papers in
the 1953 editions of Psychometrika and Educational
and Psychological Measurement that showed how
IRT was linked to true score theory, and how maxi-
mum likelihood ability estimates could be obtained
and confidence bands (see Confidence Intervals)
about these ability estimates determined. But then
Lord stopped this line of research for about 15 years,
presumably because the computer power was not
available to solve the complicated and numerous
nonlinear equations needed for IRT model param-
eter estimation. Clearly, the research published by
Lord in 1952 and 1953 did not satisfy him. He was
forced to assume that ability scores were normally
distributed, and that, for all practical purposes, guess-
ing on multiple-choice achievement test items did not
occur. These unrealistic assumptions allowed him to
simplify the maximum likelihood equations and to
solve them in 1952, but he was not happy with the
assumptions he needed to make, and he was reluctant
to move forward in his research with these flawed
assumptions. He would need to wait for more com-
puter power before moving forward with his IRT
program of research.

For the next 15 years or so, Dr. Lord studied many
psychometric problems such as those associated with
equating, norming, measurement of change, formula
scoring, and most importantly, true score theory.
It was in this era that he built his reputation for
scholarship and creative problem solving. His impact
on ETS was huge, with many of their standard
operating procedures, such as test score equating
(see Classical Test Score Equating), being based on
his research and suggestions. ETS then, and today,
remains the mecca for testing theory and practices,
and so his work at the time had an immense impact
on the ways testing was carried out around the world.

In 1968, Dr. Lord, with the great assistance of
Melvin Novick and Alan Birnbaum, produced his
second seminal publication Statistical theories of
mental test scores, which has had an immense impact
on the testing field for over 30 years [4]. This book
extended the work of Gulliksen’s Theory of Mental
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Tests [1] by providing a statistical framework for
developing tests and analyzing test scores. It was the
culmination for Dr. Lord’s efforts between 1952 and
1967 to extend the models and results of classical
test theory. This book became required reading for a
generation of psychometricians. I carried my copy
of ‘Lord and Novick’, as we called it, just about
everywhere I went for the first 10 years of my career!

The Lord–Novick text remains the standard refer-
ence for persons interested in learning about classical
test theory. But the book will be long remembered
for something else too – it was the first text that pro-
vided extended coverage of IRT: five chapters in total.
With huge improvements in the speed with which
computers could solve large numbers of nonlinear
equations and with his keen interest in computer-
adaptive testing, a topic that required IRT as a mea-
surement model, Dr. Lord became committed again
to advancing IRT. In the late 1960s, model parameter
estimation became possible without a highly restric-
tive normal distribution assumption of ability. Also,
Lord’s colleague Allan Birnbaum in the late 1950s
wrote a series of reports in which he substituted
the logistic model for the normal ogive model as
the basis for modeling data and introduced an addi-
tional parameter into his logistic models to handle
the guessing problem that had worried Lord in the
early 1950s. Lord contributed Chapter 16 to Statis-
tical Theories of Mental Test Scores, and Birnbaum
provided Chapters 17 to 20 [4]. Because of the influ-
ence of Lord and Novick’s book along with the work
of Georg Rasch, item response theory took off as an
area for research and development.

Through the 1970s, Lord made breakthrough con-
tributions to IRT topics such as equating, estimation
of ability, the detection of potentially biased items,
test development, and his favorite IRT application,
computer-adaptive testing. All of this and more was
included in his third seminal publication, Applications
of Item Response Theory to Practical Testing Prob-
lems [3]. No book has been more important than this
one in advancing the IRT field. Lord retired in 1982
but continued his research at ETS until his career was
cut short by a serious car accident in South Africa in
1985. Dr. Lord spent the remaining years of his life in
retirement with his wife, Muriel Bessemer, in Florida.

I will conclude with one brief personal story.
In 1977, I invited Dr. Lord to speak at the annual
meeting of the American Educational Research Asso-
ciation as a discussant of a monograph prepared by

a colleague and myself and three graduate students
from the University of Massachusetts. I sent him the
130-page monograph, and soon after I received it
back with editorial comments. This was unexpected.
First, Dr. Lord felt we had been far too generous in
our recognition of his contributions to the field of
IRT and he wanted us to revise the monograph to
more accurately reflect the work of his colleagues.
We disagreed but revised the text to reflect Lord’s
wishes. Second, he felt that we had made some
minor errors, and he preferred that our monograph
be revised before any distribution. I think his com-
ment was that ‘the field would be less confused if
there were fewer misunderstandings and so it would
be in the best interests of everyone if the mono-
graph were revised’. He wanted no recognition for his
input to our work, he only wanted to be sure that the
monograph be correct in every respect when it was
read by researchers and students. When he delivered
his remarks at the conference, he read them from a
carefully prepared speech, not the usual kind of pre-
sentation given by a discussant working from rough
notes, some jotted down during the presentations. All
of the speakers and the conference attendees, and the
conference room itself jammed with people wanting
to hear Dr. Lord, hung on every word he had to say.
He prepared his text in advance because he wanted
to be sure that what he said was exactly what he
wanted to say, no more, no less, and he wanted to
deliver his message with great care and technical pre-
cision. What came through that day for me was that
Dr. Lord was a man who cared about getting things
right, exactly right, and he spoke clearly, thought-
fully, and with great precision about how to move
the testing field forward. He was a superb example
for all of us working in the assessment field.
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Lord’s Paradox

Following Lord in [3], suppose a researcher wishes
to compare two groups on some criterion variable, Y ,
and would like to make allowance for the fact that
the groups being compared differ on some important
independent variable X. The situation is such that
the observed differences in Y might be caused by the
differences in X, and the researcher wishes to rule
out this possibility.

With measurements on Y and X made for each
person in each of two groups, the thought of using
the analysis of covariance is irresistible to some.
Lord’s intended purpose was to warn them that the
interpretation of the results of such analyses could be
problematic.

He illustrated his points with a simple example.
Taking small liberties with Lord’s language, suppose
a university wants to investigate the effects of the
diet provided in the dining halls and any differences
in these effects between men and women. To this end,
they collect the weight of each student at registration
in the fall and again later at the end of the spring term.
Two of the university’s distinguished statisticians,
Henry and Howard, offer to analyze the results, and
they use different methods.

Henry studies the distribution of weight for each
gender group and finds that while men on aver-
age weigh more than women, the average weight
of each group is unchanged from fall and spring.
The correlation between the fall and springs weights
is both positive and substantial in each gender
group. But, while the weights of individual stu-
dents often change between the two time points,
some go up and some go down. A sort of dynamic
equilibrium appears to be maintained over the year
within each gender group. Henry concludes that
with respect to the distribution of weight noth-
ing systematic has occurred, either for men or for
women.

Howard sees this as a natural place to apply the
analysis of covariance and uses multiple regression
to do the calculations. There are two groups, men
and women, and two measurements for each, with Y

being the spring weight and X being the fall weight.
He estimates a regression function that predicts Y

from both X and an indicator variable M , that is 1
for males and 0 for females. (He also checks that
if he adds the interaction or product term, X × M ,

as a predictor it has no extra contribution so that
the regressions of Y on X are parallel for the two
groups.) There is a significant and substantial positive
coefficient on M . This coefficient is the regression-
adjusted (for X) difference in spring weights between
men and women. Howard correctly interprets this as
the average amount more that a male will weigh in
the spring, compared to a female whose fall weight
is the same. Whatever the diet is doing to their
weight, it is adding more weight to men than it does
to equally weighing women! In [3], Lord gives a
diagram showing that the results found by Henry and
Howard are compatible.

The paradox is that while Henry seems reasonable
in his conclusion that the diet did not have any
systematic effect between the fall and the spring,
either for men or women, Howard observes that
indeed men will gain more on the diet than will
equally weighing women.

Lord’s explanation of the paradox is that ‘with
the data usually available in such studies, there sim-
ply is no logical or statistical procedure that can be
counted on to make proper allowances for uncon-
trolled preexisting differences between groups’. In
program evaluation, it is common to use nonran-
domized observational studies in which treatment and
control groups do exhibit ‘uncontrolled preexisting
differences’, and therefore Lord’s paradox quickly
became part of the lore surrounding program eval-
uation, [4].

As it stands, there are several points of ambiguity
in the language that is used to describe Lord’s para-
dox. What is meant by ‘making allowance for. . .’?
What meaning should we attach to the idea that dif-
ferences in X could cause differences in Y ? What
exactly is the researcher trying to rule out? What are
‘pre-existing group differences?’ Will any treatment
group do? Holland and Rubin give an extended expla-
nation of Lord’s paradox in [2], and my treatment is
based on theirs but I will focus only on the example
described above.

Asking about the effect of a treatment, in this
case, the effect of the diet, is a causal question, and
the causal effect of a treatment is always defined
relative to another treatment, [1]. But, this example
has only one treatment condition, that is, the diet that
is used in the dining halls. There is no control diet
here, yet if we would like to talk about the effect of
the diet it must be relative to some other, control,
diet. In the notation of the Neyman–Rubin model
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[1], in order to make causal sense of the situation,
there need to be two potential spring weights, Yt

and Yc for each student. Yt is the student’s spring
weight that results from the dining hall diet (t) and
Yc is the student’s spring weight that would have
resulted from the control diet (c), whatever that might
be. In this example, only Yt is observed. For each
student, Yc is counterfactual reasoning and we are
left to speculate as to what Yc is. It turns out that if
they make causal inferences about the effect of the
diet, Henry and Howard must have different Yc’s in
mind.

The causal effect of t relative to c on the
spring weight of a student is the difference, Yt − Yc.
The average causal effect (ACE) is the average or
expectation of these individual causal effects over
the population of students: ACE = E(Yt − Yc) =
E(Yt ) − E(Yc). In this example, there is also an
interest in differences in effects between men and
women. Using the indicator variable, M , defined
above, this means that not only are we interested
in the ACE, we also want the values of the ‘con-
ditional’ ACEs of the form: ACE (men) = E(Yt −
Yc|M = 1), and ACE (women) = E(Yt − Yc|M = 0).
If the effect of the diet is different for men
and women, this will be reflected by differences
between the average causal effects for men and for
women.

With no clear control diet in hand, it is a daunt-
ing task to obtain values for either the ACE or for
ACE(men) and ACE(women). However, most exam-
ples of causal inference must make some assump-
tions that are often not directly testable, and we
may interpret causal interpretations of Henry’s and
Howard’s analyses as based on different assump-
tions.

Henry assumes that Yc = X, that is, the response
to the control diet is the same as the student’s fall
weight. For Henry, the causal effect for any student is
the gain score, Yc − X. This is an entirely untestable
assumption, but look where it gets Henry!

ACE Henry = E(Yt − Yc) = E(Yt ) − E(X). (1)

and

ACE Henry(men) = E(Yt |M = 1)

− E(X|M = 1) = 0, (2)

ACE Henry(women) = E(Yt |M = 0)

− E(X|M = 0) = 0. (3)

From his assumption, the effect of the diet is nil,
both for men and for women.

Howard, on the other hand, assumes that Yc =
a + bX , where b is the slope on X from his
estimated regression function. Again, this is an
entirely untestable assumption, but look where it gets
Howard!

ACE Howard = E(Yt ) − E(a + bX)

= E(Yt ) − a − bE(X). (4)

and

ACE Howard(men) = E(Yt |M = 1)

− a − bE(X|M = 1) (5)

ACE Howard(women) = E(Yt |M = 0)

− a − bE(X|M = 0) (6)

so that the difference between the gender specific
ACEs is

ACE Howard(men) − ACE Howard(women)

= E(Yt|M = 1) − E(Yt |M = 0)

− b[E(X|M = 1) − E(X|M = 0)]. (7)

The last expression is the mean difference between
male and female spring weights that is regression-
adjusted by their fall weight. This is the parameter
estimated by the analysis of covariance.

Who is right? In an example like this, where
the control condition is fictitious, it is hard to
say. Perhaps some will favor Henry’s assumption
while others may prefer Howard’s or some other
assumption. It is certain that there is nothing in the
data at hand to contradict either or any assumption
about Yc.

Another approach to resolving the paradox is
simply to avoid making the causal inferences. This
lowers our sights to descriptions of the data rather
than attempting to draw causal inferences from them.
From this point of view, there is just Y and X, no
t or c, and both Henry’s description of an apparent
‘dynamic equilibrium’ and Howard’s description of
spring weights for men and women conditional on
fall weight are both equally valid. Both statisticians
are ‘right’ but they are talking about very different
things, and neither has any relevance to the effects of
the dining hall diet.
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